
Preface

There have been tremendous developments in Psychometric theory, methodology, com-
putation and applications in the past decades; consequently, a vast knowledge base in
the form of books, research articles, and conference presentations has accumulated in
the field. The Handbook of Statistics on Psychometrics highlights recent developments
in the theory, methodology, applications, and computational methods. The collection
of articles included in this volume are written by the leading experts in Psychometrics,
and should serve as a guide to research scholars, reading material for graduate students
and source material for consultants and practitioners in universities as well as indus-
tries. The broad coverage will provide a general overview of the vast expanses of the
field, and will provide the reader with the state-of-the-art of Psychometrics methods that
are available as well as the frontiers of research activities in developing new and better
methodologies.

The volume begins with a chapter by David Thissen and Lyle Jones, which provides
a general overview of Psychometrics. There are several chapters on classical test theory,
a primary area in Psychometrics, as well as several chapters on item response theory, an-
other popular area. There are chapters on factor analysis, structural equation modeling,
matrix methods, multidimensional scaling, multilevel modeling, latent class analysis,
electronic essay grading, and scaling models for preference data, which have found sev-
eral important applications in the field. The volume includes several chapters intended to
provide an in-depth look at operational testing, like those on the National Assessment of
Educational Progress, and statistical procedures used in college admission testing. There
are also chapters on several topics of special interest, like automatic item generation,
causality, computer-adaptive testing, evidence-centered design, value-added modeling,
research synthesis, scoring open-ended items, and statistical paradoxes. The last chapter
“Future Challenges in Psychometrics” includes short descriptions of potential research
problems by several renowned researchers and the Vice-Presidents of the Research and
Development divisions of several leading testing companies; this chapter will surely
provide guidance to researchers looking for challenging Psychometric problems.

Several people helped us in editing this volume. We express our sincere thanks to
all the authors for their excellent contributions and for helping us to publish this vol-
ume in a timely manner. We are indebted to Dan Eignor and Shelby Haberman for their
help with several reviews and general advice, to Diane Rein for her administrative help,
and to Henry Braun, Matthew Johnson, Robert Mislevy, David Thissen, Matthias von
Davier, and Neil Dorans for their general advice. We gratefully acknowledge the help of
several authors contributing chapters and reviews, and of Russell Almond, Yigal Attali,
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Isaac Bejar, Daniel Bolt, Yu Fang, Jean-Paul Fox, Jan de Leeuw, Deping Li, Lou Mar-
iano, Steven Raudenbush, Victoria Savalei, Dipendra Raj Subedi, Bernard Veldkamp,
Jack Vevea, Alina von Davier, Hua Wei, Mark Wilson, Wendy Yen, Xueli Xu, Jinming
Zhang, and Michael Zieky for their reviews. Our special thanks go to Edith Bomers,
Kristi Green, Anita Koch, and Andy Deelen of Elsevier, Amsterdam, for taking a keen
interest in this project and for helping us with the final production of this volume. Fi-
nally, the volume is a tribute to all individuals who helped in developing this particular
area of knowledge.

C.R. Rao
S. Sinharay
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1

A History and Overview of Psychometrics

Lyle V. Jones and David Thissen†

1. Introduction

Psychometrics is defined well by the subheading that appeared under the title of the
journal Psychometrika from its inception in 1936 until a cover redesign in 1984,
“a journal devoted to the development of psychology as a quantitative rational sci-
ence.” Some definitions are even more inclusive; WordNet (developed by George
Miller and his colleagues in the cognitive science laboratory at Princeton University;
http://wordnet.princeton.edu/) defines psychometrics as “any branch of psychology con-
cerned with psychological measurements.”

In this chapter, we provide an alternative definition of psychometrics, eschewing
the compactness of dictionary definitions, to focus on what researchers in the field of
quantitative psychology do, and have done. For that, we begin with a beginning.

2. The origins of psychometrics (circa 1800–1960)

With the active support of graduate students and colleagues of L.L. Thurstone at The
University of Chicago, the Psychometric Society was founded in 1935. The Society
sponsored the journal Psychometrika, of which Volume 1, Number 1 appeared in March,
1936. At nearly the same time, the first edition of J.P. Guilford’s (1936) Psychometric
Methods was published. From one perspective, these events may serve to temporally
locate the beginning of a formal sub-discipline of psychometrics. The founding of the
Psychometric Society led to the publication in Science of Thurstone’s presidential ad-
dress to the meeting of the Society in September of 1936 that presented a strong plea to
recognize a mathematical underpinning for psychological research (Thurstone, 1937).

Long before 1935, however, quantitative methods had achieved prominence in psy-
chological research in Europe and in the United States. An early treatise on psy-
chophysics, correlation, and ability testing is that of Brown and Thomson (1921), who
had made important contributions to the development of test theory and factor analysis,

†We are grateful to Robert C. (Bud) MacCallum, Sandip Sinharay, Howard Wainer, and an anonymous re-
viewer for very helpful comments on an earlier draft of this chapter. Any errors that remain are, of course, our
own.
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Table 1
Some participants in various phases of the historical development of psychometrics

“Pioneers in psychometric methods” from Guilford’s (1936) Psychometric Methods

Ernst Heinrich Weber Edward Lee Thorndike
Gustav Theodor Fechner Louis Leon Thurstone
Gerog Elias Müller Alfred Binet
F.M. Urban Truman L. Kelley
Sir Francis Galton Lewis M. Terman
J. McKeen Cattell Charles E. Spearman

Some of the participants in the WW I Army Alpha/Beta project

Lt. Col. Robert Yerkes Lt. Arthur S. Otis
Major Lewis M. Terman Edward L. Thorndike
Major Harold C. Bingham L.L. Thurstone
Captain Edwin G. Boring George M. Whipple
Lt. Carl C. Brigham

Some of the participants in the WW II Army Air Force projecta

Officers Enlisted Personnel

John C. Flanagan Chester W. Harris William Angoff Joseph E. Mooney
Stuart W. Cook Roger W. Heynes Robert R. Blake Albert Pepitone
Meredith P. Crawford Nicholas R. Hobbs Urie Bronfenbrenner Harold M. Proshansky
Frederick B. Davis Paul Horst Benjamin Fruchter Henry W. Riecken
Philip H. Dubois Lloyd G. Humphreys Nathaniel L. Gage Milton Rokeach
Frank J. Dudek John I. Lacey Nathan M. Glaser Elliot Steller
John E. French Arthur W. Melton Albert H. Hastorf Rains B. Wallace
Robert M. Gagne Neal E. Miller Harold H. Kelly Wilse B. Webb
Frank A. Geldard William G. Molenkopf Ardie Lubin George R. Welch
Edwin E. Ghiselli Donald E. Super Samuel B. Lyerly Joseph M. Wepman
James J. Gibson John W. Thibaut William McGrath Wayne S. Zimmerman
J.P. Guilford Robert L. Thorndike

Some of the participants in the WW II OSS projectb

Henry Murray James G. Miller Eliot Steller
Urie Bronfenbrenner Donald W. McKinnon Percival M. Symonds
Donald W. Fiske O.H. Mowrer Edward C. Tolman
John W. Gardner Theodore M. Newcomb Robert C. Tryon
David Krech R. Nevitt Sanford

aA complete listing of about 1500 names associated with the Army Air Force project is provided by DuBois
(1947, pp. 377–392).
bA complete listing of the staff associated with the OSS project is provided in the Office of Strategic Services
Assessment Staff (1948) report.

respectively. Other “pioneers in psychometric methods” were featured in portraits in
the frontispiece of the first edition of Guilford’s (1936) Psychometric Methods; they are
listed here in the top panel of Table 1.

Figure 1 places some of the important figures in the early history of psychometrics
on a timeline and illustrates some of the linkages among them. It is of interest to trace
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Fig. 1. Some of the important figures in the early history of psychometrics on an approximate timeline.
*Some of the participants in the World War I and World War II projects are listed in Table 1.

the influence of some of those scholars and others associated with them, for their works
form the roots of contemporary psychometrics.1

2.1. Psychophysics

The founding of psychometrics might well be thought to correspond with the founding
of academic psychology, marked by the publication in 1860 of physicist-philosopher
Gustav Fechner’s Elemente der Psychophysik. Fechner defined psychophysics as “an
exact science of the fundamental relations of dependency between body and mind”
(Gulliksen in the foreward to Torgerson, 1958, p. v). Boring (1929, p. 286) wrote that
Fechner “set experimental quantitative psychology off upon the course which it has
followed.” Fechner experimentally established the lawful relation between the measure
of a physical stimulus (R) and the measure of an observer’s sensation thereof (S) as

S = k log R,

a formulation that stimulated psychometric research not only in Europe, especially in
Germany, but somewhat later in the United States as well.

Hermann von Helmholtz, a physicist–physiologist first at Bonn, then Heidelberg and
finally Berlin, contributed to many scientific fields, including the psychology of sen-
sation. He accepted Fechner’s proposed logarithmic relation between sensation and
stimulus, and he adopted psychophysical methods to support his theories of vision,

1 The informative review provided by Hilgard (1987) of contributions of individual psychologists has con-
tributed in a variety of ways to the following discussion.
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hearing, and tactile sensation. Helmholtz’ former assistant was Wilhelm Wundt, whose
Leipzig laboratory in 1879 became the first psychology laboratory in the world. Wundt
and his students also employed psychophysical methods as primary tools of experimen-
tal psychology. In the United States, too, psychophysics was the dominant experimental
method for psychology, imported from Germany by psychologists James McKeen Cat-
tell (the first American PhD of Wundt in 1886) at Pennsylvania, Edward Scripture
(a Wundt PhD in 1891) at Yale, and Edward Titchener (a Wundt PhD in 1892) at Cor-
nell, among others.

2.2. Early testing of individual differences

From another perspective, psychometrics had been founded in the early years of the
19th century by two astronomers, Friedrich Wilhelm Bessel and Carl Friedrich Gauss.

In 1796, Nevil Maskelyne, astronomer royal at the Greenwich Observatory, had dis-
missed his assistant David Kinnebrook because Kinnebrook reported times of stellar
transit nearly a second later than did Maskelyne. The incident was recorded in Astro-
nomical Observations at Greenwich Observatory, and was mentioned in a history of the
observatory that appeared in 1816 that was noticed by Bessel, director of a new obser-
vatory at Königsberg. Bessel acquired and studied the earlier notes of Maskelyne, then
undertook a series of independent studies at Königsberg. In 1823 Bessel reported aver-
age differences of 1.0 and 1.2 seconds between his observations and those of two other
astronomers, a finding that astonished other astronomers who had expected far smaller
individual differences.

Bessel also became aware of earlier work by Gauss, an astronomer at Göttingen, who
in 1809 had presented the theory of errors of observation employing a statistical distri-
bution now known as the normal or the Gaussian distribution. Bessel then developed
a “personal equation” to correct observations for differences among observers. He also
discovered that individual differences became smaller with the use of a chronometer
with half-second rather than full-second beats. As a result of his studies, the accuracy of
astronomic observations improved markedly (see Boring, 1929, pp. 134–142). Bessel’s
work anticipated the reaction-time experiments that continue to be popular in psycho-
logical laboratories.

In Great Britain, Frances Galton, motivated by his interest in human eugenics, was
a champion of the measurement of individual differences. Galton was influenced by
Adolph Quetelet, Belgian statistician, who had applied the Gaussian law of error to a
wide range of human data. Galton designed apparatus to measure a variety of bodily
dimensions. Galton’s Anthropometric Laboratory opened in London in 1884, and col-
lected data on about 10,000 persons over the ensuing six years. A prominent supporter
of Galton’s program in the United States was Joseph Jastrow, from 1888 a professor
of psychology at the University of Wisconsin. Jastrow had earned a PhD with G. Stan-
ley Hall at Johns Hopkins in 1886. He began a correspondence with Galton in 1887.
By 1893, Jastrow (together with anthropologist Franz Boaz) established a version of
Galton’s Anthropometric Laboratory at the World’s Columbian Exposition in Chicago.
Galton visited the Laboratory, as did thousands of others whose physical features were
measured.
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During the late 1880s, James McKeen Cattell spent time in Galton’s laboratory and
developed an interest in psychometric measures. In 1889, Cattell returned from England
to a psychology professorship at the University of Pennsylvania where he established
a laboratory of psychology. Largely ignoring the bodily measurements that had dom-
inated Galton’s program, he measured his students’ hand strength, rate of movement,
pain threshold, reaction times, judgments of elapsed time, etc., referring to these as
“mental tests” (Cattell, 1890) and expecting them to be related to other evidence of men-
tal ability (Sokal, 1982, p. 329). Cattell moved to Columbia University in 1891, where
he was permitted by the university administration to record for all entering freshman
students the results from his mental testing program. He promoted his testing program,
but without setting forth either a theoretical or an operational justification for it.

The value of the sensory and motor tests developed by Cattell and others was chal-
lenged by Clark Wissler, a graduate student at Columbia who studied both with Cattell
and with anthropologist Boaz. Wissler found that, for each of Cattell’s “mental tests,”
the correlations with class grades were essentially zero (Wissler, 1901). That finding
effectively ended the testing of sensory reactions and motor skills for assessing mental
functioning, although the utility of such tests for evaluating sensory disorders in hearing,
vision, and tactile sensitivity continues to be recognized.

2.3. Psychological testing and factor analysis

At about the same time that anthropometric testing was gaining public attention in Great
Britain and the U.S., Alfred Binet and Théophile Simon in France were developing an
alternative approach, specifically designed to assess higher cognitive abilities. Binet and
Simon (1905) introduced the concept of mental age, determined by earning a test score
that is characteristic of children of a given chronological age, and they developed tests
suitable for estimating a child’s mental age. The intelligence testing movement also was
given a boost by the work of Charles Spearman in Great Britain, who analyzed results
from a battery of cognitive tests and interpreted the analyses as providing support for a
general intelligence factor, g, common to all of the tests (Spearman, 1904).

In 1906, Henry H. Goddard became research director at the Vineland (NJ) Training
School for the Feeble-Minded. By 1908 he had visited France, and he provided a trans-
lation of the first version of the Binet–Simon scale (Goddard, 1908). Other translations
followed; the best known was that of Stanford University psychology professor Lewis
M. Terman (1916). Terman adopted the proposal of William Stern, psychologist at the
University of Breslau, to construct a quotient of mental age divided by chronological
age. Terman multiplied this quotient by 100 to define an IQ score, based upon a child’s
responses to items on the Stanford–Binet.

In April of 1917, at the initiative of Robert M. Yerkes, president of the American
Psychological Association, the APA Council voted “that the president be instructed to
appoint committees from the membership of APA to render to the Government of the
United States all possible assistance in connection with psychological problems arising
in the military emergency” (Yerkes, 1921, p. 8). Almost immediately, this effort was
joined by the National Research Council, that proposed to the Surgeon General of the
Army a plan for the psychological examination of all Army recruits. By August, 1917,
the plan was approved by the Secretary of War.
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During the initial planning period in July, 1917, a statistical unit was formed, with
Edward L. Thorndike as statistician and Arthur S. Otis and L.L. Thurstone his assistants.
Later Major Robert Yerkes acted for the Surgeon General as head of psychological
work, assisted by many others, including those listed in the second panel of Table 1.
Their efforts culminated in the establishment of a School for Military Psychology at
Camp Oglethorpe, Georgia, the development of batteries of psychological tests (Army
Alpha and Beta), and the testing during 1918 of nearly two million U.S. Army recruits.

Arthur S. Otis, as a Stanford graduate student, had worked with Terman. For his dis-
sertation Otis devised procedures for scoring multiple-choice items that made feasible
group rather than individual testing; these procedures saw their first large-scale applica-
tion with the administration of the Army tests. Subsequently, Otis’s Group Intelligence
Scale, modeled after the Army Alpha, was the first commercial group-administered
mental test. It was published by the World Book Company in 1918. Terman also pub-
lished a very slightly modified version of Army Alpha as the Terman Group Test of
Mental Ability in 1920, again with the World Book Company. Otis joined the World
Book staff in 1921. In 1923, Terman and colleagues produced the Stanford Achieve-
ment Test, an objective measure of what students had learned in school.

After noting the impact in the 1920s of Freud’s sexual theories on public awareness
of psychology, one respected historian noted that “Even more important in popular-
izing psychology were the Army ‘intelligence’ tests and the debates they aroused”
(Leuchtenburg, 1958, p. 164). Some effects of the testing controversy on educational
reform are presented by Cremin (1961, pp. 185–192).

In the early 1920s, Louis Leon Thurstone served as chair of the Department of Ap-
plied Psychology at the Carnegie Institute of Technology. In 1923–1924, Thurstone was
supported by the Carnegie Corporation of New York to spend a year in Washington, DC
to devise improvements to the federal civil service examinations used in the selection
of personnel for U.S. government employment. While fulfilling that mission, Thurstone
also prepared for the American Council on Education (ACE) a Psychological Examina-
tion for High School Graduates and College Freshmen. That exam produced two scores,
a linguistic score, “L” and a quantitative score, “Q” (Thurstone, 1924). In 1924 Thur-
stone joined the faculty at The University of Chicago where he and his wife, Thelma
Gwinn Thurstone, continued to produce annual versions of that test until 1947. In that
year, the Educational Testing Service (ETS) was founded, drawing together the test-
ing programs of ACE, the Carnegie Foundation for the Advancement of Teaching, and
the College Entrance Examination Board (CEEB, now known as the College Board).
The Scholastic Aptitude Test (SAT) produced by ETS also provided two scores, one for
verbal aptitude that correlated higher with college grades in English and history, and
one for mathematical aptitude that correlated higher with grades in mathematics and
engineering.

During the years in which the Thurstones were developing the ACE tests, L.L. Thur-
stone also was devising methods for multiple factor analysis (Thurstone, 1931a, 1935).
This led to the collection of results from a battery of tests, first from freshmen at the
University of Chicago, then from Chicago public high school students. Factor analyses
of those data identified seven to nine separate factors of intellect (Thurstone, 1938), re-
sults that can be set in opposition to the Spearman one-factor g theory. (Later, when he
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allowed for factors to be correlated, Thurstone granted the possibility that Spearman’s
g might be found as a single second-order factor, the result of analyzing the correlations
among the primary factors.)

Applications as well as theoretical developments in factor analysis were stimu-
lated by the appearance of Thurstone’s authoritative book Multiple Factor Analysis
(Thurstone, 1947). Mulaik (1986) provides a review of research literature relating to
factor analysis for the 50 years from the 1930s to the 1980s.

In 1941, prior to the entry of the U.S. into World War II, John Flanagan played a role
for psychologists similar to that of Yerkes just 24 years earlier. The War Department ap-
proved Flanagan’s proposal to launch an ambitious testing program within the Army Air
Corps to establish the validity of a test battery for selecting and classifying applicants
for Air Corps flight crews, initially for pilots, navigators, and bombardiers. A guide to
the 19 detailed book-length reports of the program is given by Flanagan (1948). Some
1500 officers and enlisted personnel were engaged in the effort, including many with
names that would subsequently become familiar; some are listed in the third panel of
Table 1. Scores of the Air Force psychologists became distinguished as contributors to
research psychology in post-war years. The Army Air Force’s project entailed a unique
validity study in which all applicants were accepted in the program, although each had
been required to complete a battery of tests to be used potentially for selection and clas-
sification. By relating test scores to success in training, a final battery was validated and
used later to screen subsequent applicants (DuBois, 1947; Guilford and Lacey, 1947).

After the war, John Flanagan founded the American Institutes for Research (AIR),
for the initial sole purpose of providing to commercial airlines a set of selection pro-
cedures highly similar to those developed in the Army program. More recently, AIR
has engaged in a wide range of research activities, many of which contribute to govern-
mental efforts in support of educational assessment. Other participants in the Army Air
Force’s program returned to quantitative, experimental, or social psychology programs
at a wide range of universities, as well as testing agencies.

In another effort shrouded in a great deal more secrecy during the second World
War, a collection of psychologists developed and implemented an extraordinary assess-
ment system for the selection of personnel (otherwise known as spies) for the Office
of Strategic Services (OSS). This work is described in a military report, the declassi-
fied version of which was published under the titles Assessment of men: Selection of
Personnel for the Office of Strategic Services (Office of Strategic Services Assessment
Staff, 1948) and Selection of Personnel for Clandestine Operations: Assessment of Men
(Fiske et al., 1993). The staff of “Station S” (for “secret”) was largely organized by
Henry Murray; some of the dozens of staff members are listed in the final panel of Ta-
ble 1. The assessment included paper-and-pencil instruments and projective tests as well
as a large number of performance and situational exercises that were rated by observers.
Extensive data analysis, including the (then new) techniques of multiple correlation and
factor analysis, supported the clinical judgment of the staff in recommending candi-
dates. While the extravagance of the multi-day OSS assessment has had few, if any,
equals since World War II, the experiences of the OSS staff in that environment were
to have extensive consequences for research in personality measurement and personnel
selection for a generation of psychologists (Handler, 2001).
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Over the decades following World War II, numerous school achievement tests were
developed to compete with Terman’s Stanford Achievement Test. A number of for-
profit and non-profit companies were in the business of producing achievement tests,
among them the Psychological Corporation, the Iowa Testing Program, Science Re-
search Associates, Educational Testing Service, CTB/McGraw-Hill, and others. The
National Assessment of Educational Progress, a program to monitor school achieve-
ment for the nation, was launched by Ralph W. Tyler in the 1960s and periodically has
monitored achievement levels of national samples of school children (and state samples,
since 1990) to provide “the nation’s report card” (see Jones and Olkin, 2004). More re-
cently, almost all states have adopted achievement tests for students in public schools; a
mandate for such tests is a feature of the federal program “No Child Left Behind.”

2.4. Organizational developments

In 1935, as noted earlier, the Psychometric Society was founded (its charter president
was L.L. Thurstone) and the journal Psychometrika was launched. In the following
year J.P. Guilford (1936) published Psychometric Methods that became a standard col-
lege text for the study of psychological measurement. The journal Educational and
Psychological Measurement appeared in 1941. In 1946, the American Psychological
Association (APA) created a Division of Evaluation and Measurement, and L.L. Thur-
stone was its first president. (The name of the division was changed in 1988 to Division
of Evaluation, Measurement, and Statistics.) The Society of Multivariate Experimental
Psychology was founded in 1960 (according to its website, http://www.smep.org) as
an organization of researchers interested in multivariate quantitative methods and their
application to substantive problems in psychology; that society publishes the journal
Multivariate Behavioral Research. In 1964, the National Council on Measurement in
Education inaugurated the Journal of Educational Measurement, publishing articles on
psychometrics as applied to measurement in educational settings. The Society for Math-
ematical Psychology began to meet in 1968, and publishes the Journal of Mathematical
Psychology. A number of other journals, including Applied Psychological Measure-
ment, Psychological Methods, the Journal of Educational and Behavioral Statistics, the
British Journal of Mathematical and Statistical Psychology, Structural Equation Mod-
eling, and Behaviormetrics have joined the set that publishes psychometric research.

From these historical roots, and with the infrastructure provided by emerging sci-
entific societies, by the second half of the 20th century psychometrics had staked out
its intellectual turf: psychological scaling, educational and psychological measurement,
and factor analysis. Extensions of those three core topics, along with numerous contri-
butions to applied statistics motivated by the data collection in empirical psychology,
have defined the field through the second half of the last century and into the 21st.

3. Psychological scaling

3.1. Thurstone’s scaling models and their extensions

S.S. Stevens (1951) wrote that “Measurement is the assignment of numerals to objects
or events according to rules.” When measurement, thus broadly defined, makes use of

http://www.smep.org
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behavioral or psychological data, it is called psychological scaling, because the assign-
ment of numerals places the objects or events on a scale. To make use of behavioral
or psychological data, the “rules” for the assignment of numerals are usually based on
mathematical or statistical models for those data. Psychological scaling had its origins
in psychophysics, with the birth of psychology as a science; but it has expanded to be
used in many domains.

From its beginnings in the 19th century, psychophysics had continued to enjoy
support in academic psychology during the mid-1920s and early 1930s, a period in
which L.L. Thurstone published a remarkable set of papers that proposed adapting
psychophysical methods to scale psychological functions that had no clear physical
correlates, e.g., human abilities, attitudes, preferences, etc. The Thurstonian scaling
methods were generated directly from employing the Gaussian distribution, first to re-
peated responses from a given individual, then with an extension to the distribution
of responses for many individuals. These scaling methods almost immediately were
adopted as measurement tools for research in social psychology, and thereby became an
important component both of academic and applied psychology. Thurstone considered
his development of scaling theory and practice to have been his most important contri-
bution. An integrative summary of Thurstonian scaling procedures is that of Bock and
Jones (1968). As noted in subsequent sections of this chapter, Thurstone’s scaling meth-
ods stimulated later developments in multidimensional scaling and in item response
theory. They also influenced the formulation of related scaling methods such as Luce’s
choice model (Luce, 1959).

In 1950, the Social Science Research Council appointed a Committee on Scaling
Theory and Methods to review the status of scaling procedures and their relation to
basic research in the social sciences. Committee members were Paul Horst, John Karlin,
Paul Lazersfeld, Henry Margenau, Frederick Mosteller, John Volkmann, and Harold
Gulliksen, chair. The committee engaged Warren Torgerson as a Research Associate
to review and summarize the literature on psychological scaling. The result was the
publication of a book that stood for many years as the authoritative summary of scaling
procedures (Torgerson, 1958).

3.2. Multidimensional scaling

Various strategies for multidimensional scaling (MDS) borrow from Thurstone’s scal-
ing models (and their descendents) the idea that similarity data (as might be obtained
using various experimental procedures and human judgment) can be represented spa-
tially. However, where Thurstone’s scaling models represent objects with real num-
bers on a single dimension, MDS most often represents objects as points in two- (or
higher) dimensional space. In the course of this extension of dimensionality, most
procedures for MDS are more data analytic in character, and less based on any psy-
chological process model, than were Thurstone’s original procedures. As such, MDS
procedures form a bridge between the original methods of psychological scaling and a
number of purely data-analytic procedures that are discussed in section 6 of this chap-
ter.

Torgerson (1952) introduced multidimensional scaling using “metric” algorithms
that treat the numerical values of the similarity data as if they are on an interval scale.
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In the 1960s, simultaneous advances in the theory of statistical optimization and com-
puting made possible the implementation of algorithms for “nonmetric” MDS, which
seeks to derive a spatial representation of objects, with coordinates on an interval scale,
making use only of the ordinal properties of the original similarity data. A theoreti-
cal paper by Luce and Tukey (1964) together with algorithms and computer programs
by Shepard (1962a, 1962b), Kruskal (1964a, 1964b), Guttman and Lingoes (Lingoes,
1965), and Young and Torgerson (1967) provided the basis for countless studies in the
fields of sensation, perception, and cognition in the 1960s and 1970s (see, for examples,
Young and Hamer, 1987). The properties of nonmetric MDS, and additional improve-
ments to methods for its implementation, were among the most prominent topics of
psychometric research between the mid-1960s and the mid-1980s.

Tucker and Messick (1963) originated the idea that individual differences could be
modeled in MDS, by modeling separate perceptual spaces for individuals having dif-
ferent “viewpoints” about stimulus interrelationships. Additional procedures that com-
bined the idea of individual differences with a spatial representation underlying judg-
ments of similarity were among the new procedures introduced around 1970 (Horan,
1969; Carroll and Chang, 1970; Tucker, 1972; Bloxom, 1974). Torgerson (1986) pro-
vided a critical summary of this most active period in the development of procedures
for psychological scaling.

While basic MDS has subsequently become a standard data-analytic technique, con-
tinuing developments that extend these ideas remain active topics of research, some of
which are mentioned in Section 6.

4. Psychological measurement (test theory)

4.1. True score theory

A number of psychological testing programs were initiated in the first half of the 20th
century, but were launched with little attention to an underlying theory of testing. When
L.L. Thurstone joined the faculty of the University of Chicago, he immediately designed
a curriculum for a course in test theory. Later, the material was published under the
title, The Reliability and Validity of Tests (Thurstone, 1931b). For several decades, this
work served to foster numerous contributions to the psychometric literature, largely
refinements and embellishments to traditional test theory based on the concept of the
“true score.”

Test theory is the archetype of a problem unique to psychological research that re-
quires a statistical solution. Considering a test score from a statistical point of view, it
is highly desirable to derive an ancillary statement of its precision. In the most basic
approach to true score theory, the test score X is considered the sum of a true score T

and a random error E,

X = T + E.
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The standard deviation of the errors E is a statement of the (lack of) precision, or stan-
dard error, of the test score. That standard error can be estimated using an estimate of
the reliability of the score X, where the reliability is the squared correlation between
observed scores and the true scores.

Procedures to estimate reliability were developed over the first half of the 20th cen-
tury, beginning with the seminal papers by Spearman (1910) and Brown (1910) that
established the algebraic relation between test length and reliability for (hypothetical)
parallel items. The first widely-used internal-consistency estimates of reliability (per-
mitting reliability to be estimated from a single administration of a test, without some
arbitrary division into halves) came from Kuder and Richardson (1937) famous paper,
in which the equations numbered 20 and 21 came to be the names of statistics estimat-
ing reliability (KR-20 and KR-21). Hoyt (1941) provided a more general statement of
internal consistency reliability, which was popularized by Cronbach (1951) as “coeffi-
cient α.” Gulliksen’s (1950) landmark text, Theory of Mental Tests, provided a summary
of the research and developments of the first half of the 20th century, and was the stan-
dard theoretical and procedural guide for testing until the publication of the elegant
axiomatic treatment of true score theory presented by Lord and Novick (1968). Variants
of true score theory, sometimes fairly complex, continue to be used to provide quanti-
tative statements of precision of test scores; Feldt and Brennan (1989) summarize the
underlying theory and procedures for tests with a variety of structures.

Cronbach et al. (1972) expanded the concept of reliability to become generalizability
over a number of possible facets of test administration, for example items or tasks, oc-
casions of measurement, and judges (for responses scored by raters). Generalizability
theory has become extremely important for the evaluation of “authentic” or “perfor-
mance” assessments that often involve extended tasks or exercises administered over a
period of time with responses evaluated by trained raters. Brennan (2001) summarizes
continuing developments in this area.

During the latter half of the 20th century, as enriched notions of generalizability
evolved, there emerged also broadened views of test validity. Cronbach and Meehl
(1955) presented the first detailed exposition of “construct validity” as an adjunct to
traditional predictive validity. Samuel Messick, in a series of papers culminating with
Messick (1980), set forth a further set of considerations that clarify the distinction be-
tween construct validity, which he considered the validity of a test, and other features
such as predictive utility, content coverage, and so on. Messick’s formulations have
been influential on subsequent revisions of the Standards for Educational and Psycho-
logical Testing (American Educational Research Association, American Psychological
Association, and National Council on Measurement in Education, 1999).

Instruction in test theory is often the only presence of quantitative psychology in the
undergraduate psychology curriculum aside from introductory statistics and research
methods courses. Influential textbooks on testing include the well-known texts by Anas-
tasi (most recently, Anastasi and Urbina, 1996) and Cronbach (1990) among many
others. Summaries of the literature on test theory can be found for the period 1936–
1960 in an article by Gulliksen (1961) and for 1961–1985 in a similar article by Lewis
(1986).
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4.2. Item response theory (IRT)

A global shift in graduate instruction and research in test theory accompanied the publi-
cation in 1968 of Frederic Lord and Melvin Novick’s Statistical Theories of Mental Test
Scores (Lord and Novick, 1968). In addition to a thorough, modern mathematical and
statistical codification of true score theory, that volume included the first comprehensive
coverage of IRT. Along with chapters by Lord and Novick on the normal ogive model,
additional chapters by Allen Birnbaum (1968) introduced the logistic model, extended
an idea that had been suggested by Lord (1953b) to account for guessing in what has
come to be called the three-parameter logistic model (3PL), and advocated the use of
information functions in test development.

IRT focuses the statistical analysis of test data on the responses to items, rather than
on the total summed test score which was the basis of true score theory. Most of the
models and methods that fall within IRT assume that one or more unobserved (or la-
tent) variables underlie the responses to test items in the sense that variation among
individuals on those latent variables explains the observed covariation among item re-
sponses (Green, 1954). In IRT models, the relation between the position of individuals
on the latent variable(s) and the item responses is described by statistical models that
describe the probability of an item response as a function of the latent variable(s). Ex-
amples of such models are the aforementioned normal ogive and logistic models; Bock
and Moustaki (this volume) provide a detailed overview of IRT, including descriptions
of many other models.

Before 1968, research in IRT had proceeded very slowly, with the occasional the-
oretical contribution, and virtually no application. The seeds of IRT were planted in a
seminal paper by L.L. Thurstone (1925) in which he used ideas closely related to what
would become the normal ogive model to describe Burt’s (1922) data obtained with a
British translation of Binet’s scale, and another paper by Symonds (1929) in which the
idea of the normal ogive model was used to describe data obtained from spelling tests.
Guilford’s (1936) Psychometric Methods described analysis of test data using IRT as
though it might soon provide a practical method of item analysis; it actually required
more than 40 years for that prediction to be fulfilled.

In a relatively obscure paper published in the Proceedings of the Royal Society of Ed-
inburgh, Lawley (1943) described the application of the (then relatively new) method
of maximum likelihood to the estimation of ability using the normal ogive model. How-
ever, because no practical method existed to produce the requisite item parameters for
the model, Lawley’s statistical development had no practical use. Tucker (1946) used
the normal ogive model as a theoretical device to show that a maximally reliable test is
made up of items with difficulty equal to the average ability of the examinees, and Lord
(1952, 1953a) also used IRT as a theoretical basis for a description of the relation be-
tween ability and summed scores. The work by Lord (1952) and (intellectually) closely
related work by the mathematical sociologist Paul Lazarsfeld (1950) clarified the nature
of IRT models and emphasized the idea that they were “latent variable” models that
explain the observed covariation among item responses as accounted for by an under-
lying, unobserved variable related to each response. B.F. Green’s (1954) chapter in the
Handbook of Social Psychology provides a lucid explanation of the theoretical struc-
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ture of IRT models and the related latent class models that assume local independence:
independence of item responses conditional on the value of the latent variable.

Lord and Novick’s (1968) volume placed the normal ogive IRT model on a sound
theoretical basis as an integration of a latent variable representing individual differences
with the model Thurstone (1927) introduced as the “law of comparative judgment.” Af-
ter 1968, research and development in item response theory increased extraordinarily
rapidly. The problem of item parameter estimation was brought into sharp statistical
focus by Bock and Lieberman (1970), and a practical method based on maximum like-
lihood was described by Bock and Aitkin (1981). The latter method is used by most
general purpose IRT software. Samejima (1969, 1997) provided the ground-breaking
suggestion that IRT could be extended to the analysis of items with more than two
ordered responses; Bock’s (1972, 1997a) model for more than two nominal responses
quickly followed. A number of refinements of, and alternatives to, these models have
since been described (see Thissen and Steinberg, 1986). In the 1990s, following a semi-
nal article by Albert (1992), research on applying Markov chain Monte Carlo (MCMC)
techniques to estimation in item analysis went forward in several laboratories around the
world, opening the way for more complex models (in which IRT plays a part) than are
likely feasible using a maximum likelihood approach (Béguin and Glas, 2001; Bradlow
et al., 1999; Fox and Glas, 2001, 2003; Patz and Junker, 1999a, 1999b; Wang et al.,
2002).

In original work in Denmark that was largely independent of the American and
British research that had gone before,2 Georg Rasch (1960) developed an item re-
sponse model by analogy with the properties of physical measurement. While Rasch’s
“one-parameter” logistic model (so named for its only item parameter that reflects dif-
ficulty) is closely related to Birnbaum’s (1968) two-parameter logistic model, Rasch
(1961, 1966, 1977) subsequently developed a philosophical basis for his model that
established the Rasch tradition as an alternative to the models of the Thurstone–Lord–
Birnbaum traditions. Subsequently, the “Rasch family” (Masters and Wright, 1984) has
also expanded to include generalized models for items with more than two response
alternatives, and a number of specialized models as well.

Lewis (1986) summarizes the literature on test theory for the period of IRT’s explo-
sive growth in the 1970s and early 1980s, and Bock (1997b) provides a more complete
history of IRT. Perusal of the contents of this volume makes clear that IRT remains one
of the most active areas of research in psychometrics.

4.3. Equating, test assembly, and computerized adaptive testing

The problem of test equating arises in its most commonly recognized form from the fact
that large-scale assessments (such as the SAT) make routine use of alternate forms (cer-
tainly over time, and sometimes simultaneously), but all forms must yield comparable
reported scores. Numerous statistical algorithms have been proposed for various data

2 Rasch (1960) refers to Lord (1953b) only once, in a footnote on p. 116, and the normal ogive model only
briefly there and on pp. 118 and 122. Rasch also refers, in another footnote, to the choice model (Bradley and
Terry, 1952; Luce, 1959); however it appears that these footnotes were added after the fact of Rasch’s model
development.
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collection designs to provide equated scores with various properties, and book-length
treatments of the subject describe those methods (Holland and Rubin, 1982; Kolen and
Brennan, 2004; von Davier et al., 2003), as do chapters in each edition of Educational
Measurement (Flanagan, 1951; Angoff, 1971; Petersen et al., 1989; Holland and Do-
rans, in press). Holland and Dorans (in press) trace the origins of test equating to work
by Truman Kelley (1914); Kelley’s (1923) Statistical Methods included a chapter on
“comparable measures” that describes linear equating and equipercentile equating, and
refers to alternative proposals by Otis (1916, 1918). For most of the 20th century, test
equating was a highly specialized technical process of interest primarily to its practi-
tioners at institutions that created large-scale assessments with alternate forms. While a
large psychometric literature accrued on this topic, it was not highly visible.

However, in the 1990s the increasingly salient (and burdensome) use of educational
achievement tests in the United States led to requests to link scores on different tests,
with the ultimate goal of using the results obtained from one assessment as substitute
scores for those that would have been obtained on another test, to reduce the amount of
time spent on achievement testing by having the results from one test serve double duty.
Test linking then became the subject of acts of Congress, and two committees of the
National Research Council published reports describing the many reasons why scores
on distinct tests cannot, in general, be made comparable in all respects by any statistical
processes (Feuer et al., 1999; Koretz et al., 1999).

Based on a substantial body of work inspired by attempts in the 1990s to extend
the reach of test equating beyond its previous scope, Holland and Dorans (in press) use
test linking as a generic term to encompass (i) equating, for producing interchangeable
scores, (ii) scale aligning, for producing comparable scores (in some senses), and (iii)
predicting, to make the best prediction of the score on one test from the score on another.
For each of those three specific goals, many statistical techniques have been employed,
including procedures based on summed scores and on IRT.

Test linking remains an active area of psychometric research as evidenced by the
fact that two journals recently published special issues devoted to that area: The Jour-
nal of Educational Measurement’s special issue “Assessing the population sensitivity
of equating functions” appeared in Spring, 2004, and Applied Psychological Measure-
ment’s special issue on “Concordance” appeared in July, 2004.

Approaches to test linking may be based on true score theory or on IRT. However,
two topics of currently active research in test theory rely primarily on IRT: computerized
test assembly and computerized adaptive testing (CAT).The goal of computerized test
assembly is usually to create parallel test forms, or at least alternate forms of a test that
may be scored on the same scale, from a collection of items (a “pool”) that has usually
been calibrated using IRT. The scale of the problem can be very large: Hundreds of items
may be cross-classified by dozens of content- and format-based attributes as well as by
their statistical properties as described by IRT parameters. The numbers of combinations
and permutations of those items that are possible if they are to be distributed onto fairly
long tests is (literally) astronomical. Human test assembly specialists have assembled
test forms for decades using various unspecified heuristic algorithms; computerized test
assembly algorithms are intended to assist the human test assemblers (or perhaps replace
them) with procedures that produce alternate test forms very quickly (often in ways that
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will not require subsequent equating of the alternate forms). A special issue of Applied
Psychological Measurement (1998, volume 22, number 3) includes articles describing
several computerized test assembly procedures (see van der Linden, 1998).

Perhaps the most extreme examples of computer-generated tests with linked score
scales are those administered by CATsystems, in which each respondent may see a
different set of items, sequentially selected to provide optimal information at each stage
of the testing process. Volumes edited by Wainer et al. (2000) and van der Linden and
Glas (2000) provide accessible entry points for (roughly) three decades of extensive
research and development on the subject of CAT. Much of the modern development of
IRT in the 1970s and early 1980s was supported by the U.S. Department of Defense in
the project to create a CAT version of the Armed Services Vocational Aptitude Battery,
or ASVAB. While widespread participation of academic quantitative psychologists in
that project has ended and the test is operational, the effects of the project on large-scale
testing persist.

5. Factor analysis

5.1. Factor analysis and rotation

Factor analysis is a statistical solution to a psychological problem: Almost as soon as
(modern) psychological tests were invented, it was observed that the scores on tests
of distinct aspects of ability were correlated across persons. Spearman (1904) sought to
explain that correlation by appeal to the idea that the scores on all of the tests reflected, in
some measure, variation on an underlying variable he called g (for general intelligence);
that article is usually considered the beginning of factor analysis.

While subsequent British research began to consider the idea that there might be
more than one factor of ability, it was Thurstone’s (1938) Psychometric Monograph on
the Primary Mental Abilities that initiated a line of factor analytic research on the struc-
ture of the intellect that would continue for decades. There were problems determining
the number of factors, and then of estimating the parameters—the factor loadings, which
are the regression coefficients of the observed test scores on the unobserved factors, and
the unique (error) variances. Factor analysis was invented long before the theoretical sta-
tistics had been developed that would provide methods for the estimation problem for a
model with so many parameters, and also long before computational power was avail-
able to solve the problem (had suitable algorithms been available). Before the 1960s,
creative heuristic methods, largely due to Thurstone, were used.

While others had managed maximum likelihood (ML) estimation for the factor
analysis model earlier, it was Jöreskog’s (1967) algorithm, and Jennrich and Robin-
son’s (1969) alternative, coinciding with the development of sufficiently fast electronic
computers, that gave rise to practical general computer implementations of a statisti-
cally optimal procedure. While the earlier heuristic algorithms were also implemented
in standard statistical software, the ML procedures permitted consideration of Factor
Analysis as a Statistical Method, the title of Lawley and Maxwell’s (1963, 1971) book.

Another daunting problem with factor analysis came to be called the rotational in-
determinacy of factor-analytic solutions. For any factor-analytic model with more than
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one common factor, there are an infinite number of linear transformations that yield the
same fit to the data; in one graphical way of displaying the results, these transforma-
tions may be obtained by rotating the axes of the graph (hence the name). Thurstone
(1947) proposed the criterion of “simple structure” to select an interpretable version of
the solution. For the first decades factor analysts used time-consuming, labor-intensive
graphical methods to rotate the solution to simple structure. Before factor analysis could
be used routinely, some analytical/computational method for rotation was required. Mu-
laik (1986, p. 26) wrote that “solving the rotation problem became a kind of Holy Grail
for factor analysts to pursue, and many a factor analyst was to make his reputation with
a workable analytic scheme of factor rotation.” Horst (1941) proposed one of the first
analytic methods; Kaiser’s (1958) “varimax” method is likely the most successful of
the procedures for orthogonal factor solutions. “Direct oblimin” (Jennrich and Samp-
son, 1966), a modification of a procedure proposed by Carroll (1953), is an example of
an analytical rotation algorithm for oblique factor solutions. Browne (2001) provides an
excellent overview and review of analytic rotation methods.

Between the 1930s and the 1960s, factor analysis was basically the exclusive domain
of quantitative psychologists. By 1976, a textbook in factor analysis was a very large
volume indeed (see Harmon, 1976); much had been accomplished. With computer ap-
plications prepared to perform the computations involved in the statistical estimation
and analytical rotation of the factor loadings, after the 1970s factor analysis became a
generally available tool for research psychologists.

John B. Carroll’s (1993) 800-page volume Human Cognitive Abilities: A Survey of
Factor Analytic Studies may represent the culmination of efforts extended toward the
original purpose of factor analysis – to draw inferences about the trait structure of human
cognition from correlations among test scores. Carroll re-analyzed the data from scores
of factor analytic studies from the preceding 50 years, and integrated the results into a
single hierarchical structure of human abilities. However, long before that volume was
published, factor analysis had mutated into a number of related procedures used for
completely different purposes.

5.2. Analysis of covariance structures

In a wide-ranging yet brief review of the history of structural equation modeling, Bentler
(1986) attributes to Tucker (1955) the origin of the distinction between “exploratory”
and “confirmatory” factor analytic studies. For most of its early history (setting aside the
founding article by Spearman that was intended to test his hypothesis about g), factor
analysis was an essentially exploratory procedure with an Achilles’ heel of rotational
indeterminacy.

Bock and Bargmann (1966), in an article entitled Analysis of Covariance Structures,
described an ML estimation algorithm, and a goodness of fit statistic, for a model for-
mally very much like a factor analysis model but used for a totally different purpose.
In matrix notation, the Bock and Bargmann model was identical to the factor analysis
model, but some of the matrix elements that are estimated in the factor analysis model
were fixed a priori to particular values (0s and 1s). The result (in the particular special
case described by Bock and Bargmann) was a model for learning, but more general
applications soon became apparent.
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Jöreskog (1969) described a general approach to confirmatory maximum likelihood
factor analysis, in which any of the usual parameters of the model (the factor load-
ings and/or the unique variances) could be estimated or fixed at a priori values. A first
interesting aspect of this advance is that the computer programs based on Jöreskog’s al-
gorithm could be used to fit a number of special case models, e.g., Bock and Bargmann’s
learning curve model, with suitable placement of a priori fixed values. A second aspect
of this development was that, if a sufficient number of fixed values are in appropriately
chosen locations in the traditional factor analysis model, the long-standing problem
of rotational indeterminacy disappears. Thus it became possible to statistically test the
goodness of fit of a hypothesized factor-analytic model (including a particular rotation
of the axes). Factor analysis thereby graduated from a purely exploratory procedure to
become a truly confirmatory, statistical model-fitting activity. Furthermore, the tech-
niques of confirmatory factor analysis can be used for many of the original purposes
of exploratory factor analysis if the analyst is willing to specify a priori some (perhaps
modest amount) of the structure.

The development of algorithms for ML estimation for (essentially factor-analytic)
covariance structure models also became a steppingstone on what then turned out to be
a very short crossing to the creation of structural equation modeling.

5.3. Structural equation modeling

Structural equation modeling (SEM) represents a marriage of the factor analysis model
to multiple regression, in which regression brought Sewall Wright’s (1921) path analysis
as her dowry. Given the development of systems for the analysis of covariance struc-
tures, or confirmatory factor analysis, it was (in hindsight) a short step to the idea that
the (confirmatory) factor analysis model could be used as the “measurement model” for
a set of multiple indicators of a latent variable, and those latent variables could simul-
taneously be involved in multiple regression relations in a “structural model” (Jöreskog
and van Thillo, 1973). The structural model describes a hypothesized network of direc-
tional and nondirectional relationships among latent variables. Jöreskog (1973), Wiley
(1973), and Keesling (1972) developed the idea of SEM nearly simultaneously; Bentler
and Weeks (1980) subsequently described an alternative model with essentially the same
features.

Software to fit structural equation models is extremely general, and may be used
to estimate the parameters, and test the fit, of a wide variety of more specific models.
The models described in the previous section for analysis of covariance structures, or
confirmatory factor analysis, are subsets of the linear structural equations model, as is
the original exploratory factor analysis model. In addition, regression models may be
fitted so as to account for measurement error in the observed variables (on either side of
the equation) in the sense that the response and predictor variables in the regression(s)
are the error-free unobserved, latent variables underlying the observed variables. This
feature enabled statistically optimal estimation of the path coefficients that had been
desired for path analysis since Wright (1921) first described the procedure. Fitting path
models has become one of the most widespread uses of SEM.

The SEM model also subsumed the higher-order factor model, in which correlations
among the factor scores of a classical (Thurstone) factor model are, in turn, subjected to
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factor analysis. Thurstone (1947) had described the concept, and Schmid and Leiman
(1957) had developed a multi-stage estimation procedure that involved repeated appli-
cations of then-current methods of factor extraction. However, because the factor model
is, itself, a regression model, albeit one involving latent variables, the higher-order fac-
tor model may be expressed as a regression model involving phantom latent variables
(that are not directly related to any observed variables). So expressed, the parameters
of the higher-order factor model may be simultaneously estimated using SEM software,
allowing the goodness of fit of the model to be evaluated.

In addition, by borrowing the strategy employed by Bock and Bargmann (1966) that
placed fixed values in model matrices originally intended to hold estimated parame-
ters, SEM software may be used to fit other models as well. Meredith and Tisak (1990)
described the use of the SEM model to fit latent growth models, in which the covari-
ance structure among repeated measurements is analyzed to yield an estimate of the
functional form of the unobserved (error-free) growth process. (The analysis of growth
involves extension of the SEM model to include the means of the repeated measure-
ments; that extension of SEM has, in turn, had other uses as well.) A similar use of
the same strategy permits SEM software to be used to fit variance component models
(Jöreskog and Sörbom, 1989). The addition of mechanisms to fit SEMs simultaneously
in multiple populations (Jöreskog and Sörbom, 1983) permits SEM software to be used
to examine issues of factorial invariance of the kind earlier considered by Meredith
(1964).

For the past 30 years, SEM has arguably been the area of most rapid development
in quantitative psychology. The generality of the model has permitted its use in count-
less substantive studies in psychology, as well as in sociology, economics, and other
fields. This widespread application has, in turn, motivated extensive methodological
work, on topics such as parameter estimation with less restrictive distributional assump-
tions about the data, and (many) goodness of fit statistics. The story about SEM is not,
by any means, written. Still, at this point it can be stated confidently that SEM, off-
spring of factor analysis that it is, will remain one of the most prominent contributions
of quantitative psychology both to research in psychology and to the methods of applied
statistics in general.

6. Psychological statistics

From the early part of the 20th century, psychometricians have made contributions to
pedagogy in statistics, and to applied statistics more generally. The developments in psy-
chological scaling, test theory, and factor analysis discussed in the preceding sections
had as prerequisites the knowledge of fundamental concepts of statistics now taught
in the first statistics courses that are universally required in undergraduate and gradu-
ate programs in psychology. Psychometricians produced volumes that were among the
first texts for such courses; one of the earliest was E.L. Thorndike’s (1913) volume An
Introduction to the Theory of Mental and Social Measurements (2nd edition), which
integrated what we would now call a first course in statistics with basic ideas of test the-
ory. (The first edition of Thorndike’s book appeared in 1904, but copies of that are now
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relatively rare.) In the 1920s, Truman Kelley’s (1923) Statistical Methods, Arthur Otis’s
(1926) Statistical Method in Educational Measurement, and Henry Garrett’s (1926) Sta-
tistics in Psychology and Education appeared. Later texts by Guilford (1942), Edwards
(1946) and McNemar (1949) anticipated in their content coverage nearly all subsequent
textbooks for the first course in statistics in psychology and education. The everyday
work of psychometricians in academic psychology departments has to this day included
instruction in applied statistics courses, and countless additional undergraduate and
graduate textbooks have been produced.

A driving force for change in instruction and practice in applied statistics over
the course of the 20th century was the development of computing machinery. In the
early part of that century, publications in statistics (and the practice of statistics) were
dominated by the development and implementation of computational strategies, and al-
gorithms for hand computation and the use of nomographs (graphical devices to assist
computation) (Appelbaum, 1986). But computing machinery changed that, and psy-
chometricians were again in the forefront. Ledyard Tucker’s (1940) description of his
modification of the “International Business Machines Corporation scoring machine”
to perform matrix multiplication was likely the first publication in Psychometrika to
describe a non-desk calculator method for statistical computation (Appelbaum, 1986).
The modified “scoring machine” used marked multiple-choice answer sheets that had
by then become common for large-scale test administration as the input medium, as
well as the plug board; it was used in L.L. Thurstone’s Psychometric Laboratories at the
University of Chicago and at The University of North Carolina.

Psychometricians have been especially interested in providing computational meth-
ods for statistical procedures that are broadly useful in psychological research.
Appelbaum (1986) notes that perhaps the longest-running topic in the history of Psy-
chometrika involved the computation of the tetrachoric correlation that forms the basis
of many approaches to item analysis in test theory. Research in psychology yields mul-
tivariate data in many experimental and observational contexts; in work that began
in the 1960s at the Psychometric Laboratory at the University of North Carolina and
continued at the University of Chicago in the 1970s, R. Darrell Bock developed matrix-
based algorithms for a number of multivariate linear statistical procedures that were
described in the influential text Multivariate Statistical Methods in Behavioral Research
(Bock, 1975). Algorithms from that volume were implemented in several widely distrib-
uted computer programs, and the combination of the text for graduate courses and the
computer applications led to widespread use of multivariate methods in psychological
research.

Another class of multivariate data analysis techniques on which Bock (1960) also
did some work is that of “optimal scaling.” Bock’s student, Shizuhiko Nishisato, is one
of many psychometricians who have developed over the past few decades the theory
and computational techniques of these procedures; overlapping sets of these techniques
are also known as “dual scaling,” “Hayashi’s theory of quantification,” “analyse facto-
rielle des correspondences” (“correspondence analysis”), and “homogeneity analysis”
(Nishisato, 1996). These procedures share with psychological scaling and test theory
the capacity to quantify categorical data of kinds that appear in research in psychology:
categorical item responses, ranks, and paired comparisons (to list a few of the more
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common). While these procedures are related to the original (metric) multidimensional
scaling, their scope has so increased that their heritage is largely obscured.

Closely related work by the Gifi (1990) group at the University of Leiden extends
computationally intensive analysis of multivariate data using nonlinear transformations
of nominal, ordered, or continuous data to provide nonlinear analogues of such multi-
variate techniques as regression and canonical correlation, and for cluster analysis. This
work and more recent extensions (see Meulman, 2003; Heiser, 2004) often makes use
of computer graphics to render visualizations of summaries of high-dimensional multi-
variate behavioral data that would otherwise be challenging to comprehend.

In work that some might say extends quantitative psychology’s interest in multi-
variate statistics to spaces of infinite dimensionality, Ramsay and Silverman’s (1997)
Functional Data Analysis makes the unit of statistical analysis curves (such as growth
curves) or surfaces (such as might describe some response as a function of more than
one variable). In this form of analysis as well, the results are often provided graphically.

Indeed, the “results” of many forms of data analysis that have been the special
province of psychometrics (psychological scaling, MDS, and various forms of opti-
mal scaling) are essentially spatial representations of some data that are presented
graphically, as curves or surfaces. As statistical graphics are at the interface between
psychology and statistics (that is, between human perception and the data), quantita-
tive psychologists have often been involved in research and development of statistical
graphics even quite aside from the data analytic techniques that may underlie the graphs
(Wainer and Thissen, 1993). Leland Wilkinson’s (1999) The Grammar of Graphics inte-
grates statistical graphics, computer science, and perception in a description of graphics
that is essentially psycholinguistic in character (although its language is graphical).
Tufte’s (1983) volume, The Visual Display of Quantitative Information, and Wainer’s
(2005) Graphic Discovery: A Trout in the Milk and Other Visual Adventures, bring ideas
about graphical data analysis to a broader audience.

Quantitative psychologists often have collaborated with statisticians to apply sta-
tistics to psychological research (e.g., Abelson, Bock, Bush, Green, Hedges, Jones,
and Luce in combinations with Bargmann, Mosteller, Olkin, Tukey, and others). And
quantitative psychology has also been concerned throughout its history with the top-
ics of experimental design and data analysis. Roger Kirk’s (1995) third edition of
his classic Experimental Design: Procedures for the Behavioral Sciences stands as a
monument to the training of graduate students in psychology for nearly four decades.
Maxwell and Delaney’s (1990) Designing Experiments and Analyzing Data: A Model
Comparison Perspective integrates modern ideas of research design and data analysis.
And in the past two decades, two new topics have become associated with research
on experimental design and subsequent data analysis: On the design side, before data
are collected, power analysis (Cohen, 1988) has become routine; that process is suf-
ficiently challenging for the complex designs used in behavioral research that it has
become its own subspecialty. The same is true for research synthesis (Cooper and
Hedges, 1994), also sometimes referred to as meta-analysis (Glass, 1981; Hedges and
Olkin, 1985), which seeks to statistically combine the results of collections of exper-
imental studies to describe their common results and the features of variation they
exhibit.
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Fig. 2. A graphical description of some of the relations among the traditions of factor analysis, psychological
measurement, and scaling and their extensions and developments.

Countless other topics of statistical research could be mentioned that have either cap-
tured the interest of psychometricians or been introduced in the literature of quantitative
psychology. Suffice it to say that psychometrics has not been merely a consumer of the
tools of statistics, but rather it has been one of the contributing fields to applied statistics
throughout its long history and is likely to continue to be so.

7. Conclusion

Psychometrics, or quantitative psychology, is the disciplinary home of a set of statis-
tical models and methods that have been developed primarily to summarize, describe,
and draw inferences from empirical data collected in psychological research. The set
of models and methods that are psychometric may be divided into three major classes.
The first of these is psychological scaling, a set of techniques for the assignment of
quantitative values to objects or events using data obtained from human judgment. A
second class involves a large set of methods and procedures derived from the basic
idea of factor analysis – to explain the observed covariation among a set of variables
by appeal to the variation on underlying latent (unobserved) random variables that may
explain the covariation. A third class of models has produced test theory; while the tra-
ditional algebraic true score theory is not a statistical model per se, the more recent
item response theory is a class of statistical models that combines basic components
from psychological scaling and latent explanatory variables from the factor analytic
tradition. Figure 2 shows a graphical description of some of the relations among the tra-
ditions of factor analysis, psychological measurement, and scaling and their extensions
and developments.

In addition, psychometrics has been the source of many other contributions to applied
statistics, motivated by new data analytic challenges that have arisen with each new
generation of scientific psychology.
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We have provided some illustrations of the work of quantitative psychologists in the
preceding four sections of this chapter. However, these illustrations have been selective;
no attempt has been made to be exhaustive. Indeed, for every reference in this chapter,
a dozen or more equally important publications are likely to have been omitted. We
have sought to define psychometrics by providing some illustrations of what psycho-
metricians do and have done, not to provide a comprehensive list of either topics or
scholars.

While the intellectual history of psychometrics may be traced to roots two cen-
turies in the past, and its existence as an identifiable discipline has been clear for seven
decades, quantitative psychology remains a work in progress. Psychometric research
has always drawn its motivation from contemporary challenges of psychological and
behavioral research, and its tools from statistics. Because both the challenges of psycho-
logical research and the available statistical framework change with time, psychometrics
continues to mature as a discipline. Subsequent chapters in this volume provide more
detailed descriptions of many of the techniques that have been mentioned in this chapter,
along with other novel developments.
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Selected Topics in Classical Test Theory

Charles Lewis

It is appropriate to begin this chapter by asking a question: What is classical test theory?
One possible operational definition would be the contents of Harold Gulliksen’s (1950)
text, Theory of Mental Tests. Gulliksen, to be sure, did not use the label “classical” to
describe his subject since, at that time, there was no rival test theory from which to
distinguish it. On the other hand, Fred Lord and Mel Novick, writing eighteen years
later, needed to make just such a distinction in their Statistical Theories of Mental Test
Scores.

On pp. 28–29, Lord and Novick (1968) say “The classical test theory model which
we shall use throughout the first part of this book is based on a particular, mathemati-
cally convenient and conceptually useful, definition of true score and on certain basic
assumptions concerning the relationships among true and error scores”. The second part
of their book, and especially the chapters 17–20 contributed by Allan Birnbaum (1968),
marks a clear departure from classical test theory, providing the foundations of item
response theory (IRT, or latent trait models, as they were referred to at that time). (See
Chapter 15 by Bock and Moustaki in this volume.)

This split suggests another possible definition of classical test theory: anything in
test theory other than IRT. However, such a definition might be construed to include
such developments as generalizability theory (see Chapter 4 by Webb, Shavelson, and
Haertel in this volume) and structural equation modeling (see Chapter 10 by Bentler
and Yuan in this volume) that clearly go beyond classical test theory. In addition, the
distinction between classical test theory and IRT is not as sharp as is sometimes claimed.

Rod McDonald has long emphasized the essential unity of factor analysis (see
Chapter 9 by Yanai and Ichikawa in this volume), classical test theory and item re-
sponse theory, a position developed fully in his (McDonald, 1999) text Test Theory: A
Unified Treatment. More recently, Skrondal and Rabe-Hesketh (2004) have introduced
generalized linear latent and mixed models (GLLAMMs) to the psychometric world.
This family of models includes factor analysis, classical test theory and IRT models as
special cases, and covers latent class, multilevel, longitudinal and structural equation
models as well. (See Chapter 13 by Dayton and MacReady on latent class analysis and
Chapter 12 by Steele and Goldstein on multilevel model, both in this volume.) An ar-
gument for the similarities between classical test theory and IRT that follows in these
footsteps will be developed in the next section.
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For clarity then, let us return to the idea of classical test theory as roughly defined by
the topics treated in Gulliksen (1950):

• The first five chapters of the book explore implications of the fundamental concepts
of true and error scores, including definitions of parallel tests and test reliability (“the
correlation between two parallel forms of the test,” p. 13).

• Chapters six through nine explore the effect of increasing the length of a test on its
mean, variance, reliability and validity (defined as “the correlation of the test with
some criterion,” p. 88). In these chapters, it is assumed that “each of the new parts
[added to make the test longer] is parallel to the original,” p. 69.

• Chapters 10 through 13 consider the effects of group heterogeneity on test reliability
and validity. In particular, Gulliksen provides an extensive treatment of the effects
of selection, often referred to as restriction of range, based on test scores and other
criteria.

This list would seem to provide a good starting point for any review of classical test
theory. It is also worth noting that there is no discussion of inferential statistics in Gul-
liksen’s treatment of these topics. In modern statistical terms, all discussion takes place
at the level of the test-taker population of interest. This is a point that Lord and Novick
(1968) make explicit in their chapters one through six, covering much of the same ma-
terial.

However, Gulliksen also acknowledges this point in his chapter 14, “A statistical
criterion for parallel tests”. Here, remarkably, he spells out in some detail the use of
likelihood ratio hypothesis testing of several of the implications of the assumption of
parallel tests, referring to publications of Wilks (1946) and Votaw (1948) in The Annals
of Mathematical Statistics. This topic, it should be noted, is not covered by Lord and
Novick (1968). (Indeed, they seem to have a strong preference for parameter estimation
over hypothesis testing in their use of inferential statistics.) It also seems difficult to
justify including this subject in a limited review of classical test theory.

In his chapters 15 and 16, Gulliksen returns to more a traditional test theory topic: the
estimation of reliability. Chapter 17 considers speed and power tests, and specifically
the effects of speededness on reliability. Chapters 18 and 19 address scoring, standard-
izing and equating of tests. Chapter 20 discusses the problem of choosing weights to
construct composite measures from individual tests. Finally, Chapter 21 gives a detailed
treatment of methods for item analysis. Interestingly, instead of “item statistics,” Gullik-
sen refers to “item parameters,” a term today associated with IRT models, and discusses
the problem of dependence of these classical item parameters on the population of test
takers, one of the standard IRT criticisms of classical test theory.

Based on this brief summary of the contents of Gulliksen’s text, the following topics
will be addressed in this review of classical test theory:

• An introduction to the basic classical theory linear model, including a definition of
parallel tests or items, as well as variants introduced by Lord and Novick. This will be
done using the statistical framework provided by Skrondal and Rabe-Hesketh (2004)
and will address estimation of item and person parameters, as well as a compari-
son with IRT. In this context, reliability will be defined and the role of test length
discussed.
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• A discussion of the problem of restriction of range due to explicit selection on a
known set of variables, including tests. Here the goal is to estimate predictive va-
lidities (as defined by simple, multiple, or partial correlations) for a set of measures
relative to specified criteria in an unrestricted population.

• A treatment of classical item analysis in terms of a nonlinear classical test theory
model. Specifically, biserial/polyserial and tetrachoric/polychoric correlations will be
defined and the relationship of this nonlinear theory to IRT will be described.

Of course, this list does not do full justice to Gulliksen’s (400+ page) coverage of the
subject. Nonetheless, it is hoped that the present chapter will prove useful to readers
seeking to gain an understanding of the basics of classical test theory from a modern
point of view. (For additional classical test theory topics, see Chapter 3 by Zumbo on
validity, and Chapter 6 by Holland, Petersen and Dorans on scaling and linking, both in
this volume.)

1. A modern introduction

Since much has been made of the contrast between classical test theory and item re-
sponse theory, and since many readers will be more familiar with the latter than the
former, this section begins with an introduction to a simple classical test theory model
that emphasizes its similarities with a popular IRT model. The framework is that pro-
vided by Skrondal and Rabe-Hesketh (2004), and the spirit of the introduction owes
much to earlier work by McDonald and others.

Consider two item response models. Using the terminology of generalized linear
models, both models have a linear component given by

(1)ηi = θ − βi, i = 1, . . . , n,

where θ is a latent random variable and βi denotes the “difficulty” of item i. For pur-
poses of parameter identification, one may introduce the constraint

(2)
n∑

i=1

βi = 0.

The first of the two item response models uses an identity link and independent Normal
random components with (homogeneous) variances σ 2

ε for the n items. The distribution
of the random components is conditional on θ . In the language of classical test theory,
ηi denotes the true score for item i, the random component is the item’s error score,
and its variance, σ 2

ε , is referred to as the item error variance, or squared standard error
of measurement. This model is a special case of the essentially tau-equivalent (or ETE)
model introduced by Lord and Novick (1968, p. 50) and may be appropriate for item
(or subtest) scores that are to be treated as continuous. To distinguish it from the more
general ETE model, it will be referred to here as the ETE model with homogeneous error
variances, and abbreviated as ETEH. (Lord and Novick make no assumption regarding
either the error variances or the distribution of error scores in defining the ETE model.)

http://dx.doi.org/10.1016/S0169-7161(06)26003-6
http://dx.doi.org/10.1016/S0169-7161(06)26006-1
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The second model based on Eqs. (1) and (2) uses a logit link and independent
Bernoulli random components (also conditional on θ ). It is due to Rasch (1960), and
may be the best-known IRT model for binary item responses. (See Chapter 16 by Fisher
in this volume.) De Boek and Wilson (2004, pp. 25–26, 44–45) provide a comparison
of these two models (Rasch and ETEH) in another recent text emphasizing the unity of
linear and nonlinear item response models.

Desirable properties of the Rasch model, sometimes contrasted with characteristics
of classical test theory models, can be seen to apply to the ETEH model as well. Let the
score of person j on item i be denoted by yij , for j = 1, . . . , N , and the mean score of
person j on the n items be denoted by ȳ·j . It is well known (and straightforward to show)
that the conditional likelihood for the ETEH model given the ȳ·j is not a function of the
latent variable values θj , just as is the case with the Rasch model. However, in contrast to
the Rasch model, explicit expressions for the conditional maximum likelihood estimates
of the item parameters βi are available for the ETEH model:

(3)β̂i = −(ȳi· − ȳ··).
Here ȳi· denotes the mean score on item i, and ȳ·· denotes the mean of all scores in the
sample. Note that these estimates are “person-free,” in the sense that they are unbiased
estimates for the βi , regardless of the values of the θj . Moreover, the unbiasedness
property continues to hold for the general ETE model of classical test theory, where no
assumption is made regarding either the distributional form of the random component
or the homogeneity of the item error variances.

Estimation of θj in the model considered so far (with the analysis conditional on θ )
is likewise straightforward:

(4)θ̂j = ȳ·j ,
the mean item score for person j , using the restriction that β̄· = 0. It should be noted
that this estimate is not “item free,” in the sense that it depends on the particular set
of items responded to (and to which the restriction on the item parameters applies). It
should also be noted that this point applies to the Rasch model as well.

Now suppose person N + 1 is administered a subset S of the original n items, pro-
ducing responses yi,N+1, for i ∈ S. In this case, an unbiased estimator for θN+1 is given
by

(5)θ̂N+1 = 1

nS

∑
i∈S

(yi,N+1 + β̂i ) = ȳ·(S),N+1 − ȳ·(S)· + ȳ··,

where nS denotes the number of items in S, and ·(S) as a subscript is used to indicate
that a mean has been taken with respect to responses to the items in S. This is an “item-
free” estimate in the sense that it takes into account the difficulties of the items that
person N + 1 responded to. In the context of classical test theory, this estimated value
of the latent variable could be thought of as an equated score, where a simple form of
linear equating has been applied to match the mean for the original group of N test
takers on the new test based on the items in S to the mean of the original test for that
same group, namely ȳ··. An analogous result regarding the estimation of θ holds for the
Rasch model.

http://dx.doi.org/10.1016/S0169-7161(06)26016-4
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Another approach to parameter estimation that is widely used for IRT models is
known as marginal maximum likelihood. In this treatment, an additional assumption is
made, namely, that the θj constitute an independent random sample from some popu-
lation of interest. For concreteness, assume the θj are a random sample from a Normal
distribution with mean μθ and variance σ 2

θ . The marginal likelihood is produced from
the joint likelihood of all quantities by integrating with respect to the θj . This function
is then maximized with respect to the βi . For the Rasch model, the resulting marginal
maximum likelihood estimates differ from the ones obtained via conditional maximum
likelihood, and are no longer “person-free,” since they depend on the choice of distrib-
ution assumed for the θj . For the ETEH model, on the other hand, the two sets of item
parameter estimates are identical. The only difference is that the sampling variances for
these estimates in the first case are conditional on the θj and in the second case (more
realistically) they incorporate the assumption that new values of the θj are sampled on
every replication.

When using marginal maximum likelihood to estimate item parameters in IRT it is
customary to modify the estimation of the person parameters as well. So-called EAP
(expected a posteriori) and MAP (modal a posteriori) estimates of θj are based on the
posterior distribution of θj given the yij . In classical test theory, such estimates have a
long history. They are thought of as regression estimates (similar to regression estimates
for factor scores), where the regression is of the person parameter (or true score) on the
item responses (or observed scores). Specifically, the EAP (and MAP) estimate for θj

is given by

(6)E(θj |ȳ·j ) = nσ 2
θ ȳ·j + σ 2

ε μθ

nσ 2
θ + σ 2

ε

.

A form of this equation appears in Kelley (1923, p. 214). Here it has been assumed
that the parameters μθ , σ 2

θ , and σ 2
ε are known. When appropriate sample estimates are

substituted, the resulting estimates of the person parameters are sometimes referred to
as empirical Bayes estimates.

A few additional observations regarding this form of the model are in order. First, the
variance of the mean item score ȳ·j may be expressed as the sum of two components:

(7)Var(ȳ·j ) = σ 2
θ + σ 2

ε /n.

This is a standard (random effects) analysis of variance decomposition and is described
in classical test theory as follows: the observed test score variance is the sum of true
score and error variance. Based on this decomposition, it may be appropriate to con-
sider the proportion of observed score variance associated with true scores. This ratio is
referred to in classical test theory as the reliability of the observed score ȳ·j :

(8)ρn = nσ 2
θ

nσ 2
θ + σ 2

ε

.

Kelley’s estimate for θj may now be rewritten as

(9)E(θj |ȳ·j ) = ρnȳ·j + (1 − ρn)μθ .
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Standard unbiased ANOVA estimates for the variance components are

(10)σ̂ 2
ε =

∑n
i=1

∑N
j=1(yij − ȳi· − ȳ·j + ȳ··)2

(n − 1)(N − 1)

and

(11)nσ̂ 2
θ = n

∑N
j=1(ȳ·j − ȳ··)2

N − 1
− σ̂ 2

ε .

Substituting these values into the expression for the reliability in (8) gives a consistent
estimate of this quantity:

(12)ρ̂n = nσ̂ 2
θ

nσ̂ 2
θ + σ̂ 2

ε

.

It is a standard result in classical test theory (see, for instance, (Hoyt, 1941)) that this
estimate may be rewritten in the form

ρ̂n = n

n − 1

[
1 −

∑n
i=1

∑N
j=1(yij − ȳi·)2/(N − 1)

n2
∑N

j=1(ȳ·j − ȳ··)2/(N − 1)

]

(13)= n

n − 1

[
1 −

∑n
i=1 s2(yij )

s2(nȳ·j )

]
,

best known today as Cronbach’s coefficient alpha (Cronbach, 1951). Here s2(yij ) and
s2(nȳ·j ) are used to denote sample variances for the scores on item i and the scores on
the total test, respectively. It can be shown (see (Novick and Lewis, 1967)) that, for the
general ETE model, (13) provides a consistent estimate for test reliability. For still more
general classical test theory models, (13) gives a consistent estimate for a lower bound
to test reliability.

To further explore properties of reliability, first consider the decomposition of item
variance corresponding to the test variance decomposition in (7):

(14)Var(yij ) = σ 2
θ + σ 2

ε .

Based on (14), item reliability may be defined as

(15)ρ1 = σ 2
θ

σ 2
θ + σ 2

ε

.

This expression may be combined with the corresponding one for test reliability in (8)
to produce the general form of the Spearman–Brown formula (Spearman, 1910; Brown,
1910):

(16)ρn = nρ1

1 + (n − 1)ρ1
.

Equation (16) describes the effect of test length on reliability, and is one of the standard
results of classical test theory. Note that it only holds for the ETEH model, and not for
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any more general model. The key restriction is that every item should have the same
reliability (and measure the same trait, of course).

Before completing this introduction to some basic concepts of classical test theory,
it may be useful to review some of the other models that have been considered. Return-
ing to the initial specification of the ETEH model, it is important to emphasize that,
traditionally, no distributional assumptions have been made, either about the random
(error) component or about the person parameter θ (or true score). These assumptions
have been made in the present development primarily to allow for parametric (likeli-
hood, Bayesian, etc.) inference regarding the model parameters and thus permit a direct
comparison with inference for IRT model parameters.

There are at least three features that may be varied to specify different models. Some
combinations are well known, while others have received little attention. First, regarding
the linear component of the model, the most general form with a single person parameter
may be written as

(17)ηi = λiθ − βi, i = 1, . . . , n,

with, say, λ1 = 1, as well as restriction (2) on the βi , chosen for identifiability. Karl
Jöreskog (1971) used the label “congeneric” to refer to this specification. Equation (17)
may be recognized as the linear component of a factor analysis model with a single
factor (θ) and factor “loadings” λi . (This linear component is also equivalent to that
used in IRT, together with a logit link and binary random component, for the two-
parameter logistic model.) When all the λi are equal, (17) reduces to the essentially
tau-equivalent (ETE) form introduced in (1), and when all the βi are equal as well, it
further reduces to the linear component for what Lord and Novick (1968, p. 47) refer to
as tau-equivalent measurements.

The second and third features that are specified in classical test theory models have
to do with the variance of the random component for item i. In the development of the
ETEH model in this section, the specification was made that

(18)Var(εi |θ) = σ 2
ε .

This may be thought of as a “double-homogeneity” assumption: The error variance is
assumed to be constant for all i and for all θ . The most general specification, on the
other hand, allows variation both with respect to items and with respect to θ . It might
be written as

(19)Var(εi |θ) = σ 2
i|θ .

The tau-equivalent, essentially tau-equivalent and congeneric models of classical test
theory all (implicitly or explicitly) adopt the form given in (19) for the variances of
the random components. That is, these models place no restrictions on the conditional
item error variances. The usual name given to σi|θ is the conditional standard error of
measurement (or CSEM) for item i.

The specification for parallel measurements, as given by Lord and Novick (1968,
p. 48), adopts the tau-equivalent linear component, together with the restriction that

(20)Var(εi |θ) = σ 2
ε|θ .
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In other words, the conditional item error variances are assumed to be constant with
respect to items, but may vary as a function of θ . It is important to emphasize that most
classical test theory results were originally obtained for parallel measurements. On the
other hand, subsequent work showed that, for many of these results, this strong assump-
tion is not required. Also, for most classical results, the conditional item error variance
does not play a role. Instead, its expectation with respect to θ is the only quantity that is
used:

(21)Var(εi) = E
[
Var(εi |θ)

] = σ 2
i .

This allows the rewriting of Eqs. (14) and (15) for the congeneric model as

(22)Var(yij ) = λ2
i σ

2
θ + σ 2

i

for the variance of item i and

(23)ρ1i = λ2
i σ

2
θ

λ2
i σ

2
θ + σ 2

i

for its reliability.
Now let w be a vector of item weights and define the weighted composite test score

(24)ywj =
n∑

i=1

wiyij .

The variance of this composite may be written as

(25)Var(ywj ) =
(

n∑
i=1

wiλi

)2

σ 2
θ +

n∑
i=1

w2
i σ

2
i

and its reliability as

(26)ρw =
(∑n

i=1 wiλi

)2
σ 2

θ(∑n
i=1 wiλi

)2
σ 2

θ + ∑n
i=1 w2

i σ
2
i

.

This last expression is essentially McDonald’s (1970) coefficient omega: the reliability
for a composite made up of congeneric items.

2. Restriction of range

When evaluating the predictive validity of a set of measures used for purposes of se-
lection from an applicant group, a practical problem is that, typically, measures on the
criteria of interest are only available for the selected group. In such situations, a com-
mon practice is to estimate the relevant (multiple) correlations between predictors and
criteria for the applicant group. The model adopted for this purpose was first proposed
by Karl Pearson (1903) and developed in its current form by David Lawley (1943). The
resulting Pearson–Lawley formulas used to correct correlations for restriction of range
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are derived in this section, using the notation common in modern multivariate statis-
tics. This may make the current treatment more accessible than that given in Gulliksen
(1950, Chapters 11–13) and in Lord and Novick (1968, pp. 140–148).

Suppose there are two vectors of random variables, x and y, with mean vectors μx
and μy. Let the joint covariance matrix for these variables be denoted by

(27)� =
[

�xx �xy
�yx �yy

]
.

Now suppose that the conditional mean of y given x is a linear function of x, say

(28)E(y|x) = β0 + Bx,

and the conditional covariance matrix for y given x, denoted by �yy|x, does not depend
on x. These assumptions imply that

(29)μy = β0 + Bμx,

(30)� =
[

�xx �xxB′
B�xx B�xxB′ + �yy|x

]
.

This is a description of what will be referred to as an “unrestricted” population.
Now introduce a (possibly) random selection variable, say s, with s = 1 indicating

that an individual in the unrestricted population has been selected and s = 0 indicating
that the individual has not been selected. Assume that the conditional probability,

(31)Pr(s = 1|x, y) = Pr(s = 1|x),

depends only on x, so that s and y are conditionally independent, given x. Gulliksen
(1950, pp. 130–131) refers to “explicit selection” with respect to x and “incidental se-
lection” with respect to y.

Next, consider the conditional distribution of x and y given s = 1. Denote the condi-
tional means by μx|s and μy|s and the conditional covariance matrix by

(32)�s =
[

�xx|s �xy|s
�yx|s �yy|s

]
.

These are the parameters of the “restricted” population. Because of the conditional in-
dependence of s and y, given x,

(33)E(y|x) = E(y|x, s = 1),

so the regression of y on x in the restricted population is the same as in the unrestricted
population (Eq. (28)), with

(34)B = Bs = �yx|s�−1
xx|s ,

(35)β0 = β0s = μy|s − �yx|s�−1
xx|sμx|s .



38 C. Lewis

Also, the conditional independence of s and y given x implies that the residual covari-
ance matrix of y given x is the same in the unrestricted and restricted populations:

(36)�yy|x = �yy|x,s = �yy|s − �yx|s�−1
xx|s�xy|s .

Now suppose the parameters for x and y in the restricted population are known, as
are the unrestricted population parameters for x, namely, μx and �xx. It is possible to
use this information to reconstruct the remaining unrestricted population parameters as
follows:

μy = β0 + Bμx = β0s + Bsμx

= μy|s − �yx|s�−1
xx|sμx|s + �yx|s�−1

xx|sμx

(37)= μy|s + �yx|s�−1
xx|s(μx − μx|s),

(38)�yx = B�xx = Bs�xx = �yx|s�−1
xx|s�xx,

and

�yy = B�xxB′ + �yy|x = Bs�xxB′
s + �yy|x,s

= �yx|s�−1
xx|s�xx�

−1
xx|s�xy|s + �yy|s − �yx|s�−1

xx|s�xy|s

(39)= �yy|s − �yx|s
(
�−1

xx|s − �−1
xx|s�xx�

−1
xx|s

)
�xy|s .

Thus the covariance matrix for the unrestricted population may be reconstructed as

(40)

� =
[

�xx �xx�
−1
xx|s�xy|s

�yx|s�−1
xx|s�xx �yy|s − �yx|s

(
�−1

xx|s − �−1
xx|s�xx�

−1
xx|s

)
�xy|s

]
.

This is Lawley’s (1943) result and is also given by Lord and Novick (1968, p. 147).
To see how this formula is used in practice, consider the following special case: a

single predictor, x, and a single criterion, y. Equation (40) becomes

(41)

[
σ 2

x σxy

σxy σ 2
y

]
=

⎡
⎢⎣ σ 2

x
σ 2

x σxy|s
σ 2

x|s
σ 2

x σxy|s
σ 2

x|s
σ 2

y|s − σ 2
xy|s
σ 2

x|s
+ σ 2

xy|sσ 2
x

σ 4
x|s

⎤
⎥⎦ ,

and the correlation between x and y in the unrestricted population is given by

ρxy = σxy

σxσy

=
σ 2

x σxy|s
σ 2

x|s

σx

(
σ 2

y|s − σ 2
xy|s
σ 2

x|s
+ σ 2

xy|sσ 2
x

σ 4
x|s

)1/2

= σxσxy|s(
σ 4

x|sσ 2
y|s − σ 2

xy|sσ 2
x|s + σ 2

xy|sσ 2
x

)1/2

(42)= σxρxy|s(
σ 2

x|s − ρ2
xy|sσ 2

x|s + ρ2
xy|sσ 2

x

)1/2
.

This last expression was first given by Pearson (1903) and appears in Gulliksen (1950,
p. 137).
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More generally, once the covariance matrix given in Eq. (40) has been estimated, any
simple, multiple, partial or semipartial correlation involving elements of x and y may
also be estimated for the unrestricted population. In practice, it is important to include
(if possible) all variables used for selection in the vector x. Also, only one correction
for restriction of range should be applied in a given setting, regardless of how many
correlations will be computed.

For instance, in evaluating the predictive validity of the SAT with regard to perfor-
mance in a particular college, x might consist of the three SAT scores (Mathematics,
Critical Reading and Writing), together with high school GPA. For simplicity, suppose
there is only a single criterion: first year college GPA, making up y. The unrestricted
population might be the applicant group for that college in a given year (or the group
of all individuals who might have applied to the college). The restricted group might
consist of all individuals with a first year GPA at the college in the following year.

To correct for restriction of range in this case, Eq. (40) would be used to estimate the
four covariances of the predictors with the criterion in the applicant group, as well as
the variance of the criterion in the applicant group, using statistics from the restricted
group. These quantities, together with the known sample variances and covariances of
the predictors in the applicant group, might then be applied to estimate the simple un-
restricted correlations of each predictor with the criterion. Other quantities that might
be estimated from the same variances and covariances include the multiple correlation
of any combination of the predictors (such as the test scores only) with the criterion,
and partial correlations (for instance, of the test scores and criterion, partialling out high
school GPA), all for the applicant group. In each case, standard formulas for the cor-
relation of interest would be used, inserting the relevant variances and covariances as
though they had all been computed from complete data for the applicant group.

3. Nonlinear classical test theory

Although classical test theory is most closely associated with the application of linear
models, such as those described in the previous sections, there is an important ex-
ception to this generalization, apparently first introduced by Karl Pearson (1901) and
widely used today in contexts ranging from item analysis to structural equation model-
ing. Specifically, it was clear even in the earliest work on test theory that, for binary test
items, a linear model is not usually the most appropriate choice. (That a linear model
was sometimes considered to be appropriate for binary items is indicated in the formula
for the reliability of a test made up of such items given by Kuder and Richardson, 1937,
and known as KR20. This formula, in turn, is a special case of the one for coefficient
alpha given in Eq. (13).)

Pearson (1901) proposed two special-purpose correlation indices that he labeled the
biserial and the tetrachoric. The first is intended to indicate the correlation between a
binary and a continuous variable, the second to indicate the correlation between two
binary variables. The definitions of these two measures of correlation are based on the
idea of “latent responses” (see Skrondal and Rabe-Hesketh, 2004, pp. 16, 33, for a
modern discussion) that are assumed to underlie observed binary item scores.
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Specifically, corresponding to the binary observed score yi for item i, this approach
assumes the existence of a continuous latent item response y∗

i . The two variables are
related as follows:

(43)yi =
{

1 if y∗
i � y∗

i0,

0 if y∗
i < y∗

i0,

with y∗
i0 representing a threshold for item i. If it is further assumed that y∗

i has a standard
Normal distribution, then the threshold parameter is given by

(44)Pr(yi = 1) = πi = Pr
(
y∗
i � y∗

i0

) = Φ
(−y∗

i0

)
,

or

(45)y∗
i0 = −Φ−1(πi).

Gulliksen (1950, p. 368) mentions a linear transformation of (45) as an index of item
difficulty for binary item scores. (Interestingly, a modified version of this index, denoted
by Δ, is still used for specifying item difficulties for many tests, including the SAT.)

The biserial correlation ρ ′
xi between yi and a continuous (observable) variable x is

simply defined as the “ordinary” (Pearson product-moment) correlation between the
latent response y∗

i and x. (The polyserial correlation is similarly defined for ordered
polytomous yi .) It is traditionally evaluated based on an additional assumption: the re-
gression of x on y∗

i is linear, or

(46)E
(
x
∣∣y∗

i

) = β0 + β1iy
∗
i ,

with

(47)β1i = ρ′
xiσx.

Based on this assumption it follows that

(48)E
(
x
∣∣y∗

i � y∗
i0

) = β0 + β1iE
(
y∗
i

∣∣y∗
i � y∗

i0

)
,

(49)E
(
x
∣∣y∗

i < y∗
i0

) = β0 + β1iE
(
y∗
i

∣∣y∗
i < y∗

i0

)
.

Solving (48) and (49) for β1i gives

(50)β1i = E(x|y∗
i � y∗

i0) − E(x|y∗
i < y∗

i0)

E(y∗
i |y∗

i � y∗
i0) − E(y∗

i |y∗
i < y∗

i0)
,

(51)ρ′
xi = E(x|yi = 1) − E(x|yi = 0)

σx[E(y∗
i |y∗

i � y∗
i0) − E(y∗

i |y∗
i < y∗

i0)]
.

Since it was assumed that y∗
i has a standard Normal distribution, it follows (using a

standard result for the mean of a truncated Normal random variable) that

(52)E
(
y∗
i

∣∣y∗
i � y∗

i0

) =
∫ +∞
y∗
i0

zϕ(z) dz∫ +∞
y∗
i0

ϕ(z) dz
= ϕ(y∗

i0)

πi

,
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(53)E
(
y∗
i

∣∣y∗
i < y∗

i0

) =
∫ y∗

i0−∞ zϕ(z) dz∫ y∗
i0−∞ ϕ(z) dz

= −ϕ(y∗
i0)

1 − πi

,

E
(
y∗
i

∣∣y∗
i � y∗

i0

) − E
(
y∗
i

∣∣y∗
i < y∗

i0

)
(54)= ϕ(y∗

i0)

πi

− −ϕ(y∗
i0)

1 − πi

= ϕ(y∗
i0)

πi(1 − πi)
.

Substituting in (51) and using (45) gives

(55)ρ ′
xi = E(x|yi = 1) − E(x|yi = 0)

σx

πi(1 − πi)

ϕ[−Φ−1(πi)] .
Traditional estimation of a biserial correlation proceeds by substituting sample quanti-
ties for the corresponding population values in (55). Kelley (1923, p. 249) provides an
approximate standard error for this estimate (ρ̂′

xi):

(56)σ̂
(
ρ̂′

xi

) = N−1/2
{ [π̂i (1 − π̂i )]

ϕ[−Φ−1(π̂i)] − ρ̂′ 2
xi

}
.

It may be worth noting that there is nothing to prevent estimates for the biserial corre-
lation based on (55) from lying outside the interval [−1, 1].

Turning briefly to the tetrachoric correlation between two binary item scores, yi and
yi′ , denoted by ρ′

ii′ , Pearson defined it to be the product-moment correlation between the
corresponding latent item response variables y∗

i and y∗
i′ . (The polychoric correlation is

similarly defined for ordered polytomous yi and yi′ .) No simple formulas for ρ′
ii′ exist,

and a variety of tables, nomograms and, more recently, computer algorithms, have been
provided to aid in its estimation. (Clearly, the tetrachoric correlation is a function of the
joint probability distribution for yi and yi′ .) The point of mentioning it in this treatment
is that it provides another example of nonlinear models used in classical test theory.

Finally, there is a connection between nonlinear classical test theory and IRT, first
given by Tucker (1946), and described by Lord and Novick (1968, pp. 374–378). Con-
sider the two-parameter Normal Ogive IRT model, having a linear component given by
(17) and repeated here for an item i:

ηi = λiθ − βi.

To complete the model specification, one adopts a probit link and a Bernoulli random
component (conditional on θ ). This implies that

(57)Pr(yi = 1|θ) = Φ(λiθ − βi).

To identify the parameters of this model, Tucker (1946) and Lord and Novick (1968,
p. 376) set the mean of θ equal to zero and its variance equal to unity (rather than
adopting restrictions on the item parameters, as has been done in this chapter). With the
additional assumption of a (standard) Normal distribution for θ , the marginal probability
of a positive response is given by

(58)Pr(yi = 1) = πi = Φ

[ −βi

(1 + λ2
i )

1/2

]
.
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Now define a latent response for item i as

(59)y∗
i = λiθ + εi

with

(60)εi ∼ N(0,1)

independently of θ . Then it follows that

(61)y∗
i ∼ N

(
0,1 + λ2

i

)
.

(Note that a latent response so defined no longer has unit variance.) Using (58),

(62)Pr(yi = 1) = Pr(y∗
i � βi),

so βi plays the role of a threshold. Since λi is the regression coefficient for the regression
of y∗

i on θ , it follows that the biserial correlation between yi and θ is given by

(63)ρ′
θi = λi

(1 + λ2
i )

1/2
,

so

(64)λi = ρ′
θi

(1 − ρ′ 2
θi )

1/2
.

Also, from (58),

(65)βi = −Φ−1(πi)
(
1 + λ2

i

)1/2 = −Φ−1(πi)

(1 − ρ′ 2
θi )

1/2
.

To summarize, under certain circumstances the item parameters for the two-parameter
Normal Ogive IRT model may be expressed in terms of classical test theory item para-
meters, with the qualification that a suitable substitute for θ (such as the total test score)
must be found to approximate the biserial correlation ρ′

θi .

References

Birnbaum A. (1968). Some latent trait models and their use in inferring an examinee’s ability. In: Lord, F.M.,
Novick, M.R. Statistical Theories of Mental Test Scores. Addison-Wesley, Reading, MA, pp. 395–479.

Brown, W. (1910). Some experimental results in the correlation of mental abilities. British Journal of Psy-
chology 3, 296–322.

Cronbach, L.J. (1951). Coefficient alpha and the internal structure of tests. Psychometrika 16, 297–334.
De Boek, P., Wilson, M. (Eds.) (2004). Explanatory Item Response Models: A Generalized Linear and Non-

linear Approach. Springer, New York.
Gulliksen, H. (1950). Theory of Mental Tests. Wiley, New York.
Hoyt, C. (1941). Test reliability estimated by analysis of variance. Psychometrika 6, 153–160.
Jöreskog, K. (1971). Statistical analysis of sets of congeneric tests. Psychometrika 36, 109–133.
Kelley, T.L. (1923). Statistical Method. Macmillan, New York.
Kuder, G.F., Richardson, M.W. (1937). The theory of the estimation of test reliability. Psychometrika 2, 151–

160.



Selected topics in classical test theory 43

Lawley, D. (1943). A note on Karl Pearson’s selection formulae. Royal Society of Edinburgh, Proceedings,
Section A 62, 28–30.

Lord, F.M., Novick, M.R. (1968). Statistical Theories of Mental Test Scores. Addison-Wesley, Reading, MA.
McDonald, R.P. (1970). The theoretical foundations of common factor analysis, principal factor analysis, and

alpha factor analysis. British Journal of Mathematical and Statistical Psychology 23, 1–21.
McDonald, R.P. (1999). Test Theory: A Unified Approach. Erlbaum, Mahwah, NJ.
Novick, M.R., Lewis, C. (1967). Coefficient alpha and the reliability of composite measurements. Psychome-

trika 32, 1–13.
Pearson, K. (1901). Mathematical contributions to the theory of evolution. VII. On the inheritance of char-

acters not capable of exact quantitative measurement. Philosophical Transactions of the Royal Society
A 195, 79–150.

Pearson, K. (1903). Mathematical contributions to the theory of evolution. XI. On the influence of natural
selection on the variability and correlation of organs. Philosophical Transactions of the Royal Society
A 200, 1–66.

Rasch, G. (1960). Probabilistic Models for Some Intelligence and Attainment Tests. Danish Institute for Edu-
cational Research, Copenhagen, Denmark.

Skrondal, A., Rabe-Hesketh, S. (2004). Generalized Latent Variable Modeling: Multilevel, Longitudinal and
Structural Equation Models. Chapman & Hall/CRC Press, Boca Raton, FL.

Spearman, C. (1910). Correlation calculated with faulty data. British Journal of Psychology 3, 271–295.
Tucker, L.R. (1946). Maximum validity of a test with equivalent items. Psychometrika 11, 1–13.
Votaw Jr., D.F. (1948). Testing compound symmetry in a normal multivariate distribution. Annals of Mathe-

matical Statistics 19, 447–473.
Wilks, S.S. (1946). Sample criteria for testing equality of means, equality of variances, and equality of co-

variances in a normal multivariate distribution. Annals of Mathematical Statistics 17, 257–281.



Handbook of Statistics, Vol. 26
ISSN: 0169-7161
© 2007 Elsevier B.V. All rights reserved
DOI: 10.1016/S0169-7161(06)26003-6

3

Validity: Foundational Issues and Statistical Methodology

Bruno D. Zumbo*

1. Introductory remarks

From a statistical point of view, psychometricians are faced solely with an array of num-
bers whose elements are outcomes of random variables that are most often discrete or
ordered categorical in nature. It is the ultimate aim of the psychometrician to use this
array to make a variety of meaningful inferences about the examinees and the measure-
ment instrument itself, which should be appreciated as a daunting task.

A long tradition in psychometrics has evolved (as it has in statistics) of concerning
ourselves with decomposing observational values into a component that is deterministic
and a component that is stochastic so that relationships between manifest and unob-
served variables can be explicitly stated and uncertainty about model parameters can
be estimated and used to qualify the inferences that are possible under a given model.
In this light, many contemporary measurement inferences are model-based. Contem-
porary psychometric models involve latent variables, mixture distributions, and hyper-
parameterized parameter-driven models – all of which are, of course, descendants of a
longstanding statistical tradition but are unique because they are located at the intersec-
tion of examinee and item spaces, both of which are typically of interest to measurement
specialists (Zimmerman and Zumbo, 2001). As Zumbo and Rupp (2004) remind us, this
is central to all major statistical theories of measurement. Specifically, classical test the-
ory generically decomposes the observed score into a deterministic part (i.e., true score)
and a stochastic part (i.e., error), generalizability theory further unpacks the stochastic
part and redefines part of error as systematic components, and item response theory
reformulates the two model components by inducing latent variables into the data struc-
ture. Structural equation models and exploratory as well as confirmatory factor analysis
models decompose the covariance matrix of multivariate data into deterministic (i.e.,
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of Psychology at the University of British Columbia. His primary interests are in psychometrics, statistical
science, and the mathematical and philosophical foundations of measurement. Send Correspondence to: Pro-
fessor Bruno D. Zumbo, Department of ECPS, University of British Columbia, Vancouver, B.C., Canada V6T
1Z4, E-mail: bruno.zumbo@ubc.ca, Fax: +1 604 822 3302.
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reproduced covariance matrix) and stochastic (i.e., residual matrix) components, which
is a model that can be equivalently written as a formulation involving latent variables.

As Zumbo and Rupp (2004) note, even though latent trait indicator values and
observed composite scores are typically highly correlated, the injection of a latent con-
tinuum into the data matrix has given us the property of item and examinee parameter
invariance. For perfect model fit across populations and conditions item and examinee
parameter invariance has allowed us, for example, to define conditional standard er-
rors of measurement similar to generalizability theory, and has opened up the road for
adaptive testing through the use of item and test information functions. For a technical
description of invariance and the effects of its violations please see Rupp and Zumbo
(2003, 2004, 2006). Still, these advances have not come without a price. Improvements
in the level of modeling and in quantifying measurement error have come at the ex-
pense of large sample sizes that are typically required for parameter estimation in both
frequentist and Bayesian frameworks (see Rupp et al., 2004).

Throughout this chapter, the terms “item” and “task” will be used interchange-
ably. Furthermore, the terms “test”, “measure”, “scale”, and “assessment” will be used
interchangeably even though “tests” are, in common language, used to imply some
educational achievement or knowledge test with correct and incorrect responses or
partial credit scoring, and “assessment” typically implies some decisions, actions, or
recommendations from the test and measurement results and implies a more integra-
tive process (involving multiple sources of information). Furthermore, depending on
the context (e.g., structural equation modeling) items or tasks may be referred to as in-
dicators or manifest variables. In the remainder of this chapter, I will contextualize the
terminology as much as possible. Finally, in the parlance of day-to-day social and be-
havioral researchers, clinicians, and policy specialists, tests may be referred to as valid
or invalid, but it is widely recognized that such references are, at best, a shorthand for
a more complex statement about the validity of inferences made about test scores with
a particular sample in a particular context and, more often are inappropriate and poten-
tially misleading.

At this point, the following quotation that is often attributed to the philosopher John
Woods may be appropriate “My paper is like a domestic wine, it’s not particularly ro-
bust or important but I think you may be amused by its pretensions” – with all the
various meanings of pretension. With this humorous (yet appropriate) remark in mind,
the purpose of this chapter is to shine a spotlight on some foundational and statisti-
cal issues in validity theory and validation practice. Due to space limitations, relative
to the breadth and scope of the task at hand, for some issues I will provide details
whereas in others more general integrative remarks. The chapter is organized as follows.
Section 2 discusses several foundational issues focusing on several observations about
the current state of affairs in validity theory and practice, introducing a new frame-
work for considering the bounds and limitations of the measurement inferences, and
briefly discussing the distinction between measures and indices. Section 3 deals with
two statistical methods, variable ordering and latent variable regression, and introduces
a methodology for variable-ordering in latent variable regression models in validity re-
search. Section 4 closes the chapter with an overview in the context of remarks around
the question “When psychometricians speak of validity what are they really saying?”
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Wherever possible, an example will be used throughout this chapter to make matters
concrete and motivate several validity questions.

1.1. Example

The domain of validity can be very abstract and philosophic so let me introduce an
example using the Center for Epidemiological Studies Depression scale (CES-D) to
concretize matters and ground the discussion. The CES-D is useful as a demonstra-
tion because it is commonly used in the life, behavioral, health, and social sciences.
The CES-D is a 20-item scale introduced originally by Lenore S. Radloff to measure
depressive symptoms in the general population (Radloff, 1977). The CES-D prompts
the respondent to reflect upon his/her last week and respond to questions, such as “My
sleep was restless”, using an ordered or Likert response format of “rarely or none of
the time (less than 1 day)”, “some or a little of the time (1–7 days)”, “occasionally or a
moderate amount of time (3–4 days)”, and “most or all of the time (5–7 days)” during
the last week. The items typically are scored from zero (less than 1 day) to three (5–
7 days). Composite scores therefore range from 0 to 60, with higher scores indicating
higher levels of depressive symptoms.1 The data presented herein is a sub-sample of a
larger data set collected in northern British Columbia, Canada. As part of a larger sur-
vey, responses were obtained from a convenience sample of 600 adults in the general
population – 290 females ranging in age from 18 to 87 years (mean of 42 years), and
310 males ranging in age from 17 to 82 years (mean of 46 years).

Of course, the composite scale score is not the phenomenon of depression, per se, but
rather is related to depression such that a higher composite scale score reflects higher
levels of the latent variable depression. Although I will return to this later in the chap-
ter, it is useful to note in the context of the example that there are essential distinctions
between (i) the observed items, and their observed score composite, (ii) the latent vari-
able which is defined and estimated in a statistical model, and (iii) the phenomenon,
attribute or construct, of depression. Cast in this way, two commonly found questions
of test validation are of interest: (a) Given that the items are combined to created one
scale score, do they measure just one latent variable? and (b) Are the age and gender of
the respondents predictive of the latent variable score on the CES-D? The former ques-
tion is motivated by psychometric necessities whereas the latter question is motivated
by theoretical predictions and investigates known-group gender and age differences on
CES-D scores. Although this example is used throughout the chapter, I will return to
these two validity questions after discussing some foundational issues in Section 2.

2. Foundational issues

2.1. A series of observations on the current state of affairs in validity theory and
practice

There is little question that validity theory and practices have changed over the last cen-
tury. Angoff (1988), Hubley and Zumbo (1996), Jonson and Plake (1998), and Kane

1 Some items need to be re-coded to match a larger score being equated to more depressive symptoms.
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(2001) provide histories and overviews of validity theory. In brief, the early- to mid-
1900s were dominated by the criterion-based model of validity, with some focus on
content-based validity models. The early 1950s saw the introduction of, and move to-
ward, the construct model with its emphasis on construct validity; a seminal piece being
Cronbach and Meehl (1955). The period post Cronbach and Meehl, mostly the 1970s to
date, saw the construct model take root and saw the measurement community delve into
a moral foundation to validity and testing by expanding to include the consequences of
test use and interpretation (Messick, 1975, 1980, 1988, 1989, 1995, 1998).

Measurement or test score validation is an ongoing process wherein one provides
evidence to support the appropriateness, meaningfulness, and usefulness of the specific
inferences made from scores about individuals from a given sample and in a given con-
text. The concept, method, and processes of validation are central to constructing and
evaluating measures used in the social, behavioral, health, and human sciences because,
without validation, any inferences made from a measure are potentially meaningless,
inappropriate and of limited usefulness.

The above definition highlights three central features in current thinking about vali-
dation. First, it is not the measure per se that is being validated but rather the inferences
one makes from a measure. This distinction between the validation of a scale and the
validation of the inferences from scores obtained from a scale may appear subtle at first
blush but, in fact, it has significant implications for measurement and testing because it
highlights that the validity of the inferences one makes from test scores is bounded by
place, time, and use of the scores resulting from a measurement operation.

The second central feature in the above definition is the clear statement that in-
ferences made from all empirical measures, irrespective of their apparent objectivity,
have a need for validation. That is, it matters not whether one is using an obser-
vational checklist, an “objective” educational, economic, or health indicator such as
number of students finishing grade 12, or a more psychological measure such as a self-
report depression measure, one must be concerned with the validity of the inferences
(Zumbo, 1998). It is interesting to note that in my experience in working with health
researchers the much exalted medical measures such as blood pressure readings or di-
agnostic assessments generally have no better psychometric and validity properties than
psychosocial or educational measures.

The final central feature in the above definition is that validity depends on the in-
terpretations and uses of the test results and should be focused on establishing the
inferential limits (or bounds) of the assessment, test, or measure. In short, invalidity
is something that distorts the meaning of test results for some groups of examinees in
some contexts for some purposes. Interestingly, this aspect of validity is a slight twist
on the ideas of test and item bias (Zumbo and Hubley, 2003). That is, test and item bias
aim analyses at establishing the inferential limits of the test – i.e., establishing for whom
(and for whom not) the test or item score inferences are valid.

It is instructive at this point to contrast contemporary thinking in validity theory
with what is commonly seen in many introductory texts in research methodology in the
social, behavioral, health, and human sciences with a series of observations about the
state of the field of validity. The purpose here is not to be exhaustive of all aspects of
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current thinking in validity but rather to shine a light on some points that I believe are
key to contemporary validity theory and validation practice.

Observation 1
Validity statements are not dichotomous (valid/invalid) but rather are described on a

continuum.

Observation 2
Whereas the quantification of error of measurement aids in the inference from the

observed (composite) score to the true score or latent variable, validity theory aids us
in the inference from the observed score to the construct of interest, via the latent or
unobserved variable. Although there is sometimes confusion even in the technical mea-
surement literature, it is important to note that the construct is not the same as the true
score or latent variable, which, in turn in practical settings, is not the same as the ob-
served item or task score. An obvious and popular distortion of these concepts is nearly
ubiquitously seen in the use of the term “construct comparability” in, for example, cross-
cultural measurement settings. What is often referred to as “construct comparability”
is, at best, the equivalence of latent variables. Construct comparability is more than the
equivalence of latent variables.

Observation 3
Although it has been controversial, one of the current themes in validity theory is

that construct validity is the totality of validity theory and that its demonstration is
comprehensive, integrative, and evidence-based. In this sense, construct validity refers
to the degree to which inferences can be made legitimately from the observed scores
to the theoretical constructs about which these observations are supposed to contain
information. In short, construct validity involves generalizing from our behavioral or
social observations to the conceptualization of our behavioral or social observations in
the form of the construct. The practice of validation aims to ascertain the extent to which
an interpretation of a test is conceptually and empirically warranted and should be aimed
at making explicit any hidden ethical and social values that overtly or inadvertently
influence that process (Messick, 1995).

Observation 4
It is important to highlight that, as Kane (2001) reminds us, there are strong and weak

forms of construct validity. The weak form is characterized by any correlation of the test
score with another variable being welcomed as evidence for another “validity” of the
test. That is, in the weak form, a test has as many “validities” and potential uses as it has
correlations with other variables. In contrast to the weak form of construct validity, the
strong form is based on a well-articulated theory and well-planned empirical tests of that
theory. In short, the strong-form is theory-driven whereas the weak form implies that a
correlation with some criterion is sufficient evidence to use the test as a measure of that
criterion. In my view (e.g., Zumbo, 2005), the strong form of construct validity should
provide an explanation for the test scores, in the sense of the theory having explanatory
power for the observed variation in test scores – I will return to this point later.
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Observation 5
Although it was initially set aside to elevate construct validity, content-based evi-

dence has gained momentum again in part due to the work of Sireci (1998). In addition,
as is shown by Sireci, content-based evidence is also growing in influence in the test de-
velopment process with the use of subject matter experts early in the test development
process.

Observation 6
As one can see in Messick (1989) and in Zumbo’s (1998) volume on validity, there

is a move to consider the consequences of inferences from test scores. That is, along
with the elevation of construct validity to an overall (unified) validity framework for
evaluating test interpretation and use came the consideration of the role of value im-
plications and social consequences as validity evidence contributing to score meaning
and use. This movement has been met with some resistance. In the end, Messick (1998)
made the point most succinctly when he stated that one should not be concerned simply
with the obvious and gross negative consequences of score interpretation, but rather one
should consider the more subtle and systemic consequences of “normal” test use. Social
consequences and value implications, of course, also feed back into theory development
(Hubley and Zumbo, 1996).

It is my interpretation that, by opening measurement and testing to a larger social
and cultural interpretation, we are recognizing the social and cultural forces involved in
test construction and test use. This, I believe, is a natural consequence of the recognition
that test scores are impacted by the situation and living conditions of an examinee and
that their test scores are, in part, a result of what the examinee makes of those living
conditions. Zumbo and Gelin (in press), for example, build on this idea and expand the
realm of test score explanation and validity beyond the cognitive to include psychosocial
and cultural variables. In so doing, one embraces Messick’s perspective on test conse-
quences and acknowledges the importance of a consequentialist moral tradition such as
that of the philosopher John Stuart Mill, who noted that our moral obligation as human
beings is to try to make the greatest good – in our case the greatest good from our tests.

The matter and role of consequences still remains controversial today and will regain
momentum in the current climate of large-scale test results being used to determine
financing and staffing for educational institutions. Likewise, we will see the matter and
role of consequences of measurement become prominent as we see health outcome
measurement, for example, used to determine financing as well as staffing in public
institutions in the United States, Europe, the Asia-Pacific and Canada.

Observation 7
Due to the number of international and cross-cultural efforts in testing and mea-

surement, test adaptation and translation is growing in importance and centrality in the
test validation literature and practice (see, for example, Hambleton and Patsula, 1998;
Kristjansson et al., 2003). In this context, the matter of measurement invariance is also
on the rise in importance and centrality.

Observation 8
There has been some debate as to whether reliability is a necessary but not sufficient

condition for validity. It seems to me that this issue is better cast as one of measure-
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ment precision so that one strives to have as little measurement error as possible in
their inferences. Specifically, reliability is a question of data quality, whereas validity
is a question of inferential quality (Zumbo and Rupp, 2004). Of course, reliability and
validity theory are interconnected research arenas, and quantities derived in the former
bound or limit the inferences in the latter.

Observation 9
The use of cognitive models as an alternative to traditional test validation has gained

a great deal of momentum in the last 15 years. One of the limitations of traditional quan-
titative test validation practices (e.g., factor-analytic methods, validity coefficients, and
multi trait-multi method approaches) is that they are descriptive rather than explana-
tory. The cognitive models, particularly the work of Embretson (1994), Nichols (1994),
and Mislevy (1996), have laid the groundwork to expand the evidential basis for test
validation by providing a richer explanation of the processes of responding to tests and
hence promoting a richer psychometric theory-building. A similar push for explanatory
power has also taken place in the area of differential item functioning where attitudinal,
background, and cognitive variables are used to account for differential mediating and
moderating variables (Zumbo and Gelin, in press; Zumbo and Hubley, 2003).

Observation 10
As Zumbo and Rupp (2004) and Zumbo and MacMillan (1999) note, it is impor-

tant to move beyond simple “cold” cognitive models of the sorts found in the cognitive
revolution of psychology in the 1960s and 1970s, to more contextualized and social cog-
nitive models that recognize that the examinee functions and lives within a social world
that shapes and influences cognition. That is, in many assessment situations, researchers
use the word ‘cognition’ to loosely refer to any process that is somehow grounded in
our minds. These psychometric cognitive models seek to explicitly represent the cog-
nitive processes that examinees engage in when responding to items via parameters
in mathematical models, which typically consist of augmented IRT models, classifica-
tion algorithms based on regular IRT models, or Bayesian inference networks that have
IRT models as a central component. Developments in cognitive models have often taken
place primarily in educational achievement and psychoeducational assessment contexts.
An exception was Zumbo et al. (1997) in personality assessment in which they studied
the relation of the abstractness and concreteness of items to the psychometric proper-
ties of a personality measure. Other advances are being made in the development of
simulation-based assessment software that emphasizes a deeper and richer understand-
ing of the cognitive processes required for performing certain tasks in which data are
analyzed through Bayesian networks (Mislevy et al., 1999).

Observation 11
The basic idea behind the cognitive models and other explanatory approaches is that,

if one could understand why an individual responded a certain way to an item, then that
would go a long way toward bridging the inferential gap between test scores (or even la-
tent variable scores) and constructs. Building on this observation, Zumbo (2005) notes
it is important to separate the concept of validity from the process of test validation.
According to this view, validity per se, is not established until one has an explanatory
model of the variation in item responses and the variables mediating, moderating, and
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otherwise affecting the response outcome. This is a tall hurdle indeed but I believe that
it is in the spirit of the earliest work on validity such as that of Cronbach and Meehl
(1955) interpreted as a strong form of construct validity; and points to the fact that by
focusing on the validation process rather than the concept of validity we have some-
what lost our way as a discipline. This is not to suggest that the activities of the process
of validation such as correlations with a criterion or a convergent measure, dimension-
ality assessment, item response modeling, or differential item or test functioning are
irrelevant. Quite the contrary, rather it points to the fact that the information from the
validation process needs to be directed toward supporting the concept of validity and
not is the end goal itself. My aim is to re-focus our attention on why we are conducting
all of these psychometric analyses: to support our claim of the validity of our inferences
from a given measure. For example, conducting test and item bias is not just about pro-
tecting a test developer or test user against lawsuits; it is also a statistical methodology
that ferrets out invalidity that distorts the meaning of test results for some groups of
examinees thus establishes the inferential limits of the test.

Observation 12
There should be more discussion about “models” and “modeling” in validity, and

their varieties of uses, meanings, and intentions (Zumbo and MacMillan, 1999). As
Zumbo and Rupp (2004) note, in validity research, the issue is less about a lack of
models for new kinds of test data but rather a lack of awareness in the applied world
that these models exist along with a mismatch of assessment instruments and modeling
practice. In other words, if test developers are interested in providing examinees and
institutions with richer profiles of abilities and developmental progress, the nature of
the assessment methods has to change to provide richer data sets from which relevant
information can be more meaningfully extracted. What is meant by “more meaningful”
will, of course, in the end, depend on the use of the assessment data but, in general,
authorities in the field today are beginning to agree that we need more than simple test
responses scored 0 and 1 to validate the inferences that are being made from the test
data. It has been my view that the key to useful cognitive models is that they need to
be explanatory and not just another set of descriptive models in cognitive terms rather
than mathematical terms (Zumbo and MacMillan, 1999). It is important to note that
not all cognitive models are explanatory. Put differently, a change of terminology in
psychometrics from mathematical terminology to cognitive terminology is insufficient
to claim true advances in gathering more meaningful and weighty validity evidence.

In this context, it is important to acknowledge the seminal paper by Borsboom et
al. (2004). Although, in its core concepts, Borsboom and his colleagues’ views share
a lot in common with the view of validity I have espoused, I differ from their view on
several important philosophical and methodological features. For example, Borsboom
and his colleagues argue that a test is valid for measuring an attribute if and only if
the attribute exists and variations in the attribute causally produce variations in the out-
comes of the measurement procedure.2 Philosophically this is a very tidy, and as the

2 A variation on this idea, with a different focus, can be seen in the work of Bollen and Lennox (1991) in
their distinction between “measures” as opposed to “indices” in the form of reflective as opposed to formative
indicators in the context of structural equation modeling and factor analysis. I discuss these concepts more
fully in a section below.
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authors’ themselves acknowledge, simple idea that has a currency among researchers
because it may well be implicit in the thinking of many practicing researchers. From
my explanatory-focused view, relying on causality is natural and plausible and provides
a clear distinction between understanding why a phenomenon occurs and merely know-
ing that it does, since it is possible to know that a phenomenon occurs without knowing
what caused it. Moreover, their view draws this distinction in a way that makes under-
standing the variation in observed item and test scores, and hence validity, unmysterious
and objective. Validity is not some sort of super-knowledge of the phenomenon we are
wishing to measure, such as that embodied in the meta-theoretical views of Messick and
others I describe above, but simply more knowledge: knowledge of causes.

I take a different position in the present chapter and elsewhere (e.g., Zumbo, 2005)
than Borsboom and his colleagues. My view is that validity is a matter of inference
and the weighing of evidence, and that explanatory considerations guide our inferences.
I am not fond of the exclusive reliance on “causal” model of explanation of the sort that
Borsboom and his colleagues suggest. Their causal notions give us a restricted view of
measurement because of the well-known objections to the causal model of explanation
– briefly, that we do not have a fully adequate analysis of causation, there are non-causal
explanations, and that it is too weak or permissive, that it undermines our explanatory
practices. My current leanings are toward inferences to the best explanation. In short,
I believe that explanation is key to validity (and supporting the inferences we make
from test scores) and that causation as the sole form of explanation is too narrow for
the broad scope and context in which measurement and testing is used. In terms of the
process of validation (as opposed to validity, itself), the statistical methods, as well as
the psychological and more qualitative methods of psychometrics, work to establish
and support the inference to the best explanation – i.e., validity itself; so that validity
is the explanation, whereas the process of validation involves the myriad methods of
psychometrics to establish and support that explanation.

Observation 13
There is one main point I want to make about the various uses of the term “model”

as they relate to validity. In working with test developers and psychometricians, I have
come to realize that “model” is a favorite word of measurement specialists. We use it
in referring to “statistical models”, “psychometric models”, “IRT models”, “cognitive
models”, etc. Sometimes, unbeknown to us, we use it with various shades of mean-
ing. As Zumbo and MacMillan (1999) note, often times we use it to convey the sense
of a: (i) mathematical model, (ii) model in the wider philosophic sense, (iii) explana-
tory model, (iv) descriptive model, (v) stochastic or random variable model, (vi) logical
model, and (vii) computational model, to list but a few. What complicates matters is
that these uses of “model” are not mutually exclusive (nor exhaustive) but they do have
essential, though subtle, distinctions. Having had measurement specialists point out that
they find there to be a confusing array of models, I have become fascinated that a word
that is so commonly used and is the source of so much tension among measurement
specialists has yet, to my knowledge, to be adequately defined and discussed in the psy-
chometric literature. Even with all of these vague references and multiple uses, I am
struck by how many of us are like Pygmalion and fall in love with our models, in good
part we fall in love with what we want our model be. In some cases we are very much
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like the fictional character Pygmalion in that we believe that our particular model of
interest is so realistic that we fall in love with it.

Clarity will come from knowing how we are using the word “model” and what we
are implying in its use. Zumbo and MacMillan (1999), in very broad strokes, described
two different kinds of models as well as their purposes, types, and uses. I found that
even this broad discussion of models helps clarify some of the confusion and clear
some of the (battle) ground regarding the models used in applications of measurement.
For example, it has helped me understand the philosophic basis and practical difference
between Rasch and one-parameter IRT by clarifying the Rasch model’s epistemological
difference. Statistically, the Rasch and one-parameter IRT models are the same but the
differences in epistemology between Rasch and IRT modelers leads to rather different
validity practices and test data claims.

Observation 14
The function of the psychometric model in validity research is to step in when the

data are incomplete. In an important sense, we are going from what we have to what we
wish we had. If we had available the complete data or information, then we would know
the true score, or theta in IRT models, and no statistics beyond simple summaries would
be required. There would be no need for complex models to infer the unobserved score
from the observed data and, hence, no need to check the adequacy and appropriateness
of such inferences.

The occurrence of complete data or full information, as I describe it, is not commonly
encountered, if ever, in the practice of measurement. Naturally, this leads to the common
experiences that are the defining characteristics of what we call modeling:

(a) The data you have is never really the data you want or need for your attributions,
recommendations or decisions.

(b) No matter how much data you have, it is never enough because without complete
information you will always some error of measurement or fallible indicator vari-
able. We get around data and information limitations by augmenting our data with
assumptions. In practice, we are, in essence, using the statistical model to creat-
ing new data to replace the inadequate data. The most common data augmentation
assumption in psychometrics is that the correlation among items is accounted for
by an unobserved continuum of variation – of prominence in latent variable and
factor analysis models. The key words here are “unobserved” and “continuum”, as
opposed to observed and categorical.

(c) In contemporary measurement practice, which is heavily-laden with model-based
measurement practices, the inferences, in part, come from the model itself. In short,
the validity statements rest on the measurement model. In fact, as we noted above,
given that one begins with an array of numbers denoting responses to items or tasks
for each examinee, it could be argued that the psychometric model “provides” the
inferences one can make by being the vehicle for going from what we have to what
we wish we had. Therefore, the measurement model is not neutral in validation
and, not surprisingly, one’s test score interpretations may change depending on the
psychometric statistical model being used.
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2.2. How the observations on the current state of validity speak to the example

In a broad sense, then, validity is about evaluating the inferences made from a measure.
All of the statistical methods discussed in this handbook (e.g., factor analysis, reliabil-
ity, item analysis, item response modeling, regression, cognitive models and cognitive
psychology in testing) are directed at building the evidential basis for establishing valid
inferences. In this light, I am bewildered by colleagues who make claims that classical
test theory ended with the seminal work of Lord and Novick (1968) or perhaps even ear-
lier with the publication of Gullicksen (1950). A more accurate statement would be that
the systematic development and articulation of classical test theory began with these
publications – for a description of recent advances in reliability and classical test theory
see Zumbo and Rupp (2004).

Taking the CES-D as a case in point to illustrate some of the conceptual features
of the current view of validity, gender and age differences are often reported in the
depression literature – that is, generally, females score higher than males on depres-
sion measures, and depression scores are higher in young adults (although high scores
tend to also be found in the elderly). Therefore, any new measure of depression (or
the application of a known measure with a new population of respondents) is expected
to have, for example, higher depression scores for female respondents. This finding
of gender differences is part of what reassures some researchers that they are, in fact,
measuring depression. The gender differences are therefore embedded in the network
of ideas defining the depression construct hence demonstrating the interplay of em-
pirical findings, theoretical developments, and construct elaboration that is central to
test validation. At the same time, the gender and age findings also illustrate the poten-
tial for value implications and social consequences. When examining the consequential
basis for CES-D score interpretation, one needs evidence of construct validity and an
appraisal of the construct label itself, the broader theory, and even broader ideologies
(Hubley and Zumbo, 1996). For example, what is the implication of labeling the con-
stellation of listed symptoms of depression in the CES-D as “depression”? What are
the implications of our theories of aging for the recognition of depression in the el-
derly? And vice versa, what are the implications of our empirical results with current
measures of depression for theory-building in the area of depression? Likewise, what
are the implications of our theories of gender differences and the recognition of women
being labeled depressed more often than men? And, for example, given our theories of
aging is depression among the elderly viewed as a normal, abnormal, negative, or a re-
alistic state? In addressing these questions, we are bringing the social consequences and
value implications to the foreground of the validity discussion and shining a light on
the appraisal of the hidden values of inferences made from the CES-D scores. This ex-
ample of the CES-D vividly demonstrates (a) how one should not be simply concerned
with the obvious and gross negative consequences of score interpretation, but rather one
should consider the more subtle and systemic consequences of “normal” test use, and
(b) how social consequences and value implications feed back into theory development.
For now, our discussion has been conceptual and theoretical (after all, validation does
involve theorizing), but our focus will turn empirical when we return to the question of
age and gender as predictors later in this chapter in the discussion of variable ordering
and regression.
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2.3. Different strengths of test inferences: A new framework for measurement
inferences

One must keep in mind the purpose of the testing. The two main purposes for testing
are: (a) descriptive: wherein one is assigning numbers to the results of observations for
the purpose of obtaining a scale score in scientific or policy research, or (b) decision-
making: using the original scale scores to categorize individuals or groups of individuals
based on their responses to the test or measure. The latter purpose is the most common
use of testing in, for example, the educational testing, diagnostic screening, certification
testing and occupational and employment contexts. Two common examples are: (i) in-
dividuals are selected or not selected for a job, or (ii) individuals are screened for further
testing, interviewing, or training.

The whole purpose of measurement and methodological techniques is to help in
establishing the degree of validity of the inferences made from the scores obtained on a
test or assessment battery. The key words in the previous sentence are “degree of” and
“inferences”. These two features are highlighted in nearly all current views of validity
(see, for example, Hubley and Zumbo, 1996, or Zumbo, 1998). That is, as I described
above, validity is not an all-or-none decision but rather a matter of degree. This, of
course, implies that validation is an on-going process and is not simply something done
once and involving only a correlation with a “gold standard”. Furthermore, what is being
validated are the inferences made from the measurement and not the measurement tool
itself. Therefore, one can have a degree of evidential strength for validity and, in fact, as
I will describe below, there is a continuum of validity statements that can be articulated
in the process of validation.

Below I will introduce a framework that will be useful in the critical analysis of va-
lidity evidence.3 Furthermore, this framework will help answer questions of sampling
and representativeness and will aid us in being more explicit about the strength of our
validity claims. It is imperative that we be explicit about the limitations or strengths of
our validity claims. The following framework is modeled on Draper’s (1995) approach
to classifying causal claims in the social sciences and, in turn, on Lindley’s (1972) and
de Finetti’s (1974–1975) predictive approach to inference. Although I will rely heav-
ily on Draper’s approach (including paraphrasing some of his very clear statements),
Draper focused on the issue of causal inferences in quasi-experimental designs whereas
I will discuss the matter of measurement validity. In recognition of its bases, I will refer
to my new framework as the Draper–Lindley–de Finetti (DLD) measurement validity
framework.

The main point to be taken from the DLD framework is the necessity to be explicit
about the sorts of inferences one makes and that one is able to make. It is not that some
inference is necessarily better than others (because this sort of value judgment needs to
take the purpose of the measure into account), but rather that credible and defensible
science requires one to be explicit about the sorts of inferences that are made and that
can be made in a given context. As Draper states:

3 An earlier version of this framework was introduced by Zumbo (2001) and then further expanded in
Zumbo’s invited address to the conference in celebration of the work of Professor Ross Traub upon his retire-
ment, OISE/University of Toronto, 2002.
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Within this approach, the only inferential elements with objective reality are data values
X you have already observed and data values Y you have not yet observed. Inference is
then the process of quantifying your uncertainty about future observables Y on the basis
of things you know, including the X values and the context in which they were obtained.
Informally, one might call X the data you have and Y the data you wish you had; with
this terminology, a statistical model supporting your inference is a mathematical story that
links these two data sets. (p. 119)

In the context of validity theory, the data you have and the data you wish you had may
differ from each other in two main ways: (1) problems of measurement, and (2) prob-
lems of sampling.

1. Problems of measurement
There are two common forms of measurement problems. One form arises when you

are trying to quantify something elusive and you are not sure you have got it right. The
technical terms for this are construct underidentification or construct misrepresentation.
The other form occurs when you may have also included construct(s) irrelevant to the
task at hand. The technical term for this is construct irrelevant variance. For example,
you are measuring some knowledge domain such as reasoning skills, but the construct
“writing ability” could be considered irrelevant because we may be interested in reason-
ing but it is confounded with writing ability. That is, because the answers are expressed
in written form in essays and sometimes good writing masks poor reasoning skills and
vice versa.

A useful way of thinking about the tasks or items in an assessment is that they are
a sub-set of a (potentially well-defined) finite population of items or tasks from which
one or more test forms may be constructed by selection of a sample of items from this
population. Obviously, creating all possible items or tasks would be both economically
and practically unfeasible. In some situations, one has a clearly articulated domain of
items (perhaps even articulated in the form of a test blue-print) so that one would have
a very good sense of the exchangeability of the items one has with those that are not
in the assembled test. In other cases, one has very little information about the domain
being measured and hence has little knowledge of the exchangeability of the items one
has with those in the hypothetical item population (or domain). In this case, the data you
have is the information on the sampled items or tasks in your assessment and the data
you wish you had is the corresponding information on the unsampled items. In essence,
this gets at how well one knows the construct or domain being sampled and how well
one plans (e.g., task specifications) in the process of constructing the assessment.

Before turning to problems of a sampling nature, I would like to add that mea-
surement error (quantified, for example, by reliability of measurement) is also a re-
lated but separate issue here. In the case of measurement error, the data you have are
your “measurements” or “observations” which have measurement error or construct
irrelevant variance, whereas the data you wish you had are the “true” or error-free
scores.

2. Problems of sampling
The second way the data you have and the data you wish you had differ relates to

problems of a sampling nature. This sort of problem arises, for example, when there is a
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finite population of subjects of scientific or policy interest and, due to financial or other
constraints, you can only get a subset of the whole population. In this case, the data you
have is the information on the sampled individuals and the data you wish you had is the
corresponding information on the unsampled people.

The problems of measurement and problems of sampling may, in turn, be thought
of as special cases of a missing data problem. Also, it is important to note that much
of the work in the predictive approach to inference described by Draper is founded on
the notion of exchangeability. Exchangeability can be thought of as: without prior or
additional/supplemental information, the data are similar – and hence, in a mechanical
sense, exchangeable.

In part, the DLD framework is a natural extension of ideas in the 1940s and 1950s by
Louis Guttman who wrote about generalizing from measures (or tasks) that we have cre-
ated to more tasks of the same kind. Therefore, this framework is a merger of Guttman’s
ideas with some Bayesian thinking about inferences. There is also a tidy connection to
measurement invariance that I will discuss in more detail below.

Now, when measurement and validation examples are examined from the DLD
“predictive point of view”, four kinds of inference of varying strength and scope of
generality are discernible. Figure 1 depicts these various types of inference graphically.
As much as possible I have tried to stay close to Draper’s conceptualization, including
the terms for the various forms of inference (i.e., calibrative, specific sampling, specific
measurement, and general measurement).

Fig. 1. The various forms of measurement inference.
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• Initial Calibrative Inference (calibration inference). This provides the lowest level
of inferential strength and generalizability of results. The term “calibrative” is being
used here to convey the sense that a measure is simply being applied in an exploratory
fashion so that one can observe the measure in action with data. The case could be
made that this is not useful measurement at all because item exchangeability is not
there and hence not justifiable. However, although I do share this general sentiment,
I prefer that the statements that one is limited to be simple calibration statements
about whether items or tasks can be comprehended and completed in the most ele-
mental way by some group of individuals.

• Specific sampling inference. This sort of inference shares the domain sampling limi-
tations of calibrative inference except that one has a very good sense of who is being
measured – in the sense that the sample is exchangeable to the target population of
respondents. Obviously, the statements that one is limited to are specific calibration
statements about whether the measure can be used at all for some well-defined popu-
lation of individuals.

• Specific domain inference. This type of inference is simply of the sort where one
can make strong claims (in terms of, for example, reliability and other measurement
properties) about what is being measured but the statement is not generalizable be-
cause the exchangeability of sampled and unsampled respondents (or examinees) is
not justifiable. In fact, this is a very common form of inference in research settings
where claims of reliability and validity are limited to the sample at hand.

• General measurement inference. This kind of inference is ideal because it has both
exchangeability of items and exchangeability of sampling units. That is, like specific
domain inference one has exchangeability of sampled and unsampled items (or tasks)
in the target domain and one also has the justification for assuming exchangeability
of the sampled and unsampled subjects. Therefore, strong validity and measurement
claims can be made.

In terms of inferential strength, I conclude that both initial calibrative and spe-
cific sampling are less strong than specific domain, which in turn is less than general
measurement inference. Clearly, general measurement inference is the strongest. I will
return to this later.

Note that Figure 1 depicts the four corners of a matrix, which most certainly has sev-
eral gradients in between these four corners. Also, the exchangeability of sampled and
unsampled items is yet another way of thinking of a limited form of construct validity.
As the DLD framework shows, however, construct validity needs to be considered in
the light of the exchangeability of sampled and unsampled units (i.e., respondents) in
the target population.

What the DLD framework highlights is that you need to consider the sample in two
distinct ways. First evidence for the validity of inferences made from task performance
needs to be provided with each new sample examined. This is why the process of val-
idation is on going. The inferences you make from your task may be valid for one
population (e.g., males) but not another population (e.g., females). Or the inferences
you make may be valid for males in one setting (e.g., a large North American city) but
not in another setting (e.g., in rural communities in Eastern Europe or perhaps even
large cities in Asia). Second, one needs to consider whether the sample with whom you
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are working (whether in a validation, standard-setting, or normative study) is exchange-
able with your population of interest. For example, is the sample of respondents to the
CES-D used to validate the inferences representative of target population of interest to
users of the CES-D (that is, with respondents from that same population of interest that
were not in your sample)?

The objective in this classification and ordering of inferences in the DLD frame-
work is to encourage researchers to be explicit about the types of inferences they can
make. That is, we need to be explicit about the information we have about the level
of exchangeability of individuals and tasks or items used in our validation study. This
explicitness will go a long way toward creating credible scientific measurement evi-
dence. For example, it is sometimes stated in the context of personnel testing that job
simulation tasks are used so that one does not have to make any inferences from the
test scores; a reliance on a form of what is called face validity. Clearly, from the above
framework one is still making inferences in “simulation” tasks because you still do not
have the individual doing the job, per se. The simulation may be more realistic, hence
shortening the inferential distance from simulation to real job performance, than a job
knowledge test, but an inference is still being made from those job simulation tasks to
other tasks like them. One should be cautious, however, not to let the DLD framework
be interpreted in a weak form, hence allowing the same slippage as is noted above with
weak forms of construct validity. This caution also applies to other simulation-like (i.e.,
performance) tasks such as some language tests.

Note that the DLD framework puts importance on the sampling units (the respon-
dents) and their characteristics, something that this not highlighted enough in the
conventional discussions of psychometrics and of validity evidence. Most, but not all,
validation studies in the research literature give little time to the exchangeability of the
sampled and unsampled units. In addition, there is little discussion in the psychometric
literature of matters of complex sampling. Survey data now being collected by many
government, health, and social science organizations around the world have increas-
ingly complex structures precipitating a need for ways of incorporating these complex
sampling designs into our psychometric models. For example, many surveys entail very
complex sampling designs involving stratification and clustering as the components of
random sampling. In addition, there can be complexities due to the patterns of nonre-
sponse – either planned or unplanned nonresponse. A common psychometric problem
is to compute variances for psychometric models that incorporate both the stochastic
modeling as well as the survey design. Advances are being made on item response and
latent variable modeling, including item response theory, with complex surveys by, for
example, Asparouhov (2005), Asparouhov and Muthen (2005), Cyr and Davies (2005),
Kaplan and Ferguson (1999), Mislevy (1991), Muthen and Satorra (1995), Thomas
(2001), Thomas and Cyr (2002), and Thomas and Zumbo (2002). It is worth noting that
the DLD framework shines a spotlight on the person sampling aspect of measurement,
which has mostly held a secondary place to item or domain sampling in psychometrics.

Now, when inferential examples of testing and measurement are examined from the
predictive point of view, four kinds of test inferences – of varying strength and scope of
generality are discernable. I have found it useful to help one think of the various possi-
bilities from the combinations of the four kinds of test inferences, whether they happen
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regularly or not. Examining the various combinations of the kinds of test inferences also
helps one detail the range of conditions under which generalizations and inferences are
expected to hold.

The notions of generalizations and inferences are intimately tied to the notion of
invariance in measurement models, and hence to validity. Simply put, measurement
invariance allows us model-based generalization and inferences – noting, of course,
that model-based inferences are inferences from assumptions in the place of data, as
described above. Much has been said in the item response theory literature about in-
variance, and Rasch specialists make much hay of that model’s invariance and specific
objectivity properties with, often, implicit and explicit suggestions that one would have
greater measurement validity with the Rasch model4 (Bond and Fox, 2001; Wright,
1997). This suggested supremacy of the Rasch model is an overstatement. In fact, in
several applications of the Rasch model one hears the claim that simply fitting the Rasch
model gives one measurement item and person parameter invariance, without mention
of any bounds to this invariance. The suggestion is that if one fits the Rasch model to
data, then one can apply those item parameters to all individuals (imbuing a universality
that seems remarkable). Furthermore, if one fits the Rasch model to data, the person pa-
rameters (i.e., the theta scores) can be adequately predicted by any items; again, without
reference to bounds on this generality. There many advantages to Rasch (or 1-parameter
IRT) models in test applications but rarely are they the advantages that advocates of the
Rasch model present – one advantage is the ease of IRT test equating in a one-parameter
IRT model.

The DLD framework is meant to establish limits, bounds, and conditions for the in-
ferences. It is unfounded to believe that fitting a model to data gives one such unbounded
and unbridled universality. Simply put, the main goal of item response modeling should
always be to make valid inferences about the examinees. However, inducing latent vari-
able(s) into the data structure, by, for example, fitting a Rasch model to your data cannot
mechanically increase the validity of these inferences. In contrast, the DLD framework
helps one detail the range of conditions under which invariance is expected to hold.
There may be situations (such as those found in a type of calibrative measurement or
assessment context) wherein we do not have any sense of a population or sub-population
and, in those contexts, we are, in essence, not concerned with invariance. See Rupp and
Zumbo (2003, 2004, 2006) for detailed descriptions of invariance in item response the-
ory. In more common contexts, however, the aim is to use a statistical measurement
model to draw inferences from calibration samples to the respective populations from
which these were drawn. An additional focus is on the range of possible conditions
under which invariance is expected to hold.

Simply going about fitting an item response model to data does not necessarily give
you measurement invariance. Believing that going about fitting a model to data guar-
antees you measurement invariance is simply magical thinking! In short, invariance
requires that the model be correct (true) in all corners of the data and is an empirical

4 A similar claim is also often made by advocates of the Rasch model that it has fundamental measurement
properties, such as additive item response functions, that make it a superior model that produces “ratio” levels
of measurement.
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commitment that must be checked. One needs to focus, with the aid of the DLD frame-
work, on the range of possible conditions under which invariance is expected to hold.
It depends, then, on the type (or strength) of inferences one wants to draw. Empirically,
one goes about investigating the possible conditions and bounds via psychometric meth-
ods such as differential item functioning and test level invariance (for recent overviews
please see Maller et al., in press; Zumbo and Hubley, 2003). This is a different spin on
the use of these psychometric methods; they are not just about fairness issues but rather
about empirically investigating the range of possible conditions and hence informing
the conclusions (bounds and limitations) of the DLD framework.

It is evident from the DLD framework that invariance is nonsensical without a clear
statement about the range of possible conditions of sampled and unsampled items
(tasks) and/or sampling units (respondents or examinees). Likewise, invariance is not
just a property of item response theory models. Zimmerman and Zumbo (2001) showed
that some of the properties and quantities from classical test theory hold for the entire
population of individuals, as well as any subpopulation of individuals. Furthermore,
many of the examples of invariance we prove in the Zimmerman and Zumbo (2001)
paper are of the variety seen in all classical mathematical statistics. For example, we
proved that measurements that are parallel in a given population are also parallel in any
subpopulation. This was a point also emphasized by Lord and Novick (1968). We pro-
vide other new results of the flavor seen in the sentence above about parallel tests. It,
of course, should be appreciated that there are quantities in observed score classical test
theory that are population specific (and lacking invariance). These include variance of
the true scores and, in turn, reliability because it is bound to the variance of the true
scores.

It is important to acknowledge that, in some validation settings, there will be an in-
herent tension that is difficult to balance between the (i) exchangeability of sampled
and unsampled items in the target construct/domain (i.e., sampled tasks or items), and
(ii) exchangeability of sampled and unsampled units in the target population (i.e., of
individuals). This sort of tension is probably less likely in large-scale testing organiza-
tions than in research settings with one-time and small-scale measurement. In practice,
what should be the trade-off in this tension? Which axis has precedent? In some impor-
tant senses, the more exchangeable your items or tasks are, perhaps via a longer test,
the more difficulty one faces obtaining large numbers of sampling units. Simply put,
it is more difficult to obtain large numbers of respondents with very long tests due to
the time demands. In this sense, there is usually (but not necessarily always) a trade-off
that needs to be balanced between the two forms of exchangeability. In my opinion, the
balance between exchangeability of items and respondents should have item exchange-
ability as the primary concern. There are easily many counter-examples to this advice
but, generally, one needs to first know what they are measuring and then find the limits
of the inferential bounds on respondents (i.e., sampling units). That is, one should al-
ways have at least an adequate amount of item or task exchangeability and then focus on
sampling exchangeability. Quite simply, first establish what you are measuring and then
try to generalize it. If you do not have some semblance of item and task exchangeability,
then you really have nothing to generalize. By this I am suggesting that by establishing
item exchangeability one will have to know what they are measuring.
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Considering our example with the CES-D, we do not have the inferential strength
for general measurement inference because the sample is a convenience sample of re-
spondents. Depending on the exchangeability of the sampled and unsampled items, we
are limited to either specific domain or initial calibrative inferences. The question of the
exchangeability of the sampled and unsampled items of the CES-D has, to my knowl-
edge, never been directly addressed in the research literature. For example, I know of no
content validation studies of the CES-D, which would go a long way in establishing the
exchangeability of the items. My sense, however, is that there is moderate support for the
item exchangeability and hence our study is limited to specific domain inferences, with
the limitations and strengths that this form of inference provides as described above. In
addition, although some applied measurement books and articles state otherwise, fitting
a Rasch model would not, in and of itself, increase my claims to invariance, generaliz-
ability, or validity.

2.4. Tests/measures and indices: Effect (reflective) versus causal (formative)
indicators, respectively, and validity

In validity research, it is important to distinguish between measures and indices, also
referred to as reflective versus formative measures, respectively. For my purposes a
measure is defined as a latent variable for which a shift in the value of the latent vari-
able leads to an expected shift in the value of the indicator (i.e., the items are effects
indicators). An index is defined as a latent variable for which a shift in the value of the
indicator variable (the observed or manifest variable) leads to an expected shift in the
value of the latent variable. Consider an example provided by Bollen and Lennox (1991)
wherein responses to a series of items on a math test should reflect a student’s quanti-
tative ability. An index, on the other hand, has the observed variables (e.g., self-report
items) as causal indicators. The typical example, as described by Bollen and Lennox,
is the index socio-economic status. They go on to suggest that socio-economic status
might be better viewed as formative (an index) but is often treated as reflective.

There are few empirical tests of whether a latent variable is a measure or index,
the exception is the vanishing tetrads test of Bollen and Ting (2000). Please note that
computing a principal components analysis (PCA) is not sufficient evidence that one has
an index, nor does fitting a factor analysis model provide sufficient evidence to claim
one has a measure – as you will see below both models could fit the same data. Bollen
and Lennox (1991), suggest that a good place to start, and often the only thing available,
is a literal thought experiment.

I might add that one can also supplement this thought experiment with a content val-
idation study wherein one asks subject matter experts to consider and rate whether the
items (or indicators) are effects or causal; that is, whether the variable is a measure or
index, respectively. One can build on the methodologies described for content validity
in Sireci (1998) by incorporating questions about whether an item should be considered
a causal or effects indicator using methodology in content validity including the coef-
ficients, designs, etc. Also, one could investigate the source of the decision of effects
versus causes by talk-aloud protocols and/or by conducting multidimensional scaling
of the subject matter experts’ judgments. These approaches aid the validity arguments
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of whether one has effect or causal indicators. What I am suggesting is an extension of
Bollen and Lennox’s thought experiment to include data from subject matter experts.

My purpose for raising the matter of measures versus indices is that the validity
evidence, particularly the empirical validity evidence, may, as Bollen and Lennox sug-
gest, be quite different. The DLD framework, described above, however, will apply to
both measures and indices. Therefore, the central matter is that most, if not all, validity
research assumes reflective measures; that is, effects indicators. More thought and em-
pirical support as I describe above, needs to be given to deciding on whether one has a
measure or index.

Furthermore, it can be shown that the structural equation model for indices (causal
indicators) is, in essence, principal components analysis (PCA) whereas the same model
for measures (effect indicators) is factor analysis. Factor analysis and PCA are not
the same model statistically nor conceptually. Furthermore, PCA is conceptually in-
appropriate for measures (effects indicators). There may be some statistical reasons for
favoring PCA (for example, one may want to avoid the indeterminacy of factor analysis)
but in validity research factor analysis is the standard. One should not (mis)use the fact
that (a) there are circumstances (e.g., when the variances of the error terms in the fac-
tor model are roughly equal or are small) under which PCA is a good approximation to
factor analysis, and (b) it is this good approximation that provides the basis for the wide-
spread use of PCA statistics (e.g., number of eigenvalues greater than one, scree plot, or
parallel analysis) in the preliminary stages of exploratory factor analysis to choose the
number of factors, as reasons for arguing that PCA is the same as factor analysis.

It should be noted, however, that the “causal” perspective of factor analysis
should not be interpreted in a narrow sense of the word “cause”. The history of
factor analysis is replete with debates about the nature of the factors that are deter-
mined/uncovered/discovered by factor analysis. I believe it would be too generous of a
reading of Bollen and Lennox (1991), as well as the histories of sociology and of factor
analysis, to interpret the causal language in a narrow sense. In this light, there is much
we can learn about causation from a well-known book on the logic of causal inference
by Cook and Campbell (1979) as well as work by Freedman (e.g., Freedman, 1987).
Also see Shadish et al. (2002), which has among other things a useful discussion of
manipulationist as opposed to non-manipulationist ideas of causation. Also, of course,
there is much to be gained from the elegant statistical model for causation proposed
by Neyman (1923). In short, one should not interpret the “arrows” in the graphical de-
pictions of structural equation models of factor analysis in a narrow and strict sense of
causation.

In the view I am espousing one should instead seek “explanation”, and hence factor
analysis becomes an explanatory model. As I note above in my critique of Borsboom et
al. (2004), I consider the core of validity as one of a quest for explanation for the vari-
ation in the observed task or item responses. In this view, factor analysis is a statistical
tool to aid in my inference to the best explanation, more broadly defined than just causal
explanations.

One should note, as highlighted by Bollen and Lennox, that what we would expect
for the composite score for a measure and index to be different in terms of validity. That
is, for a measure the indicators or items need to be correlated because it is the correla-
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tion that is the source of the measure, in a factor analytic sense. Furthermore, the factor
analysis aims to reproduce the covariance among the items therefore there needs to be
substantial correlation for the factor analysis to be meaningful. For an index, however,
there is no need to expect a correlation among the items or indicators. Also, for a mea-
sure one thinks of reliability of measurement as a quality in the internal consistency
sense, but for an index that may not make sense in all settings – e.g., whether the indica-
tors of SES are internally consistent is not something of concern because it is an index
and not a measure. Therefore, the validity evidence (including the dimensionality and
error of measurement aspects of validity evidence) could be quite different for an index
versus a measure. The point, however, is that this chapter deals with the validity of mea-
sures, some of which will be relevant for indices (e.g., the DLD framework) but not all.

Returning to our example of the CES-D, the literature is somewhat mixed. Many, if
not most, of the users of the CES-D treat it as a measure. Bollen and Lennox (1991) refer
to their work creating some sort of hybrid latent variable with some effects indicators
and other causal indicators, but this hybrid model is not, to my knowledge, widely used.
I will follow the convention in the depression literature and consider the CES-D as a
measure and hence the items as effects; leading us to later use of factor analysis; and
not principal components analysis. Furthermore, I fully expect high correlations among
the items and to be able to examine the internal consistency of the responses as a way
of quantifying error of measurement.

3. Statistical methods

Having dealt with foundational issues, let us now turn to statistical methods for vali-
dation studies. There is an extensive and easily accessible literature on the statistical
methods of validation research in most introductory and intermediate measurement and
assessment texts. Much has been written in the area of educational and achievement
testing. An important paper in the context of personality and attitude scales is Thissen
et al. (1983).

There is, however, one class of methods that are particularly central to the validation
process: structural equation models. These models are particularly important to test
validation research because they are a marriage of regression, path analysis, and latent
variable modeling (or factor analysis). Given that the use of latent variable structural
equation models presents one of the most exciting new developments with implications
for validity theory, this section discusses these models in detail. At this point, let me
now turn to the two empirical validity questions listed earlier: (a) Given that the items
are combined to created one scale score, do they measure just one latent variable?,
and (b) Given a set of predictor variables of interest can one order them in terms of
importance?

3.1. Factor analysis: Given that the items are combined to create one scale score, do
they measure just one latent variable?

The question of whether the items measure just one latent variable is addressed by
using factor analysis. In the typical confirmatory factor analysis (CFA) model, the score
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obtained on each item is considered to be a linear function of a latent variable and a
stochastic error term. Assuming p items and one latent variable, the linear relationship
may be represented in matrix notation as

(1)y = Λη + ε,

where y is a (p × 1) column vector of continuous scores for person i on the p items,
Λ is a (p × 1) column vector of loadings (i.e., regression coefficients) of the p items on
the latent variable, η is the latent variable score for person i, and ε is (p × 1) column
vector of measurement residuals.

In the example with the CES-D, a CFA model with one latent variable was spec-
ified and tested using a recent version of the software LISREL. Because the CES-D
items are ordinal in nature (i.e., in our case a four-point response scale, and hence not
continuous), a polychoric covariance matrix was used as input for the analyses. Us-
ing a polychoric matrix is an underlying variable approach to modeling ordinal data
(as opposed to an item response theory approach). For a polychoric correlation matrix,
an underlying continuum for the polytomous scores is assumed and the observed re-
sponses are considered manifestations of respondents exceeding a certain number of
latent thresholds on that underlying continuum. Conceptually, the idea is to estimate the
latent thresholds and model the observed cross-classification of response categories via
the underlying latent continuous variables. Formally, for item j with response categories
c = 0, 1, 2, . . . , C − 1, define the latent variable y∗ such that

yj = c if τc < y∗
j < τc+1,

where τc, τc+1 are the latent thresholds on the underlying latent continuum, which are
typically spaced at non-equal intervals and satisfy the constraint −∞ = τ0 < τ1 <

· · · < τC−1 < τC = ∞. It is worth mentioning at this point that the latent distribution
does not necessarily have to be normally distributed, although it is commonly assumed
so due to its well understood nature and beneficial mathematical properties, and that
one should be willing to believe that this model with an underlying latent dimension is
actually realistic for the data at hand.

Suffice it to say that an examination of the model fit indices for our example data
with the CES-D, such as the root mean-squared error of approximation (RMSEA =
0.069, 90% confidence interval for RMSEA of 0.063 to 0.074), showed that the one
latent variable model was considered adequate. This finding of unidimensionality is
important because the single composite score of the CES-D items can, therefore, be
easily interpreted as a continuum of depressive symptomology – an increasing score
indicating more depression. As well, quantitative indices of measurement error, such as
reliability coefficients, are also easily interpreted because of the unidimensionality.

3.2. Regression with latent variables, MIMIC models in test validation: Given a set of
predictor variables of interest can one order them in terms of importance?

In the context of the CES-D example, are the age and gender of the respondents both
important predictors of the latent variable score on the CES-D? This question is of-
ten addressed by using ordinary least-squares (OLS) regression to regress the observed
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composite score of the CES-D onto age and the dummy coded gender variable. The
problem with this approach is that the regression results are biased by the measurement
error in the observed composite score. Although widely known among statisticians, this
bias is unfortunately ignored in most day-to-day validation research.

The more optimal statistical analysis is to use SEM and MIMIC models. MIMIC
models, first described by Jöreskog and Goldberger (1975), essentially posit a model
stating that a set of possible observed explanatory variables (sometimes called predic-
tors or covariates) affect latent variables that are themselves indicated by other observed
variables. In our example of the CES-D, the age and gender variables are predictors of
the CES-D latent variable, which itself is indicated by the 20 CES-D items. Our exam-
ple highlights an important distinction between the original MIMIC models discussed
over the last three decades and the most recent developments in MIMIC methodology.
In the original MIMIC work, the indicators of the latent variable(s) were all continuous
variables. In our case, the indicators for the CES-D latent variables (i.e., the CES-D
items) are ordinal or Likert-type variables. This complicates the MIMIC modeling sub-
stantially and, until relatively recently, was a major impediment to using MIMIC models
in validation research.

The recent MIMIC model for ordinal indicator variables is, in short, an example
of the merging of statistical ideas in generalized linear models (e.g., logit and probit
models) and structural equation modeling into a generalized linear structural modeling
framework (Jöreskog, 2002; Jöreskog and Moustaki, 2001; Muthen, 1985, 1988, 1989).
This new framework builds on the correspondence between factor analytic models and
item response theory (IRT) models (see, for example, Lu et al., 2005) and is a very gen-
eral class of models that allows one to estimate group differences, investigate predictors,
easily compute IRT with multiple latent variables (i.e., multidimensional IRT), investi-
gate differential item functioning, and easily model complex data structures involving
complex item and test formats such as testlets, item bundles, test method effects, or
correlated errors with relatively short scales, such as the CES-D.

A recent paper by Moustaki et al. (2004) provides much of the technical detail for
the generalized linear structural equation modeling framework discussed in this chap-
ter. Therefore, I will provide only a sketch of the statistical approach to motivate the
example with the CES-D. In this light, it should be noted that these models can be fit
with either Mplus or PRELIS-LISREL. I chose to use the PRELIS-LISREL software
and hence my description of the generalized linear structural equation model will use
Jöreskog’s notation.

To write a general model allowing for predictors of the observed (manifest) and latent
variables, one extends Eq. (1) with a new matrix that contains the predictors x

(2)y∗ = Λz + Bx + u, where z = Dw + δ,

u is an error term representing a specific factor and measurement error, and y∗ is an
unobserved continuous variable underlying the observed ordinal variable denoted y,
z is a vector of latent variables, w is a vector of fixed predictors (also called covariates),
D is a matrix of regression coefficients and δ is a vector of error terms which follows
a N(0, I ). Recall that, in Eq. (1), the variable being modeled is directly observed (and
assumed to be continuous), but in Eq. (2) it is not.
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Note that because the PRELIS-LISREL approach does not specify a model for the
complete p-dimensional response pattern observed in the data, one needs to estimate the
model in Eq. (2) with PRELIS-LISREL in two steps. In the first step (the PRELIS step),
one models the univariate and bivariate marginal distributions to estimate the thresh-
olds and the joint covariance matrix of y∗, x, and w and their asymptotic covariance
matrix. In the PRELIS step, there is no latent variable imposed on the estimated joint
covariance matrix, hence making that matrix an unconstrained covariance matrix that is
just like a sample covariance matrix, S, for continuous variables. It can, therefore, be
used in LISREL for modeling just as if y∗ was directly observed using (robust) maxi-
mum likelihood, weighted least-squares estimation methods, etc. Of course, one can use
unweighted least-squares and the parameter estimates are consistent, but the standard
errors are inaccurate. Thus, the unweighted least-squares is a descriptive, rather than
inferential, technique in this context – this will be become important later when we use
(finite sample) variable ordering methods based on least-squares types of estimation.

3.3. Variable ordering: Pratt’s measure of variable importance

Due to space limitations, I will only provide a sketch of Pratt’s variable ordering mea-
sure (please see Pratt (1987) and Thomas et al. (1998) for the details). Pratt considered
a linear regression of the form

(3)y = b0 + b1x1 + · · · + bpxp + u,

where the disturbance term u is uncorrelated with x1, x2, . . . , xp and is distributed with
mean zero and variance σ 2. It is important to note that the linear regression in Eq. (3) is
rather generic and hence can apply when the predictors are latent variables as in Eq. (2),
the MIMIC model.

The total (standardized) population variance explained by the model in Eq. (3) can
be written as

(4)R2 =
∑
j

βjρj ,

where βj is the usual standardized regression coefficient corresponding to xj , and ρj

is the simple correlation between y and xj . Pratt justified the rule whereby relative im-
portance is equated to variance explained, provided that explained variance attributed
to xj is βjρj – a definition which is widely used in the applied literature (e.g., Green
et al., 1978), but as documented by Pratt (1987) and Thomas et al. (1998), it has also
been criticized. Pratt justified the measure using an axiomatic approach based largely
on symmetry and invariance to linear transformation. He showed that his measure is
unique, subject, of course, to his axioms. An additional feature of Pratt’s measure is that
it allows the importance of a subset of variables to be defined additively, as the sum of
their individual importance irrespective of the correlation among the predictors. Other
commonly used measures (e.g., the standardized (beta-)weights, the t-values, unstan-
dardized b-weights) do not allow for an additive definition and are problematic with
correlated predictor variables.

Thomas et al. (1998) gave a sample interpretation of Pratt’s measure based on the
geometry of least squares. We considered a sample of N observations fitted to a model
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of the form (3), so that the observed variables y, x1, . . . , xp comprise vectors in RN .
We assumed, without loss of generality, that the variables are centered to zero,

y′1N = x′
11N = · · · = x′

p1N = 0,

where 1N is an N×1 vector of ones. In this case, ŷ, the fitted value of y, is the projection
of y onto the subspace X spanned by the xi , and has the representation

(5)ŷ = b̂1x1 + · · · + b̂pxp

where the b̂j ’s are least squares estimates of the population regression coefficients, bj ,
j = 1, . . . , p. We defined the partition of R2 of xj , j = 1, . . . , p, to be the signed
length of the orthogonal projection of b̂j xj onto ŷ, to the length of ŷ. By definition, this
ratio represents the proportion of R2 and sums to 1.0. Furthermore, the partitioning is
additive so that one could, for example, compute the proportion of R2 attributable to
various subsets of the explanatory variables, irrespective of the correlation among the
explanatory variables.

One then can partition the resulting R2 by applying

(6)dj = b̂j rj

R2
,

where, as above, b̂j is the j th standardized regression coefficient (the “beta”), rj is
the simple Pearson correlation between the response and j th explanatory variable in
Eqs. (3) and (5).

Several points are noteworthy at this juncture. First, all of the components of the right
hand side of Eq. (6) are from a least squares procedure. Second, one can easily investi-
gate “suppressor” variables (also sometimes referred to as “confounders”) through the
geometric approach described above. By definition, suppressors are variables that are
not individually related to the response variable, but do make a significant contribution
to the statistical model in combination with one or more of the other explanatory vari-
ables. In practice, a suppressor is identified when one has a relatively small value for
di and a standardized regression coefficient (in the multiple regression model) compa-
rable to the values exhibited by explanatory variables whose di are appreciably larger.
Third, the index in Eq. (6) can be negative, a result which is counter-intuitive and can
be seen as a negative feature of the index. See Thomas et al. (1998) for a discussion
of procedures for addressing negative di of large magnitude. Fourth, when referring to
variable-ordering as a statistical procedure, we are referring to ordering the predictor
(explanatory) variables in a regression analysis in terms of relative importance as pre-
dictors of some dependent (response) variable. Therefore, the relative importance, in
our context, is defined for a particular model after having decided on the “best model”.
Therefore, this is not a procedure for model-building (like stepwise regression). Rather,
it is useful in determining the relative importance of predictors after one has decided on
the “best model” by the relative proportion of variation accounted for by the predictors.
Please see Thomas (1992) and Thomas and Zumbo (1996) for a discussion of variable
ordering in the MANOVA and discriminant analysis cases, as well as, Wu et al. (2006)
for variable ordering in factor analysis, and Thomas et al. (2006) for variable ordering
in logistic regression, which would all be of use in validity studies.
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Turning to the CES-D example, the validity researcher may be interested in the ques-
tion of whether age and gender are predictive of CES-D scale scores. I will conduct the
regression two ways: (a) the conventional way with the dependent variable being the
observed total score across the 20 items, and (b) using the MIMIC model described
above with the latent depressive symptomology variable as the dependent variable. In
the latter case, I will use unweighted least-squares5 estimation in LISREL so as to be
able to apply the Pratt index for variable ordering. In both cases, the predictor variables
are the respondents’ age and gender. Note that the respondents’ gender was coded 0 for
male and 1 for female respondents. The correlation of age and gender is, as expected
from the descriptive statistics of age for each gender, negative.

The ordinary least-squares results, as conventionally performed in validation re-
search, results in an R-squared of 0.013, a value that is small but not unusual in this
area of research given that we have only two predictor variables. The standardized b-
weights (i.e., the beta weights) for gender and age are 0.064 and −0.084, respectively.
The correlations between the observed composite score over the 20 CES-D items are
0.077 and −0.094 for gender and age, respectively. The corresponding Pratt indices
computed from Eq. (6) are 0.385 and 0.615 for sex and age, respectively. Therefore,
61.5% of the explained variation (i.e., the R-squared) in the observed CES-D total scale
score is attributable to age of the respondents; this makes age the more important of the
two predictors. Note that the reliability of the 20 item scale was 0.91 for our sample, as
estimated by coefficient alpha. Although introduced herein as a validation research tool
for the first time in the research literature, I have already helped implement Pratt indices
in an operational validity research program for the General Management Admissions
Test (GMAT®) school-based validation reports.

In contrast to the observed score regression, one can estimate the regression of the
latent variable (presumably of depressive symptomology) measured by the 20 CES-D
items on to age and gender via the MIMIC model in Eq. (2). One can then use the un-
weighted least-squared parameter estimates (including the ULS model R-squared) and
compute the Pratt indices. The Pratt indices can be applied to Eq. (2) because Pratt’s
original work, and the later geometric work by Thomas et al. (1998) are valid for a very
generic regression model described in Eq. (3). The MIMIC model was fit using LIS-
REL, as described above, specifying the standardized solution to get the beta-weights.
If one examines the statistical values in the LISREL output, the standardized b-weights
are 0.117, and −0.165, for gender and age, respectively. Likewise, the correlations of
gender and age with the latent variable are 0.141 and −0.182, respectively, with an
R-squared of 0.046. As expected, the MIMIC R-squared is larger than the observed
variable R-squared reported above (Lu et al., 2005). Note that this discrepancy in R-
squared is event even though our test reliability is 0.91 for our sample, as described
above.

5 Note that the geometry we introduce necessitates (in the finite sample case) a least-squares estimation
method, of which weighted least-squares is of course a case. Because, of the limitations described of using
weighted least-squares with in our MIMIC model, I do not focus on the standard errors and instead limit the
analyses to the consistent parameter estimates and constrain my conclusions to those descriptive in nature,
rather formal statistical inference.
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It is precisely due to the negative bias of the R-squared for the observed score re-
gression variable model that I recommend using the latent variable MIMIC model in
validation studies. Herein, I introduce the Pratt index for the MIMIC model so variable
ordering can also be investigated. The corresponding Pratt indices for the MIMIC model
are 0.355 and 0.645 for gender and age; these results are similar to those of the observed
variable regression above, with age being the more important predictor.

Finally, given the coding for the gender variable, as a group the female respondents
scored higher on the latent variable of depression. Likewise, the older respondents
tended to have a lower level of depression compared to the younger respondents in
this sample, as reflected in the negative regression coefficient. When the predictive re-
lationship of age was modeled in a separate analysis for males and females via this
generalized MIMIC model, age was an important (negative) predictor for the female re-
spondents but age was not an important predictor for male respondents. Age is unrelated
to depression level for men whereas older women in this sample are less depressed than
younger women – there may a nonlinear relationship here. These findings contribute
to the empirical underpinnings of CES-D score interpretation. Therefore, this sort of
known-groups information is useful to researchers using the CES-D and hence sup-
ports, as described at the beginning of this chapter, the inferences made from CES-D
test scores and motivates the discussions of value implications and social consequences
of CES-D score use.

4. Closing remarks

This chapter had two aims, one fairly general and the other fairly specific. The general
aim was to provide some observations and comments on the variety of psychomet-
ric models, methods, and theories currently at our disposal, whether for validity and
more generally in the wide-sense application of measurement. With this general aim, I
intended to go beyond a simple cataloging and description of the variety of strategies,
analyses, and statistical applications in validity and draw on my experiences and knowl-
edge in psychometrics, pure and applied mathematics, statistical science, and philoso-
phies of science to shed some light on validity theory and the practice of validation.

The more specific aim of this chapter was to first discuss several foundational is-
sues including presenting a framework to consider the strengths of our measurement
inferences depending on the data at hand. Next, I considered statistical methods that are
particularly relevant to validation practice. My reading of the vast literature on validity
theory and practice dating back to the early parts of the 20th century leaves me with the
impression that the history of psychometrics and measurement validity exhibits both a
pattern of growing understanding and utility and a series of unending debates on topics
of enduring interest. If one spends just a few moments reflecting on the history of many
different sciences one will see that this is characteristic of a maturing science.

Integrating and summarizing such a vast domain as validity invites, often rather
facile, criticism. Nevertheless, if someone does not attempt to identify similarities
among apparently different psychometric, methodological, and philosophic views and
to synthesize the results of various theoretical and statistical frameworks, we would
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probably find ourselves overwhelmed by a mass of independent models and investi-
gations with little hope of communicating with anyone who does not happen to be
specializing on “our” problem, techniques, or framework. Hence, in the interest of
avoiding the monotony of the latter state of affairs, even thoroughly committed mea-
surement specialists must welcome occasional attempts to compare, contrast, and wrest
the kernels of truth from disparate validity positions. However, while we are welcoming
such attempts, we must also guard against oversimplifications and confusions, and it is
in the interest of the latter responsibility that I write to the more general aim.

4.1. An overview: The melodic line, with some trills and slides

In addition to reviewing the validity literature from a psychometric perspective, this
chapter includes three novel methodological contributions: (i) the DLD framework,
(ii) the extension of the Bollen and Lennox thought-experiment to content validity stud-
ies with subject matter experts, and (iii) a latent variable regression method that allows
for variable ordering.

Although a lot of ground has been covered in this chapter, several themes should be
evident from the material I have presented above. Let me speak to just a few of these
themes. First, there are no widely accepted series of steps that one can follow to establish
validity of the inferences one makes from measures in the varied and disparate fields
wherein measurement is used. The process of validation, as I see it, involves a weighing
and integrating the various bits of information from the whole of psychometric activities
from specifying a theory of the phenomenon of interest to test design, scoring and test
evaluation, and back to the theory itself. I fall clearly in the camp of validity theorists
who see the process of validation as an integrative disciplined activity.

That is, historically, we have moved from a correlation (or a factor analysis to es-
tablish “factorial validity”) as sufficient evidence for validity to an integrative approach
to the process of validation involving the complex weighing of various bodies, sources,
and bits of evidence – hence, by nature bringing the validation process squarely into the
domain of disciplined inquiry and science. There are many metaphors discussed in the
literature for the process of validation: (a) the stamp collection, (b) chains of inference,
(c) validation as evaluation, and (d) progressive matrices to name just a few. In my early
work on validity I envisioned a “judicial or courtroom” metaphor where all the evidence
comes together and is judged, cases are made, evidence (witnesses) come forward and a
reasoned body judges the evidence (weighing different aspects) for validity of the infer-
ences made from a test or measure. I am sure I am not alone in the use of the courtroom
metaphor. Today I think in less adversarial terms and rather think of it as jazz – as in the
musical style. With validation as jazz I want to principally borrow the tenets of sound
coming together, but that the coming together is not necessarily scripted. All sorts of
notes, chords, melodies, and styles come together (including, of course, improvisation
that is particular to that one song or performance) in a creative way to make music.

I was once told by a music teacher that he could not teach me to play jazz. Instead, he
could teach me music and some jazz sounds, songs, and styles. It would then be my task
to bring it all together, sometimes in an unscripted way, to make jazz music. Perhaps
the same applies to the process of validation, there is no one methodology or script that
can be applied in all measurement contexts.
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There is, however, one framework that is general enough to have broad appeal.
Because it was not developed with validation, per se, in mind, this framework has a
limitation that needs to be addressed. That is, if one were to insert a component of
developing and stating a theory of the phenomenon of interest, the portrayal of the mea-
surement process by Hattie et al. (1999) is a rich and useful framework. A modified
version of the Hattie et al. framework would involve a conceptual model (theory) of
the phenomenon, leading to conceptual models of the measurement, leading to test and
item (task) development, leading to test administration, test use and test evaluation, and
back to the conceptual model of the phenomenon; with all the constituent elements and
statistical psychometric methods described by Hattie and his colleagues in Figure 1 and
the remainder of their chapter. It is noteworthy that there is a feedback back to the con-
ceptual model of the phenomenon. Having said this, however, it is important to note
the distinction I make between validity, per se, and the process of validation. I con-
sider validity to be the establishment of an explanation for responses on tasks or items
– the emphasis being inference to the best explanation as the governing aspect, and
the process of validation informs that explanatory judgment. The modified Hattie et al.
framework, therefore, is a useful general description of the process of validation, but is
not validity, per se.

Another broad theme in this chapter involves establishing the bounds and studying
the limits of our inferences. In this light there are many interconnected ideas I discuss
above that deal with the purpose and use of models, as well as a new framework, the
DLD framework, to incorporate both the inferences to a domain (or construct) and the
inferences to a population of examinees or respondents to your measure.

Throughout this chapter I have highlighted the importance of data modeling and
assumptions as empirical commitments. Zumbo and Rupp (2004) remind us that it is
the responsibility of mathematically trained psychometricians to inform those who are
less versed in the statistical and psychometric theory about the consequences of their
statistical and mathematical decisions to ensure that examinees are assessed fairly. As
Zumbo and Rupp state, everyone knows that a useful and essential tool such as an
automobile, a chainsaw, or a statistical model can be a very dangerous tool if put into
the hands of people who do not have sufficient training, handling experience, or lack
the willingness to be responsible users.

4.2. In terms of the psychometrics of validity, when psychometricians speak, what are
they really saying?

With the psychometrician’s responsibility in mind, and the general aim of this chapter
at hand, let me close by answering a question that I often hear: When psychometricians
speak, what are they really saying? Or, put another way, when psychometricians do
what they do, what are they doing?

Psychometricians use models to help us go from the data we have, to the data we
wish we had, by augmenting our data with assumptions. These assumptions need to be
both empirically and conceptually (i.e., from theory) validated. Furthermore, psycho-
metricians use models that are descriptive in nature so that we usually do not know the
“processes” involved and hence have, at best, a heuristic purpose. In this light, item re-
sponse theory is hardly an elaborated process model. This point is important to keep in
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mind when thinking of alternatives to psychometric models. This lack of explanatory
focus has been the root of a long-standing angst among some measurement specialists.
The most recent attempt at relieving this angst has been to prevail on cognitive theory
to lend an explanatory hand. My only observation on this front is that not all cognitive
theories are explanatory so that we need to be careful that, in our quest for explanatory
power, we do not inadvertently supplant one heuristic model with another while delud-
ing ourselves that our new model is explanatory. Furthermore, these cognitive theories
need to be empirically tested – see, for example, Zumbo et al. (1997) wherein we tested
a social-cognition theory of item discrimination.

Psychometricians often have their favorite model. As I noted above, like Pygmalion
we sometimes fall in love with our models. It is confusing to hear that “all the models
are the same” and “my model is different and you should use it everywhere and all the
time”. For example, it is confusing for practitioners (and psychometricians) to hear that
all models are realizations of factor analysis or generalized linear latent variable models
from one quarter, and then hear from another quarter that the Rasch model has special
properties that no other model allows, or that generalizability theory is limited because
it does not allow invariance of examinees or items. The reason for this confusion is that
one can make convincing arguments for the unification of measurement models (see
McDonald, 1999; Zumbo and Rupp, 2004; Zimmerman and Zumbo, 2001) and, at the
same time, convincing arguments about, for example, the advantages of generalizability
theory over classical test theory, item response theory over generalizability theory, item
response theory over classical test theory, and structural equation modeling over gen-
eralizability theory, classical test theory, and item response theory, and so on (Zumbo
and Rupp, 2004). This is not uncommon in mature mathematical disciplines and may
well be due, in part, to the distinction between writing a model as a mathematical state-
ment on paper versus the additional conditions that need to be invoked to estimate the
parameters in these parameter-driven models. In this light, it is important to note that,
in practice, models are not just defined by how they are written on paper but also by the
parameterization and estimation with data.

It may come as a surprise to some who advocate the exclusive use of one measure-
ment model in test validation research (e.g., the claim that the Rasch model should be
used exclusively to validate all health outcome measures) that it can be shown that IRT
(and some forms of factor analysis) is a first-order approximation to generic (classical)
test theory model. This is somewhat expected once one recognizes that the generic clas-
sical test theory model statement X = T + E is axiomatic to all measurement models
(Lord, 1980). The different measurement models arise depending on how one defines T

and E; if T is a latent variable, you have IRT or factor analysis, but if T is a com-
plex model statement of the measurement study with facets and domains, one may have
a mixed or random effects ANOVA and hence generalizability theory. Depending on
the strength of the T and E assumptions one may have weak or strong forms of clas-
sical test theory. In fact, one can consider the generic measurement model statement,
X = T +E, on par with the generic regression model statement in Eq. (3). If you apply
the geometry in Zimmerman and Zumbo (2001) one can show that classical test relia-
bility is, in essence, a Pratt index – a partitioning of the explained variation in the test
score attributable to the model, just like an R-squared value in regression.
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Advocating one measurement model for all occasions is an overstatement. At best,
one can say that one particular model might be useful in characterizing and solving
several measurement problems or that, depending on the test validation needs, one in-
stantiation of a model with its corresponding parameterization and estimation methods
may be more appropriate.

As Zimmerman and Zumbo (2001) note, formally, test data are the realization of a
stochastic event defined on a product space Ω = ΩI ×ΩJ where the orthogonal compo-
nents, ΩI and ΩJ , are the probability spaces for items and examinees respectively. The
joint product space can be expanded to include other spaces induced by raters or occa-
sions of measurement, a concept that was formalized in generalizability theory from an
observed-score perspective and the facets approach to measurement from an IRT per-
spective. Hence, modeling of test data minimally requires sampling assumptions about
items and examinees as well the specification of a stochastic process that is supposed
to have generated the data – for readers interested in a measure theoretic Hilbert-space
approach to the analysis of test data we refer to Zimmerman and Zumbo (2001).

Therefore, as formalized in the DLD framework I described in Section 2.3, two
distinct directions of generalizability are typically of interest, which require an under-
standing of the reliability and validity properties of scores and inferences. As Zumbo
and Rupp (2004) note, first, it is of interest to make statements about the functioning
of a particular assessment instrument for groups of examinees who share characteristics
with those examinees who have already been scored with it. Second, it is of interest to
make statements about the functioning of item sets that share characteristics with those
items that are already included on a particular test form. For example, it is often of in-
terest to show that the scores and resulting inferences for different examinee groups are
comparably reliable and valid if either the same instrument is administered to the differ-
ent groups, a parallel version of the instrument is administered to the different groups,
or selected subsets of items are administered to the different groups. This also specifi-
cally implies that researchers should report estimates of reliability coefficients and other
parameters for their own data rather than relying on published reports from other data
and that validity needs to be continually assessed rather than being taken for granted
based on prior assessment calibration(s).

In summary, then, the item (or task) responses created by the interaction of exam-
inees with items (or tasks) on a measure are considered to be indicators or markers
of unobservable or latent variables. I use the term latent variable to refer to a random
variable that is deliberately constructed or derived from the responses to a set of items
and that constitutes the building block of a statistical model (e.g., θ scores in IRT or
factor scores in factor analysis). The statistical problem of measuring a latent variable
can be characterized as involving two key tasks: (a) to find a set of indicators (items,
scales, tasks, performances, or more generally referred to as measurement opportuni-
ties) that we believe that the latent variable will imply, and (b) to find a methodology
for constructing a summary measure or scalar measure of the latent variable from these
indicators. Denoting the set of indicators by x = (x1, x2, . . . , xq) the second part of
the problem is to find a function ϕ(x) so that the numerical value of ϕ can be regarded
as an appropriate scalar measure of the unobserved or latent variable. In this light, it is
important to keep in mind that the main goal of modeling test data should always be to
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make valid inferences about the examinees but inducing latent variables into the data
structure cannot mechanically increase the validity of these inferences. No matter how
sophisticated the psychometric model, the statement of ϕ(x), and estimation routines
have become, a test with poor validity will always remain so.
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Reliability Coefficients and Generalizability Theory

Noreen M. Webb, Richard J. Shavelson and Edward H. Haertel

1. Introduction

When a person is tested or observed multiple times, such as a student tested for math-
ematics achievement or a Navy machinist mate observed while operating engine room
equipment, scores reflecting his or her performance may or may not agree. Not only may
individuals’ scores vary from one testing to another, calling into question the defensibil-
ity of using only one score for decision-making purposes, but the rankings of individuals
may also disagree. The concern of reliability studies is to estimate the consistency of
scores across repeated observations. Reliability coefficients quantify the consistency
among the multiple measurements on a scale from 0 to 1.

In this chapter we present reliability coefficients as developed in the framework of
classical test theory, and describe how the conception and estimation of reliability was
broadened in generalizability theory. Section 2 briefly sketches foundations of classical
test theory (see the chapter by Lewis for a thorough development of the theory) and fo-
cuses on traditional methods of estimating reliability. Section 3 reviews generalizability
theory, including applications and recent theoretical contributions.

2. Reliability Coefficients in Classical Test Theory

Classical test theory’s reliability coefficients are widely used in behavioral and social
research. Each provides an index of measurement consistency ranging from 0 to 1.00
and their interpretation, at first blush, is relatively straightforward: the proportion of
observed-score variance attributable to true-scores (stable or nonrandom individual dif-
ferences) (see Lewis chapter for definitions in Classical Test Theory). Coefficients at or
above 0.80 are often considered sufficiently reliable to make decisions about individu-
als based on their observed scores, although a higher value, perhaps 0.90, is preferred
if the decisions have significant consequences. Of course, reliability is never the sole
consideration in decisions about the appropriateness of test uses or interpretations.

Coefficient alpha (also known as “Cronbach’s alpha”) is perhaps the most widely
used reliability coefficient. It estimates test-score reliability from a single test adminis-
tration using information from the relationship among test items. That is, it provides an
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estimate of reliability based on the covariation among items internal to the test; hence
it is also called an internal-consistency coefficient. Cronbach’s (2004) (for context, see
Shavelson, 2004) reflections on 50 years of coefficient alpha’s use foreshadows our
treatment of reliability coefficients in this chapter – as a useful but limited tool for
practice. More importantly for us, reliability coefficients give insight into limitations of
classical test theory and provide background for our treatment of classical test theory’s
successor, generalizability theory:

I no longer regard the alpha formula as the most appropriate way to examine most data.
Over the years, my associates and I developed the complex generalizability (G) theory
(Cronbach et al., 1963; Cronbach et al., 1972; see also Brennan, 2001; Shavelson and
Webb, 1991) which can be simplified to deal specifically with a simple two way matrix and
produce coefficient alpha (Cronbach, 2004, p. 403).

In this section, we develop classical test theory’s notion of reliability and ways in
which it is estimated and applied (see Lewis’ chapter for details of this theory). We then
show that each traditional estimation method – test-retest, parallel (equivalent) forms,
and internal consistency – defines reliability somewhat differently; none is isomorphic
with the theoretical definition. We conclude this section by presenting “popular” relia-
bility coefficients and their application before turning to generalizability theory.

2.1. Theoretical definition of reliability

Classical test theory (CTT) is often introduced by assuming an infinite population of
people, each observed an infinite number of times (see Table 1). The cells of this “infi-
nite matrix” (Cronbach, 2004) contain observed scores – Xpi is the observed total score,
for example, the total number of mathematics items correct for person p observed un-
der condition i (e.g., person p’s total score on occasion i). The average of a person’s
scores in the infinite matrix (i.e., the average over i of the Xpi for person p) is defined
as that person’s true score – Tp. Note that we denote the true score without specifying
the particular condition because of CTT’s steady-state assumption – for the period of
observation, the person is in a steady state, that is, the person’s true score is constant
(later on we relax this definition). Because a person’s observed scores vary from one
condition to the next even though the true score is constant, this variation must be due,
in theory, to random measurement error: epi = Xpi − Tp. Consequently, a person’s
observed score is comprised of a true score and error: Xpi = Tp + epi . Moreover, the
variance of persons’ observed scores for condition i equals true-score variance plus er-
ror variance, as the covariance (or correlation) of true scores and errors is zero (as is the
covariance of errors on two parallel tests): s2

Xi
= s2

T + s2
ei

.
We now have sufficient information from CTT to define the reliability coefficient.

The reasoning goes like this. If there is little variability in observed scores from one
condition to the next, each observed score must be pretty close to the person’s true score.
Hence, assuming persons vary in their true scores, the correlation between observed
and true scores should be quite high. If, however, there is a large bounce in a person’s
observed score from one condition to the next, the correspondence between observed
and true scores must be minimal, error must be substantial, and as a consequence the
correlation between observed and true scores must be low.
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Table 1
Person × condition score (Xpi ) “infinite” (“population-universe”) matrix

Person Condition

1 2 . . . i . . . k → ∞
1 X11 X12 . . . X1i . . . X1k

2 X21 X22 . . . X2i . . . X2k

. . . . . . . . . . . . . . . . . . . . .

p Xp1 Xp2 . . . Xpi . . . Xpk

. . . . . . . . . . . . . . . . . . . . .

n → ∞ Xn1 Xn2 . . . Xni . . . Xnk

Note: Cronbach, L.J. (2004). My current thoughts on coefficient alpha and successor
procedures. Educational and Psychological Measurement 64(3), 401. © 2004 Sage Pub-
lications, Inc. Adapted with permission.

Reliability in CTT – the proportion of observed-score variance due to variance
among persons’ true scores – is defined as the square of the correlation, in the popu-
lation, between observed and true scores, ρ2

XT :

(1.1a)ρXT = σXT

σXσT

= σT T

σXσT

= σ 2
T

σXσT

= σT

σX

Reliability Index,

(1.2b)ρ2
XT = σ 2

T

σ 2
X

Reliability Coefficient.

2.2. Estimation of the reliability coefficient

The theoretical reliability coefficient is not practical; we do not know each person’s
true score. Nevertheless, we can estimate the theoretical coefficient with the sample
correlation between scores on two parallel tests. Assume that X and X′ are two strictly
parallel tests (for simplicity) – that is, tests with equal means, variances, covariances
with each other, and equal covariances with any outside measure (see chapter by Lewis).
The Pearson product–moment correlation between parallel tests produces an estimate
of the theoretical reliability coefficient:

(2)rXX′ = sXX′

sXsX′
= s(T +e)(T +e′)

s2
X

= s2
T

s2
X

.

While we have assumed strictly parallel tests for simplicity in deriving 2, we need
not make such strong assumptions. Indeed, reliability coefficients can be obtained with
increasingly lenient assumptions (see Lewis’ Chapter 2 for details):

• Tau equivalent tests – each person is assumed to have a constant true score over tests
but the error variances may vary across tests.

• Essentially tau equivalent tests – each person’s true score under one condition (g)
differs by an additive constant under a second condition (h): Tpg = Tph +cgh. (Note:

http://dx.doi.org/10.1016/S0169-7161(06)26002-4
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Table 2a
Schematic sample person × condition score (Xpi ) matrix

Person Condition 1 Condition 2 . . . Condition i . . . Condition k

1 X11 X12 . . . X1i . . . X1k

2 X21 X22 . . . X2i . . . X2k

. . . . . . . . . . . . . . . . . . . . .

p Xp1 Xp2 . . . Xpi . . . Xpk

. . . . . . . . . . . . . . . . . . . . .

N XN1 XN2 . . . XNi . . . XNk

Table 2b
Person × condition score matrix with hypothetical data

Person Condition 1 Condition 2

1 2 1
2 2 3
3 2 3
4 4 3
5 6 5
6 6 5
7 8 6
8 8 6
9 9 8

10 8 9

Mean 5.500 4.900
Variance 7.833 6.100

while the true scores differ by cgh across conditions, true-score variance is constant.)
Error variances may differ.

• Congeneric tests – each person’s true score may vary across tests but there is an
additive constant (cgh) and a positive regression constant (bgh) that relates true-scores
across any two tests: Tph = bghTpg +cgh. Neither true-score nor error variances need
be equal.

2.3. Reliability study designs and corresponding reliability coefficients

To estimate test-score reliability, at a minimum one needs at least two observations
(scores) on the same set of persons (Tables 2a and 2b). The correlation between one
set of observations with the second, then, provides a reliability coefficient. (Internal
consistency reliability estimates follow a slightly more complicated procedure.) From
this simple requirement, a wide variety of reliability studies could be designed.

2.3.1. Test–retest reliability coefficient
In designing a reliability study to produce two sets of observations, one might give the
same test on two occasions, separated (say) by two weeks. In this case, Condition 1
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in Table 2b becomes Occasion 1, and Condition 2 becomes Occasion 2. Following
Cronbach et al. (1972) and Thorndike (1947), notice that whatever is lasting and gen-
eral about the test taker (e.g., ability, testwiseness) will contribute to the consistency
of the measurement from one occasion to another – i.e., contribute to “wanted” true-
score variance and reliability. Something that is lasting but specific about a test taker –
e.g., knowledge pertaining to a particular item or set of items on the test – will also
contribute to consistency in scores. However, something temporary but general (e.g.,
disruptions by a lawnmower on a particular test occasion) will contribute to inconsis-
tency from one occasion to another. Something temporary and specific, such as a very
recent event (e.g., recent car engine repair creating a negative mental set on a science-
test item on ideal gas law illustrated with a piston) might affect performance at time 1
but not at time 2 and hence also give rise to inconsistency in performance. Finally,
chance success (or failure!) such as random guessing will also and always contribute to
inconsistency from one time to the next. In summary, consistency or reliability with this
reliability study design involves lasting general and lasting specific conditions of the
test; temporary conditions or events (general and specific) and chance events contribute
to error.

The correlation between scores at occasion 1 and occasion 2 produces a test-retest
reliability coefficient – a coefficient of stability. From Table 2b, we find the corre-
lation between scores at time 1 and time 2 – i.e., the reliability of the test scores –
is 0.908.

2.3.2. Parallel or equivalent forms reliability
A second way to design a reliability study is to create two parallel forms of the test, say
Form 1 and Form 2, and give the two forms of the test on the same day. In this case, the
correlation between scores on Forms 1 and 2 yields the test’s (either form’s) reliability,
also referred to as a coefficient of equivalence. From Table 2b, considering Condition 1
as Form 1 and Condition 2 as Form 2, the reliability of either form is 0.908.

The parallel forms reliability study defines consistency or reliability somewhat dif-
ferently than does the retest study. For both retest and parallel forms estimates (a) the
lasting-general effect contributes to measurement consistency – i.e., consistent individ-
ual differences; (b) the temporary-specific effect – e.g., the car engine example above –
contributes to inconsistency across forms; and of course (c) the other random influ-
ences contribute to inconsistency. In contrast to retest reliability: (a) the lasting-specific
effect – e.g., knowing particular items on one form of the test – will not contribute to
consistent performance across test forms; and (b) the temporary-general (“lawnmower”)
effect may contribute to test-score consistency when the two forms of the test are taken
at the same time.

2.3.3. Delayed parallel or equivalent forms reliability
It is possible to design a reliability study in which two parallel forms of a test are devel-
oped and administered to a sample of people on two different occasions. This produces
a design in which the lasting-general effect contributes to consistency but the other
effects contribute to error. The correlation between scores on the two forms taken at
different times produces a reliability coefficient that we would expect to be less than or
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equal to either the stability or equivalent forms reliability coefficients above. This may
be referred to as a coefficient of stability and equivalence.1

2.3.4. Internal-consistency reliability
Both retest and parallel-forms reliability are logistically inconvenient. Either the same
sample of people must be tested on two occasions or more than one form of a test
needs to be developed to find the reliability of a single form. The solution to how to
calculate reliability of a single form of a test has a long and illustrious history (e.g.,
Cronbach, 2004). All solutions involve recognizing that a full length test, given on a
single occasion, can be divided into (parallel) parts.

Split-half reliability
Initially tests were divided into half parts and a host of split-half reliability coeffi-

cients were derived (for reviews and details, see, for example, Feldt and Brennan, 1989;
Haertel, in press). The oldest and probably most widely used split-half coefficient calcu-
lates the correlation between scores on two halves of the test (X1 and X2) and estimates
the correlation – reliability – for a full length test with the Spearman–Brown “prophecy”
formula, assuming strictly parallel test halves:

(3)SB2rXX′ = 2rX1X2

1 + rX1X2

.

If we treat Conditions 1 and 2 in Table 2b as corresponding to persons’ total scores
on two halves of the same test, we can find the reliability of the full length test – i.e.,
double the length of the half tests – with Spearman–Brown:

SB2rXX′ = 2 · 0.908

1 + 0.908
= 0.952.

While all this seems straightforward, it is not and herein lies the controversy. One
source of the controversy lies in how to define halves of a test – the first versus the last
half? Odd–even halves? Random halves? While the debate goes on, consensus is that
the first versus last half method is not a good idea, especially if fatigue and speed apply
toward the end of the test, and that content should be stratified in the allocation of items
to halves. The debate, in a way, is also over how to define true-score and error vari-
ance. Internal consistency coefficients such as the split half method, like parallel-forms
coefficients, treat lasting-general (e.g., ability) and temporary-general (“lawnmower”)
effects as consistency (reliability) in the measurement for most such splits, and lasting-
and temporary-specific effects along with random guessing as error.

The second source of controversy revolves around the strictly parallel assumption
of the Spearman–Brown formula. To this end, a whole host of split-half reliability co-
efficients have been developed historically that relax the assumptions (e.g., Flanagan’s
formula, which requires only the essential tau equivalence assumption). Since, in prac-
tice, these coefficients are not as widely used as is a general method, coefficient alpha,
we do not provide these formulas (see Feldt and Brennan, 1989; Haertel, in press).

1 For both the equivalent forms and the delayed equivalent forms designs, better estimates of the reliability

of forms g and h are given by σ̂gh/σ̂ 2
g and σ̂gh/σ̂ 2

h
, respectively.
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Multi-part reliability and coefficient alpha
Up to this point, we have considered tests split in half to produce two strictly parallel

forms to be used to estimate reliability. Scores on one half can be correlated with scores
on the other half. If the test is longer than two items, and most tests are, it is possible to
split it into thirds, fourths, fifths, and so on until each test item is considered a parallel
test itself. This is just the reasoning used in creating general-use internal consistency
reliability coefficients, Cronbach’s alpha being the most widely known and used.

To see the reasoning behind alpha, we extend the Spearman–Brown application from
split-half reliability to multi-part reliability. Rather then adjusting the correlation be-
tween scores on test halves, we use the correlation between individual test items –
the reliability of a single item test – and adjust this correlation with a generalized
Spearman–Brown formula. The Spearman–Brown formula then provides the reliabil-
ity – internal consistency – of the full-length test with all k items. In making this
adjustment using the Spearman–Brown formula, we must assume equal variances and
correlations between items. The general Spearman–Brown formula for a test of k items
is:

(3a)SBk
rXX′ = kr1

1 + (k − 1)r1
,

where SBk refers to the Spearman–Brown adjustment for the reliability of a k-item
test, k refers to the number of items, and r1 refers to the inter-item correlation or the
reliability of a single-item test.

To see how (3a) works, let’s continue the example from Table 2b where Condition 1
refers to a 12-point Likert-type rating on questionnaire item 1 and Condition 2 refers
to a similar rating on a strictly parallel questionnaire item 2. In this case, we know
that r1 = 0.908 is the reliability of a single item questionnaire. So an estimate of the
reliability of the two-item questionnaire would be:

SBK=2rXX′ = 2 · 0.908

1 + (2 − 1) · 0.908
= 0.952.

We can also use (3a) to prophesize what the reliability of the test would be with 5 items
(or any other number of items):

SBK=5rXX′ = 5 · 0.908

1 + (5 − 1) · 0.908
= 0.980.

In general, as parallel items are added to a test, the reliability of the test increases in
the manner given by (3a). Conceptually it is helpful to conceive of internal consistency
coefficient alpha as the inter-item correlation on a test adjusted to the full length of the
test.

In practice, however, the assumption of strictly parallel items is too restrictive.
Cronbach (1951) derived an internal consistency coefficient, coefficient alpha, based
on a weaker assumption, that of essential tau equivalence; violation of the assumption
tends to lower the coefficient.

The general formula for coefficient alpha is typically written as (Cronbach, 2004):

(4)α = k

k − 1

(
1 −

∑
s2
i

s2
t

)
,
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where k refers to the number of items on the test, s2
i refers to the variance of item i, and

s2
t refers to the variance of total scores (summed over items) on the test. Again, referring

to the data in Table 2b and considering Conditions 1 and 2 to be two questionnaire
items, we can calculate the item and total score variance: s2

1 = 7.833, s2
2 = 6.100, and

s2
t = 26.489. Using this information and k = 2 in (4) we have:

α = 2

2 − 1

(
1 − 7.833 + 6.100

26.489

)
= 2

(
1 − 13.933

26.489

)
= 0.948.

Note that the alpha coefficient gives a lower result than the Spearman–Brown for-
mula. If the sample variances for the two conditions (Table 2b) were identical, the results
from the two formulas would be the same.2

Coefficient alpha provides a general solution to most all split-half methods that re-
lax the strictly-parallel test assumptions. Moreover, whereas earlier internal consistency
formulas such as Kuder–Richardson formulae 20 and 21 dealt with the special case of
dichotomously scored items (see Feldt and Brennan, 1989, and Haertel, in press, for de-
tails), Cronbach’s alpha applies to the more general case of items scored dichotomously
or otherwise (e.g., Likert-type scale as in the example above).

Components of variance approach to coefficient alpha
The components of variance approach to alpha begins with the infinite matrix (Ta-

ble 1) and assumes that persons (rows) and conditions (columns) are sampled from this
matrix at random – i.e., the variance-component approach assumes randomly parallel
conditions. “The . . . assumptions . . . are not true in any strict sense, and a naive response
would be to say that if the assumptions are violated, the alpha calculations cannot be
used. No statistical work would be possible, however, without making assumptions and,
as long as the assumptions are not obviously grossly inappropriate to the data, the statis-
tics calculated are used, if only because they can provide a definite result that replaces
a hand-waving interpretation” (Cronbach, 2004, p. 404).

In the random model with persons crossed with conditions (for example, persons
crossed with items), the observed score for person p on a single item i, Xpi , can be
divided into four components:

(5)Xpi = μ + (μp − μ) + (μi − μ) + (Xpi − μp − μi + μ).

The first component on the right is the grand mean, μ, constant for all persons. The
next term is person p’s true score expressed in deviation form (μp − μ). The metric for
the person’s true score is the item, where μp denotes person p’s mean item score over
the items in the infinite matrix. (This contrasts with Tp in earlier sections, which was
expressed in the total score metric.) The third component is the item effect (μi −μ) – the
average deviation score for item i. And the last term, the residual (Xpi −μp −μi +μ),
reflects the departure of observed scores from what would be expected given the first
three terms in (5).

2 If item scores are standardized, the result is what some statistical computer programs call “standardized
alpha.”
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Table 3
Expected mean squares and variance component estimates

Expected mean square Variance component estimators

E(MSp) = σ 2
RES + niσ

2
p σ̂ 2

p = MSp − σ̂2
RES

ni

E(MSi ) = σ 2
RES + npσ 2

i
σ̂ 2
i

= MSi − σ̂2
RES

np

E(MSRES) = σ 2
RES σ̂ 2

RES = MSRES

Except for the first component, μ, each of the components of the observed score
varies – from one person to another, from one item to another, or from one person-
item combination to another. For this simple design, it is readily shown that these last
three score components, as defined, must be uncorrelated. Hence, the observed-score
variance can be decomposed into three components of variance (or simply, variance
components):

(6)σ 2
Xpi

= σ 2
p + σ 2

i + σ 2
RES.

The first variance component on the right (σ 2
p) is the systematic, error-free variance

among persons’ score components. The i variance component (σ 2
i ) describes the extent

to which the item means vary. And the residual variance component (σ 2
RES) is what is

commonly thought of as variance due to measurement error. (We speak of a residual
because in practice, from sample data as in Table 2a, we cannot disentangle the p × i

interaction from random error e.)
Notice that (6) departs from the usual decomposition of observed score variance

into true-score variance plus error variance. If we assume strictly parallel tests with
equal means, the variance due to conditions (σ 2

i ) is zero and drops out. As Cronbach
(2004, p. 406) explains, “Spearman started the tradition of ignoring item characteristics
because he felt that the person’s position on the absolute score scale was of no interest”;
condition means were arbitrary. More generally, if our interest is in the performance of
a group of examinees relative to one another, and if all of them take the same form of
the test, then the score component associated with item difficulties is irrelevant to our
intended inferences and should be ignored.

The variance components in (6) can be estimated from sample data (e.g., Tables 2a,
2b) using the random-effects model of the analysis of variance. Variance component
estimates can be calculated by setting the observed mean squares in the ANOVA equal
to their expectations and solving for the variance components (Table 3). In Table 3,
in preparation for the factorial ANOVA approach used in generalizability theory (next
section), we use ni instead of k to represent the number of items and np instead of N to
represent the number of persons.

With the expected mean squares and estimated variance components in hand, we can
write coefficient alpha – proportion of observed-score variance (assuming that σ 2

i = 0)
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due to true-score variance – as:

(7)α = MSp − MSRES

MSp

= σ̂ 2
p

σ̂ 2
p + σ̂ 2

RES
ni

.

As an example, consider the data in Table 2b. Estimating the variance with a
repeated-measures ANOVA yields: MSRES = 0.689, MSi = 1.800, and MSp = 13.244.
Solving for the estimated variance components, we have:

σ̂ 2
RES = MSRES = 0.689,

σ̂ 2
i = (MSi − MSRES)/np = (1.800 − 0.689)/10 = 0.111,

σ̂ 2
p = (MSp − MSRES)/ni = (13.244 − 0.689)/2 = 6.278.

Inserting the appropriate estimated variance components into (7) and assuming
ni = 2, we have:

α = 6.278

6.278 + 0.689
2

= 0.948.

2.3.5. Reliability coefficients for special occasions
Up to this point, we have dealt with widely used, standard reliability formulas that apply
to total test scores or item scores. Nevertheless, we have not dealt directly with scores
on open-ended (“constructed response”) tests where “raters” or examiners provide the
scores. Moreover, scores other than observed scores, such as difference scores or var-
ious kinds of composite scores, are widely used in social, behavioral and educational
research. Reliability coefficients have been adapted or developed for such “special” oc-
casions. We review, briefly, a number of “special-occasion” reliability formulas here.

Interrater reliability
Often with essay and other constructed-response tests, two (or more) raters score in-

dividuals’ performance. Each rater would provide a performance score for each individ-
ual (e.g., a total score summed over open-ended test items). Assuming “parallel raters”
are created by selection and training, akin to parallel tests, the correlation between the
scores assigned by Rater 1 (Condition 1 in Table 2b) and by Rater 2 (Condition 2) to
persons can be used to determine interrater reliability – the consistency among raters
(in the sense of relative or deviation scores assigned). From the data in Table 2b, the
reliability of scores assigned by a single rater (cf. single form) would be 0.908.

Reliability of difference scores
Often interest attaches to an individual’s change over time. One way to reflect change

is to calculate a difference score – post-test–pretest: Xpost − Xpre. In this case:

Xpost = Tpost + epost,

Xpre = Tpre + epre, so that XD = (Tpost − Tpre) + (epost − epre).
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Assuming that the covariance of the errors on the pre- and post-test is zero, we can
write the true-score variance and error variance for the difference score as follows:

σ 2
TD

= σ 2
Tpre

+ σ 2
Tpost

− 2σTpreTpost ,

σ 2
eD

= σ 2
epre

+ σ 2
epost

.

Note that usually the covariance between pre- and post-test scores will be positive,
reflecting the positive covariance between true scores on the pre- and post-tests. This
implies that the true-score variance of difference scores will be less than the sum of
the true-score variances for the pre- and post-tests. However, the error variance of the
difference score will be equal to the sum of the pre- and post-test error variances. Con-
sequently, often difference scores have lower reliability than observed scores.

Defining reliability as true (difference)-score variance divided by observed
(difference)-score variance, a simple, general computational formula is (Haertel, in
press):

(8)ρDD′ = 1 −
(1 − ρXpreX′

pre
)σ 2

Xpre
+ (1 − ρXpostX

′
post

)σ 2
Xpost

σ 2
(Xpost−Xpre)

.

If σ 2
Xpre

= σ 2
Xpost

, we can write (8) as:

(8a)ρDD′ = ρ̄XX′ − ρXpreXpost

1 − ρXpreXpost

,

where ρ̄XX′ is the average of the reliabilities of the pre- and post-test scores.
Difference scores have been criticized not only for low reliability but for being prob-

lematic in the sense that individuals with high pretest scores are likely to improve less
than individuals with low pretest scores (i.e., difference scores are often negatively cor-
related with pretest scores). Nevertheless, difference scores have been viewed favorably
as they provide an unbiased estimator of the true difference for a randomly chosen
individual. Moreover, low difference-score reliability does not necessarily mean low
statistical power for mean comparisons (see Haertel, in press, for details). Because dif-
ferences are expressed on a scale with a true zero point (representing no change), the
absolute magnitude of the difference is usually of greater interest than the stability of
a rank ordering by difference scores. For this reason, the reliability coefficient for the
difference score is often the wrong statistic to use; the standard error of the difference
score is more informative (see Haertel, in press, for details).

Reliability of composite scores: Weighted and unweighted
The reliability of difference scores is the simplest, most straightforward case of the

reliability of composite scores where the difference is a linear combination of two com-
ponent scores with fixed weights −1 and +1: −1Xpre + 1Xpost. At the other extreme,
a composite score might be formed as a weighted linear combination of a set of tests
(components) measuring distinct constructs (e.g., subtests of the Wechsler intelligence
test). The weights might be statistically (e.g., multiple regression) determined or defined
a priori by expert judges or from theory.
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(i) Weighted composites
The composite score, Cp, for person p formed with k component scores, Xp1, . . . ,

Xpk and weights w1, . . . , wk may be written as follows (an additive constant w0 may
also be present):

(9)Cp = w0 +
k∑

i=1

wiXpi.

To develop a reliability coefficient, we assume that composite scores consist of a
true-score component and an error component with errors uncorrelated. Moreover, we
conceive of parallel composite scores, C and C′, formed from parallel component scores
Xp1, . . . , Xp2, . . . , Xk and X′

p1, . . . , X
′
p2, . . . , X

′
k , respectively. With these assump-

tions, the error variance for the composite score is simply a weighted sum of the error
variances of the component scores; the true-score variance, however, is a bit more com-
plicated as it is a weighted sum of the true-component-score variances and covariances.
This said, the reliability of composite scores may be written (Haertel, in press):

ρCC′ = 1 − σ 2
EC

σ 2
C

(10)= 1 −
∑k

i=1 w2
i σ

2
Ei

σ 2
C

= 1 −
∑k

i=1 w2
i σ

2
Xi

(1 − ρXiX
′
i
)

σ 2
C

.

(ii) Unweighted composites or test battery composite scores
Often a test battery composite will consist of an unweighted composite of subtest

mean scores – i.e., simply add up a person’s scores on a set of subtests. The reliability
of this unweighted composite – often referred to as the reliability of a battery composite
score – is a special case of (9) and (10) with all the wi equal. If the components of a
composite are each weighted 1, the formula for weighted composites can be simplified
to that for a battery composite score:

(11)ρCC′ = 1 −
∑k

i=1 σ 2
Xi

(1 − ρXiX
′
i
)

σ 2
C

.

If the components or subtests in a test battery composite score are scaled to have
identical variances, we can simplify (11) to:

(11a)ρCC′ =
1

k−1 ρ̄XiX
′
i
+ ρ̄XiXj

1
k−1 + ρ̄XiXj

(i �= j).

From this formula we see that the battery composite reliability is a function of the
number of subtests, the individual subtest reliabilities and the intercorrelation among
subtests.

Stratified coefficient alpha
Tests may contain different types of items that can be categorized. For example, read-

ing achievement tests may include both vocabulary and reading comprehension items.
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Or, a battery of tests might be categorized into subsets as is done with the Wechsler
intelligence test with both verbal (e.g., information, comprehension, arithmetic) and per-
formance (e.g., block design, picture arrangement, matrix reasoning) categories. When
components (items or subtests) fall within categories or strata, we might view the com-
posite as a result of stratified random sampling of subtests or items.

When we have such stratification, we would expect that items or subtests within a
stratum would correlate more highly with each other than with items or subtests in other
strata. Consider a case with k strata, i = 1, . . . , k, with stratum-level total scores Xi and
reliabilities αi . Let X represent the total score obtained as a weighted sum of the Xi .
A reliability estimate that takes account this stratification is stratified coefficient alpha:

(12)stratifiedα = 1 −
∑k

i=1 σ 2
Xi

(1 − αi)

σ 2
X

.

When the stratification holds up and correlations within strata are higher than those
between strata, coefficient alpha will be smaller than stratified alpha.

2.4. Concluding comments: The need for more comprehensive reliability theory

What became evident over 60 years ago, and what we have tried to make clear, is that
there are many possible reliability coefficients for any single test. Moreover, differ-
ent reliability coefficients define true-score and error differently. And these coefficients
sometimes produce contradictory estimates of reliability. As Cronbach et al. (1972, p. 6)
citing Goodenough (1936) pointed out:

[T]he investigator who compares two administrations of the same list of spelling words
asks a different question than the investigator who compares performance on two different
lists. Inconsistency of observers, inconsistency in the subject’s response to different stim-
ulus lists, inconsistency of his response to the same stimulus on different occasions – all
of these may be sources of error, but any one comparison will detect some inconsistencies
and not others.

In the next part of this chapter, we present a theory that deals with definitional and
interpretative issues of true scores, sources of error, and variation in reliability estimates.
This theory is Generalizability theory; it draws on the components of variance approach
to reliability.

3. Generalizability theory

As the previous section makes clear, classical test theory treats measurement error as un-
differentiated random variation. Cronbach et al. (1972) (see also Brennan, 1997, 2001;
Shavelson and Webb, 1981, 1991) introduced the theory of generalizability to make it
possible to assess multiple sources of measurement error in order to characterize the
measurement and improve its design. Generalizability theory pinpoints the sources of
measurement error, disentangles them, and estimates each one.

In G theory, a behavioral measurement (e.g., a test score) is conceived of as a sample
from a universe of admissible observations, which consists of all possible observations
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on an object of measurement (typically a person) that a decision maker considers to
be acceptable substitutes for the observation in hand. Each characteristic of the mea-
surement situation (e.g., test form, test item, rater, test occasion) is called a facet. The
universe of admissible observations is usually defined by the Cartesian product of the
levels (called conditions in G theory) of the facets.

In order to evaluate the dependability of behavioral measurements, a generalizability
(G) study is designed to isolate and estimate variation due to the object of measure-
ment and as many facets of measurement error as it is reasonably and economically
feasible to examine. A decision (D) study uses the information provided by the G-study
to design the best possible application of the measurement for a particular purpose. In
planning the D-study, the decision maker defines a universe of generalization, the set of
facets and their levels to which he or she wants to generalize, and specifies the proposed
interpretation of the measurement. The decision maker uses the information from the
G-study to evaluate the effectiveness of alternative designs for minimizing error and
maximizing reliability.

3.1. One-facet designs

Consider a one-facet universe of admissible observations with items (i). The decision
maker is interested in the performance of persons drawn from a particular population.
The object of measurement, then, is persons. Persons are not a source of error, hence
not a facet. Assume all persons respond to all items so that persons (p) are crossed with
items (i). We denote this crossed design as p×i. With generalization over all admissible
items taken from an indefinitely large universe, the decomposition of the observed score
is the same as in (5):

Xpi = μ (grand mean)

+ μp − μ (person effect)

+ μi − μ (item effect)

+ Xpi − μp − μi + μ (residual effect).

In G theory, μp is called the universe score instead of the true score, recognizing that
a person may have different universe scores depending on the characterization of the
universe.3 The universe score, then, is defined as the expected value (E) of a person’s
observed score over the universe of items:

(13)μp ≡ EiXpi.

The population mean for item i is:

(14)μi ≡ EpXpi.

And the mean over both the population and the universe (the “grand mean”) is:

(15)μ ≡ EpEiXpi.

3 Strictly speaking, the universe score is not defined until the objects of measurement are identified in the
decision (D) study. A single G-study can give rise to different D studies with different objects of measurement,
as noted later in this paper.
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Table 4
Estimates of variance components for a random-effects, one-facet p × i G-study design

Source of variation Mean square Expected mean square Estimated variance component

Person (p) MSp σ 2
pi,e

+ niσ
2
p σ̂ 2

p = MSp−MSpi,e
ni

Item (i) MSi σ 2
pi,e

+ npσ 2
i

σ̂ 2
i

= MSi−MSpi,e
np

pi, e MSpi,e σ 2
pi,e

σ̂ 2
pi,e

= MSpi,e

As defined in (6), each score component, except for the grand mean, has a distribu-
tion. The distribution of μp −μ has mean zero and variance Ep(μp −μ)2 = σ 2

p , which
is called the universe-score variance. Similarly, the component for item has mean zero
and variance Ei (μi − μ)2 = σ 2

i . The residual component has mean zero and variance
EpEi (Xpi − μp − μi + μ)2 = σ 2

pi,e, which indicates the person × item interaction
(pi) confounded with unsystematic or unmeasured error (e). The collection of observed
item-level scores, Xpi , has a variance EpEi (Xpi − μ)2 = σ 2

Xpi
, which equals the sum

of the variance components:

(16)σ 2
Xpi

= σ 2
p + σ 2

i + σ 2
pi,e.

Because the nature of the residual component changes depending on the design of the
generalizability study, we use the notation pi, e instead of RES.

3.1.1. Generalizability and decision studies with a crossed design
The variance components are estimated from an analysis of variance of sample data in
the generalizability (G) study. For a random-effects p × i (person by item) design in
which a random sample of np persons responds to each of ni randomly sampled items,
numerical estimates of the variance components are obtained in the same way as in the
components of variance approach to coefficient alpha, that is, by setting the expected
mean squares equal to the observed mean squares and solving the set of simultaneous
equations that appear in Table 4.

In the decision (D) study, decisions usually will be based on the mean over multiple
observations rather than on a single observation. The mean score over a sample of n′

i

items is denoted as XpI in contrast to a score on a single item, Xpi . (Note the switch
in notation from k in classical test theory to n′

i in generalizability theory.) A one-facet,
crossed D-study design where decisions are to be made on the basis of XpI is, then,
denoted as p × I . Note that the number of items used in the D-study, n′

i , may differ
from the number of items used in the G-study, ni . As is seen here, G theory typically
uses the mean score metric (e.g., mean of multiple item scores) rather than the total
score metric (e.g., sum of multiple item scores).

G theory recognizes that the decision maker might want to make two types of de-
cisions based on a behavioral measurement: relative (norm-referenced) and absolute
(criterion- or domain-referenced). A relative decision concerns the relative ordering of
individuals (e.g., norm-referenced interpretations of test scores). For relative decisions,
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the error in a random effects p × I design is defined as:

(17)δpI ≡ (XpI − μI ) − (μp − μ),

where μp = EIXpI and μI = EpXpI . The variance of the errors for relative decisions
is:

(18)σ 2
δ = EpEI δ

2
pI = σ 2

pI,e = σ 2
pi,e

n′
i

.

Notice that the main effect of item does not enter into error for relative decisions because
all people respond to all items so any difference in items affects all persons and does not
change their relative standing. In order to reduce σ 2

δ , n′
i may be increased (analogous to

the Spearman–Brown prophesy formula in classical test theory and the standard error
of the mean in sampling theory).

Although G theory stresses the importance of variance components and measure-
ment error, it provides a generalizability coefficient that is analogous to the reliability
coefficient in classical test theory (ratio of universe-score variance to the expected
observed-score variance). For the p × I random-effects design, the generalizability co-
efficient is

(19)Eρ2(XpI , μp) = Eρ2 = Ep(μp − μ)2

EI Ep(XpI − μI )2
= σ 2

p

σ 2
p + σ 2

δ

.

Sample estimates of the parameters in (19) are used to estimate the generalizability
coefficient:

(20)Eρ̂2 = σ̂ 2
p

σ̂ 2
p + σ̂ 2

δ

.

Eρ̂2 is a biased but consistent estimator of Eρ2. When n′
i = ni , Eρ̂2 is the same as

coefficient alpha in (7).
An absolute decision focuses on the absolute level of an individual’s performance in-

dependent of others’ performance (cf. criterion- or domain-referenced interpretations).
For absolute decisions, the error in a random-effects p × I design is defined as:

(21)ΔpI ≡ XpI − μp

and the variance of the errors is:

(22)σ 2
Δ = EpEIΔ

2
pI = σ 2

I + σ 2
pI,e = σ 2

i

n′
i

+ σ 2
pi,e

n′
i

.

Note that, with absolute decisions, the main effect of items – how difficult an item is –
does influence absolute performance and so is included in the definition of measurement
error. Also note that σ 2

Δ � σ 2
δ .

G theory provides an index of dependability (Kane and Brennan, 1977) for absolute
decisions:

(23)Φ = σ 2
p

σ 2
p + σ 2

Δ

.
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For criterion-referenced decisions involving a fixed cutting score (λ), it is possible to
define a loss function based on the squared distance from the cut score. In such applica-
tions, assuming that λ is a constant that is specified a priori, the error of measurement
is:

(24)ΔpI = (XpI − λ) − (μp − λ) = XpI − μp,

and an index of dependability may be defined as:

(25)Φλ = Ep(μp − λ)2

EI Ep(XpI − λ)2
= σ 2

p + (μ − λ)2

σ 2
p + (μ − λ)2 + σ 2

Δ

.

An unbiased estimator of (μ−λ)2 is (X̄−λ)2−σ̂ 2
X̄

where X̄ is the observed grand mean

over sampled persons and sampled items in the D-study and σ̂ 2
X̄

is the error variance

involved in using the observed grand mean X̄ as an estimate of the grand mean over
the population of persons and the universe of items (μ). For the p × I random-effects
design, σ̂ 2

X̄
is:

(26)σ̂ 2
X̄

= σ̂ 2
p

n′
p

+ σ̂ 2
i

n′
i

+ σ̂ 2
pi,e

n′
pn′

i

.

The estimate of Φλ is smallest when the cut score λ is equal to the observed grand mean
X̄; in that case, Φ̂λ = Φ̂.

Table 5 gives the results of generalizability analyses of the data in Table 2b. For
n′

i = 2, Eρ̂2 = 0.948 is the same as coefficient alpha using (7). The error variances
for absolute decisions (σ̂ 2

Δ) and coefficients of dependability (Φ̂) provide information
that has no counterpart in classical test theory, that is, consistency of persons’ absolute
performance independent of others’ performance rather than consistency of persons’
relative standing. In this example, because the main effect for items (σ̂ 2

i = 0.11111)
is small relative to the other estimated variance components, there is little difference
between Eρ̂2 and Φ̂. The results in Table 5 show diminishing returns in Eρ̂2 and Φ̂ when
the length of the test is increased. Estimated levels of generalizability and dependability
for a 10-item test (Eρ̂2 = 0.987 and Φ̂ = 0.989) are not appreciably higher than for a
5-item test (Eρ̂2 = 0.979 and Φ̂ = 0.975).

3.1.2. Generalizability and decision studies with a nested design
In a nested one-facet G-study design (items nested within persons, denoted as i : p),
each person responds to a different set of ni items. A nested G-study design may be
used because the investigator considers the universe of admissible observations to be
naturally nested or, when the universe of admissible observations is crossed, for cost or
logistical considerations. A person’s observed score is decomposed into the following
effects:

(27)

Xpi = μ (grand mean)

+ (μp − μ) (person effect)

+ (Xpi − μp) (residual effect).
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Table 5
Generalizability analysis of the data in Table 2b (1-facet, random effects p × i design)

Source of variation G-study σ̂ 2 Size of decision study

n′
i
= 2 n′

i
= 5 n′

i
= 10

Estimated variance components

Person (p) 6.27778 6.27778 6.27778 6.27778
Item (i) 0.11111 0.05556 0.02222 0.01111
pi, e 0.68889 0.34444 0.13778 0.06889

Error variances

σ̂ 2
δ 0.34444 0.13778 0.06889

σ̂ 2
Δ 0.40000 0.16000 0.08000

Coefficients

Eρ̂2 0.948 0.979 0.989
Φ̂ 0.940 0.975 0.987

Table 6
Estimates of variance components for a random-effects one-facet i : p G-study design

Source of variation Mean square Expected mean square Estimated variance
component

Person (p) MSp σ 2
i,pi,e

+ niσ
2
p σ̂ 2

p = MSp−MSi,pi,e
ni

i, pi, e MSi,pi,e σ 2
i,pi,e

σ̂ 2
i,pi,e

= MSi,pi,e

Unlike the one-facet crossed p × i design, the nested i : p design has no separate term
for the item effect. Because μi and μpi are confounded in this design, the item effect
is part of the residual term. The variance component for persons, the universe-score
variance, is defined in the same way as for crossed designs. The variance component for
the residual effect is:

(28)σ 2
i,pi,e = EpEi (Xpi − μp)2.

The variance of the collection of observed scores Xpi for all persons and items is:

(29)σ 2
Xpi

= σ 2
p + σ 2

i,pi,e.

Numerical estimates of the variance components are obtained by setting the expected
mean squares equal to the observed mean squares and solving the set of simultaneous
equations as shown in Table 6.

A one-facet, nested D-study design where decisions are to be made on the basis of
XpI is denoted as I : p. Because the item (I ) effect is confounded with the usual
residual term (pI, e), error variance for relative decisions (σ 2

δ ) is the same as the error
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variance for absolute decisions (σ 2
Δ):

(30)σ 2
δ = σ 2

Δ = σ 2
I,pI,e = σ 2

i,pi,e

n′
i

.

Consequently, for this design, the generalizability and phi coefficients are the same
(Eρ2 = Φ).

3.1.3. A crossed generalizability study and a nested decision study
Generalizability theory allows the decision maker to use different designs in the G-
and D-studies. Although G-studies should use crossed designs whenever possible to
avoid confounding of effects, D-studies may use nested designs for convenience or for
increasing sample size, which typically reduces estimated error variance and, hence,
increases estimated generalizability. A one-facet, crossed p × i G-study can be used to
estimate variance components, error variance, and generalizability and phi coefficients
for a one-facet, nested I : p D-study. The variance component for the effects that are
confounded in the nested design (i and pi, e) is the sum of the corresponding variance
components in the crossed G-study:

(31)σ 2
i,pi,e = σ 2

i + σ 2
pi,e.

The estimated residual variance for use in the D-study, then, is the sum of the following
terms from the G-study:

(32)σ̂ 2
I,pI,e = σ̂ 2

i

n′
i

+ σ̂ 2
pi,e

n′
i

.

Universe-score variance (σ 2
p) remains the same in the crossed and nested designs.

3.2. Multifacet designs

The procedures for one-facet designs are easily extended to multifacet designs. Consider
a two-facet crossed p × t × o (person by task by observer) design in which tasks and
observers are randomly sampled from infinitely large universes (random-effects design).
The observed score for a particular person (Xpto) is:

(33)

Xpto = μ (grand mean)

+ μp − μ (person effect)

+ μt − μ (task effect)

+ μo − μ (observer effect)

+ μpt − μp − μt + μ (person × task effect)

+ μpo − μp − μo + μ (person × observer effect)

+ μto − μt − μo + μ (task × observer effect)

+ Xpto − μpt − μpo − μto + μp

+ μt + μo − μ (residual),



100 N.M. Webb, R.J. Shavelson and E.H. Haertel

Table 7
Expected mean square equations for a random-effects, two-facet, crossed p× t ×o design

Source of
variation

Variance
component

Expected mean square equation

Persons (p) σ 2
p EMSp = σ 2

pto,e + noσ 2
pt + nt σ

2
po + nt noσ 2

p

Tasks (t) σ 2
t EMSt = σ 2

pto,e + npσ 2
to + noσ 2

pt + npnoσ 2
t

Observers (o) σ 2
o EMSo = σ 2

pto,e + npσ 2
to + nt σ

2
po + npnt σ

2
o

pt σ 2
pt EMSpt = σ 2

pto,e + noσ 2
pt

po σ 2
po EMSpo = σ 2

pto,e + nt σ
2
po

to σ 2
to EMSto = σ 2

pto,e + npσ 2
to

pto, e σ 2
pto,e EMSpto,e = σ 2

pto,e

where μ = EpEtEoXpto and μp = EtEoXpto and other terms in (33) are defined
analogously. The collection of observed scores, Xpto has a variance EpEtEo(Xpto −
μ)2 = σ 2

Xpto
, which equals the sum of the variance components:

(34)σ 2
Xpto

= σ 2
p + σ 2

t + σ 2
o + σ 2

pt + σ 2
po + σ 2

to + σ 2
pto,e.

Estimates of the variance components in (34) can be obtained by setting the expected
mean squares equal to the observed mean squares and solving the set of simultaneous
equations shown in Table 7.

In a fully crossed p×T ×O decision (D) study, error for relative decisions is defined
as:

(35)δpT O = (XpT O − μT O) − (μp − μ),

where μp = ET EOXpT O and μT O = EpXpT O . The variance of the errors for relative
decisions is:

(36)σ 2
δ = EpET EOδ2

pT O = σ 2
pT + σ 2

pO + σ 2
pT O,e = σ 2

pt

n′
t

+ σ 2
po

n′
o

+ σ 2
pto,e

n′
t n

′
o

.

The “main effects” of observer and task do not enter into error for relative decisions
because, for example, all people are observed on the same tasks so any difference in
task difficulty affects all persons and does not change their relative standing.

For absolute decisions, the error in a random-effects p ×T ×O design is defined as:

(37)ΔpT O ≡ XpT O − μp,

and the variance of the errors is:

σ 2
Δ = EpET EOΔ2

pT O = σ 2
T + σ 2

O + σ 2
pT + σ 2

pO + σ 2
T O + σ 2

pT O,e

(38)= σ 2
t

n′
t

+ σ 2
o

n′
o

+ σ 2
pt

n′
t

+ σ 2
po

n′
o

+ σ 2
to

n′
t n

′
o

+ σ 2
pto,e

n′
t n

′
o

.

With absolute decisions, the main effects of observers and tasks – the strictness of the
observers or the difficulty of the tasks – do influence absolute performance and so are
included in the definition of measurement error.
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Table 8
Possible random-effects D-study designs from a random-effects,
two-facet G-study design

G-study design D-study design

p × t × o p × T × O

p × (T : O) or p × (O : T )

(O : p) × T or (T : p) × O

O : (p × T ) or T : (O × p)

(O × T ) : p

O : T : p or T : O : p

p × (o : t) p × (O : T )

O : T : p

p × (t : o) p × (T : O)

T : O : p

o : (p × t) O : (p × T )

O : T : p

t : (p × o) T : (p × O)

T : O : p

(o × t) : p (O × T ) : p

O : T : p or T : O : p

With these definitions of error variance, the generalizability coefficient (Eρ2) and phi
coefficient (Φ) are defined as in (20) and (23).

The results of a two-facet crossed G-study can be used to estimate error variance and
generalizability and phi coefficients for a wide range of D-study designs. Any G-study
can be used to estimate the effects in a D-study design with the same or more nesting
than in the G-study design. Table 8 lists the possible two-facet G- and D-study designs
for which p is the object of measurement and is not nested within a facet.

A decision-maker who uses a crossed p × t × o generalizability study design may,
for example, choose to use a p × (T : O) design in the decision study for convenience.
In this D-study design, each observer rates different tasks and the decision-maker can
sample a larger number of tasks in the study than would be the case if tasks and ob-
servers were crossed (e.g., if two observers rate performance on 5 tasks, then 10 tasks
can be represented). Using the variance components from the p × t × o G-study, error
variances for relative and absolute decisions for a p × (T : O) D-study design are:

(39)σ 2
δ = σ 2

pO + σ 2
pT :O = σ 2

po

n′
o

+ σ 2
pt,pto,e

n′
on

′
t

,

(40)σ 2
Δ = σ 2

O + σ 2
pO + σ 2

T :O + σ 2
pT :O = σ 2

o

n′
o

+ σ 2
po

n′
o

+ σ 2
t,to

n′
t n

′
o

+ σ 2
pt,pto,e

n′
t n

′
o

,

where σ 2
t,to is the sum of σ 2

t and σ 2
to from the p × t × o G-study, and σ 2

pt,pto,e is

the sum of σ 2
pt and σ 2

pto,e. Even if the number of observers and the number of tasks
per observer are held constant, nesting tasks within observers will result in improved
precision because a larger number of tasks is sampled. Thus, the variance components



102 N.M. Webb, R.J. Shavelson and E.H. Haertel

σ 2
t and σ 2

pt are divided by n′
t n

′
o instead of n′

t , for example, as illustrated in Example 1
below.

EXAMPLE 1 (Generalizability study of job performance measurements of Navy ma-
chinist mates). Navy machinist mates (np = 26) aboard ship were observed by two
examiners as they carried out 11 tasks in the engine room (concerning knowledge of
gauges, equipment operation, casualty control; Webb et al., 1989). The task score was
the proportion of steps in a task (ranging from 12 to 49 steps per task) that were judged
to be completed correctly. Two examiners observed each machinist mate on all tasks,
so the design of the generalizability study was persons (machinist mates) crossed with
tasks and observers (p × t × o). Tasks and observers were considered random facets.

Table 9 gives the estimated variance components from the G-study, and estimated
error variances and generalizability and dependability coefficients for fully crossed,
p × T × O D-study designs with different numbers of tasks (n′

t ) and observers (n′
o).

Observer was a negligible source of variation. The variance components for the main
effect of observer, the interaction between persons and observers, and the interaction
between observers and tasks were all zero or near zero. Observers not only rank or-
dered machinist mates similarly (σ̂ 2

po = 0), but they also gave nearly identical scores,

on average, to the machinist mates (σ̂ 2
o = 0). The task, on the other hand, was a sub-

stantial source of variation. The relatively large component for the main effect of task
(σ̂ 2

t = 0.00970) shows that tasks differed in difficulty level. Furthermore, the very large
variance component for the interaction between persons and tasks (σ̂ 2

pt = 0.02584; 60%
of the total variation) suggests that the relative standing of persons differed across tasks
(cf. Shavelson et al., 1993; Shavelson et al., 1999).

The estimated variance components from the G-study suggest that a single observer
would probably provide dependable ratings but that multiple tasks are needed to rep-
resent job requirements. As can be seen in Table 9, averaging over 11 tasks (the same
number as used in the G-study) with a single observer yields moderate estimated gen-
eralizability and dependability coefficients (Eρ̂2 = 0.716; Φ̂ = 0.649). Using two
observers has no appreciable effect on the results. A very large number of tasks, of
questionable feasibility, would be needed to obtain a reasonable level of generalizabil-
ity (with 17 tasks and one observer, Eρ̂2 = 0.795; Φ̂ = 0.742). Even this level of
dependability may be insufficient for individual decision making, however. Using the
square root of absolute error variance, the standard error of measurement (SEM) for ab-
solute decisions, to calculate a confidence interval for machinist mates’ universe scores
shows that observed scores are likely to vary considerably over 17-task samples. For
17 tasks and one observer, σ̂Δ = 0.047; a 95% confidence interval is XpT O ± 0.092.
Compared to the possible range of performance scores (0 to 1), the width of this interval
is substantial.

For convenience, the decision maker may elect to use a p × (T : O) decision study
design, in which machinist mates perform all tasks, but each examiner is responsible for
judging machinist mates on only a subset of tasks. For example, consider a p × (T : O)

decision study in which two examiners each observe machinist mates performing 11
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Table 9
Generalizability study of job performance scores (2-facet, random effects
p × t × o design)

Source of
variation

G-study

σ̂ 2
Size of decision study

n′
t = 11 n′

t = 11 n′
t = 17

n′
o = 1 n′

o = 2 n′
o = 1

Estimated variance components

Person (p) 0.00626 0.00626 0.00626 0.00626
Task (t) 0.00970 0.00088 0.00088 0.00057
Observer (o) 0.00000a 0.00000 0.00000 0.00000
pt 0.02584 0.00235 0.00235 0.00152
po 0.00000a 0.00000 0.00000 0.00000
to 0.00003 0.00000 0.00000 0.00000
pto, e 0.00146 0.00013 0.00007 0.00009

Error variances

σ̂ 2
δ 0.00248 0.00242 0.00161

σ̂ 2
Δ 0.00339 0.00330 0.00218

Coefficients

Eρ̂2 0.716 0.721 0.795
Φ̂ 0.649 0.655 0.742

Note: from Webb, N.M., Shavelson, R.J., Kim, K.S., Chen, Z. (1989).
Reliability (generalizability) of job performance measurements: Navy ma-
chinists mates. Military Psychology 1 (2), 99. © 1989 Lawrence Erlbaum
Associates, Inc. Adapted with permission.
aNegative estimated variance component set equal to zero.

tasks and the tasks are different for each examiner. The partially nested p × (T : O) de-
sign with n′

t = 11 and n′
o = 2, then, actually involves using 22 tasks. This design yields

σ̂ 2
δ = 0.00124 and σ̂ 2

Δ = 0.00168 and Eρ̂2 = 0.835 and Φ̂ = 0.788. Comparing these
values to those for the crossed D-study with the same number of observations (n′

t = 11
and n′

o = 2) shows smaller error variances and larger generalizability coefficients for
the partially nested D-study than for the crossed D-study. The error variances in the
partially nested design are reduced by virtue of the larger denominators. Because σ̂ 2

t is
confounded with σ̂ 2

to in the partially nested design, it is divided by the number of tasks
and the number of observers (n′

t n
′
o). Similarly, σ̂ 2

pt is divided by n′
t n

′
o by virtue of its

being confounded with σ̂ 2
pto,e. The partially nested p×(T : O) design has an advantage

over the fully crossed p × T × O design in terms of estimated generalizability as well
as convenience.

3.3. Random and fixed facets

G theory is essentially a random effects theory. Typically a random facet is created
by randomly sampling levels of a facet (e.g., tasks from a job in observations of job
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performance). When the levels of a facet have not been sampled randomly from the uni-
verse of admissible observations but the intended universe of generalization is infinitely
large, the concept of exchangeability may be invoked to consider the facet as random
(de Finetti, 1937, 1964). Formally,

The random variables X1, . . . , Xn are exchangeable if the n! permutations (Xk1, . . . , Xkn)

have the same n-dimensional probability distribution. The variables of an infinite sequence
Xn are exchangeable if X1, . . . , Xn are exchangeable for each n (Feller, 1966, p. 225).

Even if conditions of a facet have not been sampled randomly, the facet may be
considered to be random if conditions not observed in the G-study are exchangeable
with the observed conditions.

A fixed facet (cf. fixed factor in analysis of variance) arises when the decision maker:
(a) purposely selects certain conditions and is not interested in generalizing beyond
them, (b) finds it unreasonable to generalize beyond the conditions observed, or (c)
when the entire universe of conditions is small and all conditions are included in the
measurement design. G theory typically treats fixed facets by averaging over the con-
ditions of the fixed facet and examining the generalizability of the average over the
random facets (Brennan, 2001; Cronbach et al., 1972). When it does not make concep-
tual sense to average over the conditions of a fixed facet, a separate G-study may be
conducted within each condition of the fixed facet (Shavelson and Webb, 1991) or a full
multivariate analysis may be performed with the conditions of the fixed facet compris-
ing a vector of dependent variables (Brennan, 2001; see below).

G theory recognizes that the universe of admissible observations in a G-study may be
broader than the universe of generalization of interest in a D-study. The decision maker
may reduce the levels of a facet (creating a fixed facet), select (and thereby control) one
level of a facet, or ignore a facet. A facet is fixed in a D-study when n′ = N ′ < ∞,
where n′ is the number of levels for a facet in the D-study and N ′ is the total number of
levels for a facet in the universe of generalization. Consider a person by rater by subject
matter (p × r × s) random-effects G-study in which raters (r) observe the behavior
of teachers (p) while teaching multiple subject matters (s). The universe of admissible
observations is defined by facets r and s of infinite size. Fixing the subject matter facet s

in the D-study and averaging over the ns conditions of facet s in the G-study (ns = n′
s)

yields the following universe-score variance:

(41)σ 2
τ = σ 2

p + σ 2
pS = σ 2

p + σ 2
ps

n′
s

,

where σ 2
τ denotes universe-score variance in generic terms. When facet s is fixed, the

universe score is based on a person’s average score over the finite subset of levels of
facet s, so the generic universe-score variance in (41) is the variance over persons’
mean scores for just those levels. Any person effects specific to those particular lev-
els therefore become part of the universe-score variance. Hence, (41) includes σ 2

pS as

well as σ 2
p . σ̂ 2

τ is an unbiased estimate of universe-score variance for the mixed model
only when the same levels of facet s are used in the G and D studies (Brennan, 2001).
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The relative and absolute error variances, respectively, are:

(42)σ 2
δ = σ 2

pR + σ 2
pRS = σ 2

pr

n′
r

+ σ 2
prs,e

n′
rn

′
s

,

(43)σ 2
Δ = σ 2

R + σ 2
pR + σ 2

RS + σ 2
pRS = σ 2

r

n′
r

+ σ 2
pr

n′
r

+ σ 2
rs

n′
rn

′
s

+ σ 2
prs,e

n′
rn

′
s

.

And the generalizability coefficient and index of dependability, respectively, are:

(44)Eρ2 =
σ 2

p + σ 2
ps

n′
t

σ 2
p + σ 2

ps

n′
s

+ σ 2
pr

n′
r

+ σ 2
prs,e

n′
r n

′
s

,
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EXAMPLE 2 (Generalizability study of teacher behavior). Elementary school teach-
ers were observed by three raters in two subject matters: reading and mathematics
(cf. Erlich and Shavelson (1978)). Teachers (p) and raters (r) are considered random.
Subject matter (s) is considered fixed because these subject matters were specifically
selected to represent standard curriculum areas and it is probably not reasonable to
generalize from teachers’ behavior (for example, the number of high-level questions
teachers ask) when teaching reading and mathematics to their behavior when teach-
ing other subject matters. We consider a crossed design in which three raters observed
behavior of all teachers in both reading and mathematics (p × r × s).

Table 10 gives the estimated variance components from the G-study treating raters (r)
and subject matter (s) as random. With subject matter treated as fixed, and substituting
values from Table 10 into (41), σ̂ 2

τ = (1.17262+2.34226/2) = 2.34375 for the universe
score based on a teacher’s average score over reading and mathematics. Substituting
values from Table 10 into (42)–(45) yields estimated error variances and generalizability
and phi coefficients for different numbers of raters in the decision study (n′

r ). Results for
one and two raters appear in Table 11. When averaging over teacher behavior in reading
and mathematics, two raters are needed to reach an estimated level of generalizability
of 0.80.

Because teacher behavior varied substantially across reading and mathematics (see,
especially, the relatively large σ̂ 2

ps in Table 10, showing that relative standing of teachers
differed substantially from reading to mathematics), it may be reasonable to analyze
teacher behavior for each subject matter separately, as well as averaging over them.
Table 12 gives the results for decision studies of teacher behavior separately for reading
and mathematics. When subject matters are analyzed separately, three raters are needed
to reach an estimated level of generalizability of 0.80 for reading, but only one rater is
needed to reach that level of generalizability for mathematics.
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Table 10
Generalizability study of teacher behavior ratings (2-facet
p × r × s design with all facets treated as random)

Source of variation σ̂ 2

Teacher (p) 1.17262
Rater (r) 0.01488
Subject matter (s) 0.15774
pr 0.50595
ps 2.34226
rs 0.03869
prs, e 0.87798

Table 11
Decision study error variances and coefficients for study of teacher
behavior (2-facet, mixed-effects p × r × s design with s fixed)

Averaging over subject matters

n′
r = 1 n′

r = 2

Universe-score variance

σ̂ 2
τ 2.34375 2.34375

Error variances

σ̂ 2
δ 0.94494 0.47247

σ̂ 2
Δ 0.97917 0.48959

Coefficients

Eρ̂2 0.713 0.832
Φ̂ 0.705 0.827

3.4. Symmetry

The purpose of psychological measurement has typically been to differentiate individu-
als. Recognizing that the focus of measurement may change depending on a particular
decision-maker’s purpose, Cardinet et al. (1976, 1981) spoke of the principle of sym-
metry: “The principle of symmetry of the data is simply an affirmation that each of the
facets of a factorial design can be selected as an object of study, and that the opera-
tions defined for one facet can be transposed in the study of another facet” (Cardinet
et al., 1981, p. 184). In a persons (p)× items (i)× occasions (o) design, while persons
may be the focus of measurement for evaluators wishing to make dependable judgments
about persons’ performance, items may be the focus for curriculum developers wishing
to calibrate items for use in item banks (e.g., Wood, 1976). In the latter case, individual
differences among persons represent error variation, rather than universe-score varia-
tion, in the measurement.
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Table 12
Generalizability study of teacher behavior for each subject matter (one-facet, random-
effects p × r design for each subject matter)

Source of variation Reading Mathematics

n′
r = 1 n′

r = 2 n′
r = 3 n′

r = 1 n′
r = 2

Estimated variance components

Person (p) 3.14286 3.14286 3.14286 3.88691 3.88691
Rater (r) 0.15476 0.07738 0.05159 0a 0
pr , e 2.26191 1.13096 0.75397 0.50595 0.25298

Error variances

σ̂ 2
δ 2.26191 1.13096 0.75397 0.50595 0.25298

σ̂ 2
Δ 2.41667 1.20834 0.80556 0.50595 0.25298

Coefficients

Eρ̂2 0.581 0.735 0.807 0.885 0.939
Φ̂ 0.565 0.722 0.796 0.885 0.939

Note: from Shavelson, R.J., Webb, N.M. (1991). Generalizability Theory: A Primer. Sage,
Newbury Park, CA. © 2004 Sage Publications, Inc. Adapted by permission.
aEstimated variance component set equal to zero.

The principle of symmetry leads to the possibility of multifaceted populations.
(Cardinet et al., 1976, 1981). Educational evaluators may be interested in scholastic
achievement of classes, schools, or districts, or in comparisons across years. Or the fo-
cus may be on items corresponding to different content units in which the universe-score
of interest is that of items (i) nested within content units (c).

Another instance of multifaceted populations is stratified objects of measurement
(Brennan, 2001). The population of interest may be persons nested within, say, geo-
graphic region, gender, or socio-economic status. If variation due to these attributes of
persons is negligible, the decision maker can assume a homogeneous population and
so reduce the design of the D-study. If the variation is large, the decision maker may
calculate separate variance component estimates for each subgroup.

3.4.1. Generalizability of group means
A common area of application of the principle of symmetry is the generalizability of
group means (e.g., scholastic achievement of classes, schools, or school districts; stu-
dent evaluations of teachers; see Kane et al., 1976; Kane and Brennan, 1977, for a
detailed explication of the generalizability of class means). In these cases, the group,
not the individual student, is the object of study and the sampling of students within
groups gives rise to errors of measurement. In a fully random design with persons (p)
nested within groups (g) and crossed with items (i), denoted as (p : g) × i, the gener-
alizability coefficient with groups as the object of measurement and when generalizing
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over persons and items is:

(46)Eρ2
g = σ 2

g

σ 2
g + σ 2

p:g
n′

p
+ σ 2

gi

n′
i

+ σ 2
pi:g,e

n′
pn′

i

.

In (46), variation among persons within groups (σ 2
p:g) contributes to error variation but

not universe-score variation. Designs that fail to recognize explicitly persons as a source
of variation (i.e., a groups × items design) would result in misestimation of generaliz-
ability due to the confounding of σ 2

p and σ 2
pg .

In some cases, decision makers may be interested in restricted universes of general-
ization in which one or more sources of variation are fixed. For example, persons may
be treated as a fixed facet. In industrial settings where supervisors’ ratings of employ-
ees (p) in organizations (g) are gathered, employees may be considered as a fixed facet
within some period of time. Similarly, in a study of school performance, interest may lie
in estimating the performance of the student body during a particular year (Cronbach
et al., 1997). For the (p : g) × i design in which persons are fixed (np persons per
group) and items are random, the generalizability coefficient for groups is:

(47)Eρ2
g with p fixed =

σ 2
g + σ 2

p:g
np

σ 2
g + σ 2

p:g
np

+ σ 2
gi

n′
i

+ σ 2
pi:g,e
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i

.

Note, however, that Cronbach et al. (1997) caution that in the typical case, when the
intended inference concerns the performance of the school with potentially different
students, persons (students) should be treated as a random facet, even if all students
present in the school are tested.

Alternatively, the focus may be on a fixed set of items. For the (p : g) × i design in
which items are fixed (a fixed set of ni items) and persons are random, the generaliz-
ability coefficient for groups is:

(48)Eρ2
g with i fixed = σ 2

g + σ 2
gi

ni

σ 2
g + σ 2

gi

ni
+ σ 2

p:g
np

+ σ 2
pi:g,e

n′
pni

.

Cronbach et al. (1997) describe more complex multilevel designs with persons nested
within classes, and classes nested within schools. They consider estimation of vari-
ance components and school-level standard errors when generalizing to infinite and
finite populations. As an alternative to estimating standard errors for school means, Yen
(1997) showed how to estimate standard errors for the percent of students in a school
above a cutpoint (percent above cutpoint, or PAC) and compared the results for a variety
of generalizability study models.

Challenging conventional wisdom that reliability for groups is larger than reliability
for persons, Brennan (1995) provides a number of conditions in which the generaliz-
ability of group means may be less than the generalizability of scores for persons. For
the fully random (p : g) × i design in which person is the object of measurement, the
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generalizability coefficient is:

(49)Eρ2
p = σ 2

g + σ 2
p:g

σ 2
g + σ 2

p:g + σ 2
gi

n′
i

+ σ 2
pi:g,e

n′
i

.

As described by Brennan (1995, p. 393), Eρ2
g in (49) will tend to be less than Eρ2

p

when group means are similar (small σ 2
g ), the number of items (n′

i) is large, the number
of persons within each group (n′

p) is small, or variation among persons within groups

(σ 2
p:g) is relatively large. Brennan (1995) also discusses conditions under which the

generalizability of group means may be less than the generalizability of persons for
restricted universes (e.g., persons are fixed and items are random).

3.5. Multivariate generalizability

For behavioral measurements involving multiple scores describing individuals’ person-
ality, aptitudes, skills, or performance, multivariate generalizability can be used to (a)
estimate the reliability of difference scores, observable correlations, or universe-score
and error correlations for various D-study designs and sample sizes (Brennan, 2001),
(b) estimate the reliability of a profile of scores using multiple regression of universe
scores on the observed scores in the profile (Brennan, 2001; Cronbach et al., 1972),
or (c) produce a composite of scores with maximum generalizability (Shavelson and
Webb, 1981). For all of these purposes, multivariate G theory decomposes both ob-
served variances and covariances into components. Consider a one-facet, crossed p × r

design with teacher behavior divided into two dependent variables – behavior in reading
and behavior in mathematics – and the same raters observing teacher behavior in both
subject matters. The observed scores for the reading and mathematics variables for per-
son p observed under condition r can be denoted as 1(Xpr) and 2(Xpr), respectively.
The variances and covariance of observed scores, σ 2

1(Xpr )
and σ 2

2(Xpr )
are decomposed

as follows:

(50)

[
σ 2

1(Xpr )
σ1(Xpr ),2(Xpr )

σ1(Xpr ),2(Xpr ) σ 2
2(Xpr )

]

=
[
σ 2

1p
σ1p,2p

σ1p,2p σ 2
2p

]
(person)

+
[
σ 2

1r
σ1r,2r

σ1r,2r σ 2
2r

]
(rater)

+
[
σ 2

1(pr,e) σ1(pr,e),2(pr,e)

σ1(pr,e),2(pr,e) σ 2
2(pr,e)

]
(residual).

In (50) the term σ1p,2p is the covariance between universe scores for behavior in reading
and behavior in mathematics. Dividing this covariance by the product of the square
root of the corresponding variances (σ1p ∗ σ2p) produces the disattenuated correlation
between teacher behavior in reading and mathematics. The remaining covariance terms
in (50) are error covariance components. The term σ1r,2r , for example, is the covariance
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between teacher behavior scores in reading and mathematics due to consistency of rater
effects across the two subject matters. Estimates of the covariance components can be
obtained by solving the expected mean product equations in analogous fashion to their
univariate counterparts.

An important aspect of the development of multivariate G theory is the distinction
between linked and unlinked conditions. The expected values of error covariance com-
ponents are nonzero when levels are linked or jointly sampled (e.g., the same raters are
used to produce scores on the two variables in the teacher behavior profile). The ex-
pected values of error covariance components are zero when conditions for observing
different variables are unlinked, that is, selected independently (e.g., the raters used to
obtain scores on one variable in a profile, teaching behavior in reading, are selected in-
dependently of the raters used to obtain scores on another variable, teaching behavior in
mathematics).

Joe and Woodward (1976) presented a generalizability coefficient for a multivariate
composite that maximizes the ratio of universe-score variation to universe-score plus
error variation by using statistically derived weights for each dependent variable (e.g.,
teacher behavior in reading and mathematics). For a one-facet, crossed p × r design,
their multivariate analogue to a univariate generalizability coefficient is:

(51)Eρ2 = a′V pa

a′V pa + a′V pr,ea

n′
r

,

where V is a matrix of variance and covariance components, n′
r is the number of con-

ditions r in the D-study, and a is the vector of weights that maximizes the ratio of
between-person to between-person plus within-person variance component matrices.
Eρ̂2 and a can be obtained by solving the following set of equations:

(52)
[
V p − ρ2

k (V p + V δ)
]
a = 0,

where the subscript k refers to the m (k = 1, . . . , m) roots of (52) and V δ is the multi-
variate analogue to σ 2

δ . For each multivariate generalizability coefficient corresponding
to a characteristic root in (52), there is a set of canonical coefficients that defines a com-
posite of the scores. By definition, the first composite is the most reliable while the last
composite is the least reliable. Because the data, not the investigators, define the com-
posites of maximum generalizability, this approach would be used in an exploratory,
rather than confirmatory, context.

Alternatives to maximizing the generalizability of a composite are to determine vari-
able weights on the basis of expert judgment or use weights derived from a confirmatory
factor analysis (Marcoulides, 1994; Short et al., 1986). The most straightforward ap-
proach to estimating the generalizability of a composite with weights a is a univariate
rather than multivariate analysis. The results of a univariate generalizability analysis
would be identical to those of a multivariate generalizability analysis in which the
weights of the composite define the a vector in (52).

EXAMPLE 3 (Multivariate generalizability study of teacher behavior). In Example 2,
we presented the results of a univariate generalizability study of teacher behavior in
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Table 13
Estimated variance and covariance components for multivariate generalizability study of
teacher behavior ratings (1-facet, random-effects p × r design)

Source of variation (1) (2)
Reading Mathematics

Persons (p) (1) 3.14286 1.17262
(2) 1.17262 3.88691

Raters (r) (1) 0.15476 0.01488
(2) 0.01488 0a

pr , e (1) 2.26191 0.50595b

(2) 0.50595 0.50595b

aNegative estimated variance component set equal to zero.
bThe equal values for these components are correct.

which teachers (p) and raters (r) were considered random and subject matter (s) was
considered fixed. Here we present the results of a multivariate generalizability analysis
of the same data with teacher behavior in reading and mathematics considered as two
dependent variables in a multivariate profile. The design is persons (p) crossed with
raters (r).

Table 13 gives the estimated variance and covariance components from the multivari-
ate generalizability study. The estimated variance components (on the main diagonal)
are the same as those produced by the univariate analyses of teacher behavior in reading
and mathematics (see Table 12). The estimated covariance components provide new in-
formation. The positive, nonzero estimated covariance for persons (σ̂1p,2p = 1.17262)
indicates that raters found consistencies in teacher behavior across reading and math-
ematics. The estimated variance and covariance component for persons can be used to
estimate the correlation between teacher behavior in reading and mathematics corrected
for attenuation:

(53)
σ̂1p,2p√
σ̂ 2

1p
σ̂ 2

2p

.

Substituting values from Table 13 gives a corrected correlation equal to 0.34, indicat-
ing that teachers’ universe scores for behavior are modestly correlated in reading and
mathematics.

The very small estimated covariance component for raters (σ̂1r,2r = 0.01488) shows
that any disagreements among raters in the overall frequency of teacher behavior ob-
served did not carry over from reading to mathematics. The substantial estimated covari-
ance component for the residual (σ̂1(pr,e),2(pr,e) = 0.50595) suggests that disagreements
among raters about the relative standing of teachers are similar in reading and mathe-
matics; unexplained factors that contribute to the variation of behavior ratings within
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a subject matter contribute to the covariation between behavior ratings in reading and
mathematics, or both.

In this example, a composite that weights mathematics more than reading will have
higher estimated generalizability than will a composite that weights the two subject
matters equally; compare Eρ̂2 = 0.902 for a composite with weights of 0.25 for reading
and 0.75 for math (2 raters in the D-study) with Eρ̂2 = 0.832 for a composite in which
reading and mathematics are equally weighted (from Table 11).

3.6. Additional issues in generalizability theory

3.6.1. Variance component estimates
We treat three issues of concern when estimating variance components: (1) the variabil-
ity of variance-component estimates, (2) negative estimated variance components, and
(3) complexity of estimation in unbalanced designs.

Variability of variance-component estimates
The first concern is that estimates of variance components may be unstable with

usual sample sizes (Cronbach et al., 1972). Assuming that mean squares are independent
and score effects have a multivariate normal distribution, the sampling variance of an
estimated variance component (σ̂ 2) is

(54)var
(
σ̂ 2) = 2

c2

∑
q

var MSq = 2

c2

∑
q

EMS2
q

df q

,

where c is the constant associated with the estimated variance component, EMSq is the
expected value of the mean square, MSq , and df q is the degrees of freedom associated
with MSq (Searle, 1971; Smith, 1978). In (54), the summation is taken over all MSq that
are used to obtain the ANOVA estimate of the variance component.

The variances of estimated variance components will be larger with smaller numbers
of observations (reflected in smaller df q ). Moreover, the more mean squares that are
involved in estimating variance components, the larger the estimated variances are likely
to be. In a two-facet, random-effects p × t × o design, for example, σ 2

p is estimated by
(MSp − MSpt − MSpo + MSpto,e)/(ntno), c in (54) refers to ntno, and MSq refers to
MSp, MSpt , MSpo, and MSpto,e. Following Smith (1978), the variance of σ̂ 2

p is:
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.
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In contrast, the variance of σ̂ 2
pto,e is based on only a single mean square:

(56)var
(
σ̂ 2

pto,e

) = 2

(np − 1)(nt − 1)(no − 1)
σ 4

pto,e.

For the estimated variance components in Table 9 (generalizability study of job perfor-
mance measurements of Navy machinist mates with a p × t × o design), compare
estimated standard errors produced by replacing variance components in (55) and
(56) with ANOVA estimates of them: σ̂ (σ̂ 2

p) = 0.00246 (for σ̂ 2
p = 0.00626) and

σ̂ (σ̂ 2
pto,e) = 0.00013 (for σ̂ 2

pto,e = 0.00146). (The preceding estimates are biased.
Unbiased estimates of the standard errors, obtained by replacing df q with df q + 2 in
(54), yield 0.00237 and 0.00013 for σ̂ (σ̂ 2

p) and σ̂ (σ̂ 2
pto,e), respectively.)

Smith (1981) also pointed out that the stability of variance component estimates
varies across design complexity (the number of facets) and design configurations (the
extent of nesting in the design). As an example of the latter, assuming the same number
of observations, the sampling variance of σ̂ 2

p would be smaller in a partially nested

p × (t : o) design than in a fully crossed p × t × o design. Compare var(σ̂ 2
p) in (57)

below for the partially nested p × (t : o) design to var(σ̂ 2
p) in (55) above for the fully

crossed p × t × o design:
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Smith (1981) used this result to make recommendations for increasing the sampling sta-
bility of variance component estimates. He suggested implementing multiple designs in
which the number of mean square estimates used to compute variance component esti-
mates is smaller than would be used in a single, more complex design. As an illustration,
Smith (1981) considered a situation in which pupils (p) within schools (s) were admin-
istered items (i) within test forms (f ). A single design configuration that would make
it possible to estimate all possible variance components is (p : s) × (i : f ) in which a
sample of pupils from each school is administered samples of items from multiple test
forms. As an alternative to this comprehensive design, Smith described two designs that
require fewer mean squares to compute variance component estimates deemed likely to
have the largest errors in the comprehensive design: a p : [(s ×(i : f )] design (different
sets of pupils within each school are administered each item in each test form, that is,
there is a different set of pupils for each school-item combination) and a i : [f ×(p : s)]
design (for each school, samples of items from each test form are administered to a sam-
ple of pupils in that school such that there is a different set of items for each form–pupil
combination). Together, these alternative designs make it possible to estimate all of the
variance components in the single, comprehensive design. Smith showed that estimates
of variance components from randomly sampled replications of the designs were more
stable for the multiple designs (although less practical) than for the single, comprehen-
sive design (using a fixed number of observations).
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Another strategy for increasing the stability of variance component estimates in-
volves the allocation of measurements (e.g., ni and nj ). In a p × i × j design, for
example, as σ̂ 2

pij,e increases relative to σ̂ 2
pi and σ̂ 2

pj , the optimal solution tends toward

ni = nj ; as σ̂ 2
pij,e decreases relative to σ̂ 2

pi and σ̂ 2
pj , the optimal solution is to make ni

and nj proportional to σ̂ 2
pi/σ̂

2
pj (Smith, 1978).

In contrast to ANOVA-based procedures for estimating standard errors of estimated
variance components, approaches for estimating standard errors that do not make any
distributional-form assumptions include the jackknife (Tukey, 1958) and bootstrap re-
sampling methods (Efron, 1982; Efron and Tibshirani, 1986; Shao and Tu, 1995). Both
methods involve creating multiple samples from a dataset, conducting separate analyses
of the samples, and examining the variability of the estimates across the samples. The
jackknife procedure creates samples by omitting one data point at a time; the bootstrap
procedure samples with replacement. Extending these procedures to obtain estimated
standard errors for variance components is not straightforward for multidimensional
datasets, however (Brennan, 2001). For example, in a p× i (persons crossed with items)
design it is possible to obtain bootstrap samples by sampling persons with replacement
but not items; by sampling items with replacement but not persons; by sampling persons
and items with replacement; or by sampling persons, items, and residuals with replace-
ment (which may produce different results; see Brennan, 1994, 2001; see also Wiley,
2000, for guidelines on choosing among bootstrap strategies to obtain the most accurate
estimates of standard errors). Furthermore, bootstrap procedures are likely to lead to bi-
ased estimates of variance components and standard errors. Wiley (2000) (summarized
in Brennan, 2001, p. 188) derived adjustments for the estimates of variance components
that eliminate the bias from different bootstrap procedures.

Although exact confidence intervals for variance components are generally unavail-
able (due to the inability to derive exact distributions for variance component estimates;
see Searle, 1971), Satterthwaite (1941, 1946) and Ting et al. (1990) developed pro-
cedures for obtaining approximate confidence intervals (see also Burdick and Graybill,
1992). In simulations of p×i G-study estimated standard errors and confidence intervals
with normal data, Brennan (2001) showed that confidence intervals based on the Sat-
terthwaite, Ting et al., and jackknife procedures were fairly accurate, while the results
using bootstrap procedures were mixed. Citing Burdick and Graybill (1992), Brennan
(2001) noted theoretical reasons to prefer the Ting et al. procedure to the Satterthwaite
procedure. For non-normal dichotomous data, the jackknife procedure produced con-
fidence intervals that were more accurate than those obtained with the other methods
(Brennan, 1994, 2001).

Negative estimated variance components
Negative estimates of variance components can arise because of sampling errors or

because of model misspecification (Searle, 1971). Possible solutions when negative es-
timates are small in magnitude are to (1) substitute zero for the negative estimate and
carry through the zero in other expected mean square equations from the analysis of
variance (which produces biased estimates, Cronbach et al., 1972), (2) set any negative
estimates of variance components to zero (Brennan, 2001), (3) use a Bayesian approach
that sets a lower bound of zero on the estimated variance component (Box and Tiao,
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1973; Fyans, 1977), and (4) use maximum likelihood (ML) or restricted maximum like-
lihood (REML) methods, which preclude negative estimates (Searle, 1971). Although
the latter two approaches require a distributional form assumption, usually normality
(Brennan, 1994), Marcoulides (1987, 1990) showed in simulations of data using a vari-
ety of crossed and nested, balanced and unbalanced designs that REML estimates were
more accurate than ANOVA estimates for both non-normal (dichotomous, skewed, and
j-shaped) and normal distributions.

Variance component estimation with unbalanced designs
An unbalanced design has unequal numbers of observations in its subclassifications.

A nested design may be unbalanced purposively (e.g., achievement test items nested
within content categories), dictated by the context itself (e.g., pupils nested within class-
rooms where class size is not constant), or by unforeseen circumstance (e.g., observers
nested within occasions, with an unequal number of observers present at each occa-
sion). Unbalanced situations can also arise in crossed and nested designs due to missing
observations.

Estimating variance components in unbalanced designs is not straightforward. Some
or all methods have problems of computational complexity, distributional assumptions,
biased estimation, require decisions that cannot be justified in the context of gen-
eralizability theory, or produce results that are inconclusive (Brennan, 2001). While
Henderson’s Method 1 produces unbiased estimates for random effects models, two
of Henderson’s (1953) ANOVA-like methods produce biased estimates with models
involving fixed effects (Method 1) or cannot be applied to models with interactions be-
tween random and fixed effects (Method 2). Henderson’s Method 3 does not have these
problems but produces different results depending upon the order in which variance
components are estimated (Chiu and Wolfe, 2002), with no obvious basis for choosing
among different orders. Maximum likelihood methods assume normality and are com-
putationally complex. MINQUE (minimum norm quadratic unbiased estimation) does
not assume normality and does not involve iterative estimation, thus reducing compu-
tational complexity, but estimates may be negative and are usually biased. Maximum
likelihood procedures and MINQUE are often not viable, however, because sample
sizes in G theory tend to be large, necessitating inverting matrices closely related to
the number of observations in the data. Moreover, MINQUE requires the investigator to
specify a priori weights corresponding to the relative sizes of the variance components
(Brennan, 2001). The results may differ for different choices of a priori weights, without
a compelling reason to choose among solutions (Searle et al., 1992).

Other approaches to estimating variance components with unbalanced designs in-
volve analyzing one or more balanced subsets of the dataset, the major drawback being
that the data analyzed may not be representative of the full dataset. To remedy this
problem, Chiu and Wolfe (2002) proposed a method in which the dataset is exhaus-
tively subdivided into all possible fully crossed subsets, into all possible nested subsets,
and into all subsets with a modified balanced incomplete block design (MBIB, Chiu,
2001). The resulting variance component estimates from the different subsets are then
weighted by the subset sample size and averaged. Chiu and Wolfe’s (2002) analyses of
data sets with two facets and large amounts of missing data (in which they assumed that
data were missing at random) produced unbiased and consistent results.
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3.6.2. Hidden facets
All studies have sources of variance that are not explicitly recognized or represented in
the design (Cronbach et al., 1997; Shavelson et al., 1999; Webb et al., 2000). These are
called implicit or hidden facets. In some cases, the same condition underlies all obser-
vations in the G-study, for example, when all persons are tested on a single occasion.
Estimates of generalizability from such data do not take into account the possibility that
persons’ scores might be different on another occasion and, consequently, overestimate
generalizability when interest lies in generalizing over occasions.

In other cases, a facet is linked or confounded with another source of variance (the
object of measurement, another facet, or both) such that as the levels of one facet vary,
correspondingly the levels of the other source of variance do too. As an example of
a hidden facet confounded with the object of measurement, Brennan (2001) describes
a piano recital in which students are evaluated by the same panel of judges but each
student plays a different musical selection. Here, persons and musical selections are
confounded, making it impossible to disentangle the effects of pianist ability and the
difficulty of the particular musical selection. When interest lies in generalizing over
musical selections, the design with musical selection as a hidden facet may underesti-
mate or overestimate generalizability depending on the magnitudes of the (unknown)
effects of musical selection.

As an example of a hidden facet that is confounded with another facet, consider again
the notorious hidden facet, occasion. While a test administration might be conceived as a
single occasion, an alternative conception of occasion is possible. As a person proceeds
through a test or performs a series of tasks, his performance occurs over time. While
task is varying, occasion of testing may be considered to vary too. Variability in perfor-
mance from task to task typically is interpreted as task-sampling variability (Shavelson
et al., 1993), but it may also be due to occasion-sampling variability, as pointed out by
Cronbach et al. (1997). If occasion is the cause of variability in performance over tasks,
then adding tasks to address the task-sampling problem will not improve the depend-
ability of the measurement.

To examine the effects of occasion of testing, Shavelson et al. (1999) re-analyzed
Shavelson et al.’s (1993) educational performance assessment data with occasions ex-
plicitly recognized as a source of variability in the design. Analysis of the design with
persons crossed with tasks, raters, and occasions showed that both the task (person ×
task) and occasion (person × occasion) facets contributed variability, but the lion’s share
came from task sampling (person × task), and joint task and occasion sampling (person
× task × occasion). The person × task × occasion interaction was the largest effect
by far. In a different study, Webb et al. (2000) reported similar results. These studies
showed that explicitly recognizing occasion as a facet of error variance altered the in-
terpretation about the substantial sources of error in the measurement and called into
question the interpretation of G studies in which the hidden occasion facet was ignored.

Occasion may be hidden in other respects as well. When a judge scores a particular
examinee’s performance once (as is usually the case), the occasion of scoring becomes
an additional hidden facet (Cronbach et al., 1997), possibly leading to misinterpretation
of effects involving judges.
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3.6.3. Nonconstant error variance for different true scores
The descriptions of error variance given in previous sections implicitly assume that
variance of measurement error is constant for all persons, regardless of universe score
(true score in Classical Test Theory). The assumption of constant error variance for dif-
ferent universe scores was first criticized more than half a century ago in the context
of Classical Test Theory, including by Lord (1955), who derived a formula for condi-
tional error variance that varies as a function of true score. Lord’s approach produced
a concave-down quadratic form in which error variances are smaller for very high and
very low true scores than for true scores that are closer to the mean. While persons with
true scores close to the mean may produce scores that fluctuate from item to item, per-
sons with true scores at the extremes have little opportunity for errors to influence their
observed scores.

Brennan (1998) pointed out that Lord’s conditional error variance is the condi-
tional error variance for absolute decisions in G theory for a one-facet design with
dichotomously-scored items and n′

i equal to ni . For polytomously-scored items, esti-
mated conditional error variance for absolute decisions for a one-facet p × I design
(Brennan, 2001) is:

(58)σ̂ 2
Δp

=
∑

i (Xpi − XpI )
2

n′
i (ni − 1)

.

An approximation for estimated conditional error variance for relative decisions for a
p × I one-facet design based on large np (Brennan, 2001) is:

(59)σ̂ 2
δp

= σ̂ 2
Δp

+ σ̂ 2
i

n′
i

− 2 cov(Xpi,XP i |p)

n′
i

,

where

(60)cov(Xpi,XP i |p) =
∑

i (Xpi − XpI )(XPi − XPI )

ni − 1
.

Following Brennan (2001), for a multi-facet random design (e.g., p × T × O with
persons crossed with tasks and observers), the conditional error variance for absolute
decisions is:

(61)σ 2
Δp

= σ 2
tp

n′
t

+ σ 2
op

n′
o

+ σ 2
top

n′
t n

′
o

,

where σ 2
tp

, σ 2
op

, and σ 2
top

are estimated using the T ×O data for person p only. Brennan
(1996, 1998) gives complicated formulas for conditional error variances for relative
decisions for multifacet random designs. A simplified estimator that assumes very large
np (Brennan, 2001) is:

(62)σ̂ 2
δp

= σ̂ 2
Δp

+ (
σ̂ 2

Δ − σ̂ 2
δ

)
.

Brennan (2001) also shows procedures for estimating condition relative and absolute
error variance for multivariate G studies and for unbalanced designs.

Applying (62) to the generalizability study of job performance measurements of
Navy machinist mates (Example 1) for a D-study with 11 tasks and 2 observers gives
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σ̂ 2
Δp

= 0.00027 for a machinist mate with a high observed score (0.96 out of a max-

imum possible of 1.00) and σ̂ 2
Δp

= 0.00731 for a machinist mate with an observed
score close to the mean (0.75). (As pointed out by Brennan, 2001, estimates of condi-
tional error variances are usually expressed with respect to X̄p because universe scores
are unknown.) These values can be compared to the overall σ̂ 2

Δ = 0.00330 in Table 9.
These results show considerable variability in estimated error variance for persons with
different estimated universe scores.

3.6.4. Optimizing the decision (D) study design
As shown in previous sections, when designing a decision study that will yield a rea-
sonable level of estimated generalizability, the decision maker may consider both the
design of the D-study and the number of observations to be used for each facet in the
design. The resources available for the D-study may not accommodate the number of
observations needed for a desired level of estimated generalizability, however. In this
case, the decision maker may want to know the number of observations per facet that
will minimize error (and maximize generalizability) for a fixed number of observations
per person (Woodward and Joe, 1973) or for a given set of cost constraints. Marcoulides
and Goldstein (1991, 1992), Marcoulides (1993, 1995) (see also Sanders, 1992; Sanders
et al., 1991) describe methods for minimizing error variance in decision studies under
cost constraints, both total costs and per-facet costs, for univariate and multivariate de-
signs.

In the case of a fixed total number of observations for a multivariate profile or com-
posite in which the observations for each score in the profile are not the same, Brennan
(2001, p. 312) describes procedures for allocating observations to minimize error vari-
ance of the composite. In Example 3, the multivariate generalizability study of teacher
behavior, suppose that the D-study will have six raters who will rate teacher behavior
in either reading or mathematics (but not both). If a composite score is desired with
weights 0.67 and 0.33 (reading weighted twice as heavily as mathematics), applying
Brennan’s procedure yields the smallest estimated absolute error variance of the com-
posite (σ̂ 2

Δ = 0.27113) and highest level of dependability (Φ̂ = 0.885) for n′
r = 5 in

reading and n′
r = 1 in mathematics.

3.7. Linking generalizability theory and item response theory

Item response theory (IRT), also known as latent trait theory, is a widely used approach
to test development that focuses on estimating a person’s ability (or other latent trait)
and describing properties of items on the basis of assumed mathematical relationships
between the latent trait and item responses (Embertson and Reise, 2000; Hambleton
et al., 1991; Lord, 1980). A central assumption of IRT is that an individual’s probability
of responding to an item in a certain way is a function only of the individual’s ability.
Generally speaking, estimates of a person’s ability level do not depend on the group of
persons being examined, the particular items used, or other conditions of measurement,
such as the occasions of testing or the raters used to judge performance; moreover, es-
timates of item (or occasion or rater) attributes do not depend on the ability distribution
of the examinees. The property of invariance of ability and item (or judge or occasion)
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parameters makes IRT well suited for addressing issues related to test or scale construc-
tion, score equating, computer adaptive testing, and item bias. IRTs focus on items (or
other conditions of measurement) as fixed entities (Brennan, 2001), however, makes it
impossible to estimate sources of error variation that can be used to optimize the design
of a future measurement using a different sample of items, raters, and occasions. Hence,
Brennan (2001, p. 166) characterizes IRT as principally a scaling model while G theory
is truly a measurement model.

Kolen and Harris (1987) and Briggs and Wilson (2004) proposed an approach that
brings together the sampling model of G theory with the scaling model of IRT. For
example, in a person × item design in which persons and items are assumed to be
randomly drawn from a population and universe of interest, respectively, specifying
prior distribution functions for person and item effects makes it possible to define and
estimate IRT analogues to variance components used in G theory as well as estimate
traditional IRT parameters. Expected, rather than observed, item responses are used to
estimate variance components.

Bock et al. (2002) described how to link G theory and IRT in situations where the
IRT assumption of local independence – holding constant the abilities influencing test
performance, persons’ responses to any pair of items are statistically independent – is
violated. In the partially nested p × (r : i) design that is common in large-scale perfor-
mance assessment, for example, in which different sets of raters evaluate the items, the
multiple ratings of each item do not represent distinct items and are not locally indepen-
dent. Bock et al. (2002) note that treating multiple ratings as if they were separate items
in an IRT analysis would produce underestimated standard errors of IRT scale-score
and item parameter estimates; they suggest corrections for this downward bias using G
theory results.

A number of other studies have used G theory and IRT approaches sequentially, first
carrying out generalizability analyses to identify important sources of variation and then
applying IRT techniques to diagnose aberrant persons or conditions or combinations of
them to help guide test revision and rater training. Bachman et al. (1995), for example,
applied generalizability theory and an extension of the Rasch model known as many-
facet Rasch measurement (also called multi-faceted Rasch measurement or MFRM)
to examine variability in tasks and rater judgments of examinees’ foreign language
speaking ability (for similar sequences of analyses, see also Lynch and McNamara,
1998; Smith and Kulikowich, 2004; Stahl and Lunz, 1992). Bachman et al.’s general-
izability analysis showed a non-negligible examinee × rater interaction, indicating that
raters were not consistent in their rank orderings of examinees. The fit statistics from
the many-facet Rasch analysis (e.g., infit, outfit) were used to identify individual raters
who were not internally self-consistent in their ratings, that is, who gave unexpectedly
high or low ratings compared to their usual rating style, and “bias” statistics (using the
FACETS program, Linacre and Wright, 1993), which pointed to specific examinee-rater
combinations with scores that deviated from expectation. Consistent with other applica-
tion studies, Bachman et al. (1995) described the value of diagnostic information from
MFRM as feedback to raters to improve their future ratings. Pinpointing discrepant be-
havior of raters in a G-study may also have ramifications for designing effective training
for potential raters (not just those used in the original study), which may reduce variabil-
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ity among future raters, and so reduce the number needed for dependable measurement
in a D-study.

In another sequential application of the two theories, Marcoulides and Drezner
(2000) developed an alternative model for estimating latent traits such as examinee abil-
ity, rater severity, and item difficulty. This model uses a weighted Euclidean distance
function to provide both latent trait estimates and two-dimensional graphical represen-
tations of conditions or combinations of conditions for use in identifying unusually
performing persons, raters, or items (or combinations of them). Applying the model to
the teacher behavior data in Example 2, Marcoulides (1999) provided detailed insights
into the behavior of raters, showing clearly that raters were more consistent in their rat-
ings of teachers in mathematics than in reading. Marcoulides (1999) also showed that
the latent trait estimates produced using the Marcoulides–Drezner model are not sensi-
tive to unusually performing persons or conditions, in contrast to estimation procedures
based on the many-facet Rasch model, which makes the assumption of no interactions.

3.8. Computer programs

A number of popular computer packages and programs provide estimates of variance
components in generalizability studies. These include SAS (SAS Institute, 1996), SPSS
(SPSS, 1997), and S-Plus (MathSoft, 1997). However, only one such program has been
developed specifically for generalizability theory: GENOVA (GENeralized analysis Of
Variance; Brennan, 2001; Crick and Brennan, 1983). GENOVA handles complete bal-
anced designs (with up to five facets), urGENOVA handles designs that are unbalanced
due to nesting and some designs with missing data, and mGENOVA performs multivari-
ate generalizability and decision analyses for a selected set of designs that are balanced
or unbalanced due to nesting.

The programs listed above use a variety of methods for estimating variance compo-
nents, including the ANOVA procedure using expected mean square equations (EMS,
Cornfield and Tukey, 1956), Henderson’s Method 1 and Method 3 (Henderson, 1953),
MINQUE (minimum norm quadratic unbiased estimation) with equal weighting of
all variance components (MINQUE(0)) or equal weights for all variance components
except the residual (MINQUE(1)), maximum likelihood, and restricted maximum likeli-
hood. GENOVA also provides estimates using Cronbach et al.’s (1972) recommendation
to substitute zero for negative estimated variance components wherever they appear in
the EMS equations. As noted by Brennan (2001), processing times and memory re-
quirements vary widely, depending on the complexity of the design, the numbers of
observations (which can easily exceed 10,000), the estimation method used, and the
computational algorithm employed.

4. Concluding remarks

Generalizability theory has sometimes been mischaracterized as “merely” an applica-
tion of random-effects ANOVA models to item response data. This characterization is
unfortunate and misleading (Brennan, 2000). In addition to computational procedures,
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G theory provides a conceptual framework and notational system for characterizing
alternative intended universes of generalization, distinguishing fixed versus random
facets, and designing efficient measurement procedures, among other uses. G theory
has also clarified the use and interpretation of coefficients and estimated standard errors
from classical test theory. This is of value because, despite the greater sophistication of
G theory, and the important applications described in this chapter, classical test theory
remains the dominant tool for estimating reliability.

In closing, it bears repeating that reliability is just one consideration in the responsi-
ble use and interpretation of tests, and not the most important consideration, at that. The
meaning, appropriateness, and consequences of testing must be weighed in any practical
situation, and the most reliable measurement procedure may not be the best. That said,
it is a commonplace that reliability is prerequisite to validity, and the statistical methods
described in this chapter remain critically important for sound measurement practice.
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Differential Item Functioning and Item Bias

Randall D. Penfield and Gregory Camilli

1. Introduction

The concept of fairness has been a mainstay in educational and psychological testing
for the past half century. Within the scope of testing, the term fairness can assume a
range of meanings related to the way in which scores on tests or items are used in
evaluating examinees for selection and classification decisions. According to the 1999
Standards for Educational and Psychological Testing (referred to as the Standards here-
after), fairness in testing can be interpreted with respect to bias at the item or test level,
equitable treatment within the testing process, and equal opportunity to learn for all
groups of examinees (AERA, APA, NCME, 1999). The Standards also specify that
fairness may be interpreted with respect to equality in test scores (e.g., equal pass-
ing rates), although this application is typically restricted to legal requirements that “. . .
other things being equal, a testing alternative that minimizes outcome differences across
relevant subgroups should be used” (p. 76).

This chapter is primarily concerned with one aspect of fairness – that of bias. The
social concern for bias was born out of the consistent disparity in the mean scores on
standardized tests of protected groups relative to their mainstream or prevalent group
counterparts. Although the gap in test performance is likely explained by a variety of
factors, including educational resources and teacher experience and credential status
(Noguera and Akom, 2000; Zwick, 2001), one of the most publicly pervasive factors is
the possibility that test items contain language and content to which protected groups
have had limited exposure, thus creating an unfairness in the test. This unfairness to-
wards particular groups of examinees has been labeled as bias in the public vernacular
of test equity.

The technical testing community, however, has adopted a more narrow definition of
bias as statistical bias. Cleary (1968) offered the following definition of test bias:

A test is biased for members of a subgroup of the population if, in the prediction of
a criterion for which the test was designed, consistent nonzero errors of prediction are
made for members of the subgroup. In other words, the test is biased if the criterion score
predicted from the common regression line is consistently too high or too low for members
of the subgroup. (p. 115)
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Using this unequal prediction definition of bias, the test is unfair for the subgroup of
examinees for which the test score underpredicts the criterion. This definition of bias is
also echoed by Bond et al. (1996), who stated that bias refers to

the extent to which a test score and test use are valid for all intended individuals and groups.
As such, if an assessment results in scores that systematically underestimate the status of
members of a particular group on the construct in question, then the test is biased against
members of that group. (p. 119)

However, the mechanism through which bias arises is typically a selection rule based
on the predictor. For this reason, the term “selection bias” is often more descriptive
than “test bias.” In any event, the definition of test bias given above asserts that the
measurement of test bias requires the existence of a valid criterion, which is difficult to
establish at the time of test construction, and thus hampers practical investigations of test
bias prior to the administration of the operational test form. Additional complications
encountered in the statistical modeling of test bias (see Camilli and Shepard, 1994,
pp. 13–15) have caused the attention of researchers studying bias to turn their attention
to the analysis of item-level bias. The extent to which the items of a test are free of bias
is generally taken as mild support that the test itself is less likely to be biased.

The development of statistical methods for identifying potentially biased items began
in the 1970s, but it wasn’t until the mid-to-late 1980s that a general statistical framework
was developed that could serve as the foundation for the analysis of item statistical bias.
This framework is now referred to as differential item functioning (DIF), a term coined
in a seminal chapter on DIF by Holland and Thayer (1988). The following decade bore
witness to a tremendous amount of interest and research directed towards the concept
of DIF, and its measurement. DIF has become an integral part of test validation, being
included among the Standards (Standard 7.3), and is now a key component of validity
studies in virtually all large-scale assessments. In addition, the study of DIF is being
extended to other fields that utilize constructed variables, such as psychology (Bolt et
al., 2004; Dodeen and Johanson, 2003; Lange et al., 2002) and the health sciences (Gelin
et al., 2004; Gelin and Zumbo, 2003; Iwata et al., 2002; Kahler et al., 2003; Panter and
Reeve, 2002). In these areas, the assessment of DIF is not only a concern for selection
bias, but also for ensuring the validity of research examining between-group differences
on traits measured with constructed variables.

This chapter aims to present a description of many of the commonly employed meth-
ods in the detection of item bias. Because much of the statistical detection of item bias
makes use of DIF procedures, the majority of this chapter is devoted to a description of
statistical methods for the analysis of DIF. DIF detection procedures for dichotomous
and polytomous items are presented, as are methods for the categorization of DIF effect
in dichotomous items. In addition, several recent innovations in DIF detection are pre-
sented, including Bayesian applications, the detection of differential test functioning,
and studies examining sources or explanations of DIF. While much of the presentation
of DIF procedures for dichotomous items can be found in other sources (e.g., Camilli
and Shepard, 1994; Holland and Wainer, 1993), the material related to polytomous DIF
detection, Bayesian DIF methods, and differential test functioning are relatively new
topics that have been given limited attention in summary presentations.
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2. General definition of DIF

Before we set out on a presentation of DIF detection methods, we first define precisely
what is meant by DIF. Let us first consider the simple and idealized situation in which
the response (Y ) to a particular item on the test is determined solely by the target pro-
ficiency intended to be measured by the test, denoted here by θ , and random error. We
can express the probability distribution of Y conditional on θ by f (Y | θ). Next, sup-
pose that we are concerned with comparing the conditional probability of Y for two
groups of examinees, denoted here as the focal and reference groups. Historically, the
reference group consists of individuals for which the test was expected to favor (e.g.,
Whites or males), and the focal group consists of the individuals who were at risk of
being disadvantaged by the test (e.g., Blacks, Hispanics, females). If it is specified that
the conditional probability of Y is dependent only on θ , and that error distributions for
the two groups are identical, then it must be the case that

(2.1)f (Y | θ,G = R) = f (Y | θ,G = F),

where G corresponds to the grouping variable, R corresponds to the reference group,
and F corresponds to the focal group. The situation described in (2.1) is that of no DIF.
That is, the absence of DIF is characterized by a conditional probability distribution of
Y that is independent of group membership. In the case of a dichotomously scored item
(where Y = 1 for a correct response and Y = 0 for an incorrect response), this suggests
that the probability of correct response is identical for individuals belonging to different
groups, but sharing the same value of θ . The situation described by (2.1) bodes well for
the test developer’s assertion that the item is not biased because it states that reference
and focal group members with the same level of proficiency have an equal chance of
correctly responding to the item, and thus there is no indication of an unfair advantage
for one group over the other.

In contrast to the above situation, suppose that the conditional probability of Y is not
identical for the reference and focal groups. In this case, individuals having the same
level of proficiency, but belonging to different groups, have a different probability dis-
tribution of Y . That is, there exists a dependency between group membership and item
performance after controlling for θ (again assuming equal error distributions). In the
case of a dichotomous item, this conditional dependence implies that reference and fo-
cal group members at the same level of θ have a different probability of correct response
– the group having the lower conditional probability of correct response is at a disad-
vantage on that item. It can be said, then, that the item functions differentially for the
two groups, or alternatively, DIF is said to exist. All DIF detection statistics, in one way
or another, are concerned with either testing the null hypothesis of no DIF, as described
by (2.1), or providing a measure of the extent to which the situation described by (2.1)
is false.

While DIF is embodied by a conditional dependence of group membership and item
performance, the possibility that the nature of the dependence may change across the
ability continuum leads to the designation of two general forms of DIF. In the sim-
plest case, the conditional dependence has the same relative magnitude across the θ

continuum. That is, the item provides a constant relative advantage for the same group,
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regardless of the θ level. This situation is referred to as uniform DIF because the DIF
effect is uniform across the θ continuum. In contrast to uniform DIF, nonuniform DIF
exists when the conditional dependence changes in magnitude or in direction across the
θ continuum. For example, the reference group may have a small relative advantage at
low θ levels, but a large relative advantage at high θ levels. A particularly troublesome
form of nonuniform DIF, known as crossing nonuniform DIF, exists when the reference
group has a relative advantage at one end of the θ continuum and the focal group dis-
plays a relative advantage at the other end of the θ continuum. The distinction between
uniform and nonuniform DIF is of critical importance when conducting and interpret-
ing DIF analyses because different DIF statistics are appropriate depending whether
uniform or nonuniform DIF exists.

Whether uniform or nonuniform, the presence of DIF poses a threat to the validity
of test scores because it implies that performance on a test item is not only dependent
on the target ability, but also on a secondary factor related to group membership. From
a multidimensionality perspective, the presence of DIF can be modeled as the presence
of a secondary factor influencing item performance for which the distribution differs for
the reference and focal groups after conditioning on the target ability (Camilli, 1992;
Roussos and Stout, 1996a; Shealy and Stout, 1993b). Between-group differences in the
conditional distribution of the secondary factor can lead to between-group differences
in the conditional expected value of Y . The group experiencing the lower conditional
expected value of Y is at a disadvantage on that item, and this disadvantage may be
interpreted as item-level bias.

Although the presence of DIF is a signal that the item may be unfair, statistical bias
does not imply that the item is unfair. Rather, the presence of DIF, according to the
multidimensionality hypothesis, signals the existence of a secondary factor. Fairness is
then established by demonstrating whether or not the secondary factor is intentionally
related to the test construct, that is, the objective of the measurement. It is possible, for
example, for the secondary factor to be content mandated by test specifications despite
being differentially distributed for the reference and focal groups. The establishment
that the observed DIF is the result of an unintended secondary dimension is typically
pursued through expert review of the item content. If, and only if, the presence of DIF
can be attributed to unintended item content or some other unintended item property
(e.g., method of administration) is the item said to be unfair. As a consequence, the
absence of DIF is a necessary, but not sufficient, condition for item fairness.

3. Item response theory approaches for dichotomous items

Numerous DIF detection procedures have been developed for dichotomous items, and
the description of many of them are presented in a variety of sources (Camilli and Shep-
ard, 1994; Hills, 1989; Millsap and Everson, 1993). Despite the variety of available
procedures, they all share common theoretical interpretations that are founded in the
modeling capabilities of item response theory (IRT). The standard IRT framework con-
sists of a family of parametric models in which the probability of correct response to
a particular item of a test is modeled as a function of θ and one or more item-level
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parameters (Baker, 1992; Lord, 1980). The most general of popular IRT models for di-
chotomously scored items is the three-parameter logistic model (3PL), for which the
probability of correct response conditional on θ is posited using

(3.1)P(Y = 1 | θ) = c + (1 − c)
exp[Da(θ − b)]

1 + exp[Da(θ − b)] ,
where a corresponds to the discriminating power of the item, b corresponds to the dif-
ficulty of the item, and c corresponds to the pseudo-guessing factor in the item (the
probability of correct response for an individual with asymptotically low proficiency).
The function shown in (3.1) describes an S-shaped curve that specifies the probability
of correct response as a function of θ . The form of the S-shaped curve for a particular
item depends on the values of a, b, and c, and as such the resulting curve is commonly
referred to as an item characteristic curve or item response function (IRF). More re-
stricted versions of the 3PL are also employed, including the two-parameter logistic
model (2PL) in which c is set equal to zero for the item, and the one-parameter logistic
model (1PL) in which c is set equal to zero and a is set equal to unity (or a constant
value across items). The constant D is equal to 1.7, and serves the purpose of scaling
the logistic models to be very close in form to the normal ogive model.

The IRT framework has proven to be instrumental for the conceptualization and as-
sessment of DIF. The framework of IRT accomplishes this by examining between-group
differences in the item’s IRF – any between-group difference in an item’s IRF signifies
a conditional between-group difference in the probability of correct response, and thus
DIF. Recalling that an item’s IRF is determined by the values of the item-level parame-
ters (i.e., a, b, c), the definition of DIF in the IRT context can be extended to include any
between-group differences in the item-level parameters. Notice that the IRT framework
affords two different, but compatible, interpretations of DIF: either as a between-group
difference in an item’s IRF, or as a between-group difference in an item’s parameters.
Both of these interpretations of DIF have been employed in developing statistics to de-
tect DIF using IRT methods.

Perhaps the most basic application of IRT to the assessment of DIF is the effect size
given by the signed area (SA) between the IRFs specified for the reference and focal
groups, represented by the integral

(3.2)SA =
∫ ∞

−∞
[
P(Y = 1 | θ,G = R) − P(Y = 1 | θ,G = F)

]
dθ.

The SA effect size index was first proposed by Rudner et al. (1980). The value of SA
can be expressed as a function of the item parameters for the reference and focal groups
(Raju, 1988). Under the assumption that the c-parameter is identical for the reference
and focal groups, SA is equal to

(3.3)SA = (1 − c)(bF − bR).

A proof of this relationship is provided by Raju. It is of interest to note that, in the case
of equal c-parameters for the reference and focal group, the signed area is independent
of the a-parameter (even if the a-parameter differs between the groups). Thus, the mag-
nitude of DIF, as measured by SA, is dependent only on the between-group difference
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in the item difficulty parameter (b) scaled by the value of the c-parameter; for a given
difference between bR and bF , the magnitude of DIF will decrease as c increases. In
addition, larger between-group differences in the b-parameter lead to larger conditional
between-group differences in the probability of correct response, and thus a larger DIF
effect. In the case of the 1PL, for which c = 0, SA is equal to bF − bR . When the
c-parameter differs for the reference and focal groups, the value of SA will be infinite
(Raju, 1988), and thus a simple form does not exist for SA in the presence of a between-
group difference in the c-parameter.

The value of SA is informative in the case of uniform DIF, but can be misleading
in the case of between-group differences in a-parameter, particularly if the IRFs cross
anywhere on the interval of −3 � θ � 3 (although an even wider θ interval may
be of interest in some applications). This is because the difference between the IRFs
will be positive on one side of the point of intersection of the IRFs for the reference
and focal groups and negative on the other side, causing the areas on the two sides to
partially cancel. As a result, it is possible to have a rather small value of SA, despite
gross differences in the IRFs of the reference and focal groups. To address this issue,
researchers have proposed considering the unsigned area (UA) between the reference
and focal group IRFs, given by the integral

(3.4)UA =
∫ ∞

−∞
∣∣P(Y = 1 | θ,G = R) − P(Y = 1 | θ,G = F)

∣∣ dθ.

When the c-parameter is equal for the reference and focal groups, the value of UA has
been shown (see Raju, 1988) to be equal to

(3.5)

UA = (1 − c)

∣∣∣∣2(aF − aR)

DaRaF

ln

[
1 + exp

(
DaRaF (bF − bR)

aF − aR

)]
− (bF − bR)

∣∣∣∣.
The form of UA shown in (3.5) reduces further when the a-parameter is identical for the
reference and focal groups, being equal to

(3.6)UA = (1 − c)|bF − bR|.
When the c-parameter differs between the two groups, an analytic solution to (3.4) does
not exist.

We present the SA and UA indices largely for didactic purposes because, in practice,
the SA and UA indices have several drawbacks that limit their application to measuring
DIF magnitude. One drawback is that they do not consider the distribution of examinees
across the θ continuum, and thus may yield misleading interpretations of the actual
magnitude of DIF observed for a specific population of examinees. A second drawback
of SA and UA is that their direct estimation requires the estimation of the respective
item-level parameters for each group, which can require sample sizes that are often
difficult to attain, particularly for the focal group. Despite these drawbacks, the SA and
UA indices play an important role in the development of more commonly used DIF
statistics, and their interpretation. Specifically, the SA and UA indices describe important
theoretical relationships between the magnitude of DIF and between-group differences
in the item parameters, relationships that are often used in interpreting the results of
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DIF analyses and simulating responses containing varying levels of DIF in conducting
research related to DIF detection statistics. In addition, the SA and UA indices serve as a
theoretical model on which several of the more commonly used DIF detection statistics
are based, such as the SPD index and SIBTEST, as described below.

While the SA and UA indices make use of the IRT framework to provide theoretical
measures of DIF effect size, they do not offer an efficient method for testing the null
hypothesis of no DIF. A more desirable hypothesis test of no DIF can be obtained in
terms of the parameters of the IRT models for the reference and focal groups. The
simplest such test statistic addresses the null hypothesis that the b-parameters are equal
for the reference and focal groups. This test statistic (Lord, 1980) is given by

(3.7)d = b̂R − b̂F

SE(b̂R − b̂F )
,

where SE(b̂R − b̂F ) corresponds to the standard error of the difference between the b

estimates for the reference and focal groups, given by

(3.8)SE(b̂R − b̂F ) =
√[

SE(b̂R)
]2 + [

SE(b̂F )
]2

.

The test statistic, d , is distributed approximately as standard normal, and thus tests of
the null hypothesis H0: bR = bF are easily conducted.

If a 1PL model accurately fits the data, then the test statistic d serves as an ade-
quate test of the null hypothesis of no DIF. If, however, a 2PL or 3PL model is used
to accurately model the item responses, then only examining the difference between
the b-parameters may provide a misleading interpretation of DIF. In this case, Lord’s
chi-square test of the simultaneous difference between the b- and a-parameters (Lord,
1980) can be computed. This statistic is given by

(3.9)χ2
L = v̂′S−1v̂,

where v̂′ = (âR − âF , b̂R − b̂F ), and S corresponds to the estimated variance-covariance
matrix of the between-group difference in the a and b estimates. Lord (1980, p. 223)
provides details related to the computation of S. Under the null hypothesis of no DIF,
the obtained value of χ2

L is distributed as a chi-square variable with two degrees of
freedom.

A more recent innovation in IRT-based DIF detection is the likelihood ratio test,
which compares the likelihood associated with the studied item’s parameters con-
strained to be equal for the reference and focal groups to that obtained with one or more
parameters of the studied item freed to vary between the reference and focal groups.
Denoting the likelihood obtained using the compact model for which the studied item
parameters are constrained to be equal across groups by L(C), and the likelihood ob-
tained using the augmented model for which the studied item parameters are freed to
vary across groups by L(A), a likelihood ratio test can be conducted by computing

(3.10)G2 = 2 ln

[
L(A)

L(C)

]
.
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The statistic G2 is distributed approximately as a chi-square variable with degrees of
freedom equal to the difference in the number of parameters between the augmented and
compact models. Implementation of the likelihood ratio test requires the estimation of
the studied item parameters under the augmented and compact model, which can be time
intensive if exploratory DIF analyses are conducted for all combinations of parameters
for every test item. As a result, nonparametric procedures (such as those discussed in
Sections 4 and 5) are often preferred to the IRT likelihood ratio test. Further discussion
concerning the theory and application of the likelihood ratio test of DIF, as well as
additional IRT approaches to testing DIF, can be found in several sources (Camilli and
Shepard, 1994; Thissen et al., 1993).

Each of the IRT DIF detection procedures discussed in this section can be conducted
using numerous IRT calibration programs. We recommend using programs that imple-
ment marginal maximum likelihood estimation of the item-level parameters due to the
stability offered by the marginal maximum likelihood approach. Programs that use mar-
ginal maximum likelihood estimation include BILOG-MG 3 (Zimowski et al., 2003),
MULTILOG 7 (Thissen et al., 2003), and IRTLRDIF (Thissen, 2001).

4. Proportion-difference approaches for dichotomous items

The IRT approaches described above have theoretical appeal, but their practical imple-
mentation can be limited by the requirements of time, group sizes to ensure adequately
stable item-level parameter estimates, and reasonable fit of the data to the IRT model
being employed. To bypass the requirements of the parametric IRT methods, we can
consider the between-group difference in the probability of correct response after con-
ditioning on some observable variable, such as the total test score. Let us represent the
total test score by X, such that X has m discrete strata (score levels) represented by
k = 1, 2, . . . , m. We can then represent the between-group difference in the probability
of correct response conditional on the kth stratum of X by

(4.1)δk = P(Y = 1 | X = k,G = R) − P(Y = 1 | X = k,G = F).

Assuming that X is a sufficient statistic for θ , then the null hypothesis of no DIF corre-
sponds to the condition of δk = 0, for k = 1, 2, . . . , m (Zwick, 1990). When X is not
sufficient for θ , it may not be the case that δk = 0 under the condition of no DIF, and
thus DIF detection statistics that incorporate estimates of δk may be biased under such
conditions. The implication of this for DIF analyses is discussed later in this section.

The population probabilities of correct response for each group are assumed to be
unknown, necessitating their estimation from sample data. To describe the estimation
of δk , let us first organize the responses to item i for the individuals at the kth stratum
of X in a contingency table, as shown in Table 1.

In Table 1, Ak corresponds to the frequency of reference group members having a
correct response to the item, Bk corresponds to the frequency of reference group mem-
bers having an incorrect response to the item, Ck corresponds to the frequency of focal
group members having a correct response to the item, and Dk corresponds to the fre-
quency of focal group members having an incorrect response to the item. In practice, δk
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Table 1
Conditional two-way contingency table for a dichotomous item

Item response (Y )

1 0 Total

Group (G) Reference Ak Bk nRk

Focal Ck Dk nFk

Total n1k n0k Tk

can be estimated using the conditional between-group difference in the sample propor-
tion correct, given by

(4.2)δ̂k = Ak

nRk

− Ck

nFk

.

Because DIF concerns the conditional between-group difference across all strata,
Dorans and Kulick (1986) proposed using a weighted average of the conditional
between-group differences in the sample proportion correct as an index of DIF. This
weighted average has been termed the standardized p-difference index (SPD), and is
given by

(4.3)SPD =
∑m

k=1 wkδ̂k∑m
k=1 wk

,

where wk is the weight assigned to the kth stratum, usually given by nFk . The values
of SPD can range from −1.0 to 1.0; positive values indicate DIF favoring the reference
group, and negative values indicate DIF favoring the focal group. The form of SPD
given above is a signed index of DIF, because positive and negative values of δk can
cancel across the m strata. As such, it can be thought of as a nonparametric cousin to
the signed IRT area index, SA, described in (3.2). The SPD index, however, is a more
versatile index of conditional between-group differences than the SA index because it
does not assume a specific parametric form of the IRF for the studied item.

Although a standard error of SPD has been derived (Dorans and Holland, 1993,
p. 50), SPD is typically employed as a measure of DIF effect size. The following guide-
lines have been proposed for interpreting DIF effect size using the SPD index (Dorans
and Holland, 1993): |SPD| < 0.05 suggests negligible DIF, 0.05 � |SPD| � 0.10
suggests the item is exhibiting a moderate level of DIF and may require further exam-
ination; |SPD| > 0.10 suggests the item is exhibiting substantial DIF and should be
closely examined for the presence of unintended secondary factors.

As was the case for SA, the obtained value of SPD can be misleading if the DIF is
crossing in nature, such that the value of δk is positive at one end of the ability contin-
uum and negative at the other end of the ability continuum. To examine the unsigned
magnitude of the δk collapsed across the m strata, an unsigned measure (Camilli and
Shepard, 1994, p. 115) can be computed using

(4.4)UPD =
(∑m

k=1 wkδ̂
2
k∑m

k=1 wk

)1/2

.
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The UPD index can range from 0 to 1.0, and guidelines similar to those used for SPD
can be used to interpret the obtained value: UPD < 0.05 suggests negligible DIF,
0.05 � UPD � 0.10 suggests moderate DIF, UPD > 0.10 suggests substantial DIF.

One of the drawbacks of the SPD and UPD indices is that the observed total test
score is not an ideal measure of θ . This is the case for two reasons. First, the total
unweighted test score is not sufficient for the estimate of the latent proficiency metric θ

unless the probability of correct response given θ follows the 1PL model (Lord, 1980;
Zwick, 1990). Second, the presence of measurement error in X is of particular concern
when a between-group difference in the unconditional distribution of θ exists, as this
will lead to between-group differences in the distribution of θ conditional on X. As a
result, non-zero values of δ̂k are expected under the null hypothesis of no DIF, and thus
inflated Type I error rates can occur. That the total test score is a sufficient statistic for
θ only under the 1PL is a complication that is not isolated to the SPD and UPD indices,
but rather impacts all DIF statistics employing the total test score as the stratifying
variable. While this complication will not be given attention in the description of other
DIF statistics that stratify on the total test score, we assume it to be understood that its
impact applies equally to all such DIF statistics.

Strategies that can compensate for a nonideal X include multivariate matching when
additional criteria are available; data reduction techniques such as factor analysis for ob-
taining a score representing the dominant dimension on the test; or iteratively removing
items showing DIF and recomputing X as the stratifying variable. Using such a con-
ditioning strategy, Shealy and Stout (1993a) proposed a measure of the between-group
difference in the probability of correct response, an estimate of the signed area DIF
effect size measure, SA. The resulting statistic, employed in the SIBTEST procedure
(Shealy and Stout, 1993a), is computed using

(4.5)β̂ =
∑m

k=1 wk

(
Ȳ ∗

Rk − Ȳ ∗
Fk

)
∑m

k=1 wk

,

where wk is set equal to the number of focal group members at the kth stratum. The
values Ȳ ∗

Rk and Ȳ ∗
Fk correspond to the expected value of the item response (i.e., the

probability of correct response) for the reference and focal groups conditional on the
true score approximations associated with stratum k for each group. The values Ȳ ∗

Rk

and Ȳ ∗
Fk are computed using

(4.6)Ȳ ∗
Gk = ȲGk + M̂Gk

[
V̂ (k) − V̂G(k)

]
,

where G represents the group, and

(4.7)M̂Gk = ȲG,k+1 − ȲG,k−1

V̂G(k + 1) − V̂G(k − 1)
,

(4.8)V̂ (k) = V̂R(k) + V̂F (k)

2
,

(4.9)VG(k) = X̄G + ρ̂(Xk − X̄G).
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In the above equations ȲRk = Ak/nRk and ȲFk = Ck/nFk (for dichotomous items).
In the final equation, X̄G represents the mean of the stratifying variable for group G,
and ρ̂ is an estimate of the reliability of the observed scores, Xk , as given by Cron-
bach’s alpha or some variation thereof (Shealy and Stout, 1993a, p. 192; Zwick et al.,
1997, p. 325). A complete derivation of the SIBTEST procedure is presented in Shealy
and Stout (1993a). Under the null hypothesis of no DIF, the estimator β̂ is distributed
approximately as a normal variable with a mean of zero, permitting the test statistic

(4.10)z = β̂√
Var(β̂)

to be used to test the null hypothesis of no DIF, where

(4.11)Var(β̂) =
∑m

k=1 w2
k [Var(ȲRk) + Var(ȲFk)](∑m

k=1 wk

)2
.

The theoretical underpinnings of SIBTEST suggest that the procedure should obtain
some control over Type I error rates when a between-group difference exists in the
distribution of θ conditional on X (as is the case when a between-group difference
exists in the unconditional distribution of θ ). But, in practice, is SIBTEST robust to
between-group differences in the unconditional distribution of θ? The answer is: not
entirely – while SIBTEST does maintain a slightly better Type I error rate than other
procedures that use an observed stratifying variable (Roussos and Stout, 1996b; Shealy
and Stout, 1993a), it still suffers from an inflated Type I error rate when between-group
differences in the unconditional distribution of θ exist. As a result, caution should be
taken when interpreting the results of any of the proportion-difference approaches in the
presence of a between-group difference in the unconditional distribution of θ .

5. Common odds ratio approaches for dichotomous items

An alternative approach to measuring DIF is to consider between-group differences in
the odds of correct response after conditioning on the observed test score. Under the
null hypothesis of no DIF, the conditional odds of correct response will be equal for the
reference and focal groups. This equality can be expressed as

(5.1)
P(Y = 1 | X = k,G = R)

1 − P(Y = 1 | X = k,G = R)
= P(Y = 1 | X = k,G = F)

1 − P(Y = 1 | X = k,G = F)
.

To measure the extent to which equal conditional odds exist, one can consider the con-
ditional odds ratio (νk) given by

(5.2)

νk = P(Y = 1 | X = k,G = R)

1 − P(Y = 1 | X = k,G = R)

[
P(Y = 1 | X = k,G = F)

1 − P(Y = 1 | X = k,G = F)

]−1

.

Under the null hypothesis of no DIF, νk = 1.
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In practice, the conditional odds ratio shown in (5.2) is estimated using sample pro-
portions as point estimators of the probability of correct response for the reference and
focal group populations. Using the conditional sample proportion correct for the refer-
ence group as an estimator of P(Y = 1 | X = k,G = R) and the conditional sample
proportion correct for the focal group as an estimator of P(Y = 1 | X = k,G = F),
the conditional odds ratio can be estimated using

(5.3)ν̂k = Ak/nRk

Bk/nRk

[
Ck/nFk

Dk/nFk

]−1

= AkDk

BkCk

.

The extent to which ν̂k �= 1.0 for k = 1, 2, . . . , m provides evidence against the null
hypothesis of no DIF. The value that best characterizes νk across the m strata is known
as the common odds ratio, denoted here by α. An estimate of α can be obtained by
computing a weighted average of the m conditional odds ratios using

(5.4)α̂ =
∑m

k=1 wkν̂k∑K
k=1 wk

,

where wk corresponds to the weight assigned to the kth stratum. Mantel and Haenszel
(1959) proposed the weight

(5.5)wk = BkCk

Tk

.

Substituting the above formulation of wk into (5.4) yields the Mantel–Haenszel com-
mon odds ratio, α̂MH, given by

(5.6)α̂MH =
∑m

k=1

[
BkCk

Tk

AkDk

BkCk

]
∑m

k=1
BkCk

Tk

=
∑m

k=1
AkDk

Tk∑m
k=1

BkCk

Tk

.

The statistic α̂MH has received widespread use in the fields of statistics and epidemi-
ology, due to its computational simplicity, consistency, and good efficiency compared
to other estimators of α (Breslow, 1981; Donner and Hauck, 1986; Hauck and Donner,
1988; Tarone et al., 1983). In the context of DIF detection, α̂MH = 1 corresponds to
the situation of no DIF, α̂MH > 1 corresponds to DIF favoring the reference group, and
α̂MH < 1 corresponds to DIF favoring the focal group.

Interpretation of α̂MH as a DIF effect size estimator is hampered by the fact that α̂MH

is not a symmetric measure of DIF; values corresponding to DIF against the reference
group can range from below unity to zero, and values corresponding to DIF against
the focal group can range from above unity to infinity. In order to yield a DIF effect
size measure that has a symmetric interpretation for the reference and focal groups, it is
common to take the natural logarithm of α, represented here by

(5.7)λ = ln(α).

The value λ is the common log-odds ratio, for which λ = 0 corresponds to the situation
of no DIF, λ < 0 corresponds to DIF favoring the focal group, and λ > 0 corresponds
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to DIF favoring the reference group. The estimate of the common log-odds ratio corre-
sponding to α̂MH is given by

(5.8)λ̂MH = ln(α̂MH).

The extent to which λ̂MH deviates from zero provides evidence of the presence of DIF;
values of λ̂MH less than zero are suggestive of DIF favoring the focal group, and values
of λ̂MH greater than zero are suggestive of DIF favoring the reference group.

Standard error estimates of λ̂MH have been proposed by several researchers (Breslow
and Liang, 1982; Hauck, 1979; Phillips and Holland, 1987; Robins et al., 1986). Of
these, the most widely used in the context of DIF detection is the form proposed by
Phillips and Holland (1987) given by

(5.9)

Var(λ̂MH) =
∑m

k=1 T −2
k (AkDk + α̂MHBkCk)(Ak + Dk + α̂MHBk + α̂MHCk)

2
[∑m

k=1
AkDk

Tk

]2
.

The asymptotic normality of λ̂MH suggests that the null hypotheses of the form H0:
λ = λ0 can be tested using the standard Wald test given by

(5.10)z = λ̂MH − λ0√
Var(λ̂MH)

,

where z is distributed approximately as a standard normal variable.
One of the desirable properties of the estimated common log-odds ratio is that it

yields a DIF effect size estimator that can be interpreted in the IRT framework. To
illustrate, consider the 2PL, which specifies the probability of correct response using

(5.11)P(Y = 1 | θ) = exp[Da(θ − b)]
1 + exp[Da(θ − b)] .

Using (5.11), the conditional odds of correct response can be expressed as

O(θ) =
(

exp[Da(θ − b)]
1 + exp[Da(θ − b)]

)(
1 − exp[Da(θ − b)]

1 + exp[Da(θ − b)]
)−1

(5.12)= exp
[
Da(θ − b)

]
.

We can then express the odds ratio conditional on θ as

(5.13)ν(θ) = exp[DaR(θ − bR)]
exp[DaF (θ − bF )]

and the conditional log-odds ratio as

(5.14)ln
[
ν(θ)

] = Dθ(aR − aF ) + D(aF bF − aRbR).

Under the assumption that the item discrimination parameter is identical for the refer-
ence and focal groups (aR = aF = a), the conditional log-odds ratio reduces to

(5.15)ln
[
ν(θ)

] = Da(bF − bR).
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The form shown in (5.15) indicates that under the assumption that the reference and
focal groups share the same discrimination parameter the conditional log-odds ratio is a
constant that is proportional to the between-group difference in the item difficulty para-
meter. Because the conditional log-odds ratio is constant across θ , and thus is equal to
the common log-odds ratio, it follows that the common log-odds ratio can be expressed
as

(5.16)λ = Da(bF − bR).

Because λ̂MH is an estimator of λ, it follows that λ̂MH can be interpreted as an estimate
of Da(bF − bR), assuming the item responses follow the 2PL. Furthermore, under the
1PL, for which a = 1.0, (5.16) reduces to

(5.17)λ = D(bF − bR)

and thus λ̂MH can be interpreted directly with respect the between-group difference
in the item difficulty parameter. It is because of this property that λ̂MH has valuable
theoretical appeal as a measure of DIF effect size. It should be understood, however, that
the relationships described above in (5.16) and (5.17) are only valid under a limited set
of circumstances: (a) the stratifying variable used to compute λ̂MH is a sufficient statistic
for θ (as is the case in the 1PL), (b) all non-studied items used in constructing the
stratifying variable are free of DIF, and (c) the studied item is included in the stratifying
variable. These conditions, and their associated rationale, are presented in greater detail
by Holland and Thayer (1988) and Zwick (1990). The extent to which these conditions
are not met will compromise the interpretation of λ̂MH in terms of a between-group
difference in IRT item difficulty parameters.

The drawback of λ̂MH is that it is not a valid measure of DIF when the DIF is nonuni-
form. As shown in (5.14), if aR �= aF , then λ̂MH is not a measure of bF − bR . The
practical implication of this is that, under the condition of aR �= aF , it is possible to
have a negligible value of λ̂MH despite a substantial difference between bF and bR .

The Mantel–Haenszel common log-odds ratio provides a useful tool for assessing
DIF, both as a method of conducting hypothesis tests about DIF, and also for answering
questions concerning the effect size of the DIF. An alternative method for conducting
nondirectional hypothesis tests of uniform DIF is the Mantel–Haenszel chi-square test
(Mantel and Haenszel, 1959), given by

(5.18)χ2
MH =

[∣∣∑m
k=1[Ak − E(Ak)]

∣∣ − 1
2

]2∑m
k=1 V (Ak)

,

where

(5.19)E(Ak) = nRkn1k

Tk

,

(5.20)V (Ak) = nRknFkn1kn0k

T 2
k (Tk − 1)

.

The resulting statistic is distributed approximately as a chi-square variable with one
degree of freedom. Assuming the DIF is uniform and the stratifying variable is a
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sufficient statistic for θ , the chi-square statistic presented in (5.18) provides the uni-
formly most powerful unbiased test of the null hypothesis of no DIF (Birch, 1964;
Holland and Thayer, 1988). Finally, note that the continuity correction in (5.18) brings
the chi-square test into closer agreement with an exact conditional test, yet in typi-
cal simulation studies the marginal frequencies of the observed-score contingency table
have the status of random variables. Thus, researchers conducting simulation studies us-
ing χ2

MH should make an explicit determination of whether the correction is consistent
with the simulation design.

6. Logistic regression approaches for dichotomous items

The logistic regression approach to studying DIF in dichotomous items was first pro-
posed by Swaminathan and Rogers (1990). In this approach, the dichotomous logistic
regression model is used to model the probability of correct response to the studied item
as a function of observed test score (X), group membership (G), and the interaction of
X and G. The resulting logistic regression model has the form

(6.1)P(Y = 1 | X,G) = exp(z)

1 + exp(z)
,

where

(6.2)z = β0 + β1X + β2G + β3(XG).

The coefficient β2 represents the group effect on performance, and the coefficient β3
corresponds to the interaction of group membership and ability. The case of no DIF
corresponds to β2 = β3 = 0, the case of uniform DIF corresponds to β2 �= 0 and
β3 = 0, and the case of nonuniform DIF corresponds to β3 �= 0.

The values of the regression coefficients, in particular β2, can serve as useful DIF
effect size estimators. Consider the situation in which β3 = 0, such that the value of
β2 represents an effect size estimator of uniform DIF. In this situation, if the grouping
variable, G, is assigned a value of 0 for the focal group and 1 for the reference group
(although the values 1 and 2, or 2 and 3, could have just as easily been used), then the
odds of correct response conditional on X for the reference and focal groups are equal
to

(6.3)OR = exp(β0 + β1X + β2)

and

(6.4)OF = exp(β0 + β1X).

Making use of the odds shown above, the log-odds ratio can be expressed as

(6.5)ln

[
OR

OF

]
= β2

indicating that the log-odds ratio is constant across all X. That is, when β3 = 0, β2
is interpreted as a common log-odds ratio, analogous to the Mantel–Haenszel common
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log-odds ratio, λ̂MH. This theoretical equivalence between β2 and λ̂MH does not exist in
the presence of nonuniform DIF.

To test null hypotheses concerning DIF using logistic regression, likelihood ratio
tests can be conducted using a series of three nested models that differ with respect to
the DIF-related parameters they contain. The extent to which these three models fit the
obtained data sheds light on the form of DIF existing in the responses. The simplest case
is a model that does not consider any form of DIF. This model (Model 1) represents the
probability of a correct response only as a function of test score, X, such that z is given
by

(6.6)z = β0 + β1X.

A slightly more complicated model is one in which the probability of correct response
is expressed as a function of test score and group, and thus contains a term associated
with uniform DIF (β2). For this model (Model 2), z is given by

(6.7)z = β0 + β1X + β2G.

Finally, we can consider a model that expresses the probability of correct response as
a function of test score, group, and the interaction of test score and group. This model
(Model 3) contains a term for uniform DIF (β2) and nonuniform DIF (β3), such that z

is given by

(6.8)z = β0 + β1X + β2G + β3(XG).

A test for the presence of nonuniform DIF is conducted using a likelihood ratio test by
computing

(6.9)χ2 = 2 ln

[
L(Model 3)

L(Model 2)

]
,

where L(Model 2) corresponds to the likelihood associated with Model 2, and
L(Model 3) corresponds to the likelihood associated with Model 3. The resulting statis-
tic is distributed as a chi-square variable with one degree of freedom. A nonsignificant
result leads us to conclude that β3 = 0, and thus nonuniform DIF does not exist. In this
case, the presence of uniform DIF can be assessed using the likelihood ratio test of

(6.10)χ2 = 2 ln

[
L(Model 2)

L(Model 1)

]
,

which is also distributed as chi-square with one degree of freedom. A nonsignificant
result leads us to conclude that β2 = 0, suggesting that uniform DIF does not exist.

The logistic regression approach holds several potential advantages over the other
approaches described to this point (e.g., IRT, conditional proportion-difference, and
common odds ratio approaches), and as a result has received substantial use in applied
DIF analyses. First, the logistic regression model can inform both uniform and nonuni-
form DIF, and thus offers a more comprehensive and flexible DIF detection solution
than that of the conditional proportion-difference and common odds ratio approaches.
Second, because logistic regression uses an observed ability estimate (as opposed to IRT
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which is based on a latent ability metric), logistic regression can be successfully imple-
mented with group sizes that are substantially smaller than those required for adequate
IRT parameter estimation.

Despite the advantages of the logistic regression approach, it is predicated upon the
strong assumptions (Camilli and Shepard, 1994, p. 127) that X is a valid representation
of ability, and that the logistic regression model is an accurate representation of the
relationship between the probability of correct response and observed test score X. It
is well known that the observed test score is nonlinearly related to the latent ability
metric (Embretson and Reise, 2000; Lord, 1980), and factors such as guessing may
preclude the logistic model shown in (6.1) from being an adequate representation of the
probability of correct response conditional on ability. That said, in practice they may
be realized to an adequate level to warrant the use of the logistic regression model.
Given these assumptions, is one better off using the seemingly less restrictive Mantel–
Haenszel procedures (common odds ratio and chi-square)? The answer seems to depend
on the form of DIF under investigation. If the DIF is uniform, the Mantel–Haenszel
approaches have been shown to be slightly more powerful than the logistic regression
approach (Hidalgo and López-Pina, 2004). In contrast, if the DIF is nonuniform, then
the logistic regression approach will typically display a level of power that exceeds
that of the Mantel–Haenszel approaches (Hidalgo and López-Pina, 2004; Rogers and
Swaminathan, 1993; Swaminathan and Rogers, 1990).

7. Classification schemes for dichotomous items

Despite the wide variety of statistical procedures available to assess DIF, for any DIF
analysis there comes a time when a decision must be made concerning each item. Do the
responses to an item display sufficiently little evidence of DIF that the item is labeled
as bias-free? Or is there large enough evidence of DIF to warrant additional scrutiny of
item content, and the possible removal of the item? Statistical tests of the null hypothesis
of no DIF can be used to guide such decisions, but the large sample sizes common to
large-scale testing yield so much power that the null hypothesis is often rejected despite
extremely small effect sizes. As a result, DIF analysts have gravitated towards decision
rules that incorporate significance tests and measures of DIF effect size.

The most widely used DIF decision rule is a classification scheme first developed
and used by Educational Testing Service (referred to as ETS hereafter). This scheme
classified items into one of three general categories depending on the results of hypoth-
esis tests and the magnitude of a DIF effect size estimator (λ̂MH). These three categories
are:

(A) If either λ̂MH is not significantly different from zero, or |λ̂MH| < 0.43.
(B) If λ̂MH is significantly different from zero and |λ̂MH| � 0.43, and either:

(a) |λ̂MH| < 0.64, or (b) |λ̂MH| is not significantly greater than 0.43.
(C) If |λ̂MH| is significantly greater than 0.43 and |λ̂MH| � 0.64.

The categories presented above were originally defined not in terms of λ̂MH as an effect
size estimator, but rather the transformation of D-DIF = −2.35λ̂MH, which yields
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thresholds of 1.0 and 1.5 for the decision rules above (Camilli and Shepard, 1994;
Zieky, 1993). Because DIF analyses more frequently employ the λ̂MH as an effect size
estimator than D-DIF, we specify the categories according to the more widely used λ̂MH

index.
The original ETS categorization scheme presented above is deterministic in nature,

Platonically labeling items as A, B, or C in a manner that ignores the expected variability
in the statistics computed to arrive at the final categorization. That is, a particular item
that is categorized as B using one sample may not hold the same categorization for a
different sample drawn from the same population as the first sample, solely due to the
random variability existing between the two samples. To address this issue, a Bayesian
approach to assigning categories to items has been developed (Zwick et al., 1999) that
establishes the posterior probabilities that the true level of DIF in the item would lead it
to be an A, B, or C item, rather than the deterministic labeling system described above.
The posterior probabilities of A, B, and C are obtained by first computing the posterior
distribution of λ, using the standard Bayesian form of

(7.1)P(λ | λ̂MH) = P(λ̂MH | λ)P (λ)∫
P(λ̂MH | λ)P (λ) dλ

.

Under the assumption that λ̂MH is normally distributed with mean λ and variance σ 2,
and assuming the prior distribution of λ is normal with mean μ and variance τ 2,
Bayesian theory asserts (see Lee, 1997) that the posterior distribution is normal with
mean and variance equal to

(7.2)E(λ | λ̂MH) = σ 2τ 2

σ 2 + τ 2

(
μ

τ 2
+ λ̂MH

σ 2

)
,

(7.3)VAR(λ | λ̂MH) = σ 2τ 2

σ 2 + τ 2
.

In practice μ is estimated using the sample mean across the n values of λ̂MH (where n is
the number of items included in the analysis), τ 2 is estimated using the sample variance
across the n values of λ̂MH, and σ 2 is the variance of λ̂MH estimated using the form
presented in (5.9).

Based on the obtained posterior distribution we can obtain the probability that
|λ| < 0.43 (category A), 0.43 � |λ| < 0.64 (category B), and |λ| � 0.64 (cate-
gory C). This approach does not consider the hypothesis tests included in the original
ETS classification scheme presented above, and thus is based purely on the effect size
measures. However, the posterior probabilities yield information concerning the confi-
dence one can have that λ lies in the intervals described by the three categories, and thus
information concerning the precision of λ̂MH as an estimator of λ is incorporated in the
obtained posterior probabilities. It is also of interest to note that the expected value of
λ taken across the posterior distribution can be used as a point estimator of λ. The re-
sulting point estimator is a more stable estimate of λ than λ̂MH, particularly when group
sample sizes are small (Zwick et al., 1999).
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A second Bayesian approach to categorizing the magnitude of DIF is to use the
posterior-predictive probability (see Zwick et al., 1999), which specifies the future prob-
ability of categorization (|λ| < 0.43, 0.43 � |λ| < 0.64, and |λ| � 0.64) based on the
obtained data. In this approach, we consider the probability of observing each possible
value of λ̂MH in the future given the observed value of λ̂MH (where a future value of
λ̂MH is denoted by λ̂′

MH). This is obtained by integrating

(7.4)P(λ̂′
MH | λ̂MH) =

∫
P(λ̂′

MH | λ)P (λ | λ̂MH) dλ

where it is assumed that future sample sizes are equal to those of the initial sample and
that P(λ̂MH | λ) is specified according to a normal distribution with mean equal to that
of the posterior given in (7.2), and variance (see Lee, 1997) equal to

(7.5)VAR(λ̂′
MH | λ̂MH) = σ 2 + σ 2τ 2

σ 2 + τ 2
.

Simulation studies (Zwick et al., 1999) indicate that the Bayesian approaches pro-
vide more stable estimates of DIF effect size and DIF classification than the traditional
approach of using λ̂MH as a DIF estimator. The improved stability of the DIF estimator
is particularly salient under very small group sample sizes (e.g., group sizes of 100 or
less). The generation of the posterior distribution and/or the posterior-predictive distri-
bution also provides useful information for test developers in assessing the possibility
that the true level of DIF lies in particular ranges of values.

We have limited our discussion of DIF classification schemes to those based on
λ̂MH as a DIF effect estimator due to the widespread use of λ̂MH in the testing com-
munity. However, a DIF classification scheme for dichotomous items could be con-
structed based on any of the effect size estimators or significance tests described in
Sections 3–6. A simple classification scheme based on the SPD index (Dorans and
Holland, 1993) was described in Section 4. Other researchers have proposed classi-
fication schemes based on the logistic regression approach (Jodoin and Gierl, 2001;
Zumbo and Thomas, 1996) and the SIBTEST procedure (Roussos and Stout, 1996b).
However, currently the Mantel–Haenszel statistics provide the industry standard.

8. Item response theory approaches for polytomous items

Numerous statistical methods have been proposed for the detection of DIF in polyto-
mous items (Penfield and Lam, 2000; Potenza and Dorans, 1995). While many of these
methods are simple extensions of those described for dichotomous items presented in
Sections 3–6, the conceptualization of DIF in polytomous items is complicated by the
multiple score categories common to polytomous items. That is, for polytomous items a
conditional dependence between the item response variable, Y , and grouping variable,
G, exists if there is a between-group difference in the conditional probability of any one
of the response categories. As was the case with dichotomous items, IRT provides the
most comprehensive framework for conceptualizing DIF in polytomous items.
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IRT models for polytomous items specify the probability of observing each response
option as a function of the latent proficiency θ . Several different polytomous IRT models
have been proposed, most of which are variations on two general classes of models:
(a) an adjacent categories logistic model, referred to as the generalized partial credit
model (GPCM), and (b) a cumulative logistic model, referred to as the graded response
model (GRM). The GPCM (Muraki, 1992) presents the probability of attaining response
option j given the attainment of response option j − 1 (represented by ηj ) by the 2PL
form of

(8.1)ηj (θ) = exp[Da(θ − bj )]
1 + exp[Da(θ − bj )] .

For an item having r response categories, we denote a particular response category by j ,
where j = 0, 1, . . . , J , such that J = r − 1. There will be J such adjacent category
probability functions, one for j = 1, 2, . . . , J . The location, or difficulty, of the transi-
tion from category j − 1 to category j is reflected in the bj parameter; the higher the
value of bj , the higher the value of θ required to attain a particular probability of attain-
ment of category j for individuals who had attained category j − 1. The a-parameter
is associated with the discrimination of the item. Using the adjacent categories formu-
lation, the probability of observing category j can be expressed by the model

(8.2)P(Y = j | θ) = exp
[∑j

c=0 Da(θ − bc)
]

∑J
c=0 exp

[∑c
l=0 Da(θ − bl)

] .

Although the scaling factor D has been included in (8.1) and (8.2), it is commonly
omitted in specifying the GPCM.

The GRM (Samejima, 1969, 1972, 1997) specifies the conditional cumulative prob-
ability of Y � j for j > 0, using

(8.3)γj (θ) = exp[Da(θ − bj )]
1 + exp[Da(θ − bj )] .

As was the case with the GPCM, the GRM posits J such cumulative probability func-
tions. For the j th cumulative probability function the parameter bj specifies the location
of the function; as bj increases, a higher value of θ is required to attain a specified
probability of attaining at least category j . Using this representation, the probability
observing category j conditional on θ can be represented by

(8.4)P(Y = j | θ) = γj−1(θ) − γj (θ),

where it is assumed that γ−1(θ) = 1 and γJ (θ) = 0.
Whether the item responses are modeled using the GPCM or the GRM, DIF is said

to exist if the parameters bj , for j = 1, 2, . . . , J , differ for the reference and focal
groups. If a between-group difference exists in any one of the bj , then between-group
differences will exist in the resulting conditional probabilities of observing each of the
response categories. That said, the conceptualization of DIF effect is substantially more
complicated in the case of polytomous items than in dichotomous items for two rea-
sons. First, the interpretation of DIF will vary depending on whether the data follows
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the GPCM or the GRM. In the case of the GPCM, a between-group difference in bj in-
dicates a between-group difference in the conditional probability of attaining category
j , given the attainment of category j − 1. In the case of the GRM, a between-group
difference in bj indicates a between-group difference in the conditional probability of
attaining category j or higher.

A second complication arises in the interpretation of the DIF effect because the mag-
nitude of the between-group difference in bj may vary across the J levels of bj . Three
general categories of patterns of between-group differences in bj have been proposed
(Zwick et al., 1993)

1. Constant DIF, whereby the difference Cj = bjR − bjF is constant across response
categories j = 1, 2, . . . , J .

2. Unbalanced DIF, whereby bjR = bjF + Cj for one category, but bjR = bjF for all
other categories.

3. Balanced DIF, whereby bjR = bjF +Cj for the lower categories and bjR = bjF −Cj

for the higher categories.

Naturally, there are numerous variations on unbalanced and balanced DIF, depending
on the number of response categories assumed by the item. What is currently unknown,
however, is how the overall magnitude of DIF is related to the pattern of between-group
differences in bj . That is, different patterns of Cj will lead to different manifestations
of DIF, and the implication of this on DIF effect size is unknown. In addition, the possi-
bility that between-group differences in the discrimination parameter (a) may exist adds
to the complexity of modeling DIF in polytomous items. The implication of between-
group differences in the discrimination parameter of polytomous models has not yet
been reported in the DIF literature.

The use of IRT in assessing DIF in polytomous items has received only modest
attention, likely due to the relatively large sample sizes required for stable parameter
estimation of the GPCM and GRM parameters. The most widely used IRT approach
to investigating DIF in polytomous items has been the likelihood ratio test of the null
hypothesis that bRj = bFj for j = 1, 2, . . . , J . The likelihood ratio test assesses the null
hypothesis of equal group parameters by considering the difference in the likelihood
functions associated with fitting a compact model that uses the same parameters for
both the reference and focal groups, L(C), and the likelihood function associated with
fitting an augmented model that allows for differences in the step-parameters for the two
groups, L(A). Using the ratio of the likelihoods, a likelihood ratio test can be conducted
by computing

(8.5)G2 = 2 ln

[
L(A)

L(C)

]
,

where G2 is distributed as a chi-square distribution with J degrees of freedom (Kim
and Cohen, 1998).

Likelihood ratio tests for the GRM can be implemented using MULTILOG 7
(Thissen et al., 2003). While the likelihood ratio test using the GRM was shown to
have greater power than nonparametric methods (such as those discussed in Section 9),
it suffers from large Type I error rate inflation when the data are not generated using
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Table 2
Conditional contingency table for a polytomous item

Item response (Y )

0 1 . . . J Total

Group (G) Reference nR0k nR1k . . . nRJk nRk

Focal nF0k nF1k . . . nFJk nFk

Total n0k n1k . . . nJk Tk

the GRM (Bolt, 2002). As a consequence, the likelihood ratio test is only appropriate
when the DIF analyst is extremely confident that the IRT model employed provides an
excellent fit to the response pattern.

9. Mean-difference approaches for polytomous items

As discussed in Section 8, measuring the effect size of DIF in polytomously scored
items is complicated by the possibility of between-category differences in the DIF
effect. One approach that can be used to address this complication is to assume the
restricted interpretation of DIF effect as being the conditional between-group differ-
ence in the expected value of the item response variable, Y . If we use an observable test
score (X) as the stratifying variable, then the conditional difference at stratum k can be
represented by

(9.1)δk = E(Y | X = k,G = R) − E(Y | X = k,G = F).

To describe the estimation of δk , consider the conditional distribution of responses to
the studied item for the reference and focal groups, as shown in Table 2. Using the
notation described in Table 2, an estimate of the conditional between-group difference
in the expected value of Y is given by

(9.2)δ̂k = Rk

nRk

− Fk

nFk

,

where Rk = ∑J
j=1 jnRjk and Fk = ∑J

j=1 jnFjk . To obtain an index of the DIF effect
across all m strata, we can use the standardized mean difference index (Dorans and
Schmitt, 1991, 1993), given by

(9.3)SMD =
∑m

k=1 wkδ̂k∑m
k=1 wk

,

where wk is the weight assigned to the kth stratum, usually given by nFk . Note that the
SMD index is identical to the SPD index generalized to the polytomous item format.
The SMD statistic is a signed index of DIF, and as such is only appropriate when the
same group has the relative advantage across the observed test score continuum.

Two standard error estimators for SMD have been proposed (Zwick and Thayer,
1996). Simulation studies of Zwick and Thayer showed that the estimator based on
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Mantel’s (1963) multivariate hypergeometric framework was the least biased. This vari-
ance estimator is given by

(9.4)Var(SMD) =
(

m∑
k=1

nFk

)−2 m∑
k=1

n2
Fk

(
1

nFk

+ 1

nRk

)2

Var(Rk),

where

(9.5)Var(Rk) = nRknFk

T 2
k (Tk − 1)

[(
Tk

J∑
j=1

j2njk

)
−

(
J∑

j=1

jnjk

)2 ]
.

Using this variance estimator, the test statistic

(9.6)z = SMD√
Var(SMD)

can be computed, which is distributed approximately as a standard normal variable.
As was the case with SPD, SMD can suffer from inflated Type I error rates when

there is a substantial between-group difference in the mean of the ability distribution.
To deal with this, the SIBTEST procedure has been generalized to polytomous items
(Chang et al., 1996). The results of a simulation study (Chang et al., 1996) indicate
that under conditions of unequal group ability distributions, the SIBTEST procedure
displayed a Type I error rate that was closer to the nominal level than that observed for
other nonparametric DIF detection procedures.

10. Multivariate hypergeometric distribution approaches for polytomous items

An alternative set of approaches to assessing DIF in polytomous items is based on
assuming a multivariate hypergeometric distribution for the conditional bivariate dis-
tribution of group membership and item response, as displayed in Table 2. That is, if we
treat the marginal values in Table 2 as fixed, then we can test hypotheses concerning the
statistic

(10.1)Rk =
J∑

j=1

jnRjk.

Under the null hypothesis of conditional independence of G and Y , the value of Rk will
have expected value and variance of

(10.2)E(Rk) = nRk

Tk

J∑
j=1

jnjk

(10.3)Var(Rk) = nRknFk

T 2
k (Tk − 1)

[(
Tk

J∑
j=1

j2njk

)
−

(
J∑

j=1

jnjk

)2 ]
.
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The derivation of this variance is provided by Mantel (1963, pp. 693–694). Collapsing
across the m strata yields the following test statistic for the null hypothesis of no DIF

(10.4)Mantel-χ2 =
(∑m

k=1 Rk − ∑m
k=1 E(Rk)

)2∑m
k=1 Var(Rk)

.

Because the statistic shown in (10.4) was proposed by Mantel (1963), it is denoted by
Mantel-χ2. Under the null hypothesis of no DIF, Mantel-χ2 is distributed approximately
as a chi-square variable with one degree of freedom. It is useful to note that, with the
exception of a continuity correction, Mantel-χ2 reduces to the Mantel–Haesnzel chi-
square statistic (χ2

MH) in the case of dichotomous items. It has been proposed (Zwick
and Thayer, 1996) that taking the square root of Mantel-χ2 yields a z-statistic that is
distributed approximately as standard normal, and can be used to test directional and
nondirectional tests of DIF.

A measure of DIF effect size associated with Mantel-χ2 is Cox’s (1958) noniterative
estimator of the noncentrality parameter (ω) of the multivariate hypergeometric distrib-
ution, first applied to DIF analysis by Camilli and Congdon (1999). The noncentrality
parameter is estimated using

(10.5)ω̂ =
∑m

k=1
∑J

j=1 j [nRjk − E(nRjk)]∑m
k=1 ζ 2

k

,

where E(nRjk) is given by

(10.6)E(nRjk) = nRknjk

Tk

,

and ζ 2
k is computed using

(10.7)ζ 2
k = nRknFk

Tk(Tk − 1)

[(
J∑

j=1

j2njk

)
− 1

Tk

(
J∑

j=1

jnjk

)2 ]
.

The statistic ω̂ serves as an effect size estimator, such that ω̂ > 0 signifies DIF in favor
of the reference group, ω̂ < 0 signifies DIF favoring the focal group, and ω̂ = 0 signifies
no DIF. It has been shown that under the condition of constant DIF, the parameter ω is
proportional to bjF −bjR when the partial credit model is used to model the probability
of item responses (Camilli and Congdon, 1999). As a result, the value of ω̂ can be
interpreted in relation to a widely used polytomous IRT model.

The effect size estimator ω̂ can also be used to construct a statistic to test the null
hypothesis of no DIF. Using the estimated variance of ω̂ given by Camilli and Congdon
(1999) of

(10.8)Var(ω̂) =
(

m∑
k=1

ζ 2
k

)−1

,

the null hypothesis that ω = 0 can be tested using

(10.9)z = ω̂√
Var(ω̂)

.
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The statistic shown in (10.9) is distributed approximately as a standard normal variable.
Squaring the statistic shown in (10.9) yields the value of Mantel-χ2 shown in (10.6),
thus demonstrating the relationship between Mantel-χ2 and ω̂.

The computation of Mantel-χ2 can be obtained using the DIFAS computer program
(Penfield, 2005). Taking the square root of Mantel-χ2 yields the test statistic displayed
in (10.9). This, unfortunately, does not provide direct information concerning the value
of ω̂, and thus computation of ω̂ and its associated standard error estimator requires
separate programming using a statistical software package such as SPSS or SAS.

11. Common odds ratio approaches for polytomous items

An alternative approach to measuring DIF effect size in a polytomous item is to compute
a cumulative common odds ratio. To construct the cumulative common odds ratio for
an item having r ordered response categories, we create J = r − 1 dichotomizations
of Y within each of the m strata of the matching variable. The J dichotomizations are
constructed by collapsing the outcomes below category j (Y < j ) into one group and
the outcomes greater than or equal to category j (Y � j ) into a second group, for
j = 1, 2, . . . , J . We denote the cumulative frequency associated with Y < j for the
reference and focal groups by n∗

Rjk and n∗
Fjk . For each of the J dichotomizations, then,

we can construct a 2×2 table similar to that displayed in Table 1 for which Ajk = n∗
Rjk ,

Bjk = nRk − n∗
Rjk , Cjk = n∗

Fjk , and Djk = nFk − n∗
Fjk . Because there will exist J

such 2 ×2 tables at each of the m strata, there will be a total of mJ separate 2×2 tables.
If we treat the obtained 2 × 2 tables at the kth stratum as independent, then an estimator
of the common odds ratio for the resulting 2 × 2 tables is given by

(11.1)ψ̂LA =
∑m

k=1
∑J

j=1 AjkDjk/Tk∑m
k=1

∑J
j=1 BjkCjk/Tk

.

The cumulative common odds ratio estimator shown in (11.1) was first proposed by Liu
and Agresti (1996), and was applied to DIF detection in polytomous items by Penfield
and Algina (2003). Because ψ̂LA reduces to the inverse of α̂MH when r = 2, ψ̂LA can
be viewed as a generalization of α̂MH. Transforming ψ̂LA using

(11.2)α̂LA = 1

ψ̂LA

yields an estimator that is consistent in direction with the scale of α̂MH. An estimate of
the cumulative common log-odds ratio is given by λ̂LA = ln(α̂LA), for which λ̂LA = 0
suggests no DIF, λ̂LA > 0 suggests DIF against the focal group, and λ̂LA < 0 suggests
DIF against the reference group. The value of λ̂LA has been shown to be proportional to
bjF − bjR for the case of constant DIF modeled using the GRM (Penfield and Algina,
2003).

An estimate of the variance of λ̂LA is given by Liu and Agresti (1996), and is
described in the context of DIF detection by Penfield and Algina (2003). Assuming
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asymptotic normality of log-odds ratios, the statistic

(11.3)zLA = λ̂LA − C√
Var(λ̂LA)

is distributed approximately as standard normal, and can be used to test the null hypoth-
esis that the population cumulative common log-odds ratio equal some constant, C.

In a Monte Carlo study conducted by Penfield and Algina (2003), zLA displayed re-
jection rates that were similar to those of Mantel-χ2 and Cox’s ω estimator, and λ̂LA

displayed expected values that were moderately close to the true effect size simulated
in the data when the DIF effect size was constant across the response categories. The
quality of λ̂LA as an effect size estimator is expected to less consistent under the condi-
tion of unbalanced DIF. Calculation of λ̂LA and zLA can be achieved using the DIFAS
computer program (Penfield, 2005).

12. Logistic regression approaches for polytomous items

The logistic regression framework described for dichotomous items (Swaminathan and
Rogers, 1990) can be adapted using a variety of methods to accommodate the investiga-
tion of DIF in polytomous items. One such method is to recode the r response categories
of the polytomous item into J = r − 1 coded variables. Each of the J coded variables
represents a particular contrast within the r categories, whereby each contrast is es-
tablished through recoding the original values of the response variable, Y , using a 0/1
coding scheme. The resulting coded variables (denoted by Y ∗) are 0/1 dichotomous
variables, and thus for each of the J coded variables a logistic regression model of the
form

(12.1)P(Y ∗ = 1 | X) = exp(β0 + β1X + β2G)

1 + exp(β0 + β1X + β2G)
,

is fit to the data to examine the presence of DIF within the categories contrasted by the
particular coded variable (French and Miller, 1996).

Three different coding schemes have been proposed to obtain the J coded vari-
ables; the continuation ratio scheme, the cumulative scheme, and the adjacent categories
scheme (Agresti, 1990, pp. 318–322). The continuation ratio scheme creates the di-
chotomizations using Y = j vs. Y > j , for j = 0, 1, . . . , J −1. The cumulative scheme
constructs the dichotomizations using Y � j vs. Y > j , for j = 0, 1, . . . , J − 1. The
adjacent categories scheme constructs the dichotomizations using Y = j vs. Y = j +1,
for j = 0, 1, . . . , J − 1. An example of the three coding schemes applied to a polyto-
mous item with four categories is displayed in Table 3 (the contents of Table 3 is based
on Table 1 given in French and Miller, 1996).

Within each coding scheme, J logistic regressions can be run such that the null
hypothesis H0: β2 = 0 can be assessed through a comparison of the obtained likelihood
for the augmented model described in (12.1) and the likelihood for the compact model
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Table 3
Coding schemes for logistic regression for a four-category polytomous item

Coding scheme Dummy
variable #

Categories
coded as
missing

Categories
coded as 0

Categories
codes as 1

Continuation ratio 1 0 1, 2, 3
2 0 1 2, 3
3 0, 1 2 3

Cumulative 1 0 1, 2, 3
2 0, 1 2, 3
3 0, 1, 2 3

Adjacent categories 1 2, 3 0 1
2 0, 3 1 2
3 0, 1 2 3

given by

(12.2)P(Y ∗ = 1 | X) = exp(β0 + β1X)

1 + exp(β0 + β1X)
,

which is identical to that described in (12.1) with the exception that it does not contain
the group effect term. Using the likelihood obtained for the augmented model, L(A),
and that obtained for the compact model, L(C), the following statistic is computed

(12.3)G2 = 2 ln

[
L(A)

L(C)

]
.

The statistic shown in (12.3) is distributed approximately as a chi-square variable with
one degree of freedom. Notice that the test statistic shown in (12.3) is analogous to
that used in the testing of uniform DIF in dichotomous items using logistic regression
through a comparison of Model 1 and Model 2 (see Section 6).

An omnibus test of DIF across the J coded variables is only applicable to the contin-
uation ratio scheme because this is the only of the three schemes that yields independent
coded variables. To conduct an omnibus test of DIF, the chi-square values obtained using
(12.3) for each the J likelihood ratio tests can be added to yield an omnibus chi-square
statistic with J degrees of freedom. The results of simulation studies (French and Miller,
1996) indicated that while the results of logistic regression analyses produced detailed
descriptions of DIF, its successful implementation with adequate power required rela-
tively large sample sizes (i.e., 2,000). In addition, power tended to be higher using the
continuation ratio and cumulative coding schemes than using the adjacent categories,
due to the loss of data resulting from the adjacent categories coding scheme.

An alternative approach to using logistic regression for the detection of DIF in poly-
tomous items is to treat the grouping variable as the dependent (or response) variable,
and to describe the probability of belonging to the reference group as a function of test
score (X), item response (Y ), and the interaction of test score and item response, using
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the logistic function

(12.4)P(G = R | X, Y) = exp(z)

1 + exp(z)
,

where

(12.5)z = β0 + β1X + β2Y + β3XY.

The term β2 corresponds to uniform DIF and term β3 corresponds to nonuniform DIF.
This approach was proposed by Miller and Spray (1993), and is referred to as the logis-
tic discriminant function analysis approach for detecting DIF. Significance tests for the
presence of nonuniform and uniform DIF are conducted using the series of likelihood ra-
tio tests as described for logistic regression applied to dichotomous items. Although the
logistic discriminant function analysis procedure can be applied to investigate uniform
and nonuniform DIF in polytomous items, the power of the this procedure in relation
to the other polytomous DIF detection procedures described in this chapter is unknown.
Both logistic regression approaches for polytomous items (using J sets of coded vari-
ables, or logistic discriminant function analysis) can be conducted using most standard
statistical software packages.

13. Differential test functioning and DIF effect variance

The methods described thus far have addressed the concept of fairness and bias at the
item level. It is also germane to consider how the individual item-level DIF indices
aggregate across all n items of the test, referred to as differential test functioning (DTF).
The study of DTF has practical importance because it is possible for a subset of items to
contain a level of DIF that is not large enough to warrant flagging at the individual item
level, but that aggregates across the subset to result in a substantial impact at the level
of the test. In this situation, DTF may signify the possibility of bias despite the lack
of conclusive evidence within any single item. This section describes methods used to
quantify DTF.

One approach to examining DTF is to consider the between-group differences in
the conditional test performance. Shealy and Stout (1993a) proposed generalizing the
SIBTEST procedure (presented earlier for detecting DIF in individual items) to permit
such an analysis. That is, for some subset of s items, such that the items of the subset
are denoted by i = 1, 2, . . . , s, we can consider the weighted average of the conditional
between-group differences in the expected sum across the s items of the subset, given
by

(13.1)β̂ =
∑m

k=1 wk(Ȳ
∗
Rk − Ȳ ∗

Fk)∑m
k=1 wk

.

In (13.1) Ȳ ∗
Rk and Ȳ ∗

Fk correspond to the expected value of the sum of item responses
across the s items of the subset for the reference and focal groups conditional on the true
score approximations associated with stratum k, and wk is a weighting factor, typically
set equal to the number of focal group members at the kth stratum. Notice that this form
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is identical that given for SIBTEST applied to single item; SIBTEST applied to single
items to detect DIF is simply a restriction of the more general DTF measure where the
subset consists of only a single item. Corresponding standard error estimators (identical
to those displayed for SIBTEST in DIF detection) exist, and can be employed to create a
test statistic that is distributed approximately as standard normal. In addition, SIBTEST
as a measure of DTF can accommodate both dichotomous and polytomous item formats.

While the application of SIBTEST has proven useful in some situations (Gierl et al.,
2003; Gierl and Khaliq, 2001), its application to more general studies of DTF has two
limitations. First, because SIBTEST considers the average between-group difference in
the expected subset score, it is a signed measure of DTF. A positive value indicates
the reference group members typically outperform focal group members of equal true
scores, and a negative value indicates the reverse. The result of this is that opposite DIF
effects can cancel one another to yield a net DTF estimate near zero despite substantial
levels of DIF at the item level. A second limitation of SIBTEST as applied to the study
of DTF is that it is expected to be a rather ineffective measure of DTF when the entire
test is used as the subset, and the estimate of ability is based on the scores internal to the
test itself. This result is expected due to the ipsitivity inherent in item-level DIF effects
(discussed in Section 16), which ensures that the average DIF effect across all items
of the test will equal approximately zero (this is a direct result of using the test score
itself as an internal measure of ability). Although it was not the intent of Shealy and
Stout (1993a) for SIBTEST to be applied as a measure of DTF across the entire test, it
is useful to understand this limitation of most measures of differential item functioning
using an internal criterion for conditioning.

A second approach for measuring DTF is the DFITS approach first proposed by
Raju et al. (1995). The DFITS approach is based on the following logic. First, for
an individual having latent proficiency θ , the individual’s true score (T ) for a test of
dichotomously scored items is equal to the expected proportion correct on the test, ex-
pressed by

(13.2)T =
n∑

i=1

P(Yi = 1 | θ),

where the subscript i has been inserted to denote the ith item of a test containing n

items, and the probability of correct response is specified according to a dichotomous
IRT model. If there is no DIF in any of the items of the test, and thus no DTF, it must
be the case the true score for an individual with ability θ will be identical regardless of
group membership. However, if a DIF effect exists, then between-group differences in
item parameters will exist in at least one of the items and, as a result, reference group
members with ability θ are expected to have a different true score than focal group
members with ability θ . It follows that for a particular individual with ability θ , we can
consider the difference between the true score if the individual belongs to the reference
group (TR) and the true score if the individual belongs to the focal group (TF ). The
difference between TR and TF for a particular individual can be represented by

(13.3)D = TF − TR.
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An unsigned index of DTF is then given by the expected value of the squared true score
differences integrated over the focal group distribution of θ , given by

(13.4)DTF =
∫

θ

D2f (θ | G = F) dθ,

where f (θ | G = F) corresponds to the density of θ for the focal group. The measure
of DTF shown in (13.4) can be expressed as

(13.5)DTF = σ 2
D + μ2

D.

The DFITS approach has been extended to tests of polytomous items (Flowers et
al., 1999). In this case the same general logic holds, with the difference that the true
scores are obtained using polytomous IRT models (e.g., GRM, GPCM) rather than di-
chotomous models. Implementation of the DFITS paradigm can be accomplished using
a computer program written by Raju (1995).

A third approach to measuring DTF is to consider the variance of DIF effect across
items with a random effects model. If we define the DIF effect for item i as the common
log-odds ratio, λi , then the estimate of the DIF effect can be modeled linearly (see
Longford et al., 1993) using

(13.6)λ̂i = μ + ξi + εi,

where μ represents the overall mean DIF effect across items, ξi represents the DIF
effect of item i, and εi represents sampling error. Assuming all test items are scored
dichotomously, the DIF effect estimator (λ̂i) can be obtained using the Mantel–Haenszel
common log-odds ratio as described in Section 5. Using this formulation, the variance
of ξi (represented by τ 2) provides a measure of global DTF; τ 2 = 0 signifies the absence
of DIF, and τ 2 > 0 indicates that between-item differences in DIF effect exist. The
situation of τ 2 > 0 can be a result of a few items displaying large DIF effects, or
numerous items displaying small DIF effects. Because τ 2 corresponds to the between-
item variance component in DIF effect, it is an unsigned index of DTF.

Longford et al. (1993) proposed a maximum likelihood estimator of τ 2. A compu-
tationally simpler estimator of τ 2, proposed by Camilli and Penfield (1997), is given
by

(13.7)τ̂ 2 =
∑n

i=1(λ̂i − μ̂)2 − ∑n
i=1 s2

i

n
,

where λ̂i is equal to the Mantel–Haenszel common log-odds ratio estimator, μ̂ is equal
to the mean of λ̂i across the n test items, and s2

i is the estimated error variance associated
with λ̂i as given by the estimated variance of the Mantel–Haenszel common log-odds
ratio in (5.9). Camilli and Penfield also proposed a weighted τ 2 estimator, given by

(13.8)τ̂ 2
w =

∑n
i=1 w2

i (λ̂i − μ̂)2 − ∑n
i=1 wi∑n

i=1 w2
i

,

where

(13.9)wi = 1

s2
i

.
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While τ̂ 2 and τ̂ 2
w were both shown to provide relatively accurate estimates of τ 2 when

item responses follow the 1PL and 2PL, τ̂ 2
w was consistently found to be more accurate

than τ̂ 2 across a variety of conditions (Camilli and Penfield, 1997). In addition, τ̂ 2
w

was found to be more accurate than the maximum likelihood estimator of Longford et
al. (1993). In the presence of guessing, all estimators were found to underestimate τ 2.
As a result, the potential for underestimation must be considered when interpreting τ 2

estimators used in DTF analyses.
The concept of using DIF variance estimators as an index of DTF can be extended to

tests consisting exclusively of polytomous items, or to tests consisting of a combination
of dichotomous and polytomous items. For example, Penfield and Algina (2005) pro-
posed using the Liu–Agresti cumulative common log-odds ratio as a DIF effect estima-
tor for computing τ̂ 2 and τ̂ 2

w in relation to mixed-format tests. Because the Liu–Agresti
estimator reduces to the Mantel–Haesnzel estimator in the case of a dichotomous item,
the resulting τ 2 estimators can be applied to tests containing dichotomous and polyto-
mous items. Interpretation of the resulting τ 2 estimators is hampered, however, by the
highly variable form of DIF observed in polytomous items and the differential weight
to overall DTF attributable to dichotomous and polytomous items. Calculation of τ̂ 2

and τ̂ 2
w can be conducted in the DIFAS computer program (Penfield, 2005) for tests

containing dichotomous and/or polytomous items.

14. Explaining the sources of DIF

While the assessment of DIF is an important aspect to ensuring the fairness and validity
of test scores, the statistical assessment of DIF in isolation yields a rather superficial
interpretation of item bias. The identification of DIF indicates a conditional between-
group difference in item performance, but it provides no information concerning the
cause of the DIF. Understanding the cause of DIF is important for two general reasons:
(a) it informs whether the presence of DIF indicates an unintended factor determining
item responses, and thus whether the DIF signifies a fair or unfair advantage on an item;
and (b) it can help test developers better understand item and group properties that are
responsible for differential test performance, and consequently may lead to tests that are
more fair. This section describes theory and methodology associated with each of these
general reasons for understanding the sources of DIF.

Perhaps the most widespread concern for understanding the cause of DIF is to deter-
mine whether the observed DIF in an item is actually representative of bias. In this case,
items identified as having moderate or large levels of DIF (e.g., using the ETS classifi-
cation scheme described in Section 7) are subjected to a content review by a panel of
experts in an attempt to identify the reason for the observed DIF. If an identified reason
corresponds to a construct that was not intended to be measured by the test, then the
item is identified as being biased, and would be appropriately revised or removed from
the test. If a cause of the DIF is found, but the cause corresponds to a construct that
was intended to be measured by the test, then the item is generally retained in the test
to preserve the integrity of the content specifications mandated for the test.
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A second reason for investigating the sources of observed DIF is to understand item
properties that lead to DIF, and possibly unfairness. Several approaches have been pro-
posed for this. One approach is to assess the presence of DIF across predefined subsets
of items. For example, if items on a math test can be grouped into subsets accord-
ing to content, then, using a measure of signed DTF (e.g., SIBTEST), the presence of
DIF across all items of the subset can be assessed. In the DIF literature, the subsets
of items are termed bundles, and the assessment of aggregated signed DIF across the
items of each bundle is referred to as differential bundle functioning (DBF). Let us con-
cern ourselves with the situation in which a particular bundle demonstrates substantial
DTF. Because the bundle was defined according to the content peculiar to the items
of that bundle, the existence of signed DTF for the bundle provides evidence that the
content peculiar to that bundle is responsible for DIF observed in the items of the bun-
dle. Through the examination of which bundles do and do not contain substantial signed
DTF, and the respective defining characteristics of the bundles, conclusions can be made
concerning item characteristics that are responsible for differential test performance of
focal and reference groups. Applications of DBF can be found in numerous studies
(Douglas et al., 1996; Gierl et al., 2003; Gierl et al., 2001; Gierl and Khaliq, 2001;
Oshima et al., 1998).

In conducting a DBF analysis, the definition of bundles can be constructed a-priori in
a confirmatory manner through the use of content experts, or post-hoc in an exploratory
manner in which statistical and psychometric methods (e.g., cluster analysis, multidi-
mensional scaling, dual scaling, exploratory factor analysis, etc.) are used to group the
items according to two or more dimensions. Gierl et al. (2001) provides an informative
overview of issues related to DBF and the associated bundle definition methodology.

While efforts to explain the sources of DIF can occur at the individual item level
through an examination of the properties (e.g., content, cognitive processes involved
for response) of each item displaying a substantial level of DIF, the application of DBF
holds several potential advantages. First, the use of DBF can yield higher power than
that associated with item-level DIF analyses because DBF considers aggregated DIF
across two or more items. This advantage was previously mentioned in relation to the
advantage of DTF over item-level DIF analyses. Second, the bundle may be a more
reliable sample of behavior than the individual item (Gierl et al., 2001), and thus may
provide a more stable indication of the source of differential performance.

A second approach to identifying sources of DIF is using hierarchical logistic re-
gression (Raudenbush and Bryk, 2002) to model DIF effect as a function of item-level
characteristics. In this approach, the logistic regression model described in Section 6 for
dichotomous items is applied to each item, and the coefficient representing DIF effect
(the uniform DIF effect) in each item is treated as a random variable that can be pre-
dicted from item-level characteristics. Using this framework, the proportion of between-
item variance in DIF effect that is explained by particular item-level characteristics can
be estimated, and thus potential sources of DIF effect can be identified. Because this
approach enables the modeling of DIF effect as a function of any number of item-
level properties, it offers much greater flexibility than the DBF approach to identifying
sources of differential test performance. In addition, robust estimation of the random
coefficients provided by the hierarchical approach can provide improved DIF effect esti-
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mation over traditional nonnested methods. Swanson et al. (2002) provide a detailed de-
scription of the hierarchical logistic regression approach to DIF analysis. Although this
approach can be useful, its application is limited by assumptions of model fit, fixed abil-
ity estimates, and adequate sample size for parameter estimation. Hierarchical logistic
regression analysis can be computed using HLM 5 software (Raudenbush et al., 2000).

A third approach to identifying specific DIF-related factors is to conduct randomized
studies to test hypotheses concerning item properties that may cause DIF. This approach
begins by developing hypotheses concerning the item properties causing DIF using the
results obtained from exploratory DIF analyses conducted on operational test items.
Next, two or more versions of a particular item are constructed by varying the level
of the item property under investigation. The different versions of the studied item are
then administered to random samples of examinees and the amount of DIF observed in
the item is compared across the samples. If the samples exhibit different levels of DIF
for the studied item, then evidence exists that the manipulated item property is causing
DIF. Examples of this approach can be found in several published sources (Bolt, 2000;
Scheuneman, 1987; Schmitt et al., 1993).

15. Steps to conducting DIF analyses: An applied example

While much of this chapter has been devoted to describing statistical approaches to
measuring DIF, conducting a comprehensive DIF analysis requires of series of steps
aimed at measuring DIF and ensuring that the obtained DIF statistics are interpreted
appropriately. In this section we outline a set of six steps that practitioners can use in
conducting DIF analyses. We then demonstrate these steps using a real dataset.

Step 1. Establish the stratifying variable
If an IRT approach is used for assessing DIF, the stratifying variable is typi-

cally of little concern because it is implicit to the IRT analysis itself. In most other
cases, however, the DIF analyst must establish an observed score used as the strat-
ifying variable in the analysis. While stratifying variables that are external to the
items under investigation can be used, it is often the case that the stratifying vari-
able is the unweighted sum of the responses given to the set of items being ex-
amine for DIF (e.g., the observed test score). Although counterintuitive, the studied
item should be included in the computation of the stratifying variable because omit-
ting the studied item can induce a bias in the obtained DIF statistics (Zwick, 1990;
Zwick et al., 1993).

Step 2. Determine reliability of the stratifying variable
Prior to measuring DIF, the analyst should ensure that the scores comprising the

stratifying variable are adequately reliable. Lack of an adequate level of reliability of
the stratifying variable can cause DIF statistics to become biased if a between-group
difference in the distribution of the target trait exists.

Step 3. Measure between-group differences in the target trait distribution
The presence of a between-group difference in the mean of the target trait can lead

to a bias of DIF statistics (Shealy and Stout, 1993a; Zwick, 1990). If a substantial dif-
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ference exists, then caution should be used in interpreting the obtained measure of DIF
because observed DIF may be a result of the between-group difference in target trait.
The impact of a between-group difference can become severe when the reliability of the
stratifying variable is low, warranting extreme caution when interpreting DIF analyses
under these circumstances.

Step 4. Compute DIF statistics
We recommend computing a measure of DIF effect size for each item in concert

with a test of the null hypothesis of no DIF. This will ensure that an item is flagged
as having substantial DIF only when: (a) a large DIF effect estimate is obtained, and
(b) a sufficient level of stability exists in the DIF effect estimate to lead to a rejection of
the null hypothesis of no DIF.

Step 5. Conduct content analysis of items flagged as having DIF
For each item flagged as having a substantial level of DIF in Step 4, the content

should be examined to identify the secondary trait causing the DIF. If the secondary
trait is deemed to be irrelevant to the constructs intended to be measured, then the item
should be considered for revision or removal.

Step 6. Remove large DIF items and recomputed DIF statistics
After running the initial DIF analysis and relevant content analysis, all items flagged

for revision or removal should be removed from the analysis, and Steps 4 and 5 should
be conducted again on the remaining items.

A demonstration of the steps described above will be conducted using the items of the
released portion of the mathematics literacy section of the 1995 TIMSS assessment. The
section consisted of 20 items (16 dichotomous and 4 polytomous). The reference group
consisted of 706 English speaking students administered an English version of the test,
and the focal group consisted of 260 French speaking students administered a French
version of the test. Both groups resided in Canada. The reliability of the unweighted
summated score (estimated using coefficient alpha) was 0.78 and 0.79 for the reference
and focal groups, respectively. The mean summated score for the reference and focal
groups differed by approximately 0.6 standard deviations (reference group was higher
than the focal group) indicating that caution should be used when interpreting the re-
sults so that items are not falsely flagged due to the biasing effects of between-group
differences on the target trait.

Parametric and nonparametric approaches were used to measure DIF. The non-
parametric approaches consisted of two contingency table statistics: (a) λ̂LA, and (b)
Mantel-χ2. Note that although λ̂LA and Mantel-χ2 were introduced for the analysis of
DIF in polytomous items, when applied to dichotomous items they reduce to λ̂MH and
χ2

MH (with the exception of the continuity correction), respectively. All nonparametric
analyses were conducted using the DIFAS computer program (Penfield, 2005). While
the meaning (with respect to DIF effect size) of λ̂MH for dichotomous items and λ̂LA
for polytomous items is not identical, the respective interpretations are likely parallel
enough to permit roughly equivalence comparison of DIF effect across dichotomous
and polytomous items (Penfield and Algina, 2003). Parametric approaches consisted of
logistic regression analyses conducted using SPSS. For dichotomous items the nonuni-
form DIF effect of the logistic regression model was obtained by considering the value
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of β̂3 when included in a model containing both β̂2 and β̂3 (shown in Eq. (6.8)), and the
uniform DIF effect was obtained by considering the value of β̂2 when using a model
that did not include β̂3 (shown in Eq. (6.8)). For polytomous items, logistic regression
models were conducted using a cumulative dichotomization scheme. Although not dis-
played in Table 4, all logistic regression analyses were accompanied by the computation
of the likelihood ratio statistic for testing the relevant null hypothesis of no DIF.

Table 4 presents the primary results of the DIF analysis. Negative values of λ̂LA and
β̂ indicate DIF favoring the focal group and positive values indicate DIF favoring the
reference group. Notice the variability in the value of the DIF effect estimator across
the 20 items (e.g., λ̂LA ranges from −0.716 to 2.474) and the lack of clear delineation
between large and small levels of DIF, which is typical of DIF analyses. It is also of
interest to note the similarity in the values of λ̂LA and β̂2 for each dichotomous item (as
well as the respective standard errors), which demonstrates the theoretical equivalence
between the two estimators under the condition of uniform DIF.

Based on the results shown in Table 4, four items displayed DIF magnitudes that
warrant attention: Items 2, 3, 6, and 17. Item 2 displayed a very large uniform DIF ef-
fect (λ̂LA = 2.474, β̂2 = 2.54), and the null hypothesis of no DIF was rejected using
Mantel-χ2 as well as the likelihood ratio test of β̂2 = 0 (χ2 = 229.165). The χ2 value
of 229.165 computed for the likelihood ratio test of β̂2 = 0 was obtained by taking
the difference between the value of “−2 Log likelihood” reported in the SPSS output
when β̂2 was set equal to zero (1149.68) and when β̂2 was free to vary (920.515). The
likelihood ratio test of β̂3 = 0 also yielded a significant result (χ2 = 6.083), indicat-
ing the possible presence of nonuniform DIF in Item 2. The DIF effects of Items 3,
6, and 17 were also large (although not nearly as large as those of Item 2) and were
associated with the rejection of the null hypothesis of no uniform DIF. In the case of
Item 6 (a polytomous item), the logistic regression parameter of interest (β̂2) signifi-
cantly differed from zero (determined using likelihood ratio tests) for each of the three
steps of the cumulative dichotomization scheme, indicating a relatively constant DIF
effect across the steps. The four items discussed above should be subjected to a content
review. Any item for which the content review indicates the presence of an unintended
secondary trait should be flagged for revision or removal from the test, and the DIF
analysis should be conducted again with the flagged items excluded from the stratifying
variable.

16. Cautions and limitations

This chapter has outlined just some of the arsenal of statistical methodology developed
to detect DIF. But, has the development of this methodology actually served to improve
the fairness in test scores? The general conclusion of the DIF community seems to be
that the application of DIF methodology has had a modest impact on the fairness of the
scores (for a discussion, see Camilli, 1993). It is rare that items are actually removed
from a test as a result of a DIF analysis, and the impact of the removal of such items
typically has only a negligible impact on test score distributions (Hu and Dorans, 1989).
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Table 4
Results of a DIF analysis

Item Contingency table methods Logistic regression methods

λ̂LA Mantel-χ2 Dichotomous items Polytomous items

β̂2 β̂3 β̂2 β̂2 β̂2
(Uniform) (Nonuniform) (Step 1) (Step 2) (Step 3)

1 −0.234 1.201 −0.286 0.116
(0.218) (0.219) (0.049)

2 2.474 211.675∗ 2.554∗ 0.089∗
(0.198) (0.185) (0.036)

3 −0.661 12.020∗ −0.496∗ 0.012
(0.192) (0.183) (0.040)

4P −0.071 0.143 −0.311 0.059
(0.185) (0.234) (0.196)

5P 0.151 0.893 0.528 −0.211
(0.168) (0.194) (0.217)

6P −0.716 10.850∗ −0.850∗ −0.614∗ −0.746∗
(0.216) (0.309) (0.253) (0.240)

7 −0.157 0.591 −0.102 −0.017
(0.205) (0.197) (0.040)

8 −0.541 4.785 −0.553∗ −0.080
(0.254) (0.231) (0.050)

9 0.142 0.604 0.206 0.020
(0.180) (0.177) (0.037)

10 −0.481 3.180 −0.534∗ −0.038
(0.277) (0.257) (0.061)

11 −0.268 1.859 −0.282 −0.034
(0.196) (0.186) (0.037)

12 −0.537 9.054∗ −0.561∗ 0.060
(0.180) (0.184) (0.039)

13 0.291 1.512 0.298 −0.057
(0.234) (0.224) (0.081)

14 0.140 0.342 0.040 0.012
(0.237) (0.236) (0.055)

15 −0.076 0.106 −0.097 −0.030
(0.234) (0.226) (0.052)

16 0.198 0.179 0.255 −0.012
(0.462) (0.443) (0.084)

17 −0.657 7.798∗ −0.544∗ −0.045
(0.235) (0.226) (0.044)

18 0.151 0.682 0.210 0.036
(0.182) (0.179) (0.038)

19 −0.274 1.778 −0.271 0.010
(0.204) (0.199) (0.043)

20P 0.482 7.254∗ 0.613∗ 0.399
(0.181) (0.212) (0.222)

Note. Values in parentheses correspond to standard errors of the associated statistics. Items denoted by a
subscripted P are polytomously scored. The asterisk (∗) indicates the rejection of the null hypothesis of no
DIF using a Type I error rate of 0.05.
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Perhaps the greatest impact that DIF analysis has had on test scores concerns the per-
ception of test fairness; test developers now have statistical methodologies that serve as
a robust and objective safety net to guard against bias. In that sense, then, test develop-
ers are upholding their duty to generate tests that are as fair as possible. Yet, one cannot
escape the reality that DIF provides only a partial solution to the eradication of item
and test bias. DIF has several limitations, some statistical and some conceptual, that
prohibit it from providing the omnibus panacea for bias. Understanding and respecting
these limitations will serve the testing community well in future endeavors of test fair-
ness. The remainder of this section describes a few of the most restrictive limitations
inherent in current DIF methodology.

We begin by describing the most pervasive statistical limitation of DIF methodolo-
gies – the use of a measure of ability that is internal to the test itself, resulting in
measures of DIF that are ipsitive. To describe the ipsitivity problem (also termed the
circularity problem by Camilli, 1993), consider a test for which there are two items that
display a large bias effect against the focal group. The presence of bias against the focal
group on the two items yields a situation whereby the test score underestimates ability
for numerous focal group members. The biased test scores for the focal group yields a
situation whereby reference and focal group members having the same test score will
not share the same expected ability level; the focal group members will have a higher
expected ability level than the matched reference group members. As a result, the non-
biased items of the test will display a small level of DIF favoring the focal group. That
is, DIF observed against the reference group is dependent upon the impact of the two
biased items on the focal group test score distribution. This between-item dependence
in DIF statistics is the ipsitivity problem. The end result of the ipsitivity problem is that
the average value of signed DIF indices (e.g., the common log-odds ratio) across all
items of a test is approximately zero, and thus the absolute magnitude of DIF indices
cannot be used to make statements concerning a pervasive bias across the items of a test.
Rather, information concerning item-level bias is based on relative sign and magnitude
of the DIF statistics among the items of the test.

While DIF analyses routinely flag items appearing to favor the reference group, such
analyses also flag items that favor the focal group. Determining whether the observed
DIF in favor of a particular group is attributable to bias in the item, or to bias in other
items of the test in favor of the other group can prove difficult. Another potential hurdle
posed by the ipsitivity problem is that in the case of pervasive bias where every item is
biased against a particular group, none of the items will display substantial DIF. In this
case, the conditional underperformance on the items by the disadvantaged group will
be offset by the nonvalid matching of reference and focal group members caused by the
pervasive bias.

While a complete solution to the ipsitivity problem does not exist, steps can be
taken to control some of the problems resulting from stratifying variable contamina-
tion. A two-stage screening procedure can be used to purifying the stratifying variable:
(a) in the first stage a standard DIF analysis is run and items are screened for removal
based on the results of the DIF analysis and expert review, and (b) in the second stage
the DIF analysis is rerun using the items retained from the first stage. DIF analysts will
admit, however, that there is often such a large range of DIF values across the items of
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the test that even after an initial round of item removal the DIF statistics obtained in the
second stage are highly variable, thus obscuring clear and simple classification of items
as being biased.

A second limitation of current DIF detection methodologies concerns the grouping
variables commonly used to designate the reference and focal groups. Typical dichoto-
mous grouping variables take the form White vs. Black, White vs. Hispanic, male vs.
female, etc. The groupings are, in general, crude and may not consistently distinguish
between individuals who have differential exposure to the secondary factor causing item
bias. For example, variables such as educational background or socio-economic status
may display a stronger relationship with the secondary factor causing the item bias
than a gross categorization of White vs. Black. These sentiments were described over a
decade ago by Dorans and Holland (1993) by:

To date, focal groups have been intact, easily defined groups such as Asians, Blacks,
Hispanics, and women. References [sic] groups have been Whites or men. It could be ar-
gued, however, that these intact ethnic groups are merely surrogates for an educational
disadvantage attribute that should be used in focal group definition. In fact, within any
of these groups, there is probably a considerable degree of variability with respect to
educational advantage or disadvantage. Perhaps we should be focusing our group defini-
tion efforts toward defining and measuring educational advantage or disadvantage directly.
(p. 65)

Other researchers have investigated matching on factors such as educational background
(Clauser et al., 1996), and the results appear promising. Further improvements in match-
ing may be obtained by using other nontraditional variables that have been implicated
in explaining differential test performance, such as racial identity (Helms, 2004).

Finally, the removal of DIF does not mean that the test is free of bias. The only link
we currently have between DIF and item bias is expert judgment specifying properties
of items that can be predicted to yield biased test scores. The results of several stud-
ies have indicated that expert judges were unable to identify biased items (Reynolds,
1982) and were largely ineffective at flagging the same items as flagged using DIF
methodology (Englehard et al., 1990). An alternative use of expert review is that of a
sensitivity review, first formally documented by ETS in 1980 (ETS, 1980), and more
recently termed a fairness review (ETS, 2003). According to ETS (2003), a sensitivity
review makes use of trained expert judges to

identify and remove invalid aspects of test questions that might hinder people in various
groups from performing at levels that allow appropriate inferences about their relevant
knowledge and skills. (p. 1)

To this end, the sensitivity review seeks to ensure that: (a) the test is free of content
(e.g., wording, figures, situations, etc.) that is sexists, racist, stereotypic, controver-
sial, potentially offensive and upsetting, ethnocentric, specialized to particular settings
or occupations (e.g., military topics, legal words, scientific words etc.), or construct-
irrelevant stimuli (e.g., maps, charts, etc.); and (b) the items of a test reflect the diversity
of gender, race, and ethnicity found in our society (Bond et al., 1996; ETS, 2003;
Ramsey, 1993).
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A comprehensive sensitivity review could consist of the following five stages:
(a) fairness reviewers are trained appropriately, provided access to all pertinent test
specifications, and informed of the characteristics of the population taking the test;
(b) a preliminary review is conducted of proposed test specifications (particularly con-
tent that is potentially controversial or expensive to develop) prior to test construction
and pretesting; (c) a review is conducted concurrently with pretest item analyses in
which items may be modified or deleted; (d) a review is conducted prior to the adminis-
tration of operational test forms; and (e) additional reviews of test content are conducted
at least once every five years. Variations of the final four stages may be required depend-
ing on the specific details guiding test development. A comprehensive discussion of the
training of fairness reviewers and the guidelines associated with the review process is
beyond the score of this chapter. Detailed descriptions of the sensitivity review process,
its rationale, and its implementation, can be found in ACT (2004), ETS (2003) and
Ramsey (1993).
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Equating Test Scores

Paul W. Holland, Neil J. Dorans and Nancy S. Petersen

1. Introduction and definitions

Test equating is a necessary part of any testing program that continually produces new
test forms and for which the uses of these test forms require that the meaning of the
score scale be maintained over time. Although different editions or forms of a test are
designed to measure the same constructs and are usually built to the same test specifica-
tions or test blueprint, they almost always differ somewhat in their statistical properties.
For example, one form may be harder than another, so without adjustments, examinees
would be expected to receive lower scores on the harder forms. A primary goal of test
equating for testing programs is to eliminate the effects on scores of these unintended
differences in test form difficulty. For many testing programs, test equating is necessary
to be fair to examinees taking different test forms and to provide score-users with scores
that mean the same thing, regardless of the test forms taken by examinees.

In high-stakes testing programs, it cannot be overemphasized how important it is that
test equating be done carefully and accurately. The released scores are usually the most
visible part of a testing program, even though they represent the endpoint of a large test
production, administration, and scoring enterprise. An error in the equating function or
score conversion function can affect the scores for all examinees. For this reason, the
credibility of a testing organization is called into question over test equating problems
to a greater degree than when, for example, flawed test questions are discovered in
operational tests.

This chapter consists of four main sections. Section 1 provides an introduction to
test score equating and gives some important definitions. Section 2 is concerned with the
most common data collection designs that are used to equate test scores. In Section 3, we
discuss the various methods and procedures for forming equating functions. Section 4
presents best practices in the choice and evaluation of equating designs and functions,
and also presents challenges to best practices often encountered in practice.

1.1. Literature on score equating

For two tests, a link between their scores is a transformation from a score on one to a
score on the other. In the field of educational measurement, there are at least six books
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that focus on issues in test linking. Holland and Rubin (1982) contains a set of confer-
ence papers covering a variety of test equating topics. The most complete coverage of
the entire field of test equating and linking is provided by Kolen and Brennan (2004).
The book by von Davier et al. (2004b), introduces several new ideas of general use in
equating although its focus is on kernel equating. The two book-length reports from
the National Research Council, Uncommon Measures by Feuer et al. (1999) and Em-
bedding Questions by Koretz et al. (1999), are very accessible summaries of informed,
professional judgment about the issues involved in linking scores on different educa-
tional tests. Finally, Livingston (2004) is a training manual for those who will actually
do score equating and it gives a spirited and straightforward description of many of the
major issues and procedures encountered in practice.

Readers who are new to test equating will do well to discover the wealth of material
that has appeared in the three old editions and the forthcoming edition of Educational
Measurement. Flanagan (1951), in the first edition, covers some of the test equating
techniques that were available when he wrote. He also discusses issues and problems
that are still current, which shows how pervasive they are. Angoff (1971), in the sec-
ond edition, provides a comprehensive introduction to scales, norms and test equating.
Petersen et al. (1989) introduced new material developed since the Angoff chapter.
Holland and Dorans (2006) provide an historical background for test score linking. In
addition to test equating, Holland and Dorans (2006) discuss other ways that scores on
different tests are connected or linked together. We will draw heavily from the Holland
and Dorans chapter in the material we cover about equating and refer the reader to their
treatments of other types of linking, most notably scaling, as appropriate.

1.2. Classes of score linking methods

A link between scores on two tests is a transformation from a score on one to a score on
the other. Transformations that link the scores on two tests can be of different types. The
distinctions between different types of linkages are related to the similarities and differ-
ences between the tests as well as to the ways in which the linked scores are intended
to be used and interpreted. Several frameworks have been suggested for organizing the
different types of links that are used in practice. These are found in Flanagan (1951),
Angoff (1971), Mislevy (1992), Linn (1993), Feuer et al. (1999) and Dorans (2000,
2004). Kolen (2004) and Kolen and Brennan (2004) give reviews and syntheses of sev-
eral frameworks. Holland and Dorans (2006) provide their own framework that builds
on and clarifies this prior work.

Holland and Dorans divide linking methods into three basic categories called predict-
ing, scale aligning, and equating. It is important to distinguish between these categories
because they are often seen as similar or identical when, in fact, they are not. Testing
professionals need to understand these differences, the circumstances when one cate-
gory is more relevant than another and, when necessary, be able to communicate these
distinctions to test users.

1.2.1. Predicting
Predicting is the oldest form of score linking. Predicting has been confused with equat-
ing since the earliest days of psychometrics.
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The goal of predicting is to predict an examinee’s score on a test from other infor-
mation about that examinee. This other information might be a score on another test or
the scores from several other tests. It also might include demographic information (e.g.,
race/ethnicity), scores on non-cognitive inventories (e.g., motivation), or other types of
cognitive information (e.g., grades in selected courses). For this reason, there is always
an asymmetry between what is being predicted and what is used to make the predic-
tion, they may be very different in number and character. It has been known since the
nineteenth century that, in the simplest case, the usual linear regression function for
predicting one test score, Y, from another, X, is not the inverse of the linear regression
function for predicting X from Y (Galton, 1888). There is an asymmetry between the
predictor and the predicted score.

Suffice it to say that asymmetry prevents prediction from meeting one of the fun-
damental prerequisites of equating, the goal of which is to produce scores that can be
used interchangeably. Prediction is often appropriate for other purposes however. An
appropriate use of predicting to make a link between two tests occurs when an exami-
nee’s score on one test is used to predict how he or she will perform on another test. An
example of this is the use of PLAN scores to forecast how an examinee will perform
on the ACT a year or so later. For example, periodically a year’s worth of ACT data
from students who have taken both tests is used to estimate the conditional distribution
of ACT scores given the corresponding (English, mathematics, reading, science, and
composite) PLAN score (see ACT, 1997). This conditional distribution gives a predic-
tion of the range of likely performance on the ACT given an examinee’s PLAN score.
If these predictions are applied to examinees who are similar to those in the population
from which the prediction equations are derived, then they are likely to be useful. For
examinees who are very different from them, these predictions are less likely to be ac-
curate. Holland and Dorans (2006) provide an introduction to prediction and the related
procedure called projection for those who wish to explore these approaches.

1.2.2. Scale aligning
The goal of scale aligning is to transform the scores from two different tests onto a
common scale. Scaling procedures are about 100 years old, and were initially called
methods for creating comparable scores.

Scale aligning is the second category in the Holland and Dorans (2006) framework.
It has many subcategories, including activities such as battery scaling (Kolen, 2004), an-
chor scaling (Holland and Dorans, 2006), vertical scaling (Kolen and Brennan, 2004),
calibration (Holland and Dorans, 2006), and concordance (Pommerich and Dorans,
2004). Scale aligning or scaling is not discussed much in this chapter. The interested
reader is urged to consult Holland and Dorans (2006) and Kolen (2006). The statistical
procedures used for scaling can also be used to equate tests. Equating is the focus of
this chapter.

1.2.3. Equating
The goal of equating is to establish an effective equivalence between scores on two test
forms such that the scores from each test form can be used as if they had come from
the same test. To achieve this goal of interchangeable scores, strong requirements must
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be put on the blueprints for the two tests and on the method used for linking scores.
Among other things, the two tests must measure the same construct at the same level of
difficulty and with the same accuracy.

All linking frameworks define equating as the strongest form of linking between
the scores on two tests. In the Holland and Dorans (2006) framework, equating repre-
sents the endpoint of a continuum that begins with methods that make no assumptions
about the relationship between the tests being linked (prediction and battery scaling)
and proceeds to methods that are appropriate for linking tests that are very similar (con-
cordances and equating). Equating may be viewed as a form of scaling in which very
strong requirements are placed on the tests being linked.

1.3. What constitutes an equating?

All methods for linking test scores include (a) two or more tests and rules for scoring
them, (b) scores on these tests obtained by one or more samples of examinees, and
(c) one or more procedures for computing the transformation function. In addition, they
all specify either an implicit or explicit population of examinees to which the test linking
is to be applied. The thing that distinguishes test equating from other forms of linking
is its goal. The goal of score equating is to allow the scores from both tests to be used
interchangeably, for any purpose. As noted earlier, this is a very demanding goal and
experience has shown that the two tests and the methods used to link them must satisfy
very strong requirements to achieve it.

Actually, equating is the first step in a two-step process for putting scores on a new
test onto an existing scale used for reporting. The first step in the process is the raw-to-
raw equating—the computation of the function that links raw scores on a new test, X, to
those of an old test, Y. In practice, the terms old and new form are used to emphasize that
the same construct is being measured by X and Y. The second step is the conversion of
these equated X-raw scores to the reporting scale. In practice, there is a scaling function
that maps the raw scores of Y to the reporting scale, call it S = s(y), and then the
equating function, y = e(x), is composed with s(y) to put the raw-scores of X onto the
reporting scale. Braun and Holland (1982) give an illustrative diagram of this two-step
process for a testing program that continually produces and equates new test forms. The
composition function, S = s(e(x)), is called the score conversion function for X. In
this chapter, we will not discuss how scaling functions are obtained, rather we refer the
reader to the four editions of Educational Measurement (Flanagan, 1951; Angoff, 1971;
Petersen et al., 1989; and Kolen, 2006). In this chapter we will concentrate on the linking
of raw scores, but it’s the final score conversion function that is used in practice to
compare the results of different equating functions and to report scores.

1.3.1. The five requirements for equated scores
In practice, equating is necessary because of our inability to construct multiple forms of
a test that are strictly parallel. Equating is used to fine-tune the test construction process.
There are five requirements that are widely viewed as necessary for a linking to be an
equating. Those requirements are:
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(a) The equal construct requirement. The two tests should both be measures of the same
construct (latent trait, skill, ability).

(b) The equal reliability requirement. The two tests should have the same reliability.
(c) The symmetry requirement. The equating transformation for mapping the scores of

Y to those of X should be the inverse of the equating transformation for mapping
the scores of X to those of Y.

(d) The equity requirement. It should be a matter of indifference to an examinee to be
tested by either of the tests that have been equated.

(e) The population invariance requirement. The equating function used to link the
scores of X and Y should be the same regardless of the choice of (sub)population
from which it is derived.

Both formal and informal statements of subsets of these five requirements appear in
a variety of earlier sources including Lord (1950), Angoff (1971), Lord (1980), Petersen
et al. (1989), Kolen and Brennan (2004), and Holland and Dorans (2006). Dorans and
Holland (2000) explicitly discuss these five requirements and indicate various ways in
which the five “. . . can be criticized as being vague, irrelevant, impractical, trivial or
hopelessly stringent”, p. 283. Lord (1980) regards (d) as the most fundamental, while
Livingston (2004) argues that requirements (d) and (e) are unattainable in practice. Re-
gardless of these differences of opinions, these five requirements have value as criteria
for evaluating whether or not two tests can be, or have been, successfully equated. More-
over, they provide a crude and intuitive “theory” of test equating.

In practice, requirements (a) and (b) mean that the tests need to be built to the same
content and statistical specifications. Requirement (c) excludes the use of regression
methods for test equating. Requirement (d) may be used to explain why both (a) and
(b) are needed (Lord, 1980). If the two tests measure different constructs, examinees
will prefer the one on which they believe they will score higher. Requirement (d) is,
however, hard to evaluate empirically and its use is primarily theoretical (Lord, 1980 and
Hanson, 1991). Requirement (e) is easy to apply in practice and can be used to explain
why requirements (a) and (b) are needed. If the same blueprint is not used to construct
the two tests, then the conversions can differ for different groups of examinees. For
example, a conversion table relating scores on a mathematics test to scores on a verbal
test developed on data for men would be very different from one developed from data
on women, since, in our society, women tend to do less well than men on mathematics
tests. Dorans and Holland (2000) use requirement (e), rather than requirement (d) to
develop quantitative measures of equitability that indicate the degree to which equating
functions depend on the subpopulations used to estimate them.

The difference between prediction and equating has been pointed out repeatedly
over the last century, but due to the natural popularity of prediction using regression
models and the relative unfamiliarity of test equating, it probably needs continual re-
statement and clarification. If we examine the five requirements for equating, it is clear
that prediction methods need not satisfy any of the five requirements. Requirement (c),
in particular, excludes the use of regression methods for test equating. If we are pre-
dicting scores on one test from those on another, the tests need not measure the same
construct (requirement (a)) nor be equally reliable (requirement (b)) although a more
closely related and highly reliable test makes for better a predictor of the scores on
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another test. Requirement (d) plays no role in prediction. And, prediction may violate
requirement (e) as it often makes sense to incorporate population sensitivity directly
into the prediction, that is, to include subgroup membership as predictors to improve
prediction. See Holland and Dorans (2006) for additional discussion of the difference
between prediction and equating.

1.3.2. A crucial concern for all equating methods
A common concern for all of the methods of score equating is how to control for dif-
ferential examinee ability in the linking process. Suppose, as is often done in practice,
that two different tests are given to two different groups of examinees. In examining
the distributions of the resulting scores, there are two ubiquitous factors that can make
interpreting the results complicated. One is the relative difficulty of the two tests (which
is what test equating is concerned about), and the other is the relative ability of the
two groups of examinees on these tests (which is a confounding factor that should be
eliminated in the equating process). In test equating we are only interested in adjust-
ing for differences in test characteristics, and we want to control for any differences in
examinee ability when making these adjustments.

In practice, there are two distinct procedures for addressing the separation of test
difficulty and differential examinee ability. The first is to use a common population
of examinees, and the other is to use an anchor measure. Having the same examinees
take both tests explicitly controls for differential examinee ability. A variant of the use
of a common set of examinees is to use two equivalent samples of examinees from
a common population. On the other hand, when it is not possible to have samples of
examinees from the same population, their performance on a set of common items or
an anchor measure can quantify the ability differences between two distinct, but not
necessarily equivalent, samples of examinees. The use of an anchor measure can lead to
more flexible data collection designs than the use of common examinees. However, the
use of anchor measures requires users to make various assumptions that are not needed
when the examinees are either the same or from equivalent samples.

2. Data collection designs used in test score equating

There are numerous data collection designs that have been used for score equating. We
will restrict our discussion to those designs that involve complete data in the sense that
the examinees are given the opportunity to answer all of the questions on one or both
of the tests. Throughout this chapter we will assume that the scoring of omitted or “not
reached” items is covered by the rules for scoring the test.

The role of data collection designs to control for differential examinee ability is cru-
cial to successful test equating. This control is accomplished through the use of special
data collection designs in which a common group (or equivalent groups) of examinees
take each test form or all examinees take a set of common items or an anchor measure.
In this section and the next, we give brief summaries of the important data collection
designs that have been used over the years. Other good discussions of these designs are
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given in Lord (1950), Angoff (1971), Petersen et al. (1989), von Davier et al. (2004b)
and Kolen and Brennan (2004).

In all of our descriptions, we will identify one or more populations of examinees
and one or more samples from these populations. We will assume that all samples are
random samples even though in practice this may be only an approximation. See Angoff
(1971) and von Davier et al. (2004b) for discussions of the ways that samples are drawn
in practice and how they might differ from purely random samples.

While we emphasize the structure of the data collection designs in this section, it
should be mentioned here that the amount of data collected has a substantial effect
on the usefulness of the resulting equatings. Because it is desirable for the statistical
uncertainty associated with test equating to be much smaller than the other sources
of variation in test results, it is important that the results of test equating be based on
samples that are large enough to insure this. This fact should always be kept in mind
when selecting a data collection design.

2.1. The single group (SG) design

The single group (SG) design is the simplest data collection design. In the single group
design, all examinees in a single sample of examinees from population P take both
tests. The single group design is probably the earliest data collection design used for
test linking. It can provide accurate equating results from relatively small sample sizes.

When discussing data collection designs for test linking, it is helpful to use the “de-
sign table” notation defined in von Davier et al. (2004b), used earlier in Petersen et al.
(1989) and in Braun and Holland (1982). The design table is a schematic representation
of the “examinee by test” data matrix, with rows representing populations and samples
of examinees and the columns representing the different tests, test sections or test items
involved. The design table for the SG design is illustrated in Table 1.

The mark in the design table indicates that the examinees in the sample for a given
row take the tests indicated in the column; otherwise the score data are not collected.

The SG design controls for differential examinee proficiency by having the same ex-
aminees take both tests. It has several major uses in the practice of scaling and equating.
In using this design, however, it is necessary to assume that an examinee’s score on the
second test is unaffected by the fact that she or he has previously taken the first form.
That is, it must be plausible that practice or other types of order effects can be ignored.
In this design, the common population from which the sample is drawn may be clearly
identified as, for example, in the concordance between ACT and SAT reported in Dorans
et al. (1997). However, the “population” may just be a convenient fiction because there
is just a sample of data with no obvious population from which it is a sample.

Table 1
The design table for the SG design

Population Sample X Y

P 1
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Unless we are willing to assume that order effects are negligible, the SG design can
only be used if examinees take the items in both tests at exactly the same point in time.
One such situation occurs when we have to delete a few questions from a test before
reusing it. In this situation, the new form is simply the old form minus the questions
that are being deleted. For equating, we use the original sample of examinees that took
the old form before those questions were deleted. The SG design can also be used if
we need to add a few questions to a test before reusing it. In this situation, the old form
is simply the new form without the questions that are being added and we use the data
from the sample of examinees that took the test with the new questions included. In both
cases, the link from the slightly shorter test to the full test can be viewed as an example
of equating using the SG design.

2.2. The equivalent groups design (EG)

In most equating situations, it is impossible to arrange for enough testing time for every
examinee to take more than one test. The simplest solution is to have two separate
samples take each form of the test. In the equivalent groups (EG) design, two equivalent
samples are taken from a common population P, one is tested with X and the other with
Y. The EG design is often used for equating.

The design table for the EG design, Table 2, clearly shows the pattern of missing
data (i.e., the blank cells).

Because examinees take only one test, the issue of order effects does not arise for the
EG design. The problem is to select samples that are equivalent in whatever the tests
are supposed to measure. In practice, this is done in two ways. First, it is sometimes
possible to take two random samples from P, and test each with a single test. To reflect
this possibility, this design is sometimes called the random groups design (Kolen and
Brennan, 2004). The two samples are then as “equivalent” as two random samples from
the same population can be. Second, the more common situation is to construct the two
samples by “spiraling” the test booklets for the two tests. The booklets are alternated in
the packaging process so that when the tests are distributed to examinees they are al-
ternated, first X, then Y and then X again, and so on. Certain assumptions must hold in
order for spiraling to be feasible. For example, the time limits must be the same for the
two tests. When well-executed, spiraled samples are often somewhat more “equivalent”
(i.e., less different) than random samples. They are “more equivalent” because they are
approximately stratified random samples where the strata are the administrative divi-
sions of the tested population (i.e., classrooms, schools, etc.). The effect of stratification
on the equivalence of samples, however, is usually small.

Table 2
The design table for the EG design

Population Sample X Y

P 1
P 2
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The EG design is fairly convenient to administer. It does not require that the two
tests have any items in common, but it can be used even if they do. It also has some
limitations. It requires large sample sizes to produce accurate equating results. And, it
may have some consequences for test security, as in most cases, the old form will have
been previously administered. However, when samples sizes are large and forms can be
reused, the EG design is usually regarded as a good choice because it avoids the issue of
possible order effects that can arise in the SG design where each examinees takes both
tests.

2.3. The counterbalanced design (CB)

In order to allow for the possibility of order effects in the SG design, the sample is
sometimes randomly divided in half and in each sub-sample the two tests are taken in
different orders – X first and then Y or Y first and then X. The result is the counterbal-
anced (CB) data collection design.

If we denote a score from X, when it is taken first as X1, and, when it is taken second,
as X2, and similarly for Y1 and Y2, then Table 3 describes the CB design.

The CB design contains both the SG and EG designs within it. There are SG designs
for both X1 and Y2 and X2 and Y1. There is an EG design for X1 and Y1 and for X2
and Y2. Also, if the order is ignored and the counterbalancing is regarded as having
eliminated the effect of order, the two samples can be pooled and treated as a simple
SG design. This variety of interpretations implies that there are several ways to use the
data for the CB design to scale or equate X and Y. Von Davier et al. (2004b) describe
several approaches, and indicate how the naive pooling of the two samples may not be
accurate. Their discussion is more complete than that of Angoff (1971). When the SG
design is feasible, and the possibility of order effects is substantial, then the CB design
is often the preferred option. The main advantage of the CB design is the same as that
of the SG design: accurate results from relatively small samples. Its main disadvantage
is that it can seldom be fit within an operational administration of a test. Usually, the
CB design requires a special study for collecting the data.

2.4. Anchor test or “NEAT” designs

In anchor test designs there are two populations, P and Q, with a sample of examinees
from P taking test X, and a sample from Q taking test Y. In addition, both samples take
an anchor test, A. We follow the terminology of von Davier et al. (2004b) and call this
the “Non-Equivalent groups with Anchor Test” (or NEAT) design. Kolen and Brennan

Table 3
The design table for the CB design

Population Sample X1 X2 Y1 Y2

P 1
P 2
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Table 4
The design table for the NEAT design

Population Sample X A Y

P 1
Q 2

(2004) and others refer to this as the “common-item nonequivalent groups design” or
simply the “common item” or the “anchor test” design.

The use of common items or “anchor tests” arose later than the other data collection
designs for test equating and linking. As a way of equating, the earliest versions that we
located are in the early 1940s and both scaling to the anchor and scaling on a hypothet-
ical population, described in Holland and Dorans (2006), were used to equate and scale
the SAT (Donlon and Angoff, 1971). The NEAT design is used for equating and some
forms of scale aligning, as indicated in Holland and Dorans (2006). Table 4 represents
the NEAT design.

The role of the anchor test is to quantify the differences between samples from P and
Q that affect their performance on the two tests to be equated, X and Y. The best kind of
an anchor for equating is a test that measures the same constructs that X and Y measure.
The anchor A is usually a shorter and less reliable test than the tests to be equated.

Formally, the NEAT design contains two single-group designs within it. This struc-
ture underlies both anchor scaling (Holland and Dorans, 2006) and the chain equating
methods to be discussed later.

The relationship of A to X and Y can be of two different types. If A is a subset of
items contained in both X and Y, then it is called an internal anchor test and scores on
A are used in computing scores on the total tests. If A is a separately timed test that
each examinee takes in addition to one or the other of the tests being equated, then it is
called an external anchor test.

The anchor test design improves upon the flexibility of the EG design by allowing
the two samples taking X and Y to be different or “non-equivalent.” It also improves
upon the SG design by not requiring examinees to take both X and Y. While the use of
anchor tests may appear to be a minor variation of the previous data collection designs,
the use of common items rather than common examinees involves new assumptions
that are not necessary in the use of SG, EG, and CB designs, see Sections 2.1–2.3.
Some type of assumption is required in the NEAT design to make up for the fact that
X is never observed for examinees in Q and Y is never observed for examinees in P.
For this reason, there are several distinct methods of scaling and equating tests using
the NEAT design. Each of these methods corresponds to making different untestable
assumptions about the missing data. Holland and Dorans (2006) discuss these methods
and assumptions in more detail. Liou et al. (2001) point out that the NEAT design is a
case of missing data that are missing at random in the technical sense discussed in Little
and Rubin (2002).

There is one case in which the role of the anchor test is different. This is when the two
samples are drawn from a common population, P = Q. This special case of the NEAT



Equating test scores 179

design is an “EG design with an anchor test”. In this case, the role of the anchor test
is the same as that of a covariate in an experimental design. It is used to gain precision
in the estimation of the relevant parameters. For this special case, it is not necessary
for A to measure the same construct that X and Y do, or even to be a test score. All
that matters is for A to be correlated with, that is, predictive of, both X and Y (Lord,
1950). The post stratification procedures described in Section 3.2.1.1 may be viewed as
using the anchor test as a covariate. Lord (1955) indicates that Ledyard R Tucker first
proposed the EQ design with an anchor test as a way of reaping the benefits of both
the EG and the SG designs. The example of an anchor test design given in Liou et al.
(2001) mentioned above, is an EG design with both an anchor test and other “anchor
information” as well.

One way to think about the difference between the NEAT design and the SG, EG,
and CB designs is as the difference between experimental designs versus observational
studies (Rosenbaum, 1995). The SG design is like a repeated measures design with a
single group and two treatments, the EG design is like a randomized comparison with
two treatment groups, while the CB design is like a repeated measures design with a
single group and counterbalanced order of treatments. In contrast, the NEAT design is
like an observational study where there are two non-randomized study groups that are
possibly subject to varying amounts of self-selection.

In Lord (1950) it is shown that the way the anchor test is used in the EG design with
anchor test can have dramatic effects on the resulting accuracy of the results. For ex-
ample, he shows that regardless of the correlation between the anchor measure and the
tests, scaling on a hypothetical population produces more stable or less variable esti-
mates of the equating function than does scaling to the anchor. See Holland and Dorans
(2006) for more on scaling on a hypothetical population and scaling to the anchor.

When P and Q are different or “non-equivalent”, the statistical role of A is to remove
bias as well as to increase precision in the estimation of the equating function. When
A is a miniature version of X and Y (i.e., a “mini-test” that is shorter and less reliable
but otherwise measures the same construct as the two tests to be linked) then it can be
expected to do a good job of removing any bias due to the non-equivalence of P and Q.
When A is not really a measure of the same construct as X and Y, or if it is not highly
correlated with them, A is less useful for removing bias or for increasing precision.

2.5. Practical differences among the SG, EG, CB, and NEAT data collection designs

Each of these data collection designs has advantages and disadvantages that make it
more or less useful in practice. For equating, the single group (SG) design requires
the smallest sample sizes and the equivalent groups (EG) design requires the largest
sample sizes to achieve the same level of accuracy, as measured by the standard error
of equating (see Lord, 1950; Holland and Dorans, 2006). The anchor test (i.e., NEAT)
designs require sample sizes somewhere in between those of the SG and EG designs
depending on how strongly correlated the anchor test is with the two tests to be equated
and how similar the two populations are.

We would argue that the ideal design, in theory, is a large equivalent groups (EG)
design with an external anchor test. If the anchor test is administered last, only the
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anchor test can be affected by possible order effects. A comparison of the distributions
of the anchor test in the two (equivalent) samples then allows differential order effects
to be identified and if they are substantial, the anchor test can be ignored, leaving a
simple EG design, where no order effects are possible. If the anchor test is internal to
the two tests, then context or order, e.g., item location effects may arise and need to be
dealt with.

The primary drawback of the EG design for test equating is that the equated test
has to be given at least twice – once to be equated and then again for, at least one,
operational use as the old form. In some testing programs, it may be problematic to
reuse operational forms. If for test security reasons, special non-operational test admin-
istrations are arranged to collect equating data using the EG design, then the issue of
examinee motivation arises, as discussed in Holland and Dorans (2006)

The single group (SG) design requires a smaller sample size to achieve the same
statistical accuracy as a larger EG design, but it brings with it issues of order effects and
it requires twice as much time to administer both tests. A particular problem with the SG
design is that there is no way to assess whether order effects exist. The counterbalanced
(CB) design, on the other hand, allows order effects to be estimated, but if they are large
and different for the two tests, then there may be no option but to ignore the data from the
tests given second, and treat the result as an EG design without an anchor test. Because
of the greatly reduced sample size, the resulting EG design may produce equating results
that are less accurate than was desired. Von Davier et al. (2004b) propose making a
formal statistical decision for the CB design to assess the order effects.

2.6. The special problems of the NEAT design

The NEAT design is more flexible than the other designs. For test equating it allows a
new test to be used and equated at each successive operational test administration. This
is desirable in high stakes situations where test reuse may lead to test security problems.

The use of the NEAT design (Table 4) requires users to make one of several possible
sets of untestable, missing-data assumptions in order to interpret the linking results
as an equating. In addition, great care must be taken in collecting and analyzing the
data in a NEAT design. For example, for both internal and external anchor tests, the
statistical properties of the common items should be evaluated to make sure they have
not differentially changed from the one test administration to the other. Differential item
functioning (DIF) methods may be used to compare the performance of the common
items with the two test administrations treated as the reference and focal groups, and
the total score on the common items as the matching criterion (see Holland and Wainer,
1993, especially chapter 3). Simple plots of item difficulty values and other statistics
may also be used to detect changes in items. Internal common items are susceptible to
context effects because they are embedded within different sets of items in the two tests.
Changes in widely held knowledge may also lead to changes in performance on anchor
test items. For example, a hard question about a new law on a certification exam may
become very easy once the law becomes part of the standard training curriculum. There
are many examples of this type of “rapid aging” of test questions.
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2.6.1. External anchor tests
It is often advised that the anchor test should be a “mini-version” of the two tests being
equated (Angoff, 1971). Making the anchor test be a mini-version of the whole test is
sometimes in conflict with the need to disguise an external anchor test to make it look
like one of the scored sections of the test. For example, to be a mini-version of the
test, the anchor test might need to include a variety of item types; whereas, to mirror a
specific section of the test, the anchor test might need to include only a limited number
of item types. Items in an external anchor test are administered in a separately timed
section and usually do not count towards the examinee’s score. In many circumstances
it is important to disguise the external anchor test so that it appears to be just another
section of the test. One reason for this is that some examines may identify the anchor
test and, knowing that it does not count towards their final score, skip it or use the time
to work on sections that count towards their score (even though they are instructed not
to do this). While this type of behavior may appear to benefit them, because of the way
that the anchor test is used in equating such behavior may actually result in lowering
the scores of all examinees if enough of them do it. This counterintuitive result can be
explained as follows. The anchor test is used to compare the performance of the current
group of examinees on the anchor test to that of a previous group. If a substantial number
of the current examinees under-perform on the anchor test, this will make them appear
less able than they really are. As a consequence, the new test will appear to be somewhat
easier than it really is relative to the old test. In test equating, a raw score on an easier
test is converted to a lower scaled score than that for the same raw score on a harder
test. Therefore, the scores reported on the new test will be lower than they would have
been had all examinees performed up to their abilities on the anchor test. In practice
this effect is likely to be small, but, for those examinees who worked on another section
during the anchor test, the effect may be canceled by an increased score on the other
section.

Statistical outlier analysis can be used to identify those examinees whose anchor
test performance is substantially different from their performance on the operational
test, i.e., the scores are so different that both scores cannot be plausible indicators of
the examinee’s ability. Removing these examinees from the equating sample prevents
their unlikely performance from having an undue effect on the resulting equating func-
tion.

One major advantage of external NEAT designs is that the extra section may serve
multiple purposes, for example, equating, pretesting, and tryout of new item types. This
is accomplished by spiraling versions of the test with different content in this “variable”
section. This process also can be used to improve test security by limiting the exposure
of the anchor test to a relatively small proportion of the total group tested.

2.6.2. Internal anchor tests
Items in internal anchor tests are part of the assessment and count towards each ex-
aminee’s score. Internal anchor items are usually spread throughout the test. For the
observed score equating methods described in this chapter, where the score on the an-
chor test plays an important role, it is generally accepted that it is desirable for the
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anchor test to be a mini-version of the two tests. This may be more feasible for internal
anchor tests than for external anchor tests.

Because the items in an internal anchor test count towards the score, examinees are
unlikely to skip them. On the other hand, once anchor test items have been used in a
test administration they may become susceptible to security breaches and known by
examinees in future administrations. For anchor items to be effective, they must main-
tain their statistical properties across the old and new forms. The primary problems
with internal anchor tests are context effects and security breaches. Context effects
can occur when common items are administered in different locations (e.g., item 10
in one form and item 20 in the other form), under different testing conditions (i.e., pa-
per and pencil versus computer delivered), or when they are adjacent to different kinds
of items in the two tests. These effects are well documented (Leary and Dorans, 1985;
Brennan, 1992; and Harris and Gao, 2003). Security breaches are an unfortunate reality
for many testing programs, and great care is required to prevent them or to recognize
them when they occur.

2.6.3. Strengthening the anchor test
When there are only small differences in ability between the two samples of examinees
used in the NEAT design, all linear equating methods tend to give similar results, as
do all nonlinear equating methods. To the extent that a NEAT design is almost an EG
design with an anchor test, the need for the anchor test is minimized.

However, when the two samples are very different in ability, as indicated by their
performance on the anchor test, the use of the anchor test information becomes critical,
because it is the only means for distinguishing differences in ability between the two
groups of examinees from differences in difficulty between the two tests that are being
equated. The most important properties of the anchor test are its stability over time
(mentioned above) and its correlation with the scores on the two tests being equated.
The correlation should be as high as possible. An advantage of internal anchors over
external anchors is that their correlations with the tests being equated are usually high
because of their part–whole relationship with the total tests.

Anchor test scores should be highly correlated with scores on the tests being equated.
Long anchor tests are generally better for equating than short ones, as longer tests are
usually more reliable. In practice, it is desirable for both the anchor test and the total
tests to have high reliability.

The importance of the test–anchor–test correlation raises the question of whether it
makes sense to use supplemental information about the examinees in both groups to
increase the correlation. Wright and Dorans (1993) suggest replacing the anchor test
with a propensity score (Rosenbaum and Rubin, 1983) that includes both the anchor
test and other examinee data that distinguishes the two groups of examinees. Liou et al.
(2001) use a missing data model to include surrogate variables along with the anchor
test score to adjust for sample differences before equating. This is an important area for
further research.
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3. Procedures for equating scores

Many procedures have been developed over the years for equating tests. Holland and
Dorans (2006) considered three factors when attempting to develop a taxonomy of
equating methods:

(1) common population versus common item data collection designs,
(2) observed-score versus true-score procedures, and
(3) linear versus non-linear methods.

Because equating is an empirical procedure, it requires a data collection design, the
first factor, and a procedure for transforming scores on one test form to scores on another
(the other two factors). Linear methods produce a linear function for mapping the scores
from X to Y, while non-linear methods allow the transformation to be curved. Observed-
score procedures directly transform (or equate) the observed scores on X to those on Y.
True-score methods are designed to transform the true scores on X to the true scores
of Y. True-score methods employ a statistical model with an examinee’s true score
defined as their expected observed test score. The statistical models used to date are
those of classical test theory and item response theory. Holland and Hoskens (2003)
show how these two statistical models may be viewed as aspects of the same model.

In this section, we will limit our discussion to equating methods that use the data
collection designs described in Section 2. We will give detailed discussions for only
the most common procedures, identifying references for others. First, we will consider
procedures used with common population data collection designs and then procedures
used with anchor tests or common item designs. Within these two types of data collec-
tion designs, we will look at linear and non-linear procedures and observed-score and
true-score procedures. For observed-score procedures, we will discuss both linear and
non-linear procedures at the same time. For true-score procedures, we will discuss linear
and non-linear procedures separately as they are based on different statistical models.
In addition, we will be explicit about the population of examinees on which scores are
equated. Common to any equating scenario is a population of examinees that we will
call the target population, T, following the usage in von Davier et al. (2004b). In this
reference, the target population refers to the source of the samples used to compute the
linking function.

3.1. Procedures for equating scores on complete tests given to a common population

There are three data collection designs in Section 2 that make use of a common pop-
ulation of examinees: the Single Group (SG), the Equivalent Groups (EG) and the
Counterbalanced (CB) designs. They all involve a single population, P, which is also
the target population. Most of the procedures we discuss in this section apply easily to
both the SG and EG designs. To apply them to the CB designs is more complicated. For
a discussion of the CB design we refer to von Davier et al. (2004b), Angoff (1971) and
Kolen and Brennan (2004).
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3.1.1. Observed-score equating methods
These are the oldest and most well studied of the linking methods used for score equat-
ing. We will use a single definition of observed-score linking that applies to either linear
or non-linear procedures depending on whether additional assumptions are satisfied.
This allows us to consider both linear and non-linear observed-score linking methods
from a single point of view.

Some notation will be used throughout the rest of this chapter. The cumulative dis-
tribution function, cdf, of the scores of examinees in the target population, T, on test X
is denoted by FT(x), and it is defined as the proportion of examinees in T who score at
or below x on test X. More formally, FT(x) = P {X � x | T}, where P {· | T} denotes
the population proportion or probability in T. Similarly, GT(y) = P {Y � y | T}, is the
cdf of Y over T. Cumulative distribution functions increase from 0 up to 1 as x (or y)
moves from left to right along the horizontal axis. In this notation, x and y may be any
real values, not necessarily just the possible scores on the two tests. For distributions
of observed scores such as number right or rounded formula scores, the cdfs are step
functions that have points of increase at each possible score (Kolen and Brennan, 2004).
In Section 3.1.1.2 we address the issue of the discreteness of score distributions in more
detail, but will ignore it until then.

3.1.1.1. The equipercentile and linear linking functions The equipercentile definition
of comparable scores is that x (an X-score) and y (a Y-score) are comparable in T
if FT(x) = GT(y). This means that x and y have the same percentile in the target
population, T. When the two cdf’s are continuous and strictly increasing, the equation
FT(x) = GT(y) can always be satisfied and can be solved for y in terms of x. Solving
for y leads to the equipercentile function, EquiYT(x), that links x to y on T, defined by:

(1)y = EquiYT(x) = G−1
T

(
FT(x)

)
.

In Eq. (1), y = G−1
T (p) denotes the inverse function of p = GT(y). We have fol-

lowed Dorans and Holland (2000), von Davier et al. (2004a), and Holland and Dorans
(2006) in explicitly including the target population T in the definition of EquiYT(x).
The notation emphasizes that T (as well as X and Y) can influence the form of the
equipercentile function.

In general, there is nothing to prevent EquiYT(x) from varying with the choice of T,
thereby violating requirement (e) of Section 1.3. The equipercentile function is used for
equating, and other kinds of linking. For equating, we expect the influence of T to be
small or negligible and we call the scores equivalent. In other kinds of linking, T can
have a substantial effect and we call the scores comparable in T.

If Eq. (1) is satisfied, then EquiYT(x) will transform the distribution of X-scores on
T so that it is the same as the distribution of Y-scores on T.

It is sometimes appropriate to assume that the two cdf’s, FT(x) and GT(y), have the
same shape and only differ in their means and standard deviations. To formalize the idea
of a common shape, suppose that FT(x) and GT(y) both have the form

(2)FT(x) = K
[
(x − μXT)/σXT

]
and GT(y) = K

[
(y − μYT)/σYT

]
,

where K is a cdf with mean zero and standard deviation 1. When Eq. (2) holds, FT(x)

and GT(y) both have the shape determined by K . In this case, it can be shown that the



Equating test scores 185

equipercentile function is the linear linking function, LinYT(x), defined as

(3)LinYT(x) = μYT + (σYT/σXT)(x − μXT).

The linear linking function may also be derived as the transformation that gives the
X-scores the same mean and standard deviation as the Y-scores on T. Both of the linear
and equipercentile functions satisfy the symmetry requirement (c) of Section 1.3.1. This
means that LinXT(y) = Lin−1

YT(y), and EquiXT(y) = Equi−1
YT(y), i.e., linking Y to X is

the inverse function for linking X to Y. In general, the function, EquiYT(x), curves
around the function, LinYT(x).

Two important special cases of LinYT(x) are the mean linking function and the iden-
tity function. When the two standard deviations in Eq. (3) are equal, then LinYT(x) takes
on the form MeanYT(x) = x + (μYT − μXT). The mean linking function adjusts the
scores of X so that they have the same mean as Y does on T. When both the means and
the variances in Eq. (3) are equal, LinYT(x) takes on the form Iden(x) = x. The identity
function makes no adjustment at all to the X-scores. It corresponds to assuming that the
raw scores on X and Y are already comparable. Both MeanYT(x) and Iden(x) are useful
when the samples are very small and cannot support accurate estimates of the moments
of X and Y on T. They are discussed in more detail in Kolen and Brennan (2004) and
Skaggs (2005).

The linear linking function requires estimates of the means and standard deviations
of X- and Y-scores over the target population, T. It is easy to obtain these estimates for
the SG and EG designs described in Section 2 (see Angoff, 1971, or Kolen and Brennan,
2004). It is less straightforward to obtain estimates for the CB design. Angoff (1971)
gives the details of Lord’s (1950) linear procedure for the CB design. Von Davier et
al. (2004b) describe their method that allows users to control how much the data from
the tests that are given second can influence the resulting linear or non-linear kernel
equating function.

3.1.1.2. The need to continuize the discrete distributions of scores While there is really
only one linear linking function for the SG or EG designs, i.e., the one given by Eq. (3),
the equipercentile function can depend on how FT(x) and GT(y) are made continu-
ous or “continuized.” Test scores are typically integers, such as number-right scores or
rounded formula-scores. Because of this, the inverse function, required in Eq. (1), is not
well defined – i.e., for many values of p, there is no score, y, for which p = GT(y).
This is not due to the finiteness of real samples, but rather to the discreteness of real test
scores. To get around this, there are two methods of “continuization” of GT(y) that are
in current use.

The first is very old, and has been used at least since Otis (1916) and is described in
detail in Kelley (1923). The cdf of test scores is a step function but linear interpolation
can make it piecewise linear and continuous. This method is described in Angoff (1971),
Petersen et al. (1989) and in great detail in Kolen and Brennan (2004). This form of
continuization results in a continuous cdf for which the equation, p = GT(y), can
always be solved for y, using linear methods, to produce G−1

T (FT(x)).
The second approach is to use Gaussian kernel smoothing to continuize the dis-

crete distributions. This alternative method of continuization was introduced by Holland
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and Thayer (1989) and is described in detail in von Davier et al. (2004b). The use
of Gaussian kernel smoothing results in continuously differentiable cdfs for which the
equation, p = GT(y), can also be solved for y but which requires the use of numerical
methods. The older, linear-interpolation method of continuization may also be viewed
as kernel smoothing using a uniform kernel on (−1/2, 1/2) rather than a Gaussian ker-
nel. See Holland and Thayer (1989) for more details.

There are two primary differences between these two approaches to continuization.
First, the use of linear interpolation results in an equipercentile function that is piecewise
linear and continuous. Such functions may have “kinks” that need to be smoothed out by
a further smoothing, often called post-smoothing (Fairbank, 1987; Kolen and Brennan,
2004). In contrast, kernel smoothing results in equipercentile functions that are very
smooth (i.e., differentiable everywhere) and that do not need further post-smoothing.
Second, the equipercentile functions obtained by linear interpolation always map the
highest score on X into the highest score on Y and the same for the lowest scores. The
use of kernel smoothing to continuize the cdfs does not necessarily have this property,
nor does the use of the linear linking function. While it is sometimes desirable, there are
cases where the highest score on an easier test should not be mapped onto the highest
score of a harder test. For more discussion of this point, see Petersen et al. (1989), Kolen
and Brennan (2004) and von Davier et al. (2004b).

3.1.1.3. Presmoothing score distributions Irregularities in the score distributions cause
problems for equipercentile equating. They produce irregularities in the equipercentile
equating function that do not generalize to other groups of test-takers. Consequently, it
is generally considered advisable to presmooth the raw-score frequencies in some way
prior to equipercentile equating. The purpose of this step is to eliminate some of the
sampling variability present in the raw-score frequencies, in order to produce smoother
cdfs for computation of the equipercentile function. If presmoothing is done so as to
preserve the essential features of the score frequencies, it will reduce the sampling vari-
ability in the estimated frequencies without introducing significant bias. The resulting
estimates will be closer to the underlying frequencies in the target population, T. When
presmoothing is done with a model that does not describe the data well, then the esti-
mated frequencies will be biased estimates of the underlying frequencies in T.

A limitation of equipercentile equating is that the equating relationship cannot be
computed for any possible scores above the highest observed score or below the lowest
observed score. If we could observe the scores of the entire target population, T, on
both forms of the test, this limitation would not be a problem. Smoothing can help solve
this problem because many smoothing methods will produce a smoothed distribution
with probabilities (possibly very small) at the highest and lowest score levels, even if no
test-takers actually attained those scores.

Kolen and Jarjoura (1987) and Kolen and Brennan (2004) discuss several methods
for presmoothing. Von Davier et al. (2004b) describe the use of loglinear models for
presmoothing. Their work is based on Holland and Thayer (1989, 2000) and they give
examples of presmoothing for the SG, EG, CB and NEAT designs. Livingston (1993)
shows that for smallish samples (less than 200) there can be large reductions in equating
error when the score frequencies are presmoothed prior to continuization. When the
samples are very large, the sampling variability may be small enough that presmoothing
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does not provide a big improvement, but presmoothing may still be a useful way to
remove undesired roughness in the sample frequencies.

The type of data that is available for presmoothing depends on the data collection
design. The EG design is the simplest and results in two independent univariate score
distributions, one for X and one for Y. These may be independently presmoothed. The
SG design results in a single bivariate score distribution, the joint frequencies for the (X,
Y)-pairs in the sample. For this case, presmoothing should be done on the joint distrib-
ution. Presmoothing the X and Y frequencies separately, as if they were from different
samples, ignores the correlation between X and Y and can lead to incorrect standard
errors. The CB design, as well as the NEAT design both result in two independent bi-
variate score distributions – the (X1, Y2) and the (X2, Y1) joint frequencies for the CB
design and the (X, A) and the (Y, A) joint frequencies for the NEAT design.

In presmoothing data, it is important to achieve a balance between a good representa-
tion of the original data and smoothness. Smoothness reduces sampling variability while
a good representation of the data reduces the possibility of bias. For example, if a log-
linear model is used, it needs to preserve the most important features of the data, such as
means, variances and skewnesses, and any other special features. The more parameters
that are estimated for the model, the better the model will represent the original data, but
the less smooth the fitted model becomes. Using an inadequate presmoothing model can
introduce bias into the estimated equating functions. In presmoothing for score linking,
it is probably better to fit a few extra parameters than to use a model that does not cap-
ture the important regularities in the original data, that is, a little over fitting is usually
less harmful than a little under fitting. Holland and Thayer (2000) discuss fitting these
models to a variety of data sets that exhibit varying degrees of complexity. Von Davier
et al. (2004b) give several additional examples, including a very complicated model for
data from a NEAT design.

3.1.1.4. Presmoothing using IRT models IRT observed score equating was proposed
by Lord (1980). Basically, it uses an item response theory (IRT) model to presmooth a
number-right score distribution prior to equipercentile equating.

Let X and Y denote number-right scores for two tests with dichotomous test items.
Using IRT, the conditional distributions of X and Y given the common latent ability,
θ , may be estimated. This computation exploits the condition of local independence to
compute P {X = x | θ} and P {Y = y | θ} as the probabilities of sums of independent
but not identically distributed 0/1 variables. See Lord and Wingersky (1984) and Kolen
and Brennan (2004) for a detailed example and additional references. The estimated
density function for the ability distribution over T, fT(θ), may be approximated in var-
ious ways, and these results combined via numerical integration to obtain P {X = x |
T} = ∫

P {X = x|θ}fT(θ) dθ , and P {Y = y | T} = ∫
P {Y = y | θ}fT(θ) dθ . The

resulting estimated probabilities, P {X = x | T} and P {Y = y | T}, are IRT model-
based estimates of the original raw-score sample proportions, i.e., the proportion in the
sample getting a score of x on X, or the proportion getting a score of y on Y. Thus, the
estimates, P {X = x | T} and P {Y = y | T}, may be regarded as a form of presmooth-
ing of the two, unsmoothed sample score distributions. This is a use of an IRT model
to presmooth the data, prior to continuization during equipercentile equating. Once the
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presmoothed estimated score probabilities are in hand, they may be continuized by ei-
ther linear interpolation or Gaussian kernel smoothing and used to produce a version of
the equipercentile function, EquiYT(x).

IRT observed score equating is seldom used in practice (see Kolen and Brennan,
2004). Compared to other presmoothing methods, it requires various judgments and as-
sumptions and is computationally burdensome. Furthermore, there is no guarantee that
these presmoothed estimates of the score distributions will reproduce the types of score
frequencies found in real data. For this reason, it is unlikely to be used except in re-
search studies or very special situations with incomplete test data. For situations with
data from complete tests, it is neither as efficient nor as flexible as the direct presmooth-
ing of score frequencies using loglinear models, as advocated by Holland and Thayer
(2000), von Davier et al. (2004b) and others.

3.1.2. Linear true-score procedures from classical test theory
The use of classical test theory to derive true-score equating procedures is limited to
linear methods. While this restricts their usefulness in practice, the ideas of classical test
theory give insight into test equating and linking. Our discussion of linear true-score
methods for complete tests linked on a common target population will be limited to
defining the linear true-score equating function, TSLinYT(τX). See Kolen and Brennan
(2004) for a more detailed discussion of true score equating.

Following Holland and Dorans (2006), we use the formulation of classical test theory
described in Holland and Hoskens (2003). The true scores, τX and τY, are defined as
latent variables underlying each test that have these properties: τX = E(X | τX, T), and
τY = E(Y | τY, T), for any target population, T. From these two assumptions it follows
that μXT = E(X | T) = E(τX | T), and μYT = E(Y | T) = E(τY | T). To formalize
the assertion that X and Y “measure the same construct,” we assume the true scores are
congeneric, that is, that they are linearly related by

(4)τY = ατX + β,

where α and β may depend on the target population, T. The idea behind true-score
equating is to estimate α and β and to use Eq. (4) to find the link between the two sets
of true scores. Lord (1980) takes the position that only true scores can ever really be
equated, but it can be argued that this is a consequence of his very stringent interpreta-
tion of the equity condition (d) of Section 1.3.1.

The reliabilities of X and Y, which we denote by ρ2
XT and ρ2

YT, are given by the
well-known formulas

(5)ρ2
XT = σ 2

τXT

σ 2
XT

and ρ2
YT = σ 2

τYT

σ 2
YT

.

Taking the means and variances (over T) of both sides of Eq. (4), we obtain the fol-
lowing equations: E(τY | T) = αE(τX | T) + β, and Var(τY | T) = α2 Var(τX | T).
Rearranging these two equations to find α and β yields

(6)α = στYT

στXT
= σYT

σXT

ρYT

ρXT
and β = μYT − αμXT.
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Substituting these values for α and β into Eq. (4), we obtain the linear true-score equat-
ing function

τY = TSLinYT(τX)

(7)= μYT + α(τX − μXT) = μYT + σYT

σXT

ρYT

ρXT
(τX − μXT).

TSLinYT(τX) is very similar to the linear linking function, LinYT(x), but its slope in-
volves the ratio of the square roots of the reliabilities, i.e., ρYT/ρXT.

3.1.3. Non-linear true-score procedures from item response theory
Item response theory (IRT) may be used to generalize the linear true-score linking meth-
ods of classical test theory to non-linear procedures. Following Holland and Dorans
(2006), we adopt the general version of IRT described in more detail in Holland and
Hoskens (2003). Assuming a common one-dimensional IRT model with latent variable
θ , the true scores of X and Y may be expressed as

τX = νX(θ) = E(X | θ, T) = E(X | θ),

(8)τY = νY(θ) = E(Y | θ, T) = E(Y | θ).

The functions, νX(θ) and νY(θ), are the “test characteristic curves” for X and Y, re-
spectively. They may be estimated using the item parameter estimation techniques of
IRT (Yen and Fitzpatrick, 2006). The relationship between the two true scores, τX and
τY, in Eq. (8) may be non-linear, and it is found by solving τX = νX(θ) for θ , and then
substituting for θ in τY = νY(θ). This results in

(9)τY = νY
(
ν−1

X (τX)
)
,

where ν−1
X (τX) = θ is the inverse function of τX = νX(θ). Eq. (9) generalizes the linear

true-score equating function in Eq. (4), which, in turn, may be thought of as a linear
approximation to the more general non-linear true-score equating function in Eq. (9).
In practice, the function in Eq. (9) is treated as an observed score equating function and
applied to observed scores, i.e.,

(10)y = eY(x) = νY
(
ν−1

X (x)
)
.

The use of eY(x) = νY(ν−1
X (x)) does produce a symmetric linking relationship as

long as the inverse functions of νX(θ) and νY(θ) are well-defined. When the item
response functions have non-zero lower asymptotes, see Yen and Fitzpatrick (2006),
and the resulting lower asymptotes of νX(θ) and νY(θ) are not the same, the inverse
function, ν−1

X (x), may not be well-defined for the lowest scores on X. In these cases,
the value of νY(ν−1

X (x)) is often defined by an arbitrary extrapolation (Lord, 1980;
Hambleton and Swaminathan, 1985; Kolen and Brennan, 2004).

3.1.4. Direct IRT scaling procedures
In the framework of item response theory, there is no need to equate raw test scores if
scores can be reported on the ability scale (or on a derived scale that is a monotonic
transformation of the ability scale). Suppose tests X and Y are both measures of the
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same latent ability θ . If IRT item and ability parameters for both tests are estimated
simultaneously, then the parameters for both tests will be on the same scale and θX =
θY. Thus, when several tests are calibrated concurrently, the need for equating of ability
scores on the tests does not arise. If item and ability parameters are estimated separately
for each test, the parameter scales for the two tests will be linearly related and θX =
αθY + β. Once the constants α and β are determined, the equating of ability scores on
the two tests is accomplished. This approach bypasses the equating step and directly
puts the raw scores from X onto the common theta scale. Yen and Fitzpatrick (2006)
discuss this extensively.

3.2. Procedures for linking scores on complete tests using common items

The anchor test design is widely used for linking scores because its use of common
items to control for differential examinee ability gives it greater operational flexibility
than the approaches using common examinees. Examinees need only take one test, and
the samples need not be from a common population. However, this flexibility comes
with a price. First of all, the target population is less clear-cut for the NEAT design
(see Section 2.4) – there are two populations, P and Q, and either one could serve
as the target population. In addition, the use of the NEAT design requires additional
assumptions to allow for the missing data – X is never observed in Q and Y is never
observed in P. We use the term complete test to indicate that everyone in P sees all
items on X and that everyone in Q see all items on Y. As indicated at the beginning of
Section 2, our use of the term “missing data” is restricted to data that are missing by
design. The assumptions needed to make allowances for the missing data are not easily
tested with the observed data, and they are often unstated. We will discuss two distinct
sets of assumptions that may be used to justify the observed score procedures that are
commonly used with the NEAT design.

Drawing from what they saw being done in practice, Braun and Holland (1982) pro-
posed that the target population for the NEAT design, or what they called the synthetic
population, be created by weighting P and Q. They denoted the synthetic population
by T = wP + (1 − w)Q, by which they meant that distributions (or moments) of X
or Y over T are obtained by first computing them over P and Q, separately, and then
averaging them with w and (1 − w) to get the distribution over T. When w = 1, T = P
and when w = 0, T = Q. In practice, w is often taken to be proportional to the two
sample sizes from P and Q. This choice of w is implicit when the data for the anchor
test are pooled into a “total group”, as done in Angoff (1971) and Petersen et al. (1989).
Of course, other choices of w are possible, such as w = 1/2 which gives equal weight
to P and Q. There is considerable evidence that the choice of w has a relatively minor
influence on equating results, for example, see von Davier et al. (2004b). This insensi-
tivity to w is an example of the population invariance requirement of Section 1.3. The
definition of the synthetic population forces the user to confront the need to create dis-
tributions (or moments) for X on Q and Y in P, where there are no data. In order to do
this, assumptions must be made about the missing data.

Equating methods used with the NEAT design can be classified into two major types,
according to the way they use the information from the anchor. The first type of missing
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data assumption commonly employed is of the post stratification equating (PSE) type;
the second is of the chain equating (CE) type. Each of these types of assumptions asserts
that an important distributional property that connects scores on X or Y to scores on the
anchor test A is the same for any T = wP + (1 − w)Q, i.e., is population invariant. Our
emphasis here is on the role of such assumptions for observed-score linking because
that is where they are the most completely understood at this time, but they are likely
to have parallels for true-score linking as well, a topic worthy of future research. In
addition to the PSE and CE types of procedures, classical test theory may be used to
derive an additional less frequently used linear observed-score procedure for the NEAT
design – the Levine observed-score equating function (Kolen and Brennan, 2004).

The PSE types of assumptions all have the form that the conditional distribution of
X given A (or of Y given A) is the same for any synthetic population, T = wP + (1 −
−w)Q. In this approach, we estimate, for each score on the anchor test, the distribution
of scores on the new form and on the old form in T. We then use these estimates for
equating as if they had actually been observed in T. The PSE type of equating assumes
that the relationship that generalizes from each equating sample to the target population
is a conditional relationship. In terms of the missing data in the NEAT design, this
means that conditional on the anchor test score, A, the distribution of X in Q (when it
is missing) is the same as in P (when it is not missing). In the special case of an EG
design with anchor test, P = Q and the PSE assumptions hold exactly. When P and
Q are different, the PSE assumptions are not necessarily valid, but there are no data to
contradict them.

The CE assumptions all have the form that a linking function from X to A (or from
Y to A) is the same for any synthetic population, T = wP+ (1−w)Q. In this approach,
we equate the scores on the new form to scores on the anchor and then equate the scores
on the anchor to the scores on the old form. The “chain” formed by these two equatings
links the scores on the new form to those on the old form. The CE type of equating
approach assumes that the relationship that generalizes from each equating sample to
the target population is an equating relationship. It is less clear for the CE assumptions
than for the PSE assumptions what is implied about the missing data in the NEAT
design.

In the special case of an EG design with anchor test, P = Q and the CE assumptions
hold exactly. In this special situation, the corresponding methods based on either the
PSE or the CE assumptions will produce identical results. When P and Q are different,
the PSE assumptions and CE assumptions can result in equating functions that are dif-
ferent (see von Davier et al., 2004b, for an empirical example) and there are no data to
allow us to contradict or choose between either set of assumptions.

We now discuss the consequences of these different assumptions for linking com-
plete tests using common items. We will divide the procedures into observed-score
versus true-score procedures and within these into linear versus non-linear methods.

3.2.1. Observed-score linking procedures for the NEAT design
These procedures divide into those of the PSE and those of the CE types, mentioned
above. We outline these briefly in turn.
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3.2.1.1. The PSE types of linking procedures There are both non-linear and linear PSE
procedures. They may be viewed as based on these two assumptions, which we adopt
from von Davier et al. (2004b).

PSE1 The conditional distribution of X given A over T, P {X = x | A = a, T} is the
same for any T of the form T = wP + (1 − w)Q.

PSE2 The conditional distribution of Y given A over T, P {Y = y | A = a, T} is the
same for any T of the form T = wP + (1 − w)Q.

PSE1 and PSE2 are population invariance assumptions because they require that the
conditional distributions are the same for any target population of the form T = wP +
(1 − w)Q.

The clearest examples of procedures of the PSE type are frequency estimation
(Angoff, 1971; Petersen et al., 1989, and Kolen and Brennan, 2004), and the PSE ver-
sion of kernel equating (von Davier et al., 2004b). All PSE procedures estimate the
score distribution of X over T via the equation:

(11)P {X = x | T} =
∑
a

P {X = x | A = a, P}P {A = a | T}.

In Eq. (11), assumption PSE1 is used to replace P {X = x | A = a, T} by P {X =
x | A = a, P}. The former should be in the right-side of Eq. (11) to make it a correct
statement, but the latter is all that is available from the data on X and A in P. The other
ingredient of the right-side of Eq. (11), P {A = a | T}, is given by

(12)P {A = a | T} = wP {A = a | P} + (1 − w)P {A = a | Q}.
PSE2 is used to justify a similar equation for Y. These assumptions are discussed ex-
tensively in von Davier et al. (2004b).

Once values for the score probabilities, P {X = x | T} and P {Y = y | T}, are
available, they may be continuized via either linear interpolation or Gaussian kernel
smoothing (see Section 3.1.1.2) to obtain estimates of FT(x) and GT(y). From FT(x)

and GT(y) the equipercentile function, EquiYT(x), is computed via Eq. (1). Frequency
estimation and the PSE versions of kernel equating correspond to different ways of
continuizing the score probabilities to obtain FT(x) and GT(y). Both methods may
presmooth the joint distributions of X and A over P and Y and A over Q, briefly de-
scribed in Section 3.1.1.3, in order to remove some of the sampling variability that the
raw data contain (see Kolen and Brennan, 2004 and von Davier et al., 2004b, for more
details).

Linear observed-score PSE equating procedures include (i) Tucker equating (Angoff,
1971; Petersen et al., 1989, and Kolen and Brennan, 2004), (ii) the Braun–Holland
method (Braun and Holland, 1982, and Kolen and Brennan, 2004), and (iii) the lin-
ear PSE version of kernel equating (von Davier et al., 2004b). The linear PSE version
of kernel equating is a way to implement the Braun–Holland procedure and both are
directly based on PSE1 and PSE2. Ledyard R Tucker was originally motivated by se-
lection theory in the development of the method that bears his name, Angoff (1971).
However, the following versions of PSE1 and PSE2 may also be used to derive Tucker
equating with no reference to selection.
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TUCK1 (a) The conditional mean of X given A over T is linear in A and is the same
for any T = wP + (1 − w)Q, and (b) the conditional variance of X given A
over T is constant in A and is the same for any T.

TUCK2 (a) The conditional mean of Y given A over T is linear in A and is the same
for any T = wP + (1 − w)Q, and (b) the conditional variance of Y given A
over T is constant in A and is the same for any T.

TUCK1 and TUCK2 are population invariance assumptions in the same sense that PSE1
and PSE2 are.

The Braun–Holland and linear PSE version of kernel equating do not make the more
restrictive assumptions of linear conditional means and constant conditional variances
that appear in TUCK1 and TUCK2. For this reason, they may give somewhat different
results from the Tucker method when the conditional means are non-linear and/or the
conditional variances are not constant.

3.2.1.2. The CE types of linking procedures The idea behind the CE procedures is to
first link X to A using the data from P, then to link A to Y using the data from Q, and
finally to combine these two links to link X to Y through A. Von Davier et al. (2004b)
show that the following two assumptions are sufficient to interpret chain equating as an
observed-score equating function for any target population of the synthetic population
form.

CE1 The equipercentile function linking X to A on T is the same for any T of the form
T = wP + (1 − w)Q.

CE2 The equipercentile function linking A to Y on T is the same for any T of the form
T = wP + (1 − w)Q.

CE1 and CE2 are population invariance assumptions because they require that the same
linking function be valid for any target population of the form T = wP + (1 − w)Q.
Like PSE1 and PSE2, these two assumptions are not directly testable with the data that
are available in the NEAT design.

Given that it uses the two SG designs within the NEAT design, it is likely that CE
was the first equating procedure developed for the NEAT design. However, the earliest
reference that we found to what we call the CE procedures was alternate equipercentile
equating in Angoff (1971). In addition, it is discussed in Marco et al. (1983) as di-
rect equipercentile equating and Livingston et al. (1990) as chained equipercentile. The
chain version of kernel equating, described in von Davier et al. (2004b), differs from
the earlier CE methods only in the way that the score distributions are continuized –
Gaussian kernel smoothing rather than linear interpolation.

To see that CE procedures based on CE1 and CE2 can be put into the form of Eq. (11)
so that they are, in fact, bona fide observed-score equating procedures, apply CE1 to P
and to some other T of the form T = wP + (1 − w)Q. This allows us to conclude that

(13)H−1
P

(
FP(x)

) = H−1
T

(
FT(x)

)
,

where HP(a) is the cdf of the anchor test A on P and HT(a) is the cdf for A on T. Then
solve for FT(x) in Eq. (13), so that

(14)FT(x) = HT
(
H−1

P

(
FP(x)

))
.
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Similarly, applying CE2 with the target population choices of Q and the same T as
above leads to the equation

(15)G−1
T (u) = (

G−1
Q

(
HQ

(
H−1

T (u)
)))

.

Then, if we form the equipercentile function from X to Y on T we get

(16)G−1
T

(
FT(x)

) = G−1
Q

(
HQ

(
H−1

P

(
FP(x)

)))
.

The right-hand side of Eq. (16) is the chain of links made from the two equipercentile
functions (X to A and A to Y) that use the data as two SG designs. The left-hand
side is the equipercentile function on T. Note that the specific T does not matter, any
T = wP + (1 − w)Q, will give the same result. Thus, assuming CE1 and CE2, the CE
function given in the right-hand side of Eq. (16) is a bona fide equipercentile equating
function on T. We do not know how reasonable CE1 and CE2 are, just as we do not
know how reasonable PSE1 and PSE2 are, because neither pair of assumptions can be
directly tested with the data in the NEAT design.

There are both linear and non-linear versions of CE. Linear observed-score CE equat-
ing procedures include (i) the chained linear linking function (Angoff, 1971) and (ii) the
linear CE version of kernel equating (von Davier et al., 2004b). Because it is derived
as a type of equipercentile equating function, the linear CE version of kernel equating
is based on assumptions CE1 and CE2. However, we can also show that the chained
linear linking function is a linear linking function on a target population T as defined in
Eq. (3) when the linear versions of CE1 and CE2 hold. These are:

CL1 The linear linking function linking X to A on T is the same for any T of the form
T = wP + (1 − w)Q.

CL2 The linear linking function linking A to Y on T is the same for any T of the form
T = wP + (1 − w)Q.

Again, CL1 and CL2 are examples of population invariance assumptions.
If we apply CL1 we get the equality LinAP(x) = LinAT(x) for all x, and any choice

of T of specified form. This equality can only hold if the slopes and intercepts of the
two linear functions are identical, so we must have

(17)
σAP

σXP
= σAT

σXT
and μAP − σAP

σXP
μXP = μAT − σAT

σXT
μXT.

From Eq. (17) it follows that CL1 is equivalent to the following assumptions about the
mean and standard deviation of X in T:

(18)σXT = σXP
σAT

σAP
and μXT = μXP + σXP

σAP
(μAT − μAP).

Similarly, CL2 is equivalent to the following assumptions about the mean and standard
deviation of Y in T:

(19)σYT = σYQ
σAT

σAQ
and μYT = μYQ + σYQ

σAQ
(μAT − μAQ).

Using Eqs. (18) and (19) to find estimates of the means and variances of X and Y over
T, we may use the definition of the linear linking function in Eq. (3) to obtain the final
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result. It can be shown that using the formulas in Eqs. (18) and (19) in the linear linking
function, LinYT(x), defined in Eq. (3), results in exactly the same linear function as does
the chain of the two linear linking functions LinYQ(LinAP(x)). This shows that under
CL1 and CL2, the chained linear linking function is a linear observed-score equating
function of the form in Eq. (3). A more detailed discussion of these derivations may be
found in von Davier et al. (2004b).

3.2.1.3. A linear observed-score equating procedure from classical test theory In ad-
dition to the PSE and CE types of procedures, classical test theory may be used to
derive an additional linear observed-score procedure for the NEAT design – the Levine
observed-score equating function, LevYT(x) (Kolen and Brennan, 2004). LevYT(x) may
be derived from two population invariance assumptions that are different from those that
we have considered so far and that are based on classical test theory.

Holland and Dorans (2006) use the form of classical test theory discussed in Holland
and Hoskens (2003) to derive the Levine observed score equating function from two
assumptions. In addition to using the true score definitions for test scores X and Y found
in Section 3.1.2, we define an anchor true score as a latent variable, τA, that underlies
the observed anchor score A, and that satisfies: τA = E(A | τA, T), for any target
population, T. From this definition, it follows that: μAT = E(τA | T). To formalize
the intuition that X, Y and A all measure the same construct, we assume their true
scores are linearly related in a way that holds for all T, i.e., the three measures are
congeneric. These assumptions are given below to emphasize their similarity to the
population invariance assumptions made in Sections 3.2.1.1 and 3.2.1.2.

LL1 τX = ατA + β, where α and β do not depend on the target population, T.
LL2 τY = γ τA + δ, where γ and δ do not depend on the target population, T.

These two congeneric assumptions do not necessarily hold for IRT models. IRT
models usually imply that the relationships between the true-scores are non-linear (see
Section 3.1.3). In this case the equalities in LL1 and LL2 would only be approximate
and their approximate validity could very well depend on the choice of T.

Holland and Dorans (2006) extract more information out of LL1 and LL2. They
show that when the reliabilities for X, Y and A are insensitive to the population over
which they are computed, then the formulas for σXT and σYT in Levine observed score
equating are the same as those derived for linear chain equating.

3.2.2. True-score procedures for the NEAT design
In this section we briefly indicate how the discussion of true-score equating methods of
Sections 3.1.2 and 3.1.3 can be applied to the NEAT design. First we consider the linear
procedures of classical test theory, and then the non-linear procedures of item response
theory.

3.2.2.1. Linear true-score procedures from classical test theory Linear true score
equating for the NEAT design was introduced in Levine (1955). It is extensively dis-
cussed in Kolen and Brennan (2004). We continue the notation of classical test theory
used in Section 3.2.1.3, and continue to make the two congeneric “Levine” assump-
tions, LL1 and LL2 given there. Holland and Dorans (2006) demonstrate that the two
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equations relating the true-scores of X and Y to that of A may be written as

(20)τX = μXP + α(τA − μAP) = TSLinAXP(τA),

and

(21)τY = μYQ + γ (τA − μAQ) = TSLinAYQ(τA),

where, using the usual definitions of reliability (see Section 3.1.2), Holland and Dorans
(2006) show that

(22)α = ρXP

ρAP

σXP

σAP
,

and

(23)γ = ρYQ

ρAQ

σYQ

σAQ
,

where ρXP denotes the square root of the reliability of X over P, etc.
Both (20) and (21) are linear true-score equating functions similar to the one given in

Eq. (4). Note that in this case, to avoid ambiguity, we indicate the link from τA to τX on T
by TSLinAXT(τA), etc. The formula in Eq. (20) is the linear true-score equating function
linking the true-scores of A to those of X on population P, while the one in Eq. (21) is
the linear true-score equating function linking the true-scores of A to those of Y on pop-
ulation Q. The two population invariance assumptions, LL1 and LL2, imply that it does
not matter which population is used to compute these linear true-score equating func-
tions so that TSLinAXP(τA) = TSLinAXT(τA), and TSLinAYQ(τA) = TSLinAYT(τA), for
any T. Thus, we can use these two linear true-score equating functions to equate the
true-scores of X to Y on any T in exactly the same way as chain equating works for the
NEAT design (see Section 3.2.1.2). The linear true-score equating function linking τX
to τY on T is given by

τY = TSLinAYT
(
TSLin−1

AXT(τX)
)

(24)= TSLinAYQ
(
TSLin−1

AXP(τX)
) = TSLinXYT(τX).

In order to compute TSLinXYT(τX) for the NEAT design, estimates of α and γ are
needed. Kolen and Brennan (2004) give an extensive and careful discussion of this
issue.

3.2.2.2. Non-linear true-score procedures from item response theory In a manner simi-
lar to that used in Section 3.1.3, item response theory (IRT) can be used to generalize the
linear true-score linking methods of classical test theory to non-linear procedures. As
in that discussion, we follow Holland and Dorans (2006) and adopt the version of IRT
described in more detail in Holland and Hoskens (2003). We assume a one-dimensional
IRT model with latent variable θ . There are three IRT assumptions needed to generalize
the two conditions LL1 and LL2 of Sections 3.2.1.3 and 3.2.2.1. These three assump-
tions are again population invariance assumptions and insure that the test characteristic
curves for X, Y and A are unchanged across any population of examinees, T. (Note this
is a weaker assumption than assuming that all item response functions are population
invariant.)
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IRT1 τX = E(X | θ, T) = νXT(θ) = νX(θ), for any T.
IRT2 τY = E(Y | θ, T) = νYT(θ) = νY(θ), for any T.
IRT3 τA = E(A | θ, T) = νAT(θ) = νA(θ), for any T.

If these tests exhibited differential item functioning when the two populations P and Q,
are compared, then we would not expect IRT1–IRT3 to hold.

There are various ways to estimate the test characteristic curves in the NEAT design.
We shall outline two of them. If the item parameters of X and A are estimated on P and
those of Y and A are estimated on Q, we may then obtain estimates of the true score
functions, νXP(θ∗), νAP(θ∗), νAQ(θ), and νYQ(θ). We have used θ and θ∗ to indicate
that because they were estimated on different populations the two theta scales may be
different. There are several procedures for finding a linear transformation, say θ∗ =
aθ +b, to put both tests on the same theta scale. Some methods minimize the difference
between νAP(αθ + β) and νAQ(θ) over the theta scale (Yen and Fitzpatrick, 2006).
These approaches force assumption IRT3 to hold as well as possible. Then, νXP(θ∗) is
replaced by νXP(αθ + β) which is then interpreted as νXQ(θ) = τX from assumption
IRT1, above. We then have estimates of the true-score functions for X and Y on Q and
they can be combined to obtain the true score equating function on Q via

(25)τY = νYQ
(
ν−1

XQ(τX)
)
.

Under the two assumptions IRT1 and IRT2 above, Eq. (25) will hold for any population
T.

Another approach is to simultaneously estimate the parameters of all three tests in
a concurrent parameter estimation. This puts all three tests on a common theta scale
without the need to adjust one of the scales to the other. However, the population on
which this holds is the total population that weights P and Q proportionately to their
respective sample sizes, i.e., T = wP + (1 − w)Q where w is proportional to the
sample size from P. If we then assume both IRT1 and IRT2, we may compute τY =
νY(ν−1

X (τX)) directly from the estimated true score functions. See Yen and Fitzpatrick
(2006) for more on IRT and additional references.

In addition to this form of true score equating, the raw scores of X may be put directly
onto the θ -scale using the approach mentioned in Section 3.1.4.

4. Best practices and challenges to best practices

In this section we list what we consider to be best equating practices and identify some
threats to these practices. We mention possible responses to these threats. Several of
these responses are the subject for future research.

4.1. Best practices

Choice of data collection design, quality and similarity of tests to be equated, character-
istics of anchor test in relation to total test, sample sizes and examinee characteristics,
and choice of analyses all contribute to a successful equating.



198 P.W. Holland, N.J. Dorans and N.S. Petersen

4.1.1. Data collection
Data collection is the most important aspect of any equating study. Ideally, the data
should come from a large representative sample of motivated examinees that is divided
in half either randomly or randomly within strata to achieve equivalent groups. Each
half is administered either the new form or the old form of a test. (If timing is generous
and examinees are up to the task of taking both tests, a counterbalanced design could
be employed in which each half of the sample is broken into halves again and then both
the new and old forms are administered to examinees in a counterbalanced order.)

4.1.2. Total tests
The old and new forms are reliable measures of the same construct that are built to the
same set of content and statistical specifications. An external anchor is available that
is highly related to both total tests; this anchor is used to adjust for any differences in
difficulty between test forms and for any differences in ability that may have occurred
randomly between groups. The old form, the new form, and the anchor are appropriate
in difficulty and content for the population of interest.

4.1.3. Anchor test
It is generally considered good practice to have the anchor test be a mini-version of
the total tests being equated. That means it should have the same difficulty, and similar
content. For IRT linking methods, it is also desirable to have the anchor test items spread
out with respect to difficulty. This spread is also useful for estimation of linear functions
used to place item difficulties on a common metric.

When an external anchor is not available, internal anchors are sometimes used. In
this case, context effects become a possible issue. To minimize these effects, anchor (or
common) items are often placed in the same location within each test.

4.1.4. Equating process
Once the data are available, it is often useful to pre-smooth the sample frequencies, espe-
cially when samples are small. Ideally, samples are large enough to make pre-smoothing
optional. It is valuable to equate with several different models, including both linear and
equipercentile models. In the equivalent groups case, the equipercentile method can be
compared to the linear method using the standard error of equating, which describes
sampling error, and the difference that matters (DTM), an effect size that can be used
to assess whether differences in equating functions have practical significance. Holland
and Dorans (2006) describe the DTM, the standard error of equating, and the standard
error of the difference in equating or SEED. If the departures from linearity are less than
the DTM and less than what would be expected due to sampling error, the linear model
is often chosen on the grounds of parsimony because it was not sufficiently falsified by
the data. Otherwise, the more general, less falsifiable, equipercentile model is selected.

When an anchor test is used, the items are evaluated via differential item functioning
(DIF) procedures to see if they are performing in the same way in both the old and new
form samples. All items on both total tests are evaluated to see if they are performing as
expected. If they are not, it is often a sign of a quality control problem.
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An equating should be checked for its reasonableness. How do we determine rea-
sonableness? We compare the raw-to-scale conversion for the new form to those that
have been obtained in the past. Is the new form conversion an outlier? Is it consistent
with other difficulty information that may be available for that form and other forms
that have been administered in the past? Is the performance of the group taking the new
form consistent with the performance of other groups that are expected to be similar to
it? For example, in testing programs with large volumes and relatively stable popula-
tions, it is reasonable to expect that the new form sample will have a similar scale score
distribution to that obtained at the same time the year before. If the test is used to certify
mastery, then the pass rates should be relatively stable from year to year, though not
necessarily across administrations within a year.

4.2. Challenges to best practices

Large representative motivated samples that result from a random assignment of test
forms are not always attainable. Reliability is not always as high as desired. Anchor
tests may not be very reliable, especially internal anchors with few items. Anchors,
especially external anchors, are not always highly related to the tests being equated.
Tests are not always appropriate for the group that takes them. All of these present
threats to sound equating.

4.2.1. Data collection issues
Some threats to sound equating are related to the choice of data collection design. Test
security is an issue for many high stakes licensure, certification, and admissions tests. To
help maintain test security many testing programs want to give a new form of the exam
at every administration. Consequently, they do not want to re-administer an old form
for equating purposes. Instead, they prefer to use an anchor test or common item design
so only a subset of items is re-administered for equating purposes. The non-equivalent
group or NEAT design is often used because of the greater flexibility it provides. Sta-
tistical procedures are needed to adjust for ability differences between groups when the
NEAT design is used. Assumptions need to be made in order to make these adjustments.
The assumptions may be flawed.

In fact, more and more testing programs are wanting, because of test security con-
cerns, to move beyond the NEAT design to select the set of common items from multiple
forms (from the pool of previously administered items) to further reduce the chances
that any candidate has previous exposure to an item on the test. Depending on whether
the new form contains any new items, IRT pre- or post-administration equating methods
are used. IRT equating is more flexible than observed score methods in that it can be
used to create solutions for missing data designs like these. Use of IRT is more complex
and requires more assumptions than use of observed score methods. First, there is the
choice and appropriateness of the IRT model to the data. Second, there is the actual
complexity of the analyses.

To disguise the anchor items in a NEAT design, they are often embedded within sec-
tions of scored operational items. Internal anchors or common items may not be located
in the same item positions within the old and new forms, making them susceptible to
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context effects that may diminish their utility as measures of ability. In addition, the
common items may be few in number, making the anchor test relatively unreliable and
less useful for identifying differences in difficulty between the test forms and differences
in ability between the samples.

Small samples lead to weak data for equating. Smoothing may help if the samples
are moderate in size. With very small samples, smoothing may be of little help. In
these situations, the only option may be to make strong assumptions about the linking
function. For example, it may be necessary to assume that it is the identity, LinYT(x) =
Iden(x) = x, or that it differs from the identity by a constant that is estimated by the
data, LinYT(x) = MeanYT(x) = x + (μYT − μXT).

With the NEAT design, the old and new form sample may perform very differently on
the anchor test. In this setting, different equating methods tend to give different answers
unless the anchor test is strongly related to both the old and new tests. This divergence
of results is indicative of a poor data collection design.

4.2.2. Psychometric properties of the total tests
Characteristics of the test to be equated affect the quality of equating. Pretesting of un-
tried items prior to their operational use produces higher quality exams. The absence of
pretesting may result in tests with fewer scorable items than planned. Shorter less reli-
able tests are hard to equate because a greater portion of score variability is noise. More
importantly, unpretested tests can turn out to be different in content and difficulty from
the tests to which they are to be equated; these factors increase the difficulty of equat-
ing. At the extreme, tests may turn out to be too easy or too difficult for the intended
population; this results in data that are not amenable for linking to other tests because
the distributions are so skewed, and relationships with other scores are attenuated.

4.2.3. Psychometric properties of the anchor tests
The role of the anchor test is to provide a common score that can be used to adjust
for group ability differences before adjusting for test difficulty differences. Scores from
short anchor tests tend to have inadequate reliabilities, and consequently less than de-
sirable correlations with the total test scores. Low correlations may also result when the
content of the anchor test differs from the total test. Context effects can hurt the compa-
rability of anchor items. Anchors that are too hard or too easy for the target population
produce skewed score distributions that are not helpful for equating.

4.2.4. Samples
Unrepresentative or unmotivated samples undermine equating. Special study data col-
lections need to include incentives that ensure that examinees will take the test seriously.
Special care should be taken to ensure that only members of the population of interest
are included in the samples. If possible, the sample should be representative of the pop-
ulation as well.

Equating can not be done effectively in small samples. The smaller the sample size,
the more restricted is the class of plausible equating methods. Smoothing score distri-
butions works in moderate samples, but does not help much with very small samples,



Equating test scores 201

especially when it is not clear how representative the sample is of the intended popula-
tion.

Large ability differences on the anchor test, 0.25 standard deviations or higher, tend
to yield situations where equating is unsatisfactory unless the anchor is highly related
to both tests to be equated.

4.3. Additional directions for future research

In addition to the avenues for research mentioned earlier, e.g., Sections 2.5 and 2.6.3,
there is a need for comprehensive empirical investigations, as well as additional theo-
retical work. The various challenges discussed in previous portions of Section 4 should
be explored via systematic investigations of the appropriateness of different equating
procedures in a variety of realistic settings. These empirical investigations have their
progenitors, such as the comprehensive studies conducted by Marco et al. (1983), as
well as other studies cited in Kolen and Brennan (2004). A variety of factors could
be manipulated in a series of studies that examines the robustness of both newer ap-
proaches like kernel equating and older linear and nonlinear methods. Foremost among
these factors would be the magnitude of ability differences between P and Q as mea-
sured by the anchor items, and the shape of the score distributions. In addition, it would
be worthwhile to manipulate difficulty differences between X, Y and A, as well as the
reliability of the total score and the anchor score. Correlations of the anchor score with
total score, and sample size should also be manipulated and studied. Ideally, real data
would be used as the starting point for these studies.

The theory of linear equating has developed to the point where relationships among
different linear models are well understood. A theory of non-linear equating is needed.
Until that theory is developed, systematic empirical investigations of non-linear equat-
ing methods are needed to guide us in the proper use of equating under a variety of
circumstances.
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Electronic Essay Grading

Shelby J. Haberman

Electronic essay scoring may at first appear to be an impossible task, for computer
programs do not understand essays; however, computers can be employed to calculate
statistical summaries of essays, and these summaries can be used to score an essay.
Computer scores can be developed so that they predict essay scores provided by human
readers, or scores can be produced which correspond to an analytical scale for writing
assessment. Software for essay assessment varies considerably in terms of the essay
features that are used in the evaluation of an essay and in terms of the measures used to
assess the quality of the computer-generated essay score. Basic approaches examined
here are regression analysis, composite scales, content analysis, analysis of discrete
responses, and Bayesian analysis.

Regression analysis, which is considered in Section 1, typically involves prediction
of human holistic essay scores by use of computer-generated essay features. This ap-
proach is straightforward, effective, and commonly used. It has the unusual feature that
a holistic score is approximated by use of an analytic scale.

Composite scales, the subject of Section 2, do not seek to predict human holistic
scores. Instead, they seek to develop analytical scores to measure writing quality which
have desired properties such as relatively high reliability coefficients when the same
examinee responds to multiple essay prompts. Composite scores need not be entirely
computer-generated. They may include both human-generated and computer-generated
components. Common methods for development of composite scales are readily applied
given some familiarity with multivariate analysis.

As evident in Section 3, content analysis seeks to measure essay quality on the basis
of the specific words employed by the writer in response to the prompt. This approach
typically relates word choice to human holistic scores. From a methodological stand-
point, content analysis is rather difficult due to the very large number of distinct words
that may be relevant to a specific prompt. Although regression analysis is an effective
tool for content analysis, much work in this area has emphasized techniques originally
developed for information retrieval. As a consequence, formal statistical analysis of
methods employed in content analysis is quite difficult.

Approaches such as regression analysis do not exploit the fact that typical holistic
scores have only a limited number of values. Attempts to rectify this situation by use of
methods for discrete data are examined in Section 4. Once again, human holistic scores
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are predicted, but the approaches are nonlinear and employ maximum likelihood for
discrete data rather than linear regression.

In Section 5, an approach is described that applies Bayesian analysis to the prediction
of human holistic scores. This approach is related to the analysis of Section 4, but the
model used is more complex.

The analysis in this chapter does not treat a number of practical issues that require
empirical study. In typical studies, the examinee does not expect to be scored by a com-
puter. It is quite possible that an examinee may modify behavior if he or she expects to
be graded by a computer rather than by a person and if the examinee understands the
approach employed by the computer software. The analysis also does not address policy
issues involving public acceptability of a system for essay scoring that does not involve
any real understanding of the essay. There is a further issue that the electronically gener-
ated essay features are not necessarily perfect measures. Computer-generated variables
such as the rate per word of misspelled words reported need not be the actual rate of
misspelled words, and the rate per word of grammatical errors found by a computer
program need not be the same as the rate found by an expert reader (Burstein et al.,
2004; Haberman, 2004).

Data available do not permit consideration of fairness issues such as whether partic-
ular groups of examinees tend to benefit or be harmed by use of computer-generated
scoring rather than human scoring.

1. Regression analysis

Regression analysis has been employed in essay scoring since the 1960s (Page, 1966,
1968). The basic approach is straightforward. A sample of n + 1 essays i, 0 � i � n,
is both graded by human graders and processed by computer. Of these essays, essays
1 to n are employed in estimation of the parameters in the regression model. Essay
0 is not actually used in the analysis of data. It is present to discuss the problem of
prediction for an observation that has not been employed in estimation of regression
parameters. For simplicity, assume that the essays are a simple random sample from a
very large population of essays. Let each essay i receive m � 1 numerical scores Hij ,
1 � j � m, from different human raters, and for essay feature k, 1 � k � p, let
the computer generate a numerical score Xik . For simplicity, assume that the common
covariance matrix Cov(X) of the p-dimensional vector Xi with coordinates Xik , 1 �
k � p, is positive definite. For example, feature 1 might be the square root of the
number of characters in the essay, and Xi1 might be the number of characters in essay i.
In the simple case of unidentified raters, one may assume that the score Hij can be
decomposed into a true score Ti and error score eij such that the errors eij have the
same positive variance σ 2(e) and are uncorrelated with each other, with the true score
Ti , and with the computer-generated variables Xik . Let the best linear predictor of true
score Ti by use of the Xik be

T̂i = α +
p∑

k=1

βkXik,
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and let the prediction error be

ri = Ti − T̂i .

Assume that ri has a positive variance σ 2(r) and Ti has a positive variance σ 2(T ). The
variance of Hij is then σ 2(H) = σ 2(T ) + σ 2(e).

The possibility of effective use of the computer-generated features can be seen
through an examination of the reliability coefficient of the human score and the coeffi-
cient of determination for linear prediction of the true score by the computer-generated
scores of essay features. The reliability coefficient for an individual human score is

ρ2
HT = σ 2(T )

σ 2(H)
= σ 2(T )

σ 2(e) + σ 2(T )
,

and the coefficient of determination for prediction of Ti by the Xik is

ρ2
XT = 1 − σ 2(r)

σ 2(T )
.

It should be noted that ρ2
HT is also the correlation coefficient of the human scores Hij

and Hij ′ if j �= j ′, and the correlation of a human score Hij and a prediction T̂i of the
corresponding true score is ρHT ρXT , so that the correlation of the computer-generated
prediction T̂i and a human score Hij exceeds the correlation of the two human scores
Hij and Hij ′ if the multiple correlation coefficient ρXT exceeds the correlation ρHT of
a human score Hij and the true score Ti (Holland and Hoskens, 2003).

Were α and the βk known, then the mean squared error from prediction of the true
score Ti by use of T̂i would be the variance σ 2(r) of the residuals ri . Let

ēi = m−1
m∑

j=1

eij

be the mean error for essay i. Because the prediction error from use of H̄i to predict Ti

is ēi , the mean squared error from prediction of the true score Ti by use of H̄i is

σ 2(ē) = σ 2(e)/m,

so that the estimate of the true score generated by the computer features is more ac-
curate, in the sense of mean squared error, than is the average human score if σ 2(ē) is
greater than σ 2(r). Given the formulas for reliability and for the coefficient of determi-
nation, the computer-based score T̂i is a more accurate approximation to the true score
Ti than is the mean human score H̄i if

1 − ρ2
HT >

(
1 − ρ2

XT

)
mρ2

HT .

Thus the computer-based score is increasingly favored as the reliability ρ2
HT decreases,

the number m of human scorers decreases, and the coefficient of determination ρ2
XT

increases.
In practice, use of computer-based scores requires estimation of the parameters α

and βk , 1 � k � p, and accuracy of approximation of the true score is adversely
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affected, with the effect smaller as the sample size increases. Let the essays i from 1
to n be employed with dependent variables H̄i and independent variables Xik . Let a

be the minimum norm least-squares estimate of α, and let bk be the minimum norm
least-squares estimate of βk (Rao and Mitra, 1971, p. 51). Then Ti is approximated by

T ∗
i = a +

p∑
k=1

bkXik,

and the approximation error is ri∗ = Ti − T ∗
i . The approximation T ∗

i may be computed
both for the essays i from 1 to n used in the estimation of regression parameters and for
essay 0 that has not been used in estimation of regression parameters.

The mean squared error V of the approximation T ∗
0 of T0 is the basic measure of

accuracy for use of the results with new data, for the holistic scores H0j for this essay
and the feature scores X0k for this essay have not been employed to find the estimated
intercept a and slopes bk . This mean squared error is obviously greater than σ 2(r). To
approximate the size B of the increase in mean squared error, let

Wi = (ri + ēi )Xi ,

let tr denote the trace of a square matrix, and let Cov(W) be the covariance matrix of the
vector Wi . Minor changes in the standard formula for prediction of a new observation
show that nB converges to

σ 2(r) + m−1σ 2(e) + tr
([

Cov(X)
]−1 Cov(W)

)
as the sample size n increases (Draper and Smith, 1998, p. 162), so that for a large
sample size n, the effect of estimation of parameters is quite small. This limit of nB does
not assume that classical assumptions of regression analysis hold. If c is the maximum
conditional expectation given Xi of the square of ri + m−1ēi , then the limit of nB is
bounded by c(p + 1), so that it is also important that p/n be small. This bound c is the
limit of nB and

c = σ 2(r) + σ 2(ē)

if ri + ēi and Xi are independent, as is the case in classical regression analysis; however,
this condition is difficult to satisfy in nontrivial cases given the restricted range of human
scores Hij .

To assess the value of electronic scoring, estimation of V and σ 2(e) is needed. In
the case of σ 2(e), estimation is quite elementary given standard results from analysis of
variance, provided that m > 1. One may use

s2(e) = [
n(m − 1)

]−1
n∑

i=1

m∑
j=1

(eij − ēi )
2

(Lord and Novick, 1968, chapter 7). For V , the argument is a bit more difficult. Observe
that

E
([

H̄0 − T ∗
0

]2) = V + σ 2(e)/m,
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and E([H̄0 − T ∗
0 ]2) may be estimated by use of deleted residuals. It is necessary that

n > p + 1. For feature score j from 1 to p, let X̄j be the sample mean of the scores
Xij , 1 � i � n. Let C be the p by p matrix with row j and column k equal to

Cjk =
n∑

i=1

(Xij − X̄j )(Xik − X̄k),

and let Cjk be row j and column k of the inverse of C. Let the matrix R be the n by n

matrix with row i and column i′ equal to

Rii′ = n−1 +
p∑

j=1

p∑
k=1

(Xij − X̄j )(Xi′k − X̄k)C
jk.

This matrix is sometimes termed the hat matrix (Draper and Smith, 1998, pp. 205–207)
due to the equation

T ∗
i =

p∑
j=1

Xij H̄j

that holds for 1 � i � n. For 1 � i � n, the deleted residual

rid = − H̄i − T ∗
i

1 − Rii

(Weisberg, 1985) is the error of prediction of H̄i from Xij , 1 � j � p, if the regression
parameters are estimated by use of the H̄ ′

i and Xi′j , 1 � j � p, for essays i′ between 1
and n such that i′ �= i. Thus rid is produced by prediction of H̄i by deletion of essay i.
Then E([H̄0 − T ∗

0 ]2) may be estimated by

n−1
n∑

i=1

r2
id ,

and V may be estimated by

V̂ = n−1
n∑

i=1

r2
id − s2(ē).

As the sample size n increases, the expectation of n(V̂ − V ) approaches 0, and the
probability approaches 1 that V̂ is positive. Thus the desired measure of mean squared
error for prediction of a new observation has been obtained by use of results of a con-
ventional regression analysis. In effect, n instances of subsamples of size n − 1 have
been used, but no explicit computations have been required to accomplish this goal.

Comparison of s2(ē) and V̂ provides a basis for assessment of electronic scoring, for
V̂ estimates the mean squared error of the approximation T ∗

0 to the true score T0 for
essay 0, and s2(ē) estimates the mean squared error σ 2(ē) obtained if the true score T0
for essay 0 is estimated by the mean H̄0 of the m holistic scores H0i for essay 0.
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1.1. Example of regression analysis

The challenge in the regression approach is to choose appropriate feature scores Xik .
The selection of features has changed over time as computer processing power has
increased. Initial efforts involved quite simple features such as number of words, num-
ber of semicolons, number of prepositions, average sentence length, and average word
length (Page, 1968). Similar selections of essay features continued for some time
(Wresch, 1993). More recent efforts with e-rater® have involved more complex fea-
tures such as rate per word of grammatical errors, rate per word of errors in mechanics,
and number of discourse elements in the essay (Burstein et al., 2004). For an illustra-
tion of results, consider four prompts previously examined in a study of essay features
(Haberman, 2004; Haberman and Qian, 2004). Two prompts are from the TOEFL
program and two from the GMAT program. Table 1 provides some basic summary infor-
mation concerning sample sizes and distributions of holistic scores. To avoid responses
that are not really essays, only essays with at least 25 words have been included. In ex-
amination of the table, note that each prompt receives a holistic score from two raters,
and each score is on a scale of 1 to 6 in which 6 is the highest possible score.

Two kinds of analysis are considered in Table 1. In the first analysis, only p = 6
essay features are considered, and none of the features has any specific relationship to
the content of the essay. The variables are square root of number of characters (SC),
square root of rate per word of errors in grammar and usage detected by the e-rater®

Version 2.0 software (SGU), square root of rate per word of spelling errors reported by
the software (SSP), square root of rate per word of mechanics errors other than spelling
detected by the software (SOM), median Standard Frequency Index (SFI) of words in
the essay for which the index is available (Breland et al., 1994; Breland, 1996; Breland
and Jenkins, 1997; Carroll, 1970), and the square root (SSI) of Simpson’s index for the
diversity of content words in the essay (Simpson, 1949). The SFI is a measure of the
frequency with which a word appears in English texts. The index has values from 0 to
100, with a lower index corresponding to a less frequent work. The Simpson index is the
probability that two randomly selected words from an essay will coincide. The variable
transformations are designed to make the predictors more similar in distribution to a
normal distribution, to reduce the incidence of outliers, and to improve the prediction of
the dependent variable. Intuitively, one would expect that a regression analysis would
yield positive coefficients for SC and negative coefficients for SGU, SSP, SOM, SFI, and
SSI. These expectations are in fact satisfied. Note that in each case, the estimated value

Table 1
Summary statistics for average holistic score

Program Prompt Count Average Standard
deviation

Skewness Kurtosis

GMAT 1 5183 3.789 1.118 −0.143 −0.450
GMAT 2 5158 3.842 1.067 −0.119 −0.319
TOEFL 1 4895 4.112 1.039 −0.161 −0.295
TOEFL 2 4884 4.075 1.021 −0.112 −0.238
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Table 2
Regression analysis of holistic scores

V̂

Program Prompt No. essays s2(e) p = 6 p = 56 p = 206

GMAT 1 5,183 0.356 0.212 0.108 0.070
GMAT 2 5,158 0.346 0.076 0.053 0.043
TOEFL 1 4,895 0.275 0.101 0.098 0.095
TOEFL 2 4,884 0.259 0.123 0.116 0.112

V̂ of the mean squared error from estimation of the true score by the regression analysis
is less than the estimated mean squared error s2(e) for estimation of the true score by
a single holistic score. Except for the first prompt, the estimated mean squared error V̂

for prediction of true score by regression is less than the estimated mean squared error
s2(ē) = s2(e)/2 from prediction of true score by the average of two human holistic
scores.

In the regression analysis with p = 56 and p = 206, an attempt has been made to
introduce some measure of essay content. For this purpose, a stop word is a word that
is not customarily used by a search engine. For example, articles such as “the” and “a”
are stop words. Various lists are available. The e-rater® software used for many of the
computations in this chapter uses a list of about 100 stop words. Words that are not
stop words are content words. Let content words Wk be ordered by their total frequency
among all essays available for a given prompt, so that W1 is the most frequent content
word for the prompt. Let Fik be the frequency of word Wk in essay i, and let Ci be
the total number of content words in essay i. The case of p = 56 adds Xi(k+6) =
(Fik/Ci)

1/2 for k from 1 to 50, while the case of p = 206 adds Xi(k+6) = (Fik/Ci)
1/2

for k from 1 to 200. The square roots are chosen to improve statistical behavior. The ratio
Fik/Ci is the fraction of content words that are Wk . The approach to content words used
here is rather crude, for plural and singular words are distinguished as well as different
verb forms for the same verb. The use of content words has a substantial impact in the
GMAT prompts, especially for the first prompt in which V̂ goes from 0.212 for p = 6
(no content) to 0.070 for p = 206 (200 content words). The impact for the TOEFL
prompts is very small.

For all three sets of predictors, the regression analysis provides a prediction of the
true score that is somewhat more accurate than the prediction provided by one human
rater. For the TOEFL examination, each regression provide a smaller mean squared error
than would be achieved by two raters. For the GMAT, the second regression for each
prompt (p = 56) is better in terms of mean squared error than three raters and the third
regression (p = 206) is better in each case than five raters. These results illustrate the
basis of claims made for many years that computers can be employed for essay scoring
by use of regression analysis (Page, 1966).
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1.2. Mixtures of human and machine scores

Use of scores of human raters or scores generated by computer are not exclusive options.
It is also possible to predict the true score of an essay with a combination of q � m

holistic scores and p essay features generated by computer. An approach of this type is
found in the GMAT. In GMAT, the score given an essay is normally the average of the
score of one human rater and a rounded value of the score provided by the regression
analysis. Without use of rounding, one can consider an estimate for T0 with

H̄0q = q−1
q∑

j=1

H0j

and

Sa0 = aH̄0q + (1 − a)T ∗
0

for some constant a between 0 and 1. The GMAT case corresponds to a = 0.5 and
q = 1. For any choice of a, the error is ra0 = Sa0 − T0, and the mean squared error is
then

Va = a2

q
σ 2(e) + (1 − a)2V.

The minimum value of Va is achieved for

a = V

V + σ 2(e)/q
.

The value of Sa0 corresponding to this selection of a is

S∗
0 = V H̄0q + q−1σ 2(e)T ∗

0

V + q−1σ 2(e)
,

and the mean squared error of S∗
0 is

V ∗ = q−1σ 2(e)V

V + q−1σ 2(e)
.

One may estimate the optimal value of a by

â = V̂

V̂ + s2(e)/q
,

so that S∗
0 is approximated by

Ŝ = V̂ H̄0q + q−1s2(e)T ∗
0

V̂ + q−1s2(e)

(Haberman and Qian, 2004). The estimated value of the mean squared error of S∗
0 is

then

V̂ ∗ = q−1s2(e)V̂

V̂ + q−1s2(e)
.
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Table 3
Weighted combination of human and regression scores

Program Prompt V0.5 â V̂ ∗

GMAT 1 0.116 0.232 0.083
GMAT 2 0.100 0.134 0.046
TOEFL 1 0.093 0.263 0.072
TOEFL 2 0.094 0.310 0.080

To illustrate this approach, consider the four prompts under study for p = 56 and
q = 1. Results are shown in Table 3 with a = 0.5 and â.

In terms of mean squared error, the evenly weighted combination of scores is actually
less effective than is the regression score for the GMAT prompts. In general, the optimal
weighting is somewhat better than is the even weighting.

1.3. Validity and reliability

Validity and reliability are further problems for machine scoring of essays. The essay
score, whether obtained from human or electronic raters, only applies directly to the
specific prompt and testing conditions under which the essay was produced. One must
be concerned with applications to other prompts and with attempts to infer more gen-
eral writing ability or analytical writing ability from the essay score. In the case of
regression estimation of holistic scores, validity and reliability research appears to be
rather limited. A limited study of 2,595 high school essays that involved 562 students
and seven prompts provides a reliability estimate of 0.61 if the regression analysis with
p = 6 is used (Haberman, 2004). This case should be approached with some caution
for several reasons. Relatively few students wrote essays for each prompt, the resolved
holistic score available was a single rounded score from 1 to 6 computed from at least
two human holistic scores (Burstein et al., 2004; Haberman, 2004), and the reliability
was estimated by use of a two-way analysis of variance with examinee and prompt fac-
tors. The reliability was based on the estimated variance components for error and for
examinee, so that the reliability estimates assume an adjustment for prompt effect has
been made. For comparison, the resolved holistic score itself had an estimated reliability
of only 0.52.

1.4. Agreement measures

The evaluation of regression analysis in this section is somewhat different than has often
been seen in the literature on automated essay scoring (Burstein et al., 2004). Much of
the discussion has involved rounding of the regression estimate to an integer score with
range equal to the range of the original holistic score provided by each rater. Even if
a human holistic score is based on more than a single rater, the holistic score used
in evaluation and in regression has been an integer holistic score determined from the
available holistic scores (Burstein et al., 2004; Haberman, 2004). The criterion used
has then been the probability that the human and machine integer scores agree (exact
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agreement) or the probability that the human and machine scores differ by no more
than 1 (adjacent agreement). This procedure has little logical basis given that rounding
normally decreases the efficiency of regression analysis and that scores are ordered.
In addition, the approach does not consider comparison of prediction by regression
analysis with prediction without use of any variables at all.

As an illustration, consider the regression analysis for the first prompt reported in
Table 2. Consider the case of p = 56. Consider the fraction of integers i and j , 1 �
i � n and 1 � j � 2, such that |Hij − T ∗

i | is less than 0.5. In such cases, the rounded
value of the regression estimate T ∗

i is equal to the holistic score Hij . This fraction with
exact agreement is 0.565, so that the estimated probability of error by this criterion
is 1 − 0.565 = 0.435. Similarly, consider the fraction of integers i and j such that
|Hij − T ∗

i | is less than 1.5, so that the rounded regression estimate differs from the
holistic score by no more than 1. This fraction with adjacent agreement is 0.969, so
that the probability of error by the criterion of adjacent agreement is 0.031. In study of
these fractions, it is important to note that the fraction of integers i and j such that Hij

is 4 is 0.333, so that a trivial prediction method for human score that uses no data can
achieve an error rate of 0.667. The proportional reduction in error rate due to use of the
regression is then a quite modest

1 − 0.435

0.667
= 0.348.

Similarly, the fraction of integers i and j such that |Hij − 4| does not exceed 1 is 0.774,
so that the error rate by the criterion of adjacent agreement is 0.226. The proportional
reduction in error is then a somewhat larger (Dorans and Patsula, 2003)

1 − 0.031

0.226
= 0.863.

1.5. Alternative forms of regression analysis

A number of simple variations on regression analysis have been considered. Ridge re-
gression and stepwise regression are natural possibilities, especially in cases in Table 2
in which the number p of predictors is large (Feng et al., 2003). These approaches yield
alternative estimates of the true score that are reasonably easily computed with standard
statistical software; however, proper estimation of mean squared errors is somewhat
more difficult than in the case of ordinary regression. In the examples in Table 2, these
alternative approaches appear to have at best only a very limited advantage over ordi-
nary regression analysis.

Regression analysis has the virtue of simplicity, and the methods considered in this
section do not require that the dependent variable satisfy linearity, homoscedasticity
or normality conditions. The only criterion considered is the extent to which the true
holistic score is predicted well. A natural limit on regression analysis is the quality of
the holistic scoring system.
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2. Composite scales

It is not necessarily true that a computer-generated essay score should be designed to
mimic a human holistic score. Given computer-generated essay feature scores Xik , 1 �
k � p, with respective means E(Xk) and standard deviations σ(Xk) and the average
human score H̄i with mean E(T ) = E(Ti) and standard deviation σ(H̄ ) = [σ 2(T ) +
σ 2(ē)]1/2, consider the standardized features

Zik = Xik − E(Xk)

σ (Xk)
,

and

Gi = H̄i − E(Ti)

σ (H̄ )
.

Composite scores

Yi =
p∑

k=1

γkZik

can be constructed for some constants γk , 1 � k � p. In addition, it is possible to
consider composite scores

Ui = δGi +
p∑

k=1

ηkZik

based on both human holistic scores and computer-generated essay features. The chal-
lenge is to choose appropriate weights γk for the components Zik of Yi and ηk and δ

for the components Gi and Zik of Ui . Weights can be selected on the basis of judge-
ment concerning relative importance of the various essay features. Weights can also be
selected by principal components analysis or by reliability analysis (Gulliksen, 1987,
chapter 20). In all methods, some consideration must be given to reasonableness of
signs of coefficients. For example, in the case of the analysis reported in Table 2 for
p = 6, as previously noted, it is normal to expect that an essay is improved as the holis-
tic score average H̄i increases, the length variable Xi1 increases (the essay is typically
more developed in this case), the square roots Xi2, Xi3, and Xi4 of error rates decrease,
the median SFI Xi5 decreases (the essay words are less common), and the square root
Xi6 of Simpson’s index of the content word distribution decreases (the vocabulary is
more diverse). Thus it is desirable that γ1 and η1 are positive, γj and ηj are negative for
j from 2 to 6, and δ is positive.

2.1. Principal components

In the case of principal component analysis for a composite score Y0 based exclusively
on computer-generated scores, if the correlation matrix of the X0k is known for 1 �
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k � p, then Y0 is selected to maximize the variance of Y0 subject to the constraint that
p∑

k=1

γ 2
k = 1.

In this way, one minimizes the sum of the mean squared errors of the regressions of
Zik on Yi for 1 � k � q (Kendall et al., 1983, chapter 43). The variance σ 2(T0) is the
largest eigenvalue of the correlation matrix D of the Zik , 1 � k � p, and the γk are
the coordinates of the corresponding eigenvector. The γk are uniquely defined by the
convention that γ1 is positive if only one eigenvalue of D is equal to σ 2(Y0) and if the
corresponding eigenvector has a nonzero first coordinate. Similarly, U0 is selected to
maximize the variance of U0 subject to the constraint that

δ2 +
p∑

k=1

η2
k = 1.

In the case in which sampling must be used to estimate the weights, little changes.
Let X̄k and s(Xk) be the respective sample mean and sample standard deviation of the
Xik , 1 � i � n, so that the estimated standardized value for feature k is

Ẑi = Xik − X̄k

s(Xk)
.

Similarly, let H̄ and s(H̄ ) be respective sample mean and sample standard deviation of
the H̄i , 1 � i � n, and let

Ĝi = H̄i − H̄

s(H̄ )
.

Then

Ŷi =
p∑

k=1

ckẐik

is selected to maximize the sample variance of Ŷi , 1 � i � n, subject to the constraint
that

p∑
k=1

c2
k = 1.

Similarly,

Ûi = dH̄i +
p∑

k=1

ekXik

is selected to maximize the sample variance of Ûi , 1 � i � n, subject to the constraint
that

d2 +
p∑

k=1

g2
k = 1.
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Table 4
Principal component composite scale for essay prompts

GMAT TOEFL

Estimate Prompt 1 Prompt 2 Prompt 1 Prompt 2

c1 0.400 0.442 0.424 0.440
c2 −0.472 −0.352 −0.429 −0.364
c3 −0.534 −0.420 −0.444 −0.355
c4 −0.443 −0.408 −0.391 −0.379
c5 −0.367 −0.432 −0.415 −0.466
c6 0.030 −0.390 −0.338 −0.432
d 0.568 0.558 0.547 0.553
e1 0.528 0.505 0.471 0.486
e2 −0.315 −0.234 −0.356 −0.269
e3 −0.383 −0.306 −0.278 −0.290
e4 −0.275 −0.271 −0.316 −0.272
e5 −0.272 −0.321 −0.316 −0.342
e6 −0.056 −0.331 −0.280 −0.333

In the case of p = 6 for the essay prompts reported in Table 2, Table 4 is obtained.
The scales are relatively similar for each prompt, except that the weight given to

the word diversity measure Zi6 is much smaller for the first GMAT prompt and has an
inappropriate sign if the average holistic score H̄i is not used. The reason for the result
is not clear.

2.2. Reliability maximization

An alternative approach is available if essay portfolios are available for a sample of ex-
aminees. In this case, multivariate analysis of variance may be employed to examine the
reliability of essay features. With this approach, a composite score can be estimated by
canonical analysis to maximize reliability (Haberman, 2004). When applied to the pre-
viously described high school essays employed to examine reliability of holistic scores
and regression estimates of holistic scores, the coefficients in Table 5 are obtained. Qual-
itatively, results are fairly similar to those with principal components. With or without
the resolved holistic score, the estimated composite scores have reliability of about 0.77.
Thus it appears possible to obtain composite scores that are substantially more reliable
than human holistic scores or regression approximations to such scores. Whether these
composite scores are attractive in terms of validity and in terms of acceptability to users
of writing assessments requires further investigation. One point, however, should be
emphasized. The individual components of the composite are not notably reliable. The
best result, a coefficient of 0.60, was obtained for the essay length variable SC, and a
reliability coefficient of 0.56 was obtained for the mechanics variable SOM.



218 S.J. Haberman

Table 5
Composite scale weights for maximum reliability

Coefficient Value Coefficient Value

c1 1.081 e1 0.753
c2 −0.372 e2 −0.370
c3 −0.435 e3 −0.433
c4 −0.742 e4 −0.735
c5 −0.309 e5 −0.318
c6 −0.219 e6 −0.196
d 0.379

3. Content analysis

Analysis of content is a relatively difficult problem. It has typically been approached
through an examination of the frequencies with which specific words have been used
in an essay. This section considers three basic approaches, regression analysis, latent
semantic analysis, and content vector analysis.

3.1. Regression analysis

Regression analysis has already been employed to study the effect of content in Sec-
tion 1 in the cases of p = 56 and p = 206 predictors. The choice of 50 or 200 words is
somewhat arbitrary, and appropriate choices are best explored by examinations of larger
classes of prompts than those considered in Table 2. The method used to select words
can also be modified, and there are also questions whether it is best to distinguish or
not to distinguish closely related words. For example, the analysis reported in Table 2
considers the words “service” and “services” separately. The regression approach is in-
herently limited in that a meaningful regression can only be performed if the number of
different words examined is much smaller than the number of essays examined. It is cer-
tainly not evident from results in Table 2 that this limitation has much practical impact,
but it does mean that a substantial fraction of the words in the essay are not examined
on an individual basis. For instance, in the case of the first GMAT prompt, the 50 most
common content words include about 42 percent of all content words found in the col-
lection of essays, while the 200 most common content words include about 63 percent
of all words in the essays. There are more than 19,000 distinct content words used in
the collection of essays, so that the vast preponderance of words are not considered.

The content measurement in Table 2 is based on relative word frequencies. In the
notation used in Section 1, the square root (Fij /Ci)

1/2 of the relative frequency Fik/Ci

of content word Wi was considered. An alternate study of content may be based on the
actual word frequencies Fik . This approach, which implicitly includes measurement of
essay length, can be remarkably effective at prediction of human holistic scores, even
if no other variables are considered. Consider a prediction of the true score Ti in which
the predictors are the square roots F

1/2
ik of the frequencies Fik for content word Wk in

essay i, 1 � k � 200, the square root O
1/2
i of the frequency Oi = Ci − ∑200

k=1 Fik
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of all other content words, and the square root S
1/2
i of the frequency Si in essay i of

all stop words. In this case, the estimated mean square errors V̂ for the four prompts
are 0.069, 0.064, 0.136, and 0.157, respectively. Comparison with Table 2 shows that
results are remarkably good for the first GMAT prompt and a bit less successful for the
TOEFL prompts. Quite similar results are obtained if the square root of each frequency
is replaced by the logarithm of one plus the frequency.

It should be noted that the use of relative frequency without a measure of essay
length is much less effective at prediction of holistic score than is use of frequency,
and use of the square roots of frequencies plus the measures SGU, SSP, SOM, and SSI
used with number of characters in Table 2 is about as effective as the case of p = 206
in Table 2. Thus the results here do not provide a true breakthrough in prediction of
holistic scores; however, they do indicate that frequencies Fik of individual words can
be employed effectively in prediction of holistic score. This issue is important when the
method known as latent semantic analysis is explored.

3.2. Latent semantic analysis

Latent semantic analysis has been proposed as a technique for electronic essay scoring
in which essay content is emphasized (Landauer et al., 1998; Landauer et al., 2003).
This method, which is used in the Intelligent Essay Assessor™ (Landauer et al., 2003),
differs somewhat from the regression approach in its approach to scoring and in its use
of a singular value decomposition. Formal study of its statistical properties appears to
be difficult given the very high dimension of many components of the analysis, although
modified versions of LSA that restrict the number of words considered can be analyzed
in a conventional fashion.

To describe LSA for the n essays under study, let Wk and Fik be defined as in Sec-
tion 1 for 1 � k � p for some integer p such that, for 1 � k � p, Fik > 0 for at least
two essays. Let F+k = ∑n

i=1 Fik be the total number of uses of word Wk in any of the
n essays i, 1 � i � n, and let fik = Fik/F+k be the fraction of observed uses of word
Wk in the n essays that are in essay i. A singular value decomposition (Stewart, 1973,
pp. 317–326) is performed on the n by p matrix S with row i, 1 � i � n, and column
k, 1 � k � p, equal to

Sik = J−1
k log(Fik + 1),

where Jk is the entropy estimate

Jk = −
n∑

i=1

fik log fik

and 0 log 0 is 0. Note that Sik is 0 if Fik = 0, so that word Wk is not in essay i, and
Sik > 0 if Fik > 0, so that word Wk is found in essay i.

If d is the minimum of n and p, then S has the singular value decomposition

Sik =
d∑

a=1

λatiauka,
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where the λa are nonnegative and not increasing,

n∑
i=1

tiatib =
{

1, a = b,

0, a �= b,

and
p∑

k=1

ukaukb =
{

1, a = b,

0, a �= b.

For 0 � i � n, let

via =
p∑

k=1

Sikuka.

Then

λatia = via

for 1 � i � n, so that t0a , 1 � a � d , may be defined as

v0a/λa

whenever λa > 0. The weighted score Sik for word Wk and essay i, 0 � i � n,
1 � k � p, may be approximated by

Sikq =
q∑

a=1

ukavia

for each q � d . If q = d , then Sikq = Sik for 1 � i � n. Each Sikq , 0 � i � n,
is uniquely defined for a given q if the λa are all distinct and positive for 1 � a � q

and if λq > λq+1 in the case of q < d . Given the choice of q, the new variables Sikq ,
1 � k � p, may then used to approximate human holistic scores. Given the linear
relationships present between the Sikq and via , use of Sikq , 1 � k � p, as predictors of
H̄i is equivalent to use of via , 1 � a � q, as predictors of H̄i .

The variables Sikq and via are readily criticized as artificial variables with no clear
meaning that are dependent on all essays from the sample and not just on essay i. In ad-
dition, the Sikq and via are rather unstable if the λa are similar in value for any a � q+1
(Wilkinson, 1965, chapter 2). The variables have a further limitation that is evident if
regression analysis is considered. Consider the case of p fixed and n large. Consider a
linear regression analysis with average human holistic score H̄i and independent vari-
ables Sikq , 1 � k � p for each essay i from 1 to n. Let Xik = log(Fik + 1) for
1 � k � p. Recall notation in Section 1 for the true score T0, the estimated true score
T ∗

0 , the residual variance σ 2(r), and the mean squared error V . Observe that random
variable djk , 1 � j � p, 1 � k � p, determined by the Fik , 1 � i � n, and
1 � k � p, exist such that

Sikq =
p∑

j=1

djkXij .
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Select aq and bkq , 1 � k � p, to minimize the residual sum of squares

n∑
i=1

(H̄i − Giq)2

for

Giq = aq +
q∑

k=1

bkqSkq, 0 � i � n.

The mean squared error Vq = E([T0 − G0q ]2) from the regression analysis based
on the Sikq must be at least the variance σ 2(r) of the residual ri from the regression
of Ti on the Xik for 1 � k � p. For comparison, consider the mean squared error
V = E([T0 − T ∗

0 ]2) based on regression analysis in which regression parameters are
estimated by observation of H̄i and Xik , 1 � k � p, for 1 � i � n. Here n[V − σ 2(r)]
has a finite limit of order p + 1, so that E([T0 − G0q ]2) cannot possibly be less than
V by more than a term of order (p + 1)/n. Thus for p/n small, SA has very limited
potential if used in regression analysis.

It should be noted that as the sample size n increases and p remains constant, the
perturbation theory of eigenvalues and eigenvectors may be used to show that E([T0 −
G0q ]2) does approach a limit V ∗

q that is σ 2(r) for q = p and at least σ 2(r) for q < p

(Wilkinson, 1965, chapter 2). To find V ∗
q for q < p, let D be the p by p matrix with row

j and column k equal to E(XijXik). Let the eigenvalues of D be μa , 1 � a � p, and
let the μa not increase in a. Let the μa be distinct for a � q + 1, and let the eigenvector
corresponding to μa have coordinates u∗

ka , 1 � k � p and satisfy

p∑
k=1

(
u∗

ka

)2 = 1

for 1 � a � p. Let

v∗
ia =

p∑
k=1

u∗
kaXik

for 1 � a � q, and let

S∗
ikq =

q∑
a=1

v∗
ia.

To simplify analysis, assume that u∗
1a is positive for 1 � a � q, and uia is selected so

that u1a is positive if u1a is not 0. Let G∗
iq be the best linear predictor of Ti based on

v∗
ia , 1 � a � q. Then via approximates v∗

ia , Sikq approximates S∗
ikq , and Vq converges

to V ∗
q = E([T0 − G∗

0q ]2). Obviously V ∗
q is at least σ 2(r).

A reasonable approach to estimation of V ∗
q is to apply the estimation method used

for estimation of V in Section 1. The one complication is that one proceeds as if the
true independent variables are via , 1 � a � q, rather than v∗

ia , 1 � a � q. This practice
yields an estimate V̂q of Vq with a bias of order q/n.
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Given the approach of least squares, LSA does not necessarily perform notably well.
It is important to realize that the vi1 are closely related to the logarithm Li of the number
of words in essay i. Consider the first GMAT prompt described in Table 2. Consider use
of p = 200 content words, and recall that n is 5,183. For the Xik , 1 � k � p, V̂ in
this case is 0.112, and the corresponding value of V̂ based on the single predictor Li

is 0.290. The sample correlation of vi1 and Li is −0.777, but the estimate V̂1 = 0.394
is a bit larger than might be expected. Use of a larger q does have some impact, for
the estimate V̂10 = 0.154 is reasonably small but somewhat greater than V̂ for the Xik ,
1 � k � p.

If every content word that appears in at least two essays is used rather than just a
fixed number of content words, then LSA becomes a formidable task. For example, in
the first GMAT prompt, F+k is at least two for more than 9,000 distinct words Wk .
A singular value decomposition that involves a matrix of rank more than 5,000 is a
difficult undertaking. The statistical properties of such a decomposition are likely to be
highly unsatisfactory given that the stability of the uka , λa , and tia depend strongly on
the sizes of the differences between the λa . In addition, examination of large-sample
properties of LSA is much more difficult if p increases as n increases.

In practice, LSA has normally not employed regression analysis for prediction of
T0. Instead nonparametric regression based on nearest neighbors has been tried. In this
approach, nearest neighbors are defined in terms of a cosine similarity measure for the
Sikq and S0kq , 1 � i � n (Landauer et al., 2003). To define the similarity measure, first
define the size measure siq for the Sikq , 1 � k � p, by

s2
iq =

p∑
k=1

S2
ikq =

q∑
a=1

v2
ia.

This measure can be regarded as an attempt to assess the amount of content in the essay.
It clearly has some relationship to essay length, although a long essay with very few
distinct content words would have a relatively small length.

For essays i from 0 to n and j from 0 to n, the size measures siq and sjq are associated
with the cross-product measure

dijq =
p∑

k=1

SikqSjkq =
q∑

a=1

viavja

and the cosine measure

cijq = dijq/(siqsjq).

Note that
p∑

k=1

(Sikq − aSjkq)2

is minimized if a = dijq/s2
jq , and the minimum is s2

iq (1 − c2
ijq).

To define the nonparametric regression estimate, let j (i), 1 � i � n, be defined so
that c0j (i)q does not increase in i. For a fixed N � n, the approximation to the true score
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T0 is then

H+
0q =

∑N
i=1 c0j (i)qH̄j (i)∑N

i=1 c0j (i)q

.

The mean squared error V +
q is then V +

q = E([T0 − H+
0q ]2). Even for fixed p, the large-

sample properties of V +
q are complicated due to the use of j (i) and N . Nonetheless,

some guidance to reasonable expectations can be obtained from general bounds on the
accuracy of nonparametric regression (Stone, 1980). Let the conditional expected value
T +

i of Ti given v∗
ia , 1 � a � q, be a continuously differentiable function of the v∗

ia , and
let σ 2(r+) be the variance of the residual T0 − T +

0 . Although some complications arise
due to the discreteness of the original variables Fik and due to the use of the estimate
via of v∗

ia rather than v∗
ia , it is not reasonable to expect that V +

q − σ 2(r+) is smaller

in order of magnitude than n−2/(2+q). This order of magnitude is based on N of order
n2/(2+q). For q = 10 and n = 5, 183, n2/(2+q) is about 4. Both N = 4 and N = 10
were tried, and the best result was for N = 10. With N = 10 and q = 10, an attempt
was made to estimate V +

q by the following procedure. For each observation i from 1 to
n, j (i, k) was defined for k from 1 to n − 1 so that c(i, j (i, k)) did not increase in k and
j (i, k) was not i. The deleted estimate of Ti was then

H+
iq =

∑N
k=1 cij (i,k)qH̄j (i,k)∑N

k=1 cij (i,k)q

.

The estimate of V +
q was

V̂ ∗
q = n−1

n∑
i=1

(
H̄i − H ∗

iq

)2 − s2(ē).

This estimate does not recompute the values of cijq when observation i is deleted; how-
ever, the effects of this omission should be modest given the large sample size. The
observed value of V̂ ∗

q is 0.575, a quite large value relative to the value of V̂ of 0.112
obtained by an ordinary regression analysis with independent variables Xik , 1 � k � p.

Many alternative approaches to approximation of T0 have also been considered
(Landauer et al., 1998, 2003). Some have used regression analysis with the predictor
s0q of T0 or the two predictors s0iq and H ∗

0q for H̄0. For the GMAT prompt under study
and for q = 10, these approaches are not competitive with regression methods based on
the via , 1 � a � q, although s01q appears to be a more effective predictor of T0 than
is H ∗

0q . Other approaches have tried scaling methods based on cosine measures for all
essays i and j , 1 � i < j � n. Latent semantic analysis has also been used to mea-
sure essay coherence through such devices as cosine measures of similarity of sentences
within paragraphs.

The weighting in Sik based on entropy can also be modified by replacement of J−1
k

by 1 or by replacement of Jk by the tfidf weight log(n/zk), where zk is the number
of essays i, 1 � i � n, with Fij > 0. The tfidf weight found in the literature on
information retrieval (Salton, 1988, chapters 9–10) has the notable feature that a weight
of 0 is given to a word that appears in all essays. The tfidf weight has been employed in
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information retrieval with a cosine measure. It should be noted that application to essays
is somewhat different than the original application to information retrieval in which a
rather short query is matched to a large collection of documents to find the members of
the collection that appear most relevant to the query. In the example under study, weight
modifications in LSA do not have major impact on the results of the analysis.

The analysis here has modified latent semantic analysis to permit formal statistical
analysis. In traditional latent semantic analysis, the high dimensions involved in the sin-
gular value decomposition and the use of nonlinear methods make analysis much more
complicated due to the increase of the dimension of the singular value decomposition as
the sample size increases. From what can be learned from the feasible formal analysis,
latent semantic analysis appears difficult to justify.

3.3. Content vector analysis

Content vector analysis (CVA) is an approach to estimation of holistic scores which is
employed by e-rater® (Attali et al., 2003; Burstein et al., 2004). Content vector analysis
has some relationship to latent semantic analysis to the extent that similarity measures
based on cosines are used and to the extent that conventional application involves very
high dimensions. On the other hand, no singular value decomposition is employed in
CVA. In addition, CVA differs from LSA in that CVA divides essays into groups by
use of holistic scores. In contrast, LSA does not group essays on the basis of holistic
score. As is the case for LSA, CVA can be modified so that formal statistical analysis is
possible. Because CVA depends on the fractions Fik/Ci rather than on the logarithms
log(Fik + 1), prediction of holistic scores by CVA alone is much less effective than is
prediction of holistic scores by LSA. This outcome is predictable given what is known
from regression analysis. For the first GMAT prompt in Table 2, if the predictors are
Fik/Ci , 1 � k � p, for p = 200, then V̂ is 0.608. If the predictors are (Fik/Ci)

1/2,
1 � k � p, then V̂ is 0.303. Virtually the same result is obtained from predictors
log[(Fik + 1)/(Ci + 1)]. Recall that use of the predictors log(Fik + 1) for 1 � k � p

led to an estimate V̂ of 0.112.
To provide a general description of CVA, let the holistic scores Hij have integer val-

ues from 1 to b � 2. Let Ξ be the set of all m-dimensional vectors with all coordinates
integers from 1 to b, and let Aa , 1 � a � b, be disjoint and nonempty subsets of Ξ such
that each member of Ξ is in some Aa . If the vector with coordinates Hij , 1 � j � m,
is in Aa , then essay i is in score group Gi = a. The score groups are arranged so that
the m-dimensional vector with all elements a is in Aa and so that if Hij � Hi′j for
1 � j � m, then Gi � Gi′ . In the analysis for the first GMAT prompt, Gi is the small-
est integer not less than H̄i . This procedure is similar but not identical to the procedure
used in e-rater® to obtain a resolved holistic score.

Let Ia , 1 � a � b, be the essays i from 1 to n such that Gi = a, and let wk =
log(n/zk) be the tfidf weighting described at the end of the discussion of latent semantic
analysis. Similarity of an essay i to the group of essays Ia is considered by use of a
cosine measure similar in nature to cosine measures considered in LSA. For the content
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words Wk , 1 � k � p, the essay length measure si , 0 � i � n, satisfies

s2
i =

p∑
k=1

[
(Fik/Ci)wk

]2
.

If

xak =
∑

i∈Aa
Fik∑

i∈Aa
Ci

is the fraction of content words in essays in Aa that are equal to Wk , then the length
measure ua for score group a satisfies

u2
a =

p∑
k=1

(xakwk)
2.

The cross-product measure

via =
p∑

k=1

(Fik/Ci)xakw
2
k ,

and the cosine measure

cia = via/(siua)

for 0 � i � n. The estimated holistic score ĤCi from content vector analysis is
the largest integer a such that cia � cia′ whenever a′ �= a. In e-rater® Version 2.0,
the regression analysis employs ĤC0 and c0b to predict T0. Thus the minimum VC of
E([T0−a−b1ĈC0−b2c0b]2) may be considered. Estimation of this minimum can read-
ily be accomplished as in Section 1. The one detail is that for each observation i from 1
to n, ĤCi and cib are replaced by deleted estimates ĤCdi and cidb obtained by omission
of observation i. This deletion does not create a significant computational problem. The
resulting estimate of VC for the first GMAT prompt is 0.417, so that CVA is somewhat
less successful at prediction of the true score T0 than is simple regression analysis based
on (Fik/Ci)

1/2.
In practice, study of CVA involves greater complication due to lack of restriction

on the number p of different content words examined. Issues of biased sampling also
arise, for in many applications of e-rater®, a stratified sample of 265 essays is used
for estimation. Fifty essays are selected for each score group from 2 to 6, but only 15
essays are selected for score group 1. The lower number of scores of 1 reflects the
lower frequency of a resolved holistic score of 1 among essays to which e-rater® is
customarily applied.

A variation on content vector analysis can also be considered in which an estimated
holistic score is obtained by use of a weighted average of human holistic scores assigned
to some number of nearest neighbors of the essay under study (Larkey and Croft, 2003).
This approach is very similar in nature to the nearest neighbor approach in latent seman-
tic analysis. The basic change is that the cosine measure of similarity of essays i and j
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is

(sisj )
−1

p∑
k=1

Fik

Ci

Fjk

Cj

w2
k .

This approach suffers from the same basic problems as does the similar approach in
latent semantic analysis.

On the whole, regression analysis based on frequencies of content words appears
both simpler and more effective than the alternatives that have been proposed to date.

4. Analysis of discrete responses

Because holistic scores provided by individual raters are normally integer measures, it
is possible to study the relationship of holistic scores to predicting variables by use of
methods for the analysis of ordered discrete responses. A potential gain over regression
analysis is the exploitation of restriction on the ranges of the responses.

4.1. Cumulative logit models

One approach that has been considered uses the cumulative logit model, and many al-
ternatives exist (Feng et al., 2003). As an example, consider use of a cumulative logit
model to describe the relationship of Hij to Xik , 1 � j � m, 1 � k � p, in Section 1
under the assumption that holistic scores assigned to essays by raters all have integer
values from 1 to b. Consider the cumulative logit model that, given the Xik , the Hij are
conditionally independent and the probability Pih that Hij � h < b is equal to

1

1 + exp(−γih)
,

where

γih = θh −
p∑

k=1

βkXik,

(McCullah and Nelder, 1989, chapter 5). In effect, the model postulates that there is an
unobserved underlying continuous score

Ci =
p∑

k=1

βkXik

that is the basis of rater behavior. In addition, the model has cut points θh for h from
1 to b − 1. To each rater j and essay i corresponds an independent score deviation cij

that has a standard logistic distribution, so that cij � x with probability 1/(1 + e−x)

for all real x. The underlying rater score is Rij = Ci + cij . The holistic score Hij = 1
if Rij � θ1. For 1 < h < b, the score Hij = h if θh−1 < Rij � θh. If Rij > θb−1,
then Hij = b. The restriction that the score deviation has a standard logistic distribution
may appear quite strong, but it only serves to identify parameters. The same conditional
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probabilities Pih are produced if θh, βk , and cij are all multiplied by the same positive
constant.

Maximum likelihood is readily employed to use essays 1 to n to estimate the para-
meters θh and βk , and the probability Pih is then readily estimated for each essay i from
0 to n. In this fashion, a distribution for Hij is estimated. Let P̂ih denote the resulting es-
timate of Pih. Note that P̂ih = Pih = 1 for h = b, for the probability is 1 that Hij � b.
Similarly, P̂ih = Pih = 0 for h = 0, for Hij cannot be less than 1. The conditional
mean

b∑
h=1

h[Pih − Pi(h−1)] = b −
b−1∑
h=1

Pih

of Hij given the Xik , 1 � k � p, is then estimated by

Ĥi = b −
b∑

h=1

P̂ih,

and Ĥi also provides an estimate of the true score Ti .
The estimation procedure considered here may be considered even if the cumulative

logit model is not correct, just as the regression analysis in Section 1 may be considered
even for an incorrect model (Gilula and Haberman, 1995). Estimates of the parameters
θh and βk may be used to estimate T0 by Ĥ0, and the mean squared error V is then the
expectation of (T0 − Ĥ0)

2. To avoid technical problems due to a positive probability of
nonexistence of maximum-likelihood estimates requires some procedure for alternative
parameter estimates in case maximum-likelihood estimates are unavailable; however,
this difficulty can be resolved by a variety of conventions that do not affect large-sample
properties. The important issue is to estimate V without the assumption that the model
is correct.

The simplest approach to estimation of V is to consider the simple average

M̄ = n−1
n∑

i=1

(H̄i − Ĥi)
2.

This average may be used to yield the estimate

V̄ = M̄ − s2(ē)

for V . This estimate has a bias of order n−1. To attempt to adjust for the bias is somewhat
more difficult than in Section 1 due to the nonlinear estimation methods used for the
cumulative logit model.

One feasible approach is randomly to divide the n essays used in estimation into g

approximately equal groups numbered from 1 to g, where g exceeds 1 and n/g is large.
Maximum likelihood is applied to the essays not in group f , and one then has estimates
Ĥif for Ĥi for 1 � i � n. Let

cif = (H̄i − Ĥif )2.
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Table 6
Cumulative logit analysis of holistic scores

V̂

Program Prompt No. essays s2(e) p = 6 p = 56 p = 206

GMAT 1 5,183 0.356 0.201 0.103 0.064
GMAT 2 5,158 0.346 0.070 0.048 0.038
TOEFL 1 4,895 0.275 0.0911 0.089 0.086
TOEFL 2 4,884 0.259 0.115 0.108 0.104

Let Af be the sum of cif for i in group f , and let Bf be the sum of cif for i not
in group f . Let A be the sum of the Af , and let B be the sum of the Bf . Then C =
n−1A−[n(g−1)]−1B estimates the difference between the expected value of (H̄i−Ĥi)

2

for i in group f and the expected value of (H̄i − Ĥi)
2 for i not in group f . Because

there are approximately n(g − 1)/g essays not in group f for each f from 1 to g, the
estimate

V̂ = V̄ + C(g − 1)/g

provides an approximation to V .
In the examples in Table 2, results are rather favorable. Consider Table 6. In the table,

estimation for V̂ is based on g = 10. It is notable that mean squared errors are less than
in the case of linear regression.

The analysis in Table 6 does not assume that the model studied is valid, and indeed
good reasons exist to believe that no model considered in this section is actually true for
the essays under study. A very simple check is to consider the sample correlations of
Hi1 − Ĥi and Hi2 − Ĥi . These correlations should be close to 0 if the model is correct
and the sample size is large; however, even for p = 206, the sample correlations range
from 0.115 and 0.063 for the two GMAT prompts to 0.199 and 0.246 for the TOEFL
prompts. Nonetheless, cumulative logit models do appear to perform well relative to
regression models.

4.2. Alternative models

Many alternatives to cumulative logit models exist. An obvious alternative is the cu-
mulative probit model in which the score deviation cij is assumed to have a standard
normal distribution, so that the transformation

1

1 + exp(−γih)

associated with the logistic distribution function is replaced by the transformation
Φ(γih) associated with the standard normal distribution function Φ. In practice, cu-
mulative probit and cumulative logit models yield very similar results in terms of the
predicted true scores, for Φ(x) and 1/(1+exp(−1.7x)) never differ by more than about
0.01 (Lord and Novick, 1968, p. 399).



Electronic essay grading 229

A number of possibilities exist for use of log-linear models (Haberman, 1979, chap-
ter 6). An analogue to the cumulative logit model is the linear-by-linear log-linear model
in which the probability pih that Hij = h satisfies

pih = exp(γih)∑b
a=1 exp(γah)

for

γih = θh +
p∑

k=1

βk

[
h − (b + 1)/2

]
Xik

for 1 � h � b and
∑b

h=1 θh = 0. Given maximum-likelihood estimates p̂ih, Ti may be
estimated by

b∑
h=1

hp̂ih.

A more general model is the multinomial response model that

γih = θh +
p∑

k=1

βhkXik,

where
∑b

h=1 βhk = 0. Estimation may be accomplished in these models by maximum
likelihood without any unusual difficulty.

If the essay features examined are all polytomous, then a very simple log-linear
model can be used in which it is assumed that, conditional on Hij = h, the features
Xik , 1 � k � p, are conditionally independent. This model is a special case of the
multinomial response model. If Qhk(x) is the conditional probability that Xik = x

given that Hij = h and if Hij = h with probability qh, then the conditional probability
that Hij = h given the Xik is

qh

∏p

k=1 Qhk(Xik)∑b
a=1 qa

∏p

k=1 Qak(Xik)
.

Estimation of qh and Qhk(x) is straightforward, for qh can be estimated by the fraction
q̂h of all scores Hij equal to h and Qhk(x) can be estimated by the fraction Q̂hk(x)

of scores Hij = h for which Xik = x. This approach has been explored in essay
assessment for Xik binary (Larkey and Croft, 2003; Rudner and Liang, 2002). Given the
estimated conditional probabilities that Hij = h given the Xik , Ti can then be estimated
as in the linear-by-linear log-linear model.

The proposed methods have in common a failure to consider model error. This failure
can be remedied rather easily in principle, but a substantial computational cost appears
to be involved if b > 1 raters are used. The simplest case to discuss involves the cumu-
lative probit model. Let the underlying continuous score

Ci =
p∑

k=1

βkXik + di
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for unknown parameters βk and for an unobserved normal random variable di with mean
0 and variance τ 2 < 1. Again consider unknown cut points θh for h from 1 to b − 1. To
each rater j and essay i corresponds a score deviation cij that has a normal distribution
with mean 0 and variance 1 − τ 2. Assume that the cij and di are mutually independent.
The underlying score for rater j for essay i is then

Rij = Ci + cij .

Thus the holistic score Hij = 1 if Rij � θ1. For 1 < h < b, the score Hij = h

if θh−1 < Rij � θh. If Rij > θb−1, then Hij = b. In this fashion, the conditional
probability Pih that Hij � h is Φ(γih) for

γih = θh −
p∑

k=1

βkXik,

just as in the regular cumulative probit model. Indeed, for b = 1, the new model is
indistinguishable from the ordinary cumulative probit model. For b > 1, the addition
of the parameter τ results in a somewhat more complicated analysis by maximum like-
lihood with rather uncertain practical benefit given that the model does not change the
conditional marginal distributions of the Hij given the Xik .

It is also possible to apply a cumulative logit or cumulative probit model to the aver-
age H̄i rather than to the individual Hij . This possibility was checked in the cumulative
logit case for the cases considered in Table 2. Results appear to be very similar to those
for the cumulative logit case described in Table 6.

In summary, use of models for discrete data appears appropriate for prediction of
holistic scores, and a simple cumulative logit model appears rather satisfactory in prac-
tice even if it does not perfectly describe the data.

5. Bayesian analysis

Bayesian analysis of electronic essay scoring has been considered for 473 senior es-
says from the 1988 National Assessment of Educational Progress for a variant on the
cumulative probit model (Johnson, 1996; Page, 1994) in which raters are identified and
model error is present. In this analysis, rater j refers to a specific person for each essay.
Given the Xik and an unobserved normal random variable di with mean 0 and variance
τ 2 > 0, the underlying rater score is

Rij =
p∑

j=1

βkXik + di + cij ,

where the di and cij are independent normal random variables with common mean
0. The standard deviation of cij is σj , so that each judge has an individual degree of
variability. In addition, each judge j has distinct cutpoints θhj for 1 � h � b − 1. If
Rij < θ1j , then Hij = 1, while Hij = h if θ(h−1)j < Rij � θhj . If Rij > θ(b−1)j , then
Hij = b. This model is sufficiently complex to make estimation somewhat challenging.
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To provide estimates, a Bayesian approach is applied in which a prior distribution is
applied to the parameters θhj , σj , and βk . The posterior distribution of the parameters
is then approximated by use of Bayesian data augmentation (Tanner and Wong, 1987;
Albert and Chib, 1993). This approach is much more computationally intensive than
either the regression analysis or cumulative logit or probit analysis previously consid-
ered, and the basis for choice of priors is limited in the particular application examined.
Nonetheless, a posterior mean of the βk and of the Rij can certainly be obtained. It
is also quite possible to find a posterior mean and variance of the true score T0, so
that results comparable to those obtained in previous sections can be obtained with
the Bayesian analysis. The analysis also considers diagnostic procedures to ascertain
whether the model has substantial errors, and a residual analysis based on Bayesian
inference does demonstrate model deficiencies in the example studied. The difficulty
in the analysis is the extent to which the effort is worth while relative to simpler ap-
proaches. For example, it is reasonable to ask how much improvement in prediction of
true scores is obtained by the Bayesian analysis than would have been obtained by use
of linear regression.

6. Conclusions

On the whole, the basic statistical machinery for electronic essay scoring exists and
appears to function well. For prediction of holistic scores, regression analysis and cumu-
lative logit analysis are quite effective. Standard methods for construction of composite
scales by principal components or by reliability analysis are quite adequate for the con-
struction of composite writing scales. None of the appropriate methodology required is
especially complex to use or to evaluate. Nonetheless, room for improvement exists.

Much possible improvement involves human scoring. Better human scoring pre-
sumably would improve any machine scoring designed to predict human scoring. Ad-
justments for rater effects, better methods for human scoring, better raters with better
training and better working conditions, randomization of assignment of essays to read-
ers, and better prompts all may affect the quality of the human rater scores used by
computers. Research is certainly needed to characterize prompts that elicit responses
likely to be scored relatively consistently by human scorers and by machines. One hy-
pothesis is that prompts that are highly structured and provide considerable guidance to
the writer are likely to produce particularly good results with both human and machine
scoring. Such prompts may be particularly amenable to content analysis. Nonetheless,
at this stage, the proposed hypothesis needs to be tested.

The generation of descriptive features of essays is also an area where potential im-
provements exist. Presumably better scoring is possible if computer software improves
the quality of automated analysis of grammar, usage, mechanics, style, word diversity,
and vocabulary sophistication. Computer software that can improve the analysis of es-
say content is particularly desirable.

Classical psychometric issues such as reliability and validity need study in the con-
tent of computer grading to ascertain how computer assessment affects the actual pur-
pose of the essay. Given that computer grading does not depend on deep analysis of
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essay content, one must be concerned about students aware of computer grading produc-
ing essays designed for favorable computer scoring rather than for quality as perceived
by diligent human scorers. Similar issues arise when essay scoring is used to teach stu-
dents proper writing practice. If the computer information is not accurate or is limited
in scope, then writing development may be distorted.

Computer grading has considerable potential for the analysis of portfolios of student
essays. The potential gain in portfolio analysis is the increased data provided. Four es-
says written by an examinee provide considerable more potential information than just
one essay, but some research is required on carefully derived portfolios to determine the
manner in which performance varies for different tasks and the extent to which numer-
ical essay features provide reliable information concerning examinees if a portfolio is
available. In principle, portfolio analysis may permit meaningful statements about an
examinee’s grammar, spelling, or word choice that are not available from a single essay.

The effects of computer grading on fairness must be considered. For example, it is
not clear how computer scoring differs from human scoring in the evaluation of exam-
inees who are not native speakers of English. Similar questions arise among different
groups of examinees who are not native speakers of English. For instance, native speak-
ers of Chinese may be affected by differences between human and machine scoring in
a different manner than are native speakers of German. Even among native speakers of
English, race and ethnicity may still have effects that require exploration.
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Some Matrix Results Useful in Psychometric Research

C. Radhakrishna Rao

1. Notation and Basic Matrix Results

1.1. Matrices

We denote a matrix with p rows and q columns by

(1.1.1)A(p × q) = (aij ) = (a1 · · · aq) = (b1 · · · bp)′,
where aij is the number in the ith row and j th column, ai = (a1i , . . . , api)

′ is the
ith column p-vector defined as an ordered set of p numbers written vertically, bj =
(aj1, . . . , ajq)′ is the j th row q-vector and C′ denotes a matrix obtained from C by
interchanging rows and columns. Some books on matrix algebra use the notation CT

for C′. A p-vector a is a p × 1 matrix. Two matrices A = (aij ) of order p × q and
B = (brs) of order q × r can be multiplied to yield a matrix of order p × r:

(1.1.2)AB =
q∑
1

aikbkj , a p × r matrix.

Two matrices A(p × p) and B(p × p) are said to commute if AB = BA. The size of
the matrix p × q in parenthesis is omitted in writing the equations. A p-vector a is a
p × 1 matrix. Also (AB)′ = B ′A′ and (ABC)′ = C′B ′A′ and so on. We consider only
real numbers as elements of a matrix. For more general treatment of matrices reference
may be made to the book by Rao and Rao (1998). In the sequel we refer to this book as
RR and quote the Chapter and Section number where a particular result is formulated
in more general terms and proved.

A square matrix A(p × p) is said to be

(i) symmetric if A = A′,
(ii) normal if AA′ = A′A,

(iii) pd (positive definite) if A is symmetric and a′Aa > 0 ∀a �= 0,
(iv) psd (positive semidefinite) if A is symmetric and a′Aa � 0 ∀a, and
(v) orthogonal (OR) if AA′ = A′A = Ip, where Ip is an identity matrix of order p.

A(p×q, q < p) is said to be semi-orthogonal (SOR) if A′A = Iq . Given an SOR,
A(p × q), we can find a matrix B(p × p − q) such that C = (A : B) exhibited as
a partitioned matrix with columns of B appended to columns of A is OR.
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(vi) The trace of a square matrix A(p × p), denoted by tr A, is defined as the sum of
its diagonal elements.

1.2. Rank of a matrix

A set of vectors {a1, . . . , ar} are said to be independent if c1a1 + · · · + crar �= 0 for
numbers c1, . . . , cr not all simultaneously zero. The rank of A(p × q) is the number
of independent column (or equivalently) row vectors. When the rank of a matrix is
relevant, we use the notation A(p × q, r) or simply A(r) where r � min(p, q) is the
rank.

Let B = {a1, . . . , as} denote a set of p-vectors. Then

(1.2.1)SB = {c1a1 + · · · + csas : for all real numbers c1, . . . , cs}
is said to be the vector space generated by the set B. Given SB , we can find a SC

B , called
a complement of SB such that SB ∩ SC

B = 0, a vector with all elements zero, and

(1.2.2)SB ⊕ SC
B = {

x + y: x ∈ SB, y ∈ SC
B

} = Rp,

where Rp is the set of all p-vectors. SC
B is not unique. We can also choose the comple-

mentary subspace such that the vectors in SB are orthogonal to all vectors in SC
B . Such

a complement is unique and is represented by S⊥
B .

1.3. Generalized inverse of a matrix

Consider A(p × q, r), where r � min(p, q). Then a generalized inverse of A is defined
as a matrix G(q × p) such that

(1.3.1)AGA = A.

G satisfying (1.3.1) is not necessarily unique and is usually written as A− (Rao, 1962;
Rao and Rao, 1998, Chapter 8). But any A− satisfying (1.3.1) provides all possible
solutions of a consistent linear equation Ax = y as

(1.3.2)x = A−y + (Iq − A−A)z, ∀z ∈ Rq,

of which a particular solution is A−y. If we need a solution with minimum L2-norm,
i.e., a solution with a minimum value for x′x, then the solution is x = Gy = A−

my,
where G satisfies the conditions:

(1.3.3)AGA = A, GA = (GA)′.

Note that although G satisfying (1.3.3) is not unique, Gy is unique for all such G.
If the equation Ax = y is not consistent, i.e., has no solution, we may need a least

squares solution, i.e., an x such that (Ax − y)′(Ax − y) is a minimum. The solution is
x = Gy = A−

l y, where G satisfies the conditions:

(1.3.4)AGA = A, AG = (AG)′.

If the equation Ax = y is not consistent and the least squares solution is not unique,
we may need an x which is a minimum norm least squares solution, i.e., an x with a
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minimum value of x′x among all values of x which minimize (Ax − y)′(Ax − y). Such
a solution is x = Gy = A+y, where G satisfies the conditions:

(1.3.5)AGA = A, (AG)′ = AG, (GA)′ = GA, GAG = G.

The G satisfying the conditions (1.3.5) is unique and is called the Moore–Penrose (MP)
inverse and is represented by A+, and so also the minimum L2 norm least squares
solution. A g-inverse satisfying only the conditions

(1.3.6)AGA = A, GAG = G

is called a reflexive g-inverse and represented any A−
r . (The four classes of g-inverses

used for different purposes were first introduced in Rao, 1967. A more general definition
of a g-inverse called Rao–Yanai g-inverse is given in Rao and Yanai, 1985, and Rao and
Rao, 1998, Chapter 8.)

When A(p × p) is a square matrix of rank p, there is a unique matrix G such that
GA = AG = Ip. In this case G is written as A−1, the regular inverse of A. Note that
A−1A = AA−1 = Ip, and (A−1)−1 = A and in general, (A+)+ = A, a property which
holds only for Moore–Penrose g-inverse satisfying (1.3.5).

For a detailed study of generalized inverses and their applications, reference may be
made to Rao and Mitra (1971, 1973, 1974).

1.4. The projection operator

Consider the subspace SA formed by the column vectors of A(p × q, r) and let SC
A

be any complement of SA, as defined in (1.2.2), spanned by the columns of a matrix
B(p × p − r). Then any p-vector x ∈ Rp can be written as

(1.4.1)x = Aa + Bb = (A : B)

(
a

b

)
.

Let
(
C1
C2

)
be any g-inverse of (A : B). Then

(1.4.2)

(
a

b

)
=

(
C1

C2

)
x 	⇒ Aa = AC1x = PAx, defining PA = AC1,

so that the component of x in SA is PAx, where PA = AC1 is called the projection
operator on SA along SB . Similarly PB = BC2 is called the projection operator on SB

along SA.
In particular, if SB = S⊥

A , the orthogonal complement of SA, then

(1.4.3)PA = A(A′A)−A′,

where (A′A)− is any g-inverse of A′A. The projection operator PA in such a case is
unique, and is called an orthogonal projector operator. (Explicit expression for an or-
thogonal projection operator in the form (1.4.3) was first given in Rao, 1967, and has
been found useful in developing a general theory of linear models.)
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1.5. Norm of a matrix

There are various ways of defining the norm of a matrix A(p×q), denoted as ‖A‖ (Rao
and Rao, 1998, Chapter 11). But some expressions used in multivariate analysis are as
follows:

‖A‖ =
∑∑

|aij |, L1-norm

=
(∑∑

a2
ij

)1/2

, L2-norm

=
(∑∑

|aij |r
)1/r

, Lr -norm r > 1, Minkowski norm

(1.5.1)= (trace A′MA)1/2, Mahalanobis norm,

where M(p × p) is a pd matrix and trace stands for the sum of the diagonal elements
of a matrix. Note that

∑∑
a2
ij = tr AA′ = tr A′A.

The norm or length of a vector a is
√

a′a. The distance between two p-vectors a and
b is defined to be ‖a − b‖, and the angle θ between a and b is cos−1(a′b/(a′ab′b)1/2).
A measure of dissimilarity between two p × q matrices is ‖A − B‖. In optimization
problems where a matrix from a given class has to be fitted to a given matrix as in
Procrustes problems we try to minimize a measure of dissimilarity.

1.6. Transformation of vectors

1.6.1. Orthogonal rotation of axes
Consider an orthogonal matrix A(p × p) and the transformation of two vectors, x1
and x2,

(1.6.1)Ax1 = y1, Ax2 = y2, xi ∈ Rp, yi ∈ Rp, i = 1, 2.

Then

(1.6.2)
y′

1y1 = x′
1A

′Ax1 = x′
1x1, y′

2y2 = x′
2A

′Ax2 = x′
2x2,

y′
1y2 = x′

1A
′Ax2 = x′

1x2

so that the norms of vectors and angles between them are preserved by an orthogonal
transformation.

Observe that if the components of x are coordinates of a point represented by x ∈ Rp

with reference to an orthogonal set of axes, then the coordinates of x with references
to the row vectors of A as axes are the components of Ax. The matrix A provides an
orthogonal rotation of the axes.

1.6.2. Oblique rotation of axes
Consider any matrix A(p×p) with its column vectors normalized to have unit norm, and
take them as the new axes. What are the coordinates of x with respect to the new axes?

One version is to consider the orthogonal projection of x on each of the column
vectors of A as the new coordinates. Thus the ith coordinate is

(1.6.3)yi = a′
ix, i = 1, . . . , p ⇐⇒ y = A′x.
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Another version is the parallel axes system, i.e., to express x as a linear combination of
the column vectors of A

(1.6.4)x = c1a1 + · · · + cpap = Ac 	⇒ c = A−1x,

where c′ = (c1, . . . , cp) are coordinates referred to new axes. A is referred to as oblique
rotation matrix if A′ �= A−1. From (1.6.3) and (1.6.4), we have the following relation-
ships between the two versions of coordinates

(1.6.5)y = A′Ac and c = (A′A)−1y.

1.7. Transformation of matrices

Let 1p denote a p-vector with all its elements equal to unity and Ip a p ×p matrix with
all its diagonal elements equal to unity and the rest are zeroes and Jp = Ip − p−11p1′

p.
If we want to center the columns of a matrix A(p×q), i.e., to make the sum of elements
in each column equal to zero by subtracting a suitable number from each element in the
column, we need to compute the product Ac = JpA. Similarly to center the rows, we
compute the product Ar = AJq , and to center both the rows and columns we compute
Acr = JpAJq .

Denote by Δ(B), the diagonal matrix obtained by retaining only the square roots of
the diagonal elements in B ′B. If we want to center the columns as well as normalize
them, i.e., to make the sum of squares of elements in each column equal to unity, we
need to compute the product

(1.7.1)nAc = AcΔ
−1(Ac).

Similarly, if we want to center the rows of a matrix and as well as normalize them, we
need to compute

(1.7.2)nAr = Δ−1(A′
r

)
Ar.

Can we center the rows and columns and also normalize the rows and columns simul-
taneously? There is no simple way of achieving this. An approximation to this can be
obtained by repeatedly doing the operations (1.7.1) and (1.7.2).

2. Decomposition of matrices

Spectral and singular value decompositions of matrices play an important role in opti-
mization problems involving functions of matrices, such as the Procrustes problem in
psychometrics (Gower, 2003; Gower and Dijksterhuis, 2004).

2.1. Spectral decomposition of a symmetric matrix

Let A(p × p, r) be a real symmetric matrix of rank r . Then it has the decomposition
(known as spectral decomposition),

(2.1.1)A = P ∧ P ′, PP ′ = P ′P = Ip,
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where ∧ is a diagonal matrix with the roots λ1 � · · · � λp of the determinantal equation

(2.1.2)|A − λI | = 0

as diagonal elements. The λi , called eigenvalues, are real numbers, some of them may
be zero. The expression (2.1.1) can also be exhibited as

(2.1.3)A = λ1p1p
′
1 + · · · + λrprp

′
r ,

where r is the rank of A and p1, . . . , pr are the first r column vectors of P , and pi is
the solution of

(2.1.4)Ap = λip, i = 1, . . . , r,

and is called the eigenvector associated with the eigenvalue λi . Note that when A is
of rank r < p, the eigenvalues λi , i = r + 1, . . . , p are all zero and the eigenvectors
corresponding to zero eigenvalues can be chosen to be any set of orthogonal vectors
satisfying the equation Ap = 0.

If A is an nnd matrix, λi, . . . , λr are all positive. If A is pd, all the p eigenvalues are
positive.

2.2. Simultaneous decomposition of two symmetric matrices

Let A and B be symmetric matrices of order p, such that AB = BA (i.e., A and B

commute). Then A and B can be simultaneously decomposed as

(2.2.1)A = P ∧1 P ′ and B = P ∧2 P ′, PP ′ = P ′P = I,

i.e., with the same eigenvectors but possibly different eigenvalues.
Let A and B be real symmetric matrices of order p of which B is positive-definite,

then there exists a matrix S = (s1 · · · sp) such that

(2.2.2)
A = S ∧ S′ = λ1s1s

′
1 + · · · + λpsps′

p,

B = SS′ = s1s
′
1 + · · · + sps′

p,

where ∧ is a diagonal matrix with the diagonal elements λ1, . . . , λp as the roots of the
determinantal equation |A − λB| = 0. (Note that S is not in general an orthogonal
matrix.)

2.3. SVD: Singular value decomposition

SVD of A(p×q) plays an important role in matrix optimization problems. We mention
some applications of SVD, and also give related matrix decompositions which are useful
in psychometric research.

Consider A(p × q, r). The SVD of A is

(2.3.1)A = σ1p1q
′
1 + · · · + σrprq

′
r ,

where p′
ipj = 0 = q ′

iqj , i �= j and p′
ipi = q ′

iqi = 1 and σ1 � · · · � σr > 0 are
positive numbers called singular values. The expression (2.3.1) can be written as

(2.3.2)A = PΔQ′, P ′P = Ir , Q′Q = Ir ,
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where P(p × r) = (p1 · · · pr) and Q(q × r) = (q1 · · · qr) are SOR, and Δ(r × r) is
a diagonal matrix with σ1, . . . , σr in the diagonal. It may be noted that σ 2

1 , . . . , σ 2
r are

eigenvalues of AA′ or A′A and pi, qi are solutions of

(2.3.3)AA′p = σ 2
i p and A′Aq = σ 2

i q.

The expressions (2.3.1) and (2.3.2) for the SVD of A(p×q) involve r , the rank of A.
In general, we can express A without using r as

(2.3.4)A = PΔQ′, P ′P = Ip, Q′Q = Iq

with full orthogonal matrices P(p × p) and Q(q × q) and Δ as a p × q matrix with
nonzero elements only in the main diagonal. In the sequel, in proving proportions we
use the general form (2.3.4), unless a reference to r is involved. We can also express A as

A = PΔQ′, P ′P = Iq, Q′Q = Iq,

Δ(q × q) if q = min{p, q},
A = PΔQ′, P ′P = Ip, Q′Q = Ip,

Δ(p × p) if p = min{p, q}.
One particular use of the SVD is in finding the Moore–Penrose g-inverse of a matrix.

If A(p × q, r) has the SVD

(2.3.5)A = σ1p1q
′
1 + · · · + σrprq

′
r = PΔQ′,

then

(2.3.6)A+ = σ−1
1 q1p

′
1 + · · · + σ−1

r qrp
′
r = QΔ−1P ′.

It is easy to verify that

AA+A = A, A+AA+ = A+,

(AA+)′ = AA+, (A+A)′ = A+A.

For theory and computation of SVD, reference may be made to Golub and Van Loan
(1989), Stewart (1983) and Vaccaro (1991), Datta (1995) and Khattree and Naik (1999).

2.4. MNSVD

Let M(p×p) and N(q×q) be pd matrices. Then A(p×q, r) admits the decomposition

(2.4.1)A = RΔS′, R′MR = Ir , S′NS = Ir ,

where Δ(r × r) is a diagonal matrix with singular values σ1, . . . , σr in the diagonal.
(For more details on SVD, reference may be made to Rao and Rao, 1998, Chapter 8,

and Rao, 2005. The SVD of a matrix can be computed using the subroutine A.13 of
Khattree and Naik, 1999, p. 309.)
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2.5. Simultaneous SVD

Let A(p × q) and B(p × q) be such that AB ′ and A′B are both normal. (A matrix C is
said to be normal if CC′ = C′C.) In such case we can decompose A and B as

(2.5.1)A = PΔ1Q
′, B = PΔ2Q

′,
with possibly different diagonal matrices Δ1 and Δ2.

2.6. PSVD (Product SVD)

Let A(m × n) and B(p × n) be two matrices such that

dim
{
Sp(A′) ∩ Sp(B ′)} = s, dim

{
Sp(A′) ∩ Null (B)

} = r,

dim
{
Null(A) ∩ Sp(B ′)

} = t, dim
{
Sp(A′) ∪ Sp(B ′)

} = k = s + r + t,

dim
{
Null(A) ∩ Null(B)

} = n − k.

Then we have PSVD of A and B as

A = UDX−1 and B ′ = XJV ′,
where X(n × n) is nonsingular, U(m × m) and V (p × p) are orthogonal matrices, and

D =
⎛
⎜⎝

s r t n − k

s S 0 0 0
r 0 I 0 0
w 0 0 0 0

⎞
⎟⎠ , J =

⎛
⎜⎝

s t p − s − t

s I 0 0
r 0 0 0
q 0 I 0

⎞
⎟⎠ ,

where the bordering letters, s, r, t, . . . represent the numbers of a columns and rows of
submatrices, S = positive-definite diagonal matrix, w = m − s − r and q = n − k.

2.7. QSVD (Quotient SVD)

Under the conditions as in Section 2.6, we have

A = UEX−1 and B = V HX−1,

where U , V and X are same as in Section 2.6 and E and H are such that

E =
⎛
⎜⎝

s r t n − k

s T 0 0 0
r 0 I 0 0
u 0 0 0 0

⎞
⎟⎠ , H =

⎛
⎜⎝

s r t n − k

s I 0 0 0
t 0 0 I 0
v 0 0 0 0

⎞
⎟⎠ ,

and T is positive-definite diagonal, u = m − s − r and v = p − s − t .

2.8. QR (rank) factorization

A matrix A(p × q, r) can be factorized as

(2.8.1)A = QR,

where Q(p×r) has orthogonal columns, i.e., Q′Q = Ir and R is an r×q upper echelon
matrix. A matrix is said to be in upper echelon form if all the elements below the main
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diagonal are zeroes. When the matrix is square, it is called upper diagonal matrix (Rao
and Rao, 1998, Chapter 5). A weaker form of factorization is where R is an r ×q matrix
and not of the special type as in (2.8.1).

2.9. Cholesky decomposition

Let A(p × p, r), a square matrix, be nnd. Then it can be factorized as

(2.9.1)A = KK ′,
where K(p × r) is a lower echelon matrix with non-negative elements in the diagonal.
If r = p,K(p × p) is a lower triangular matrix with positive elements in the diagonal
(Rao and Rao, 1998, Chapter 9).

For further results on matrices of interest in psychometric research, reference may
be made to Rao (1955, 1962, 1964, 1967), Takane (2003, 2004) and Yanai (2003).

2.10. Spectral norm of a matrix

Consider two vector spaces Rp and Rq with given norms for the vectors denoted by
‖ · ‖. Corresponding to any norms in Rp and Rq , we can define an induced norm for a
matrix A(p × q) in the space of p × q matrices as follows:

‖A‖ = max
0�=x∈Rq

‖Ax‖
‖x‖ ,

where Ax ∈ Rp. For instance, if the norm of a vector a is defined as
√

a′a in both Rp

and Rq , then

(2.10.1)‖A‖2 = max
0�=x∈Rq

x′A′Ax

x′x
= λ12 	⇒ ‖A‖ = λ1,

where λ2
1 is the maximum eigenvalue of A′A. The norm (2.10.1) is called the spectral

norm of A. The usual kinds of norms are defined in (1.5.1).

3. Matrix approximations

We discuss some problems of approximating a given matrix A(p × q) by a matrix in
a specified subclass S. In each case the solution is obtained by minimizing a suitably
chosen norm ‖A − B‖ with respect to B(p × q) ∈ S. We consider only the L2-norm
(1.5.1) as it is generally used in psychometric research and give reference to papers
where more general norms are considered. The L2-norm of a matrix C(r × s) is defined
as

‖C‖ = (trace CC′)1/2 = (trace C′C)1/2.

The orthogonal projection operator on the space generated by the column vectors of C,
as defined in (1.4.3), is denoted by

Pc = C(C′C)−C′.
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3.1. Regression type approximations

Let A(p × q), X(p × a) and Y(q × b) be given matrices. We study the problem of
approximating A by

XF + GY ′ + H

under certain conditions on F(a × q), G(p × b) and H(p × q). Let PX = X(X′X)−X′
denote the projection operator.

3.1.1. Column regression

(3.1.1)min
F

‖A − XF‖ = ‖A − PXA‖
and is attained at F = (X′X)−X′A. The result is well known as in multivariate regres-
sion model (Rao, 1973, p. 543). Note that

‖A − PXA + PXA − XF‖2 = ‖A − PXA‖2 + ‖PXA − XF‖2

from which (3.1.1) follows by choosing PXA = XF .

3.1.2. Row regression

(3.1.2)min
G

‖A − GY ′‖ = ‖A − APY ‖
and is attained at G = AY(Y ′Y)−.

3.1.3. Column–row regression

(3.1.3)min
F,G

‖A − XF − GY ′‖ = ‖A − PXA − APY + PXAPY ‖
and is attained at

XF = PXA, GY ′ = (A − PXA)PY

or XF = PX(A − APY ), GY ′ = APY .

3.1.4. Column–row regression with interaction
The minimum of

(3.1.4)‖A − XF − GY ′ − H‖
under the conditions, ρ(X) = a, ρ(Y ) = b and ρ(H) = k � min(p − a, q − b) is
attained at

(3.1.5)
XF = PXA, GY ′ = (1 − PX)APY ,

G = σ1u1v
′
1 + · · · + σkukv

′
k,

where σ1u1v
′
1 + · · · + σrurv

′
r is the SVD of

(3.1.6)(I − PX)A(I − PY ).

For proofs of results in Sections 3.1.1–3.1.4 under more general conditions, reference
may be made to (Rao and Rao, 1998, Chapter 11, Section 11.6).



Some matrix results useful in psychometric research 245

3.2. Von Neumann theorem

Let A(p × q) and B(p × q) have the SVDs of type (2.3.4), PΔ1Q
′ and RΔ2S

′, respec-
tively. Then

(3.2.1)max
U ′U=I,V ′V =I

| tr AUB ′V | = α1β1 + · · · + αrβr ,

where αi are the diagonal elements of Δ1 and βj those of Δ2 and r = min(p, q). The
maximum in (3.2.1) is attained at U = QS′ and V = RP ′.

Von Neumann (1937) stated the result (3.2.1) for square matrices A and B, but the
same proof extends to rectangular matrices as shown by Rao (1979, 1980). The result
(3.2.1) plays an important role in matrix optimization problems. As special cases we
have

(3.2.2)max
U ′U=I

| tr AU | = tr Δ1, when A is a square matrix,

(3.2.3)max
K=K ′,K2=K

| tr A′KA| = tr Δ2
1 = max

K ′K=I
| tr A′KA|.

3.3. Eckart–Young theorem

For given A(p×q, r), the problem is that of minimizing ‖A−B‖ over matrices B(p×q,

s � r). Denote the SVD of A by

(3.3.1)A = PΔQ′ = σ1p1q
′
1 + · · · + σspsq

′
s + · · · + σrprq

′
r .

The solution is obtained as follows. B(p × q, s � r) can be expressed as KL where
K(p × s) is semi-orthogonal (i.e., K ′K = Is), and L is s × q matrix. Then

‖A − KL‖ � ‖A − KK ′A‖ using (3.1.1),

‖A − KK ′A‖2 = tr A′A − tr KK ′AA′

(3.3.2)� tr A′A − tr Δ2 using (3.2.3),

since KK ′ is symmetric and KK ′KK ′ = KK ′. The minimum of ‖A − B‖ is attained
when K and L are as given below:

K = (p1 · · · ps),

(3.3.3)L′ = A′K = σ1q
′
1 + · · · + σsq

′
s ,

B = KL = σ1p1q
′
1 + · · · + σspsq

′
s = PsΔsQ

′
s .

3.4. Reduction of dimensionality

Let the columns of A(p×q) represent p-measurements taken on q units (individuals or
categories). One of the problems in psychometric research is to study the configuration
of units in terms of similarities or dissimilarities between them. One of the techniques
used is to reduce the p measurements to a few functions of the measurements and study
the configuration of units visually by plotting the reduced measurements in 2- or 3-
dimensional graphs.
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In general, a suitable transformation of the original measurements is done like trans-
lating the measurements to a suitable origin, usually the averages of the measurements,
scaling the measurements to make them independent of the units of measurement and
considering functions of measurements which are uncorrelated. All these can be done
by considering a transformation of the type

(3.4.1)A∗ = M1/2(A − ā1′),

where ā = q−1A1q is the vector of the averages and M(p × p) is a pd matrix. The
choice of M as the reciprocal of the variance–covariance matrix of measurements will
make the transformed measurements in A∗ independent of units of measurements and
uncorrelated. However, this information may not be available. In such a case, we may
choose M as the identity matrix or a diagonal matrix to correct for differences in units
of measurements.

For reduction of dimensionality, we consider transforming the column vectors of A∗
to a subspace of dimension s (� p) spanned by the orthogonal columns of a matrix
K(p × s) and represent the units by the column vectors of KL, where L is an s × q

matrix. We now choose K and L such that ‖A∗ − KL‖ is a minimum for given s. Note
that the rank of KL is s and the problem can be solved by using Eckart–Young theorem.
Using (3.3.3)

(3.4.2)K = (a1 · · · as), L = (σ1b1 · · · σqbq),

where ai, bi and σi are as in the SVD of A∗

(3.4.3)A∗ = σ1a1b
′
1 + · · · + σsasb

′
s + · · · + σrarb

′
r .

The loss of information in reducing the dimension of measurements to s is usually
measured by

(3.4.4)1 −
∑s

1 σ 2
i∑r

1 σ 2
i

.

The coordinates for representing the q units in a s-dimensional Euclidean space are
as follows:

Unit dim 1 dim 2 · · · dim s

1 σ1b11 σ2b21 · · · σsbs1
.
.
.

.

.

.
.
.
.

. . .
.
.
.

q σ1b1q σ2b2q · · · σsbsq

where bi1, . . . , biq are the elements of the vector bi in (3.4.3). We can display the con-
figuration of the units in the first 2 or 3 dimensions which carry the maximum amount
of information. The coordinates in the above table are called canonical coordinates.
Reference may be made to Rao (1948, 2005) for various ways of standardizing the
measurements and the choice of M matrix.
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3.5. Reduced rank regression

Consider a q2-variate multivariate regression model

(3.5.1)A2 = A1T + E,

where A2 is p × q2 matrix of observations, A1 is p × q1 matrix of q1 covariates, T is
q1 × q2 matrix of regression coefficients, and E is p × q2 matrix of errors. In the usual
multivariate regression analysis (Rao, 1973, p. 543), T is estimated by

(3.5.2)T̂ = (
A′

1A1
)−1

A′
1A2,

which is unconstrained regression estimate.
The problem is that of estimating T under the condition that rank of T is s � q. For

this we need to minimize ‖A1T − A2‖ under the condition that the rank of T is s. We
note that with T̂ as in (3.5.2),

(A1T − A2)
′(A1T − A2)

= (A1T̂ − A2)
′(A1T̂ − A2) + (T − T̂ )′A′

1A1(T − T̂ ),

so that we need only minimize

tr(T − T̂ )′A′
1A1(T − T̂ ) = ∥∥(

A′
1A1

)1/2
T − (

A′
1A1

)1/2
T̂

∥∥2

subject to the condition that the rank of T is s. Using Eckart–Young theorem, the opti-
mum T satisfies the equation

(3.5.3)
(
A′

1A1
)1/2

T∗ = σ1a1b
′
1 + · · · + σsasb

′
s ,

where ai, bi and σi are as in the SVD

(3.5.4)
(
A′

1A1
)1/2

T̂ = σ1a1b
′
1 + · · · + σsasb

′
s + · · · + arb

′
r .

For more general results on matrix approximations, reference may be made to Rao
(1979, 1980, 1981, 1984, 1989).

4. Procrustean transformation

Let A1(p × q) and A2(p × q) be two given matrices. In factor analysis, one seeks a
transformation matrix T (q × q) such that A1 is close to A2T . Such a transformation
is known as the Procrustean transformation. More generally, we consider the problem
of finding transformation matrices T1(p × p) and T2(q × q) belonging to specified
classes such that ‖T1A1 − A2T2‖ is a minimum. We choose the L2-norm defined as
‖A‖ = (tr AA′)1/2.
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4.1. Transformation by orthogonal matrices (OR)

(i) Let A1 = P1Δ1Q
′
1 and A2 = P2Δ2Q

′
2 be the SVDs of the type (2.3.4) of A1 and

A2, respectively, and T1(p × p) and T2(q × q) ∈ OR. Then

(4.1.1)min
T1,T2∈OR

‖T1A1 − A2T2‖ = [
tr(Δ1 − Δ2)

′(Δ1 − Δ2)
]1/2

,

and the minimum is attained when T1 = P2P
′
1 and T2 = Q2Q

′
1. Note that

‖T1A1 − A2T2‖2 = tr(T1A1 − A2T2)
′(T1A1 − A2T2)

(4.1.2)= tr
(
A′

1A1 + A′
2A2

) − 2 tr A′
1T

′
1A2T2,

and by (3.2.1) of von Neumann’s theorem

(4.1.3)max
T1,T2∈OR

tr A′
1T

′
1A2T2 = tr Δ1Δ2.

Substituting (4.1.3) in (4.1.2), we have (4.1.1).
(ii) Let RΔS′ be SVD of A′

1A2 and T (q × q) be an orthogonal matrix. Then

‖A1 − A2T ‖2 = tr(A1 − A2T )′(A1 − A2T )

(4.1.4)= tr
(
A′

1A1 + A′
2A2

) − 2 tr A′
1A2T ,

(4.1.5)max
T ∈OR

tr A′
1A2T = tr Δ,

which is attained at T = SR′, using (3.2.2) of von Neumann theorem. Hence

(4.1.6)min
T ∈OR

‖A1 − A2T ‖2 = tr
(
A′

1A1 + A′
2A2

) − 2 tr Δ.

(iii) In some problems, in addition to an orthogonal transformation a suitable scaling
factor may be introduced leading to minimization of ‖A1 − sA2T ‖.

The best estimate of T is T∗ = SR′ as in (ii). The optimum estimate of s is

(4.1.7)s∗ = tr Δ

tr A′
2A2

.

(iv) Let PΔQ′ be the SVD of A(p × p). Then

(4.1.8)min
T ∈OR

‖A − T ‖2 = tr(A′A) + p − 2 tr Δ

is attained at T∗ = QP ′, so that the orthogonal transformation closest to A is T∗.
(v) Consider matrices A1(p × q) and A2(p × q) and spectral decompositions of

(4.1.9)A1A
′
1 = PΔ1P

′, P2 = A2
(
A′

2A2
)−1

A′
2 = QΔ2Q

′,

where P2 is the orthogonal projection operator on SA2 . The problem we consider
is that of minimizing

(4.1.10)‖UA1 − A2T ‖, U ∈ OR and T is arbitrary.
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First, we minimize (4.1.10) w.r.t. to T keeping U fixed, which is a regression prob-
lem. Using (3.1.1), the minimum is

(4.1.11)‖UA1 − P2UA1‖.
Now

‖UA1 − P2UA1‖2 = tr
[
(I − P2)UA1A

′
1U

′]
(4.1.12)= tr A1A

′
1 − tr P2UA1A

′
1U

′.
By (3.2.1)

(4.1.13)tr P2UA1A
′
1U

′ � tr Δ1Δ2

and the maximum is attained when U = QP ′, so that

(4.1.14)min
U∈OR,T

‖UA1 − A2T ‖ = tr Δ1 − tr Δ1Δ2.

4.2. Tucker’s problem

Tucker (1951) considered the problem of maximizing tr T ′
2A

′
2A1T1 subject to the con-

straints T ′
i A

′
iAiTi = I , for i = 1, 2, where A1 is p × q1, A2 is p × q2, T1 is q1 × r and

T2 is q2 × r .
Consider the QR factorizations

(4.2.1)Ai = QiRi, Q′
iQi = I, i = 1, 2.

The condition T ′
i A

′
iAiTi = I , i = 1, 2, implies RiTi = Li is orthogonal, i = 1, 2, and

(4.2.2)
T ′

2A
′
2A1T1 = L′

2Q
′
2Q1L1,

tr L′
2Q

′
2Q1L1 = tr Q′

2Q1L1L
′
2 = tr Q′

2Q1U,

where U is an orthogonal matrix. Then

(4.2.3)max
T1,T2

tr T ′
2A

′
2A1T1 = max

U∈OR
tr Q′

2Q1U = tr Δ,

where Δ is the matrix of singular values of Q′
2Q1.

4.3. Meredith’s problem

Meredith (1964) considered minimizing the function

(4.3.1)
2∑

i=1

‖AiTi − Z‖2, Z′Z = Ir ,

which arises in factor analysis as the problem of finding a pair of “oblique rotations” to
match A1 and A2 to a common matrix Z.

Let Ai = BiLi , B ′
iBi = I , i = 1, 2, be the QR factorizations of A1, A2. Then (4.3.1)

implies

(4.3.2)
2∑

i=1

‖BiSi − Z‖2, Si = LiTi,
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over S1, S2 and Z. For given Z, the minimum of (4.3.2) occurs when

(4.3.3)Si∗ = (
B ′

iBi

)−1
B ′

iZ, i = 1, 2.

Then

(4.3.4)
2∑

i=1

‖BiSi∗ − Z‖2 = 2r − tr Z′CZ,

where C = B1B
′
1 +B2B

′
2. The minimum of (4.3.4) occurs when tr Z′CZ is maximized,

which happens when the columns of Z are the first r eigenvectors of C. Then (4.3.4)
gives S1∗ and S2∗, and the optimum Ti as Ti∗ = L−1

i Si∗, i = 1, 2.

5. Correspondence analysis

5.1. Two-way contingency table

In Section 3.4, we considered the problem of reducing p-dimensional ratio scale data
to a smaller number of functions for graphical representation of individuals in 2 or 3
dimensions. The main tool used is SVD which ensures minimum loss in configuration of
individuals in terms of mutual distances between individuals. In psychometric research,
we encounter problems where the data may be on a nominal scale. For instance, an
observed individual may be classified as belonging to one of p countries and having
an attribute which may have q alternatives. The data on n observed individuals can be
summarized in a two way p × q contingency table with the rows representing different
attributes and columns, different countries. Let nij be the number in the ith row and j th
column. Define

N = (nij ),

(5.1.1)ni. =
q∑

j=1

nij , n.j =
p∑

i=1

nij , n =
p∑
1

q∑
1

nij .

Let R(p × p) be the diagonal matrix with ni. as the ith diagonal element and C(q × q)

be the diagonal matrix with n.j as the j th diagonal element. The column (countries) and
row (attributes) profiles are as in matrices

(5.1.2)

P =
⎛
⎝ n11/n.1 · · · n1q/n.q

...
. . .

...

np1/n.1 · · · npq/n.q

⎞
⎠ = (c1 · · · cq),

Q′ =
⎛
⎝ n11/n1. · · · np1/np.

...
. . .

...

n1q/n1. · · · npq/np.

⎞
⎠ = (r1 · · · rp),

where ci is the ith column vector in P and ri is the ith column vector in Q′.
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The problem is to represent the countries (columns of p) as points in a low di-
mensional Euclidean space (say, Ek of k dimensions) so that dissimilarities between
countries appropriately defined in terms of column vectors in P are reflected in Euclid-
ean distances between points in Ek . A similar problem is that of representing attributes
as points in Ek , a low dimensional Euclidean space.

5.2. Representation in lower dimensions (chi-square distance)

Suppose that we want to represent the countries (the column p-vectors) in a low-
dimensional space to study their configuration. The technique developed for this pur-
pose by Benzécri (1973) is known as correspondence analysis. One finds the SVD of

(5.2.1)R−1/2(P − s1′)C1/2 = σ1U1V
′
1 + · · · + σrUrV

′
r ,

where s = R1, and chooses the coordinates in Ek as

(5.2.2)σ1C
−1/2V1, . . . , σkC

−1/2Vk,

where the q components of the ith vector, σiC
−1/2Vi are the coordinates of the q coun-

tries in the ith dimension. Usually the first two or three dimensions are chosen. Implicit
in Benzécri’s analysis is the choice of measure of affinity between countries i and j as
the chi-square distance

(5.2.3)d2
ij = (ci − cj )

′M−1(ci − cj ),

where M is the diagonal matrix with the ith diagonal element as ni./n. The squared
Euclidean distance between countries i and j in the low-dimensional plot is an approx-
imation to (5.2.3).

NOTE 1. If we want a representation of the different attributes, in a low-dimensional
space Ek , we use the same SVD as in (5.2.1) and choose the coordinates in Ek as

(5.2.4)σ1R
−1/2U1, σ2R

−1/2U2, . . . , σkR
−1/2Uk,

so that no extra computations are needed.

In correspondence analysis, it is customary to plot the coordinates of column profiles
(countries) and row profiles (attributes) in the same graph. For practical illustration of
correspondence analysis, reference may be made to Rao (1995, 2005).

5.3. Representation in lower dimensions (Hellinger distance)

An alternative to chi-square distance, which has some advantages is the Hellinger dis-
tance (HD) between ith and j th columns defined by

(5.3.1)d2
ij = (√

c1i − √
c1j

)2 + · · · + (√
cpi − √

cpj

)2
,

where c′
i = (c1i , . . . , cpi), c′

j = (c1j , . . . , cpj ), and ci and cj are as in (5.1.2) represent-
ing the ith and j th column vectors. To obtain coordinates in a low-dimensional space
such that the Euclidean distance between points (countries) i and j is an approximation
to (5.3.1), we proceed as follows. Consider
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(5.3.2)P =
⎛
⎜⎝

√
c11 · · · √

c1q

...
. . .

...√
cp1 · · · √

cpq

⎞
⎟⎠ , G =

⎛
⎜⎜⎝

n.1/n · · · 0
0 · · · 0
...

. . .
...

0 · · · n.q/n

⎞
⎟⎟⎠ ,

and compute the SVD

(5.3.3)(P − p1′)G1/2 = λ1U1V
′
1 + · · · + λrUrV

′
r ,

where we may choose p′ = (p1, . . . , pp) with

(5.3.4)pi = √
ni./n or pi = n−1(n.1

√
ci1 + · · · + n.q

√
ciq

)
for i = 1, . . . , p. The coordinates in different dimensions of the reduced space are

(5.3.5)σ1G
−1/2V1, σ2G

−1/2V2, . . . , σkG
−1/2Vk.

If a representation of the column profiles in Q′ of (5.1.2) are needed, we start with
the matrices

(5.3.6)Q′ =
⎛
⎜⎝

√
r11 · · · √

r1p

...
. . .

...√
rq1 · · · √

rqp

⎞
⎟⎠ , H =

⎛
⎜⎜⎝

n1./n · · · 0
0 · · · 0
...

. . .
...

0 · · · np./n

⎞
⎟⎟⎠

and compute the SVD

(5.3.7)(Q − η1′)H 1/2 = μ1A1B
′
1 + · · · + μrArB

′
r ,

where we may choose η′ = (η1, . . . , ηq) with

ηi = √
n.i/n, or ηi = n−1(n1.

√
r1i + · · · + np.

√
rpi

)
.

The coordinates in different dimensions in the reduced space are

(5.3.8)μ1H
−1/2A1, μ2H

−1/2A2, . . . , μkH
−1/2Ak.

The advantages in using Hellinger distances are outlined in Rao (1995, 2005). The ap-
propriate software for the two methods using chi-square and Hellinger distances can be
found in Khattree and Naik (1999).

6. Metric and multidimensional scaling

In Section 3.4, we considered reduction of dimensionality when the data are available
in the form of a matrix A(p × q) with p measurements taken on each of q individuals
(or units). The problem was to represent the individuals as points in an s- (preferably 2-
or 3-) dimensional graph without much loss in the configuration (suitably defined) of
the points in the full p-dimensional space. This was done by considering the SVD of A

and using Eckart–Young theorem.
In some situations, it may not be possible to characterize an individual or a unit

in terms of specific measurements, but a direct measure of similarity or dissimilarity
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between any two individuals may be available. The data will then be in the form of a
q × q matrix, D = (dij ), where dij represents dissimilarity between individuals i and
j . Then the problem is to represent the individuals in a 2- or 3-dimensional graph in
such a way that the Euclidean distances between points representing the individuals in
the low-dimensional space are close to the corresponding measures of dissimilarity.

6.1. Metric scaling

Let us denote the q × q matrix of dissimilarities by D = (dij ). If, in fact, dij ’s are
computed from a p × q matrix of measurements A = (a1 · · · aq), where ai is the
p-vector of measurements on individual i, using the Euclidean distance

(6.1.1)d2
ij = (ai − aj )

′(ai − aj ),

then, from given D, we can recover A with an appropriate p and a shift of the origin for
the measurements (i.e., A1q = 0) as shown below.

Consider the q × q matrix

(6.1.2)J = Iq − q−11q1′
q,

where Iq is the identity matrix and 1q is a vector with each of its q components equal
to unity. Then we have the identity

(6.1.3)A′A = −1

2
J
(
d2
ij

)
J,

where (d2
ij ) is the matrix obtained from D by squaring each element. The next step is to

obtain the eigenvalue decomposition

(6.1.4)−1

2
J (d2

ij )J = σ1b1b
′
1 + · · · + σqbqb′

q

with σ1 � σ2 � · · · � σq .
If the assumption (6.1.1) is true for some p, then all the eigenvalues σ1, . . . , σq will

be non-negative, in which case a solution for A′ can be obtained from (6.1.3) and (6.1.4)
as

A′ = (√
σ1b1 · · · √

σqbq

)

(6.1.5)=
⎛
⎜⎝

√
σ1b11

√
σ2b12 · · · √

σqb1q

...
...

. . .
...√

σ1bq1
√

σ2bq2 · · · √
σqbqq

⎞
⎟⎠

showing that the individuals can be represented in an Euclidean space of dimensions
not greater than q, with dij as the distance between individuals i and j . If an s < q

dimensional representation is needed, we choose the coordinates of the q individuals in
different dimensions as

(6.1.6)

Individual dim 1 dim 2 · · · dim s

1
√

σ1b11
√

σ2b12 · · · √
σsb1s

.

.

.
.
.
.

.

.

.
. . .

.

.

.

q
√

σ1bq1
√

σ2bq2 · · · √
σsbqs
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We have loss of information in such a representation depending on magnitudes of
σs+1, . . . , σq .

However, the assumption (6.1.1) may not be true, which can be discovered when
some of the eigenvalues are negative. If such values are small in magnitude compared
to the positive eigenvalues, then we can omit the corresponding terms in the eigen-
expansion (6.1.4) and proceed as indicated in steps (6.1.5)–(6.1.6). As a rule one can
compute the distances from (6.1.6),

(6.1.7)d̂2
ij = σ1(bi1 − bj1)

2 + · · · + σs(bis − bjs)
2

for a chosen s and compare the matrices (dij ) and (d̂ij ) to find the amount of distortion
in representing the individuals in a low dimensional Euclidean space. One can also
plot the points (dij , d̂ij ) in a two-dimensional graph and judge by the monotonicity of
the curve to what extent the inequality relationships in d ′

ij s are reflected in d̂ij ’s. The
method outlined above, called metric scaling, is due to Torgerson (1958) with some
clarifications made by Rao (1964) and Gower (1966). For further details, reference may
be made to Borg and Groenen (1997) and Shepard et al. (1972).

If metric scaling does not provide a satisfactory fit to observed dissimilarities, one
may use the computational algorithm known as multidimensional scaling developed
by Kruskal and Wish (1978). This algorithm attempts to obtain a lower-dimensional
Euclidean space representation of the individuals in such a way that the inequality re-
lationships of the dij ’s are reflected to the extent possible in the Euclidean distances in
the fitted low-dimensional space.
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Factor Analysis

Haruo Yanai and Masanori Ichikawa

1. Introduction

Behavioral patterns in various situations are diverse. However, a careful observation
shows that certain regularities are common. All of the factors that regulate human be-
havior are hypothetical. These factors include intelligence and personality traits such
as introversion, extroversion, and emotional anxiety; sociological factors such as social
status and group cohesiveness; and political attitudes such as conservatism and innova-
tion.

Factor analysis is a multivariate technique designed to analyze correlations among
many observed variables and to explore latent factors. Factor analysis was developed by
the British psychologist Charles Spearman in the early 20th century as a technique for
analyzing intelligence structures. Today, one can find many useful applications of factor
analysis in diverse fields such as politics, sociology, education, linguistics, medicine,
biology, anthropology, and engineering.

Section 2 gives an overview of the evolution of factor analysis from the early 20th
century to the present and a review of applied research in various fields. Section 3 intro-
duces the factor analysis model, and Section 4 deals with statistical inference in factor
analysis. Section 5 covers various methods of factor rotation and estimation of factor
scores.

2. Historical development of factor analysis

2.1. The one-factor model

In his pioneering paper of 1904, Spearman calculated correlation coefficients among
six subjects (classics, French, English, mathematics, pitch discrimination, and musical
talent) based on the scores of tests administered to children between the ages of 9 and
13. As shown in Table 1, high correlations can be found among the six subjects. One
interpretation of a correlation coefficient is that its magnitude reflects the intensity of a
common cause of the variables. Let rij denote the correlation coefficient between the
ith and j th tests. We can see from Table 1 an approximate regularity in the nondiagonal
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Table 1
Correlations among six subjects

1 2 3 4 5 6

1 Classics 1.00 0.83 0.78 0.70 0.66 0.63
2 French 1.00 0.67 0.67 0.65 0.57
3 English 1.00 0.64 0.54 0.51
4 Mathematics 1.00 0.45 0.51
5 Pitch discrimination 1.00 0.40
6 Music talent 1.00

elements of the correlation matrix. It is given by

rik

rjk

≈ ri�

rj�

(i �= j, k, �; j �= k, �; k �= �),

which can be transformed to the more convenient form

(2.1)rikrj� ≈ ri�rjk.

Under Spearman’s two-factor theory of intelligence, test scores can be expressed as
the sum of a general factor that commonly relates to individual tests and the unique fac-
tors that only relate to individual tests. More specifically, let g, xi , and ei (i = 1, . . . , p)

denote the general factor, ith test score, and the corresponding unique factor. Then xi

can be written as

(2.2)xi = λig + ei (i = 1, . . . , p),

where λi (|λi | � 1) is a coefficient representing the intensity of g in xi . We may assume
that all the variables, g, xi , and ei , have zero means and that the variances of xi and g

are unity. We also assume that E(gei) = 0. Then we have E(x2
i ) = λ2

i + E(e2
i ), where

E(e2
i ) = 1 − λ2

i . The unique factor corresponds to an error term in the linear regression
model and expresses portions that cannot be explained by the general factor, g. In factor
analysis, however, ei is generally regarded as a factor that has a unique component in the
ith variable. Further, we assume E(eiej ) = 0 (i �= j). Then, the correlation coefficient
ρij between xi and xj can be written as

ρij = E(xixj )

= E(λig + ei)(λjg + ej )

= λiλj ,

which explains (2.1). Because λi is equal to the correlation coefficient, ρxig = E(xig),
between xi and g, this model implies that p(p − 1)/2 correlations between the pairs of
test scores can be expressed in terms of correlations λi (i = 1, . . . , p) between xi and
the unobservable variable, g.

Influenced by Spearman, British psychologists such as Thomson, Garnet, Burt, and
Camp have discussed the utility of the one-factor model. They believed that the corre-
lations among a number of test scores might be explainable in terms of a single factor
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called the general ability. The one-factor model is historically significant as an interme-
diary to the multiple factor model described below.

2.2. The multiple factor model

In the 1930s, the center of factor analysis research moved from Britain to the United
States. Thurstone (1935) of North Carolina University expanded Spearman’s two-factor
theory and advocated the multiple factor theory of intelligence that says that individual
tests are explained by more than one factor. The multiple factor model replaces the
general factor, g, in (2.2) with f1, . . . , fm, called the common factors, that is,

x1 = λ11f1 + λ12f2 + · · · + λ1mfm + e1,

x2 = λ21f1 + λ22f2 + · · · + λ2mfm + e2,

...

(2.3)xp = λp1f1 + λp2f2 + · · · + λpmfm + ep.

In other words, the ith test is expressed as a linear combination of the common factors,
f1, . . . , fm, and the unique factor, ei . The intensity of the individual factors in the ith
test are represented by the coefficients λi1, λi2, . . . , λim.

By factor analyzing 57 types of intelligence tests administered to university students,
Thurstone (1936) showed that human intelligence can be described by seven factors:
memory, word fluency, verbal relation, number, perceptual speed, visualization, and rea-
soning. Thurstone promoted the multiple factor model by publishing “Multiple Factor
Analysis” in 1947.

In 1936, the Psychometric Society was inaugurated and a new journal, Psychome-
trika, was published. Between the latter part of the 1930 and the beginning of 1950,
many results on the following seven points appeared in Psychometrika; (a) estimation
of communality, (b) extraction of common factors, (c) determination of the number
of common factors, (d) factor rotation, (e) estimation of factor scores, (f) methods to
shorten calculation time, and (g) factor indeterminacy.

Spearman and Thurstone did not pay much attention to the problem of factor indeter-
minacy. Guttman and other researchers continued to investigate this problem untill the
late 1970s as an intrinsic problem of factor analysis related to interpretation of factors.
Steiger (1979) reviewed the series of studies related to this problem. Comprehensive
books by psychometricians such as Horst (1965) and Harman (1976) were published.

2.3. From exploratory factor analysis to confirmatory factor analysis

According to Mulaik (1986), the use of factor analysis between 1952 and 1969 was ex-
ploratory because researchers did not have any hypotheses on the correlation structure
among variables used in the analysis. With the increasing use of factor analysis and
accumulation of findings, more attention was paid to verify hypothetical structures be-
hind the observed variables. As a solution to this problem, Guttman (1952) extended the
multiple group method that consists of classifying variables into several groups and then
generating a factor from each group. The method of Procrustes rotation (Green, 1952;
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Schöneman, 1966) was developed to obtain a factor loading matrix that is as close to a
hypothetical factor loading matrix as possible. Confirmatory factor analysis (Jöreskog,
1969b) was designed to test hypotheses about the relationships between observed vari-
ables and factors. Bock and Bargmann (1966) proposed an analysis of covariance
structures. This led to the development of a generalized covariance structure model,
the linear structural relations model (LISREL), by Jöreskog and Sörbom (1981).

2.4. Extension of factor analysis

Lawley and Maxwell (1971) gave an exposition of statistical theory in factor analysis.
In the 1980s, the second edition of a book by Anderson (1984) had an added chapter on
factor analysis from the view point of a mathematical statistician. Other books on factor
analysis and related methods have been published (Basilevsky, 1994; Bartholomew and
Knott, 1999). In the 1990s, independent component analysis attracted attention in the
field of engineering (Hyvärinen et al., 2001).

In the factor analysis model, both manifest and latent variables are metrical and thus
continuous. According to Bartholomew and Knott (1999), latent variable models can
be classified into four types depending on whether the manifest and latent variables are
metrical or categorical. Examples are (1) factor analysis of categorical data that uses
categorical variables as manifest variables, (2) the latent class model in which both
manifest and latent variables are categorical, (3) latent trait analysis in which latent
variables are metrical and manifest variables are categorical, and (4) the latent profile
model in which manifest variables are metrical and latent variables are categorical.

2.5. Application of factor analysis

Applied research that deserves special attention in psychology is the factor analysis of
basic abilities of men by Thurstone (1936) mentioned earlier, research by Harrell (1940)
in which factors of mechanical abilities were extracted, and research by Carroll (1941)
in which factors of linguistic ability were extracted. In personality trait research, Guil-
ford, Allport, and Eysenck developed a personality theory in terms of traits, which is
different from the topology theory of personality of Krestchmer, providing a theoreti-
cal basis for preparing psychological tests including trait tests. Osgood and Suci (1957)
introduced a semantic differential (SD) method that measures several images as ob-
jects using pairs of about 40 adjectives, analyzing the structure of semantic dimensions.
The five-factor model (FFM) of personality was developed in the 1980s (Goldberg,
1990). Carroll (1993) compiled all available data on intelligence research that used fac-
tor analysis between the 1900s and 1980s into a single work.

Today, factor analysis is widely used not only in the field of psychology but also
in fields such as politics, literature, biology, and medical science. For example, in
anthropology, morphological knowledge has been obtained through factor analysis of
correlations between measured traits of human bones and factor analysis of measured
traits of animals and plants. According to Gananadesikan and Kettering (1984), who
investigated academic journals of the United States in eight main academic areas, fac-
tor analysis amounts to 55.3% of multivariate analysis techniques other than regression
analysis. It is noteworthy that the percentages of papers that employ factor analysis in
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the fields of education and psychology are 33.7 and 48.3%. In Japan, the percentages of
papers that employ factor analysis in the fields of psychology and educational psychol-
ogy is increasing every year (Yanai, 2000).

3. The factor analysis model

3.1. Definition of the model

Let x = (x1, . . . , xp)′ be an observable random vector with mean vector E(x) = μ and
covariance matrix Var(x) = �. Then under the factor analysis model, x can be written
in the form

(3.1)x = μ + �f + e,

where f = (f1, . . . , fm)′ and e = (e1, . . . , ep)′ are unobservable random vectors, and
� is a p × m matrix of regression coefficients. The element λik is called the factor
loading of xi on fk , and the entire matrix of factor loadings is sometimes called the
factor pattern. The elements of f are called the common factors (or simply the factors)
because each fk affects all xis. On the other hand, the elements of e are called the unique
factors because each ei affects only xi . We assume that

(3.2)E(f) = 0, Var(f) = �,

(3.3)E(e) = 0, Var(e) = �,

where � is a positive-definite matrix and � is a diagonal matrix, of which the diagonal
elements ψi (>0) are called the unique variances. We also assume that

(3.4)Cov(f, e) = 0,

that is, the common factors and the unique factors are uncorrelated. Assumptions (3.1)
to (3.4) imply that � has a decomposition

(3.5)� = ���′ + �

and that the covariance matrix between x and f is given by

(3.6)Cov(x, f) = ��,

of which the elements are called the factor structures. The covariance matrix between x
and e is given by

(3.7)Cov(x, e) = �.

Eq. (3.1) decomposes each component of x − μ as

(3.8)xi − μi = ti + ei (i = 1, . . . , p),

where

ti = λi1f1 + λi2f2 + · · · + λimfm
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is called the common part of xi and satisfies

E(tiej ) = 0 (i, j = 1, . . . , p)

and

Cov(xi, xj ) = Cov(ti , tj ) (i �= j).

There are cases where it may be more appropriate to regard the common factors
f1, . . . , fm as nonrandom. But the nonrandom factor model poses a difficulty in infer-
ence (Anderson and Rubin, 1956).

3.1.1. Scale invariance
In many cases the unit of the measurement of each component of x is arbitrary. If we
change the units of the measurement then

x̃ = Dx, μ̃ = Dμ, �̃ = D�D,

where D is a diagonal matrix, of which the ith diagonal element is di (�= 0). The factor
analysis model is said to be scale invariant because it still holds for x̃ by replacing �,
�, and e with �̃ = D�, �̃ = D�D, and ẽ = De.

If we standardize each of the observed variables by choosing di = σ
−1/2
ii , then the

resulting D�D is a correlation matrix P = (ρij ). The correlation matrix P has the
decomposition

(3.9)P = �∗��∗ ′ + �,

where �∗ = (λ∗
ik) is a p×m matrix of standardized factor loadings and �∗ is a diagonal

matrix whose diagonal elements, ψ∗
i , are the standardized unique variances. Obviously,

λ∗
ik and ψ∗

i are given by

λ∗
ik = λik

σ
1/2
ii

, ψ∗
i = ψi

σii

.

The standardized unique variance ψ∗
i is sometimes called the uniqueness. The com-

munality, h2
i , of xi is the squared multiple correlation between xi and f1, . . . , fm, and

hence is the proportion of the variance of xi that is accounted for by the common factors.
Of course, the sum of the communality h2

i and the uniqueness ψ∗
i is always unity.

3.2. Indeterminacy of the model

In exploratory factor analysis, a researcher has no information concerning the values of
parameters and it is known that several types of indeterminacy exist. In confirmatory
factor analysis, on the other hand, the values of certain parameters are specified in ad-
vance, typically by zero factor loadings, on the basis of well-defined hypotheses, to the
extent that no indterminacy exists in the parameters.
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3.2.1. Indeterminacy of the factor covariance matrix
Suppose we transform f using a nonsingular matrix A, f̃ = Af. Then the covariance
matrix of f̃ is given by �̃ = A�A′. However, the factor analysis model still holds
by replacing � with �̃ = �A−1. This implies that the factor covariance matrix �
is indeterminate, and hence we can choose as � an arbitrary positive-definite matrix.
Hence, the factor variances are usually set equal to unity. Then diag � = Im, and � is
identical to the correlation matrix. The factor analysis model is called orthogonal if �
is taken as Im and oblique otherwise.

3.2.2. Rotational indeterminacy
Suppose we transform f as

f̃ = �1/2T�−1/2f,

where T is an orthogonal matrix such that TT′ = T′T = Im, �1/2 is a square root of
� that satisfies � = �1/2(�1/2)′, and �−1/2 = (�1/2)−1. Then we can easily verify
that Var(f̃) = � and that the factor analysis model still holds by replacing f and � with
f̃ and �̃, where �̃ = ��1/2T′�−1/2. This implies that the vector f of common factors
and the factor loading matrix � are indeterminate even if we fix �. In the orthogonal
model, it follows that the factor loadings are determined only up to permutations and/or
changes in sign in the columns of �. The rotational indeterminacy leads to the process
of factor rotation for ease of interpretation.

Factor score indeterminacy
We show that, for any set of �, �, and �, infinitely many different f̃ and ẽ exist that
satisfy (3.1)–(3.4). Under the factor analysis model, the linear regressions of f on x and
e on x are, in view of (3.6) and (3.7), given by ��′�−1(x − μ) and ��−1(x − μ).
Multiplying �−1� from the right on both sides of (3.5) and letting � = �′�−1�, we
have

(3.10)��−1� = �(Im + ��) = ��
(
�−1 + �

)
,

from which we obtain

(3.11)�−1� = �−1�(Im + ��)−1 = �−1�
(
�−1 + �

)−1
�−1.

Thus, the covariance matrix, ��′�−1��, of the linear regression of f on x can be
written as

��′�−1�� = ��
(
�−1 + �

)−1

= {
�

(
�−1 + �

) − Im

}(
�−1 + �

)−1

(3.12)= � − (
�−1 + �

)−1
,

which implies that the covariance matrix of the residual, f − ��′�−1(x − μ), is given
by (�−1 + �)−1.

It can be verified that the factor analysis model given by (3.1) to (3.4) holds by
replacing f and e with f̃ and ẽ, where

f̃ = ��′�−1(x − μ) + u, ẽ = ��−1(x − μ) − �u,
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provided that an m×1 random vector u is uncorrelated with x and satisfies E(u) = 0 and
Var(u) = (�−1 + �)−1. Factor score indeterminacy does not exist when the common
factors are nonrandom. For the case of a singular �, see Krijnen (2002). Factor score
indeterminacy has been and is still a source of considerable debate (Maraun, 1996).

3.3. Existence of the decomposition and its uniqueness

3.3.1. Existence of the decomposition Σ = ΛΛ′ + Ψ

If � is a covariance matrix of a factor analysis model, then � has a decomposition of
the form given in (3.5). We would like to know under what conditions a positive-definite
matrix � has such a decomposition with m specified. Because of the indeterminacy of
the factor covariance matrix �, we may assume, without loss of generality, that � = Im

and consider the decomposition

(3.13)� = ��′ + �.

Then a necessary and sufficient condition for � to be a covariance matrix of a m-factor
model is that a diagonal matrix � exists with positive diagonal elements such that �−�

is positive-semidefinite with rank(� − �) = m.
First, we consider the case m = 1. Then rank(� − �) = 1, and all the second-order

minors of � − � are zero. Hence, all the second-order minors of � that do not include
a diagonal element, called tetrads, must vanish.

PROPOSITION 1 (Theorem 1 of Bekker and de Leeuw, 1987). If a positive-definite ma-
trix � cannot be brought, by permutations, into block diagonal form, then the minimum
rank of � − �, where 0 � ψi � σii (i = 1, . . . , p), is one if and only if, after sign
changes of rows and corresponding columns, all its elements are positive such that

σikσj� − σi�σjk = 0, σikσij − σiiσjk � 0

for all quadruples (i �= j, k, �; j �= k, �; k �= �).

Thus, if � is a covariance matrix of a one-factor model, then ψi (i = 1, . . . , p) is
determined by the elements of � as

(3.14)ψi = σii − σikσji

σjk

(i �= j, k; j �= k; σjk �= 0),

which is obtained by setting a second-order minor of � − � that includes one diagonal
element, σii − ψi , equal to zero.

In practice, m is tacitly assumed to be sufficiently smaller than p. In fact, if we take
m = p − 1, then any positive-definite matrix � has the decomposition given in (3.13),
as shown below. Let θp be the smallest eigenvalue of �, and define a positive-definite
matrix �(ε) as

�(ε) = � − εIp,

where 0 < ε < θp. Let �(ε) = LL′, where L = (�ij ) is a lower diagonal matrix, and
let �(ε) be a p × (p − 1) matrix consisting of the first p − 1 columns of L. Further, let
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�(ε) be a diagonal matrix defined by

�(ε) = εIp +
⎛
⎜⎝

0 · · · 0
...

. . .
...

0 · · · �2
pp

⎞
⎟⎠ .

Then we have a decomposition of � where

� = �(ε)�(ε)′ + �(ε).

However, infinitely many such decompositions exist, depending on ε.
Then the question naturally arises as to what extent the rank of a positive-definite

matrix � is reduced by changing its diagonal elements. Ledermann (1937) suggested
that the rank of � is generally reduced to an integer not smaller than L(p), where L(p)

is given by

(3.15)L(p) = 2p + 1 − √
8p + 1

2

and is known as the Ledermann bound. Guttman (1958) gave a counterexample to L(p)

by pointing out that the rank of a tridiagonal matrix cannot be reduced below p − 1 by
changing its diagonal elements.

The number of nonduplicated elements in � is p(p+1)/2. The number of parameters
in � and � is p(m+1), but m(m−1)/2 restrictions are required to eliminate rotational
indeterminacy from �. Hence, one practical meaning of the Ledemann bound is that if
m is chosen so that m > L(p), then

p(m + 1) − m(m − 1)

2
>

p(p + 1)

2
,

which implies that the number of the free parameters in the factor analysis model is
larger than that in the “saturated” model.

3.3.2. Uniqueness of the decomposition Σ = ΛΛ′ + Ψ

Next, we consider the uniqueness of the decomposition � = ��′ + � except for the
rotational indeterminacy of �. The uniqueness of the decomposition is closely related
to the existence of consistent estimators because if the decomposition is not unique,
then a consistent estimator cannot exist.

Suppose that, by a suitable rotation, the mth column, λm, of � contains only one
nonzero element, λim. In such a case, the mth factor affects only xi and is indeed a
unique factor. The decomposition can be shown to hold by replacing λim and ψi with
λ̃im and ψ̃i (> 0) that satisfy

λ̃2
im + ψ̃i = λ2

im + ψi.

Next, suppose that, by a suitable rotation, the mth column, λm, of � contains two
nonzero elements, that is, λm = (0, . . . , λim, . . . , λjm, . . . , 0)′. In this case, the mth
factor affects xi and xj and is certainly a common factor, but λim and λjm affect only σij .
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Let λ̃im = δλim and λ̃jm = δ−1λjm. It is always possible to find

ψ̃i = ψi + (
λ2

im − λ̃2
im

)
, ψ̃j = ψj + (

λ2
jm − λ̃2

jm

)
that satisfy

0 < ψ̃i < σii, 0 < ψ̃j < σjj

if we choose δ close to one. Then σij is unchanged because λ̃imλ̃jm = λimλjm. Hence,
the decomposition still can be shown to hold by replacing λim, λjm, ψi , and ψj by λ̃im,
λ̃jm, ψ̃i , and ψ̃j .

PROPOSITION 2 (Theorem 5.6 of Anderson and Rubin, 1956). A necessary condition
for uniqueness of the decomposition � = ��′ + � is that each column of �A has at
least three nonzero elements for every nonsingular A.

This proposition implies that the condition

rank(�) = m

is necessary for the uniqueness of the decomposition � = ��′ + �.

PROPOSITION 3 (Theorem 5.1 of Anderson and Rubin, 1956). A sufficient condition for
uniqueness of the decomposition � = ��′ + � up to multiplication on the right of �

by an orthogonal matrix is that if any row of � is deleted, then two disjoint submatrices
of rank m remain.

We shall give a proof of Ihara and Kano (1986), which led them to propose a non-
iterative estimator of unique variance. Their proof is simpler than the original one.
Assume that a decomposition � = ��′ + � exists and that � satisfies the condi-
tion of the theorem. Let � = LL′ + D be another decomposition where L is a p × m

matrix and D is a diagonal matrix. To prove the theorem, we show that the diagonal ele-
ments of LL′ are equal to those of ��′. First, rearrange the rows of � and L; similarly,
rearrange the rows and columns of �. Let

� =
⎛
⎜⎝

λ1
�2
�3
�4

⎞
⎟⎠ , L =

⎛
⎜⎜⎝

�1

L2

L3

L4

⎞
⎟⎟⎠ , � =

⎛
⎜⎜⎝

σ11 σ 12 σ 13 σ 14

σ 21 �22 �23 �24

σ 31 �32 �33 �34

σ 41 �42 �43 �44

⎞
⎟⎟⎠ ,

where λ1 is the first row of � and �2 and �3 are nonsingular matrices of order m × m.
Because nondiag LL′ = nondiag ��′, we have

σ 12 = λ1�
′
2 = �1L′

2, σ 31 = �3λ
′
1 = L3�

′
1, �32 = �3�

′
2 = L3L′

2.

Because �2 and �3 are nonsingular, so is �32 = �3�
′
2 = L3L′

2, which implies that L2
and L3 are nonsingular. Then

�1�
′
1 = �1L′

2

(
L′

2

)−1L−1
3 L3�

′
1 = �1L′

2

(
L3L′

2

)−1L3�
′
1
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= σ 12�
−1
32 σ 31

= λ1�
′
2

(
�3�

′
2

)−1
�3λ

′
1 = λ1�

′
2

(
�′

2

)−1
�−1

3 �3λ
′
1 = λ1λ

′
1.

In a similar way, we can show that the diagonal elements of LL′ are equal to those of
��′. This condition implies that p � 2m + 1. Anderson and Rubin (1956) showed that
the above condition is also necessary for m = 1 and m = 2.

Ihara and Kano (1986) showed that if � satisfies the condition of Proposition 3, then
each of the unique variances can be written, after rearranging the rows and columns of
�, as

(3.16)ψ1 = σ11 − σ 12�
−1
32 σ 31,

of which (3.14) is a special case.

3.4. Properties of the model

3.4.1. Decomposition of �−1

We shall show that if � is a covariance matrix of a factor analysis model, then �−1

also has a decomposition. In view of (3.7), the linear regression of e on x is given by
��−1(x − μ), and its covariance matrix by ��−1�. Then

��−1� = (� − ���′)�−1(� − ���′)
= � − ���′ + ���′�−1���′.

By using (3.12), we can rewrite ���′�−1���′ as

���′�−1���′ = ���′ − �
(
�−1 + �

)−1
�′,

where � = �′�−1�, and we have

��−1� = � − �
(
�−1 + �

)−1
�′.

Multiplying �−1 from the left and right on both sides of the above equation, we obtain

(3.17)�−1 = �−1 − �−1�
(
�−1 + �

)−1
�′�−1.

In the case of the orthogonal model, we take � = Im and obtain

(3.18)�−1 = �−1 − �−1�(Im + �)−1�′�−1.

3.4.2. Lower bounds of communalities
Suppose that the common factors are uncorrelated so that � = Im, and consider the
decomposition of the population correlation matrix P = (ρij ):

P = �∗�∗ ′ + �∗,
where �∗ = (λ∗

ik) is a p × m matrix of standardized factor loadings and �∗ is a
diagonal matrix whose diagonal elements ψ∗

i are the standardized unique variances.
Then it follows from (3.13) that P−1 = (ρij ) has the decomposition

P−1 = (�∗)−1 − (�∗)−1�∗(I + �∗ ′(�∗)−1�∗)−1
�∗ ′(�∗)−1.
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Let h2
i be the communality of the ith variable and R2

i be the squared multiple correlation
(SMC) of xi with the remaining p − 1 variables. It is known that R2

i can be written as

R2
i = 1 − 1

ρii
.

Then we can easily see from the above decomposition of P−1 that ρii � ψ∗−1
i > 0, and

hence

R2
i = 1 − 1

ρii
� 1 − ψ∗

i = h2
i .

SMC has long been known as a lower bound to communality (Roff, 1936).
Yanai and Ichikawa (1990) proposed a new lower bound to communality. Suppose

that the variables are ordered so that h2
1 � · · · � h2

p, and let θ∗
1 � · · · � θ∗

p be the
ordered eigenvalues of P. They showed that

(3.19)h2
1 � 1 − θ∗

p � R2
p;

that is, at least for the variable with the largest communality, 1 − θ∗
p is a stronger lower

bound of communality. In practice, however, to which variable this lower bound applies
is unknown. However, when m = 1 and the decomposition of P is unique, then it can
be shown that h2

i � h2
j and R2

i � R2
j (i �= j) are equivalent.

3.4.3. Lower bounds of the number of factors
If P = (ρij ) is a correlation matrix of a factor analysis model, then it has the de-
compostion P = �∗�∗ ′ + �∗, and P − �∗ is a positive-semidefinite matrix with
rank (P − �∗) = m, the number of factors. Hence, m is equal to the number of posi-
tive eigenvalues of P − �∗, of which the diagonal elements are the communalities h2

i

(i = 1, . . . , p).
Guttman (1954) gave lower bounds to the number of factors by using the following

lemma.

LEMMA 1. Let A and B be a real symmetric matrix and a positive-semidefinite matrix.
Let the ith largest eigenvalue of a real symmetric matrix be denoted by μi(·). Then

(3.20)μi(A) � μi(A + B).

Let us define ρ2
i· by ρ2

i· = maxj �=i ρ2
ij , the largest squared correlation among the nondi-

agonal elements of the ith row of P, and denote by R2
i the squared multiple correlation

of the ith variable with the remaining p − 1 variables. Let P1, P2, and P3 be matrices
obtained from P by replacing each of the diagonal elements of P by 0, ρ2

i·, and R2
i .

Moreover, denote the numbers of positive eigenvalues of P1, P2, and P3 by m1, m2, and
m3. Because

0 � ρ2
i· � R2

i � h2
i (i = 1, . . . , p),

it follows from Lemma 1 that

(3.21)m1 � m2 � m3 � m.
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These lower bounds are sometimes used as algebraic criteria for the number of factors.
We note that m1 is equal to the number of the eigenvalues of P that are greater than
unity.

3.5. Related models

3.5.1. Principal component analysis
Principal component analysis was proposed by Hotelling (1933) as a method of ana-
lyzing a set of correlated variables. Let x = (x1, . . . , xp)′ be a random vector with
E(x) = μ and Var(x) = �. The first principal component g1 is defined as the linear
combination

g1 = β ′
1(x − μ)

that maximizes the variance,

Var(g1) = β ′
1�β1,

subject to the constraint that |β1| = 1. In general, the kth principal component gk is
defined as the linear combination gk = β ′

k(x − μ) that has the maximum variance,
subject to the constraints that |βk| = 1 and that gk is uncorrelated with g1, . . . , gk−1.
Then it can be shown that the variance of gk is equal to the kth largest eigenvalue, θk , of
� and that βk is the corresponding eigenvector of unit length. Hence, g = (g1, . . . , gp)

can be written as

g = B′(x − μ),

where B = (β1, . . . ,βp).
Let us partition g = (g′

1, g′
2)

′ and B = (B1, B2), where the elements of g1 and g2 are
the first m and the last p − m principal components and the columns of B1 (p × m) and
B2 (p × (p − m)) consist of the corresponding columns of B. Further, let �1 (m × m)

denote a diagonal matrix whose (k, k) element is the kth largest eigenvalue θk of �. If
g1, . . . , gm account for most of the variation in x, we may write

(3.22)x = μ + B̃1g̃1 + u,

where B̃1 = B1�
1/2
1 is the principal component loading matrix, g̃1 = �

−1/2
1 g1, and

u = B′
2(x − μ). It can be easily verified that Var(g̃1) = Im and Cov(g̃1, u) = 0. As a

substitute for factor analysis, (3.22), which expresses x in terms of B̃1, g̃1, and u, may
be used. Note, however, that unlike the unique factors of the factor analysis model, ui

and uj (i �= j) in (3.22) are correlated in general.
The factor analysis model introduces p+m extra variables to “explain” the observed

variables x1, . . . , xp and assumes that each observed variable xi is a linear combina-
tion of the common factors f1, . . . , fm and the unique factor ei . On the other hand,
the principal components are, by definition, linear combinations of the observed vari-
ables. Bollen (2002) reviews the use of latent variable models, of which factor analysis
is a special case. His third definition of a latent variable is that a latent variable is a
nondeterministic function of observed variables. Although principal components are
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unobservable variables in the sense that they are not present in the data set, they are not
latent variables.

In practice, the results of factor analysis and principal component analysis may be
close to each other. Bentler and Kano (1990) proved that if a single factor model holds
for all p, then the first principal component and the common factor and their corre-
sponding loading vectors become identical as p → ∞. Schneeweiss and Mathes (1995)
studied the conditions under which the results of principal component analysis approach
those of factor analysis. Jackson (1991) and Jollife (2002) focused on principal compo-
nent analysis in comparison with factor analysis.

3.5.2. Image theory
Image theory was proposed by Guttman (1953) as an alternative to the factor analysis
model. Let x = (x1, . . . , xp)′ be a random vector with E(x) = 0 and E(xx′) = � (>0),
and consider the decomposition

x = xI + xA,

where the ith element, xIi , of xI is the linear regression of xi on the remaining p − 1
variables and is called the image of xi . The ith element, xAi , of xA, on the other hand, is
the residual and is called the anti-image of xi . This is analogous to the decomposition of
each xi into the sum of the common part ti and the unique factor ei in the factor analysis
model.

We will derive explicit expressions and then investigate the properties of xI and xA.
Let us partition x as x = (x1, x′

2)
′ and accordingly, � and �−1 as

� =
(

σ11 σ 12

σ 21 �22

)
, �−1 =

(
σ 11 σ 12

σ 21 �22

)
.

From the formulae for the inverse of a partioned matrix (see, for example, Magnus and
Neudecker, 1999, p. 11), σ 12 can be written as

σ 12 = −σ 11σ 12�
−1
22 .

Then the image of x1 is given by

σ 12�
−1
22 x2 = − 1

σ 11
σ 12x2 = x1 − 1

σ 11

(
σ 11, σ 12) (

x1

x2

)
.

Thus, we have

(3.23)xI = (
Ip − ��−1)x, xA = ��−1x,

where � = (diag �−1)−1. Yanai and Mukherjee (1987) showed that even if � is singu-
lar, then xI and xA are uniquely determined by replacing �−1 with �−, a generalized
inverse of �, where �− is any matrix that satisfies ��−� = �.

The following results are easily verified.

(3.24)Var(xI ) = � + ��−1� − 2�,

(3.25)Var(xA) = ��−1�,



Factor analysis 271

(3.26)Cov(xI , xA) = � − ��−1�.

Using (3.24)–(3.26), we immediately have

Var(xj ) = Var(xAj ) + Var(xIj ),

Cov(xi, xj ) = Cov(xIi, xIj ) + Cov(xAi, xAj ).

It is interesting to note that the vector of anti-image variables of xA is equal to x
itself, that is,

(xA)A = (
diag

(
Var(xA)−1))−1 Var(xA)xA

= (
diag

((
��−1�

)−1))−1(
��−1�

)−1
��−1x

= (
� diag

(
�−1)�)(

�−1��−1)��−1x

= � diag
(
�−1)x

= x.

In a psychological study, the variables usually represent tests and are regarded as
a more or less arbitrary selection of variables from a collection of large number of
variables, or the universe of variables. Guttman (1955) showed an interesting relation
between the image theory and the factor analysis model: if an m-factor model holds for
all p, then

ti → xIi (i = 1, . . . , p) and �−1 → �−1

as p → ∞. This implies that both models are identical and that the common factors are
determinate in the infinite universe of variables. This also implies that the corresponding
elements of � and (diag �−1)−1 tend to the same limit. Motivated by this observation,
Jöreskog proposed, as an alternative to the standard factor analysis model, an image
factor analysis model in which the covariance matrix of unique factors have a special
form, � = θ (diag �−1)−1, where θ is a positive scalar. See, for example, Jöreskog
(1969a). Kaiser and Caffrey (1965) made distinction between statistical inference and
psychometric inference; the latter makes inference from a selection of varlables to the
universe of variables. Then they proposed alpha factor analysis based on a psychometric
concept of generalizability.

4. Statistical inference in factor analysis

4.1. Normal theory maximum likelihood method

4.1.1. Likelihood equations
Let {x1, . . . , xN } be a random sample of size N from a multivariate normal population
N(μ,�) for which an m-factor model holds. Because we have no information about
parameter values, we may assume, for convenience, that � = Im. Let S be the usual
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unbiased estimator of � defined by

S = 1

n

N∑
α=1

(xα − x̄)(xα − x̄)′,

where n = N − 1 and x̄ = N−1 ∑N
α=1 xα . A common practice in factor analysis is to

base inference only on S, which follows a Wishart distribution. We can easily see that
maximizing the Wishart likelihood function is equivalent to minimizing the following
discrepancy function of the maximum likelihood (ML) method:

(4.1)F(�; S) = tr S�−1 − log
∣∣S�−1

∣∣ − p,

where � = ��′ + �. Then

dF = tr �−1 d� − tr �−1S�−1 d�,

where d� = �(d�)′ + (d�)�′ + d�. Hence, dF equals zero for all d� and d� if and
only if

(4.2)�−1(� − S)�−1� = 0,

(4.3)diag �−1(� − S)�−1 = 0.

We simplify these equations by using the decomposition of � and �−1. By setting
� = Im in (3.11), we have

(4.4)�−1� = �−1�(I + �)−1,

where � = �′�−1�. Eqs. (4.4) and (4.2) imply that

(4.5)(� − S)�−1� = 0.

Then using the decomposition of �−1 in (3.18), we have

(� − S)�−1 = (� − S)�−1 − (� − S)�−1�(Im + �)−1�′�−1

(4.6)= (� − S)�−1.

Hence, if � satisfies (4.5) then (4.3) can be rewritten as

(4.7)diag(� − S) = 0.

In practice, certain restrictions have to be imposed on � to eliminate rotational inde-
terminacy. For convenience, we assume that � is a diagonal matrix and that the diagonal
elements are distinct and ordered. By setting � = Im in (3.12), we have

(4.8)�′�−1� = �(Im + �)−1,

from which we obtain

(4.9)� = (
Im − �′�−1�

)−1 − Im.

The above equations imply that the two restrictions, nondiag � = 0 and nondiag
�′�−1� = 0, are equivalent. Moreover, if � satisfies (4.2), then it follows that
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�−1� = S−1�, and hence the following three restrictions are equivalent:

nondiag � = 0, nondiag �′�−1� = 0,

(4.10)nondiag �′S−1� = 0.

Lawley (1940) introduced the maximum likelihood method in factor analysis. Rao
(1955) related the maximum likelihood method to canonical correlation analysis, in
which the restriction nondiag � = 0 arises naturally. Hence, the factor loadings that sat-
isfy this restriction are sometimes called the canonical loadings. Lawley (1941) studied
the maximum likelihood estimation for the case of nonrandom factor model. However,
Anderson and Rubin (1956) showed that the maximum likelihood estimators do not
exist.

4.1.2. Asymptotic distributions of estimators
Suppose that the maximum likelihood estimators �̂ and �̂ can be expanded as

�̂ = � + ε�(1) + ε2�(2) + · · · ,
(4.11)�̂ = � + ε�(1) + ε2�(2) + · · · ,

where �(k) and �(k) (k = 1, 2, . . .) are p × p diagonal matrices and p × m matrices.
Let U = n1/2(S − �). By substituting S = � + εU and the above expansions of �̂ and
�̂ into (4.5) and (4.7), and then equating the coefficients of εk (k = 1, 2) on both sides,
we obtain

(4.12)
(
U − ��(1) ′ − �(1)�′ − �(1)

)
�−1� = 0,

(4.13)diag
(
U − ��(1) ′ − �(1)�′ − �(1)

) = 0.

Let us define

(4.14)� = �−1 − �−1�
(
�′�−1�

)−1
�′�−1, � = � 	 �,

where the symbol 	 indicates the Hadamard product of matrices. We assume that � is
positive-definite and denote the elements of �−1 by ξ ij . Anderson and Rubin (1956)
showed, by solving (4.12) and (4.13) for �(1), that the limiting distribution of n1/2(ψ̂i −
ψi) is normal with zero mean and that

(4.15)nE(ψ̂i − ψi)(ψ̂j − ψj) = 2ξ ij .

Because σ̂ii = sii (i = 1, . . . , p) from (4.7), the maximum likelihood estimator
of the standardized unique variance ψ∗

i = ψi/σii is given by ψ̂∗
i = ψ̂i/sii and is

approximated by

ψ̂∗
i − ψ∗

i ≈ σ−1
ii

{
(ψ̂i − ψi) − ψ∗

i (sii − σii)
}
.

It can be shown that

nE
{
(ψ̂i − ψi)(sjj − σjj )

} = 2δijψ
2
i ,
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where δij is Kronecker’s delta with δij = 1 if i = j and δij = 0 otherwise. Then we
obtain

(4.16)nE
(
ψ̂∗

i − ψ∗
i

)(
ψ̂∗

j − ψ∗
j

) = 2σ−1
ii σ−1

jj ξ ij + 2ψ∗
i ψ∗

j

(
ρ2

ij − 2δijψ
∗
i

)
,

where ρij is the correlation coefficient between xi and xj and can be written as ρij =∑m
k=1 λ∗

ikλ
∗
jk for i �= j . Because the sum of the maximum likelihood estimators of the

communality ĥ2
i and standardized unique variance ψ̂∗

i is always unity, the asymptotic
covariances of ĥ2

i and ĥ2
j (i, j = 1, . . . , p) are given by (4.16).

The asymptotic standard errors for the maximum likelihood estimates of the un-
rotated (canonical) loadings, for both nonstandardized and standardized ones, can be
obtained by solving (4.12) and (4.13) for �(1) in terms of U. See Lawley and Maxwell
(1971) and Jennrich and Thayer (1973). Matrix expressions for the asymptotic covari-
ance matrix of the maximum likelihood estimates of the unrotated factor loadings and
unique variances are given by Hayashi and Bentler (2000). In practice, however, fac-
tor loadings are usually rotated for ease of interpretation. Methods for obtaining the
asymptotic standard errors of rotated factor loadings are described later.

4.1.3. Asymptotic expansions
Approximating the distributions of estimators using the limiting normal distributions
may not be very accurate when the sample size is not large enough in relation to the
number of observed variables. An approach to coping with this problem is to find
asymptotic expansions for the distributions of estimators. We note that the maximum
likelihood estimator of a parameter in the factor analysis model can be essentially ex-
pressed as a function of the sample covariance matrix S. Let h(S) be a real valued
function, not depending on n, of S and assume that the partial derivatives of h(S) of
second order are continuous in a neighborhood of S = �. The limiting distribution of

Y = n1/2{h(S) − h(�)
}

is known to be normal with zero mean as n tends to infinity. Let σ 2
h , m1, m3, and m11

be defined by

E
{
Y − E(Y )

}2 = σ 2
h + O

(
n−1),

E(Y ) = n−1/2σhm1 + O
(
n−3/2),

E
{
Y − E(Y )

}3 = n−1/2σ 3
hm3 + O

(
n−3/2),

nE

[ {h(S) − h(�)}(σ̂ 2
h − σ 2

h )

σ 3
h

]
= m11 + O

(
n−1).

In practice, the asymptotic variance σ 2
h would be unknown, so we consider the Stu-

dentized statistic T = Y/σ̂h, where σ̂ 2
h is a consistent estimator of σ 2

h . In general, the
distribution function of T is known to have an expansion of the form

P(T � t) = F
(
t − n−1/2{(m1 − 1

2m11
) + 1

6 (m3 − 3m11)
(
t2 − 1

)})
(4.17)+ O

(
n−1),
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where F(·) indicates the distribution function of the standard normal distribution.
By substituting S = �+εU and the expansions given by (4.11) of �̂ and �̂ into (4.5)

and (4.7), and then equating the coefficients of εk (k = 1, 2) on both sides, Ichikawa
and Konishi (2002) obtained explicit expressions of the elements of �(2) in (4.11). Then
m1, m3, and m11 for ψ̂i = h(S) are given by

(4.18)m1 = −σ−1
h ψi tr

(
Im + �−1) − 2σ−1

h tr ��i�
(
B 	 �−1),

(4.19)m3 = 8σ−3
h tr(��i )

3 − 24σ−3
h tr ��i��iB�i ,

(4.20)m11 = 8σ−3
h tr(��i )

3 − 16σ−3
h tr ��i��iB�i ,

where � and � are defined in (4.14), �i is a diagonal matrix whose diagonal el-
ements are the ith row (column) of �−1, B = (βij ) = �−1��−2�′�−1, and
� = �−1��−1�′�−1. The asymptotic variance σ 2

h of ψ̂i is given by (4.15). By in-
verting the expansion in (4.17), we obtain expansions for the quantiles of T , which can
be used to construct second-order accurate confidence intervals. Ichikawa and Konishi
(2002) gave similar results for the maximum likelihood estimators ψ̂∗

i of the standard-
ized unique variances (uniquenesses) ψ∗

i = ψi/σii .

4.1.4. A Newton–Raphson algorithm
In practice, the maximum likelihood estimates �̂ and �̂ are calculated by minimiz-
ing the discrepancy function given by (4.1) using a numerical method. In the case of
exploratory factor analysis, efficient algorithms exist that find the conditional min-
imum f (�) for a given � and then find the overall minimum (Jöreskog, 1967;
Jennrich and Robinson, 1969; Clarke, 1970). Let �(�) be the minimizer of F(�; S)

over all � for a given �. Clearly, �(�) is a solution of (4.2), from which we have
� = �S−1� = (��′ + �)S−1�, and this can be rewritten as

(4.21)�S−1� = �
(
Im − �′S−1�

)
.

Now, assume that �′S−1� is a diagonal matrix, and let S = LL′ and W = L−1.
Further, let ν1 < · · · < νp be the eigenvalues of A = W�W′, and let ζ 1, . . . , ζp be the
corresponding eigenvectors of unit length. Then the conditional minimizer �(�) of F

can be shown to be of the form

(4.22)�(�) = LZ1(Im − N1)
1/2,

where N1 is a diagonal matrix whose diagonal elements are the m smallest eigenvalues
ν1, . . . , νm of A and the columns of Z1 are the corresponding eigenvectors ζ 1, . . . , ζm.
Substituting (4.22) into (4.1), we have

(4.23)f (�) = tr S�−1 + log |�| −
m∑

k=1

(
ν−1
k + log νk

) − log |S| − (p − m).

Hence, the minimization is carried out with respect to not the entire set of p(m + 1)

parameters in � and � but only p parameters in �.
If � is decomposed as � = ��′ + �, then the m smallest eigenvalues of

�−1/2�(�−1/2)′ are less than unity and the remaining p − m eigenvalues are equal
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to unity. Therefore, if the sample size increases, then the p − m largest eigenvalues of
W�̂W′ will all converge to one. This explains the expression of f (�) in (4.23) without
using the p − m largest eigenvalues.

We assume that the m smallest eigenvalues of �−1/2�(�−1/2)′ are distinct. Then,
we have, for k = 1, . . . , m,

dνk = ζ ′
k(dA)ζ k, dζ k = (νkIp − A)+(dA)ζ k, dA = W(d�)W′,

where (νkIp − A)+ is the Moore–Penrose inverse of νkIp − A and is given by

(νkIp − A)+ =
∑
j �=k

(νk − νj )
−1ζ jζ

′
j .

Expressions for the first- and second-order partial derivatives of f (�) with respect
to the elements of � are given by

(4.24)
∂f

∂ψi

=
p∑

j=m+1

νk − 1

ν2
k

ζ̃ 2
ik,

∂2f

∂ψi∂ψj

=
(

p∑
r=m+1

ν−2
r ζ̃ir ζ̃jr

)2

−
(

p∑
r=m+1

νr − 1

ν2
r

ζ̃ir ζ̃jr

)2

(4.25)+ 2
m∑

k=1

p∑
r=m+1

1 − νr

ν2
r (νk − νr)

ζ̃ik ζ̃jk ζ̃ir ζ̃jr ,

where ζ̃ k = W′ζ k .
Let g and J be the first- and second-order derivatives of f (�) with respect to the

elements of �. The basic Newton–Raphson step for finding the minimum of f (�) is to
update ψ = (ψ1, . . . , ψp)′ in each iteration by

ψnew = ψold + δψ,

where δψ = −J−1g. When we are not close enough to the minimum of f (�), how-
ever, J is not guaranteed to be positive-definite, and the Newton–Raphson step need
not decrease the function. In early iterations, it is sometimes better to replace J by its
expectation, of which the typical element can be expressed as

(
p∑

r=m+1

ν−1
r ζ̃ir ζ̃jr

)2

.

Using line minimization is also recommended:

ψnew = ψold + α(δψ),

that is, finding α so that f (�) is minimized in the Newton–Raphson direction.
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4.1.5. Improper solutions
The maximum likelihood estimates of � and � are calculated using an iterative pro-
cedure. However, such a procedure is not guaranteed to give the unique minimizer of
the discrepancy function inside of the admissible parameter space. In fact, a diagonal
element of � is often known to approach zero during the iteration and even becomes
negative, if allowed to do so. If all the diagonal elements of the final value of � are pos-
itive, then it is called a proper solution. On the other hand, if the final value of � is on
the boundary or outside of the admissible parameter space, then it is called an improper
solution or a Heywood case. An iterative procedure is said to be nonconvergent if it does
not satisfy certain convergence criteria within a specified number of iterations.

The problem of improper solutions and nonconvergence in factor analysis has be-
come widely recognized since Jöreskog (1967) proposed a rapidly convergent method.
van Driel (1978) studied the following three causes: (1) sampling fluctuations, (2)
nonexistence of a covariance matrix of the factor analysis model that fits the data, and
(3) lack of uniqueness of the solution � of the decomposition � = ��′ + �. He
proposed examining standard error estimates for ψ̂i and distinguishing the three causes.
We would obtain a proper solution by increasing the sample size if an improper solution
is caused by (1). The occurrence of an improper solution or nonconvergence is by no
means an exception and tells us explicitly that something is wrong with our data and/or
model. Coping with improper solutions and nonconvergence is difficult in practice. Sato
(1987) proposed a pragmatic treatment of improper solutions.

4.1.6. Likelihood ratio test
The factor analysis model given in (3.1) to (3.4) cannot be verified directly. However,
the hypothesis that � is a covariance matrix, as implied by the model, is testable. We
shall describe the likelihood ratio test for testing the null hypothesis, H0 : � = ��′+�,
where � is a p×m matrix with m specified, against the alternative hypothesis, H1 : � >

0, that is, � is an arbitrary positive-definite matrix.
Suppose we have proper estimates �̂ and �̂, and let �̂ = �̂�̂′ + �̂. Then −2

times the logarithm of the likelihood ratio can be shown to be given by n F(�̂; S), that
is, n times the minimum value of the discrepancy function. As n tends to infinity, the
distribution of the likelihood ratio test statistic converges to χ2 with degrees of freedom,
in this case, given by 1

2 {(p−m)2 −(p+m)}. Bartlett (1950) suggested replacing n with
n − 1

6 (2p + 5) − 2
3m. It has not yet been shown, however, that this is indeed a special

case of the Bartlett adjustment in the true sense of improving the accuracy of the χ2

approximation to the distribution of the likelihood ratio test statistic.
In usual, m is not specified in advance, and the problem of interest is to select an

appropriate number of factors. In such a case, starting with a small values of m, possibly
m = 1, we test successive values of m until a hypothesis is accepted. Note, however,
that the significance level associated with the entire procedure is not known.

The asymptotic robustness of the normal theory methods was extensively investi-
gated in the 1980s. The limiting χ2 distribution of the likelihood ratio test statistic was
shown to hold under conditions much more general than the normality of the observa-
tions (Amemiya and Anderson, 1990). See also Browne and Shapiro (1988).
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4.1.7. Use of the correlation matrix
If we change the units of measurement, then the resulting covariance matrix is given by
S̃ = DSD, where D is a nonsingular diagonal matrix. Denote the minimizer of F( · ; S̃)

by �̃ = �̃�̃′ + �̃. Because

F(D�D; DSD) = F(�; S),

we have

�̃ = D�̂D = D�̂�̂′D + D�̂D.

It follows from (4.7) that sii = σ̂ii . Then the maximum likelihood estimates λ̂∗
ik and

ψ̂∗
i of the standardized factor loadings λ∗

ik = λik/σ
1/2
ii and the standardized unique

variances ψ∗
i = ψi/σii are given by λ̂∗

ik = λ̂ik/s
1/2
ii and ψ̂∗

i = ψ̂i/sii . This implies that

�̂∗�̂∗ ′ = Ds�̂�̂′Ds , �̂∗ = Ds�̂Ds ,

where Ds is a diagonal matrix whose ith diagonal is s
−1/2
ii . Hence, if we use R =

DsSDs in place of S as an input to the numerical procedure for calculating the maximum
likelihood estimates, we directly obtain the standardized estimates λ̂∗

ik and ψ̂∗
i . Further,

the likelihood ratio test statistic is given by

nF(�̂; S) = nF
(
�̂∗; R

)
,

where �̂∗ = �̂∗�̂∗ ′ + �̂∗.
Finally, we note that while ψ̂∗

i = s−1
ii ψ̂i , the standard error (or its estimate) of ψ̂∗

i is
not equal to that of ψ̂i times s−1

ii , because sii itself is a random variable that depends on
each sample and is subject to sampling fluctuations.

4.2. Other methods of estimation

4.2.1. Least squares methods
Under non-normal distributions, a class of least squares estimators that minimizes the
discrepancy function,

(4.26)F(�; S) = 1

2
tr
{
(S − �)W−1}2

,

can be used. In (4.26), W is a weight matrix and F(�; S) measures the residual S − �

in the metric of W−1. Common examples are W = Ip (ULS; unweighted least squares)
and W = S (GLS; generalized least squares). The discrepancy function in (4.26), like
that of maximum likelihood (ML), satisfies

(i) F(�; S) � 0,
(ii) F(�; S) = 0 if and only if � = S,

(iii) F(�; S) is continuous in � and S,

and the resulting estimators are consistent (Browne, 1982). Both the GLS estimator and
the least squares estimator with W = � are asymptotically equivalent with the ML
estimator under the multivariate normal distribution of observations (Anderson, 1989).
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If W is not a function of � and �, then the minimizer of (4.26) satisfies

(4.27)W−1(S − �)W−1� = 0,

(4.28)diag W−1(S − �)W−1 = 0.

Let W−1 = LL′. Then we have, from (4.27), that

L′(S − �)LL′� = L′�
(
�′W−1�

)
,

which implies that if �′W−1� is diagonal, then the columns of L′� are the eigenvectors
of L′(S − �)L. For a given �, the minimizer of F is of the form

�(�) = (
L−1)′

�1�
1/2
1 ,

where �1 is a diagonal matrix consisting of the m largest eigenvalues of L′(S − �)L
and the columns of �1 are the corresponding eigenvectors of unit length. This can be
used to construct essentially the same algorithm to calculate least squares estimates of
� and � as in ML.

4.2.2. Principal factor method
Suppose we take W = Ip in (4.26) and wish to estimate �∗ and �∗ by using R instead
of S. Then the estimates satisfy the following equations:

(4.29)
{
R − (

�∗�∗ ′ + �∗)}�∗ = 0,

(4.30)diag
{
R − (

�∗�∗ ′ + �∗)} = 0.

If we have an initial estimate of �∗, then (4.26) can be written as

1

2
tr
{
(R − �∗) − �∗�∗ ′}2

and the minimizer �∗ that satisfies (4.29) can be calculated from the m largest eigen-
values and the corresponding eigenvectors of R̃ = R − �∗. This is called the principal
factor or principal axis method. The matrix R̃ is obtained from R by replacing each
diagonal element of R by an estimate of communality h2

i = 1 − ψ∗
i and is called the

reduced correlation matrix. An updated estimate of �∗ can be obtained from R and
the current estimate �∗ by using (4.30), and this cyclic process can be continued until
both (4.29) and (4.30) are satisfied. Such a procedure is called the iterated principal
factor method. The iterated principal factor method, if convergent, satisfies the same
equations as the ULS method. It should be noted, however, that the convergence of such
an algorithm can be very slow.

4.2.3. Criteria for the number of factors
One of the most commonly used criteria for the number of factors is the Kaiser–Guttman
criterion (Kaiser, 1960; Guttman, 1954), which is the number of eigenvalues greater
than unity of a sample correlation matrix R. This criterion is motivated by the lower
bound, m1, of the number of factors in (3.21). Although m3 in (3.21) is a stronger lower
bound, Kaiser (1960) remarked that, empirically, m3 suggested too many factors and
did not perform as well as m1.



280 H. Yanai and M. Ichikawa

The scree test (Cattell, 1966) is based on the plots of the eigenvalues θ̂∗
1 > · · · > θ̂∗

p

of R in decreasing order. Typically, the eigenvalues decrease rapidly at first and then
form a straight line, with a small slope, to the last one. The scree test takes the beginning
of this straight portion as the number of factors.

Horst (1965) proposed taking account of the sampling error of the eigenvalues of R
by generating random data, whch is known as parallel analysis. Let δ̂∗

1(k) > · · · > δ̂∗
p(k)

be the eigenvalues of a correlation matrix based on the kth random sample of size N ,
which is the same as the original sample, generated from a p-variate normal population,
in which the p variates are mutually uncorrelated. Further, let δ̄∗

i (i = 1, . . . , p) be the
average of δ̂∗

i(1), . . . , δ̂
∗
i(K). Because the population counterpart of δ̂∗

i(k) is unity, δ̄∗
i − 1

may be used as an estimate of the extent to which θ̂∗
i is inflated due to sampling error.

Thus, we take the number of θ̂∗
i − (δ̄∗

i − 1) greater than unity as the number of factors.

4.2.4. Use of the bootstrap methods
Statistical inference in factor analysis is usually based on the assumption of a multivari-
ate normal distribution of observations, which is more or less violated in practice, and
the limiting normal distributions of estimators. Formulae for the standard errors of pa-
rameter estimates in factor analysis are complicated or may not be expressed in closed
forms. One of the advantages of the bootstrap methods introduced by Efron (1979) is
that they can be used without analytical derivations. However, caution is needed to use
the bootstrap methods in factor analysis. For example, in the case of the bootstrap test
for the goodness-of-fit, the covariance structure implied by the null hypothesis should be
taken into account in designing a bootstrap simulation (Bollen and Stine, 1992). Another
example in exploratory factor analysis is that if we are interested in the factor loading
matrix, then we must be aware that it is determined only up to permutations and/or
changes in the signs of its columns. Finally, improper solutions may occur frequently in
the bootstrap simulation, in particular, when the sample size is not large enough. In ex-
ploratory factor analysis, Ichikawa and Konishi (1995) used a Monte Carlo simulation
to study the performance of the bootstrap methods in estimating biases and standard
errors, constructing confidence intervals, and testing the goodness-of-fit.

4.2.5. Bibliographic notes
Kano and Harada (2000) studied variable selection in exploratory factor analysis, and
developed backward elimination and forward selection procedures. Mooijaart (1985)
proposed an approach to factor analysis for nonnormal variables. It utilizes not only
second order cross products but also third order cross products. Meijer and Mooijaart
(1996) studied heteroscedasity of unique variances in one-factor model and compared
several types of estimatros by a simulation. Ansari et al. (2002) extended a Bayesian
approach to multi level confirmatory factor analysis. Yuan et al. (2002) proposed a uni-
fied approach to exploratory factor analysis with nonstandard data such as missing data,
nonnormal data, and data with outliers. Their approach is to replace the usual sample
covariance matrix S by another estimate of �, depending on the nonstandard nature of
data. Nonlinear factor analysis is an important extension of the ordinary factor analysis.
For recent developments, see Yalcin and Amemiya (2001).
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5. Factor rotation and estimation of factor scores

5.1. Factor rotation

5.1.1. Principles of rotation
Under the factor analysis model, the factor correlation matrix � is indeterminate, and
even if we have chosen �, the factor loading matrix � is not uniquely determined. An
estimate of � is usually obtained by choosing � = Im and using a suitable restriction,
for example, nondiag �′�−1� = 0. Such a restriction, of course, is merely for conve-
nience and does not have practical significance. For many applications, the initial factor
loading matrix is multiplied from the right by a nonsingular matrix for ease of inter-
pretation. This process is called factor rotation. The rotation is said to be orthogonal
rotation if the common factors after rotation are mutually uncorrelated and is said to be
oblique rotation otherwise.

Let f, �f , and �f be the vector of initial factors, corresponding factor loading ma-
trix, and factor correlation matrix. We may assume, without loss of generality, that
�f = Im. Suppose we transform f using a nonsingular matrix T of order m as g = Tf.
Then the corresponding factor loading matrix �g , factor correlation matrix �g , and
factor structure matrix �g are given by

(5.1)�g = �f T−1, �g = TT′, �g = �f T′,

where

(5.2)diag(�g) = diag(TT′) = Im.

In the orthogonal rotation, T satisfies TT′ = Im, so T−1 = T′. Thus,

(5.3)�g = �f T−1 = �f T′, �g = Im, �g = �f T′ = �g.

In both cases, �f �′
f = �g�g�

′
g holds, which implies that the fit of the model remains

unchanged after rotation.
What criteria should an interpretable factor loading matrix satisfy? Thurstone (1947)

introduced the simple structure criterion as a guide to attaining interpretable factors.
The three major points are as follows:

1. Any column of the factor loading matrix � should have mostly small values as close
to zero as possible.

2. Any row of � should have only a few elements far from zero.
3. Any two columns of � should have some variables with high values in one column

and low values in the other columns.

Today, most of the rotation methods involve defining a function of a rotated loading
matrix and then rotating the initial loading matrix so that the function is optimized. The
function is intended to measure the degree of simple structure. Such a method is called
an analytic rotation. Browne (2001) reviewed analytic rotation and gives examples.
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5.1.2. Orthogonal rotation
Let A = (aik) and B = (bik) denote initial and rotated factor loading matrices. The
initial factors are orthogonal, and B = AT′ is obtained from A by an orthogonal rotation,
that is, TT′ = Im. Kaiser (1958) proposed maximizing

(5.4)
m∑

k=1

{
1

p

p∑
i=1

b4
ik − w

p2

(
p∑

i=1

b2
ik

)2}
,

which he called the orthomax criterion. If w = 1, then (5.4) is exactly the sum of the
columnwise variance of the squared factor loadings over the m factors and is called
the varimax criterion, which has been widely used. The expression (5.4) is called the
quartimax criterion (Carroll, 1953; Neuhaus and Wrigley, 1954) if w = 0, the factor
parsimony criterion (Crawford and Ferguson, 1970) if w = p, and the equamax cri-
terion if w = m/2. If we rotate A so that the resulting B maximizes (5.4), then it is
sometimes called the raw orthomax. Note that if the observed variables are standard-
ized to have unit variances and the factors are orthogonal, then the communality h2

i

(i = 1, . . . , p) is the squared length of the ith row of the factor loading matrix. In
the normalized orthomax, we first set a∗

ik = aik/hi to make each row of A∗ = (a∗
ik)

have unit length. Then we rotate A∗ so that the resulting B∗ maximizes (5.4) and set
bik = hib

∗
ik to make each row of B = (bik) have the same length as the corresponding

row of A.
Now, we express the orthomax criterion (5.4) in terms of vectors and matrices as

(5.5)F(B) = 1

p
tr
{
(B 	 B)′(B 	 B)

} − w

p2
tr
{
(B 	 B)′1p1′

p(B 	 B)
}
,

where the symbol 	 indicates the Hadamard product of matrices and 1p = (1, . . . , 1)′
is of order p × 1. Then it can be shown that dF = F′

dA(dT)′, where Fd is given by

Fd = 4

p
B 	 B 	 B − 4w

p2
B diag(B′B).

It can be further shown that T is the solution of

A′Fd = T′L, TT′ = Im,

where L is a symmetric matrix of Lagrange multipliers, and that T is expressed as

T = (
F′

dAA′Fd

)−1/2F′
dA,

where (F′
dAA′Fd)−1/2 is the symmetric square root of (F′

dAA′Fd)−1. We note here that
Fd is a function Fd(B) of the rotated matrix B = AT′.

In view of the above results, an algorithm for obtaining the rotation matrix T is to
choose any orthogonal matrix T0 as an initial estimate of T and set B1 = AT′

0. Then
update Hj , Tj , and Bj as

Hj = B′
j Fd(Bj ) = Pj�j Q′

j , Tj = Qj P′
j , Bj+1 = Bj T′

j ,

where P′
j Pj = Q′

j Qj = Im and �j is a diagonal matrix whose diagonal el-
ements are the singular-values of Hj arranged in descending order of magnitude.
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If tr(Tj −Tj−1)
′(Tj −Tj−1) approaches zero, we may stop the iteration. For the details

of derivation, see Neudecker (1981).

5.1.3. Oblique rotation
Factors obtained by an orthogonal rotation method sometimes fail to be interpretable.
In such a case, we may obtain more interpretable factors by relaxing the enforced or-
thogonality restrictions. Let us illustrate with an example. Suppose that factor analysis
was applied to four achievement tests English (x1), social studies (x2), science (x3),
and mathematics (x4). The results of orthogonal and oblique rotation are compared in
Figure 1. In terms of the simple structure criteria, the oblique factors clearly are more
easily interpretable than the orthogonal factors.

If the common factors are orthogonal, then the factor loadings coincide with the
factor structures. After oblique rotation, on the other hand, the common factors are cor-
related and we must distinguish the factor loadings from the factor structures. Figure 2
shows both factor loadings and factor structures represented in terms of projections of
a variable x onto the space spanned by two oblique axes, g1 and g2. The factor loadings
of x on these two factors are given as the oblique projections of x onto g1 and g2 by
lines parallel to these two axes, while the structure loadings are given as the orthogonal
projections onto each of the two axes by lines perpendicular to these axes.

Carroll (1953) proposed minimizing the oblimin criterion defined by

(5.6)F(B) =
m∑

k �=�

{
p∑

i=1

b2
ikb

2
i� − w

p

(
p∑

i=1

b2
ik

)(
p∑

i=1

b2
i�

)}
.

This is called the covarimin criterion when w = 1 and the quartimin criterion when
w = 0. The covarimin criterion is known to be likely to produce almost uncorrelated
factors, while the quartimin criterion is liable to yield highly correlated factors. To com-
pensate for the defects of these two criteria, the biquatimin criterion, which is obtained
by setting w = 1/2, was proposed.

Before we describe the minimization of (5.6), we introduce primary factors and ref-
erence factors. Let g1, . . . , gm be common factors with Var(gk) = 1 (k = 1, . . . , m).
The reference factors g̃1, . . . , g̃m are defined as the linear combinations of g1, . . . , gm

such that Var(g̃k) = 1 (k = 1, . . . , m) and Cov(g̃k, g�) = 0 (� �= k). The original

Fig. 1. Comparison of orthogonal and oblique axes. (a) Orthogonal axes (f1, f2), (b) oblique axes (g1, g2).
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Fig. 2. Factor loading (a1, a2) and factor structure (b1, b2) of a single variable x upon two oblique axes, g1
and g2.

factors that generated the reference factors are called the primary factors. The reference
factor g̃k is obtained by eliminating from gk the effect of the other m − 1 primary fac-
tors using linear regression, and then rescaling the residual to have unit variance. To
be more specific, let us denote the vector of primary factors by g = (g1, . . . , gm)′
with Var(g) = �g , and let �g and �g be the corresponding factor loading matrix
and factor structure matrix. Further, let us denote the vector of reference factors by
g̃ = (g̃1, . . . , g̃m)′ with Var(g̃) = �g̃ , and let �g̃ and �g̃ be the corresponding fac-
tor loading matrix and factor structure matrix of the reference factors. Then an explicit
expression of g̃ is

g̃ = Dg�
−1
g g,

where Dg = (diag �−1
g )−1/2. It is easy to verify that

Cov(g̃, g) = Dg, �g̃ = Dg�
−1
g Dg,

(5.7)�g̃ = �gD−1
g , �g̃ = �gDg.

An interesting relation is that ˜̃g = g; that is, the reference factors of reference factors
are the original primary factors. It can be seen from the last relation in (5.7) that the
columns of the primary factor loading matrix �g and the columns of the reference
factor structure matrix �g̃ are proportional to each other. Hence, simplification of one
implies the simplification of the other.

Now, we are ready to go back to the minimization of (5.6). Let A be the initial factor
loading matrix of orthogonal factors. One approach is to simplify the primary factor
loading matrix directly, that is,

(5.8)minimize F
(
AT−1) subject to diag(TT′) = Im.
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Then the resulting primary factor loading matrix and factor correlation matrix are given
by

(5.9)AT−1 and TT′.

This approach is by Jennrich and Sampson (1966) and is called the direct oblimin
method. The other approach is to simplify the reference structure matrix, that is,

(5.10)minimize F(AT′) subject to diag(TT′) = Im.

Then the corresponding factor loading matrix and factor correlation matrix of the pri-
mary factors are given by

(5.11)AT′D−1 and D(TT′)−1D,

where D = {diag(TT′)−1}−1/2. For the detailed algorithm of computation, see, for
example, Mulaik (1972) and Takeuchi et al. (1982).

5.1.4. Procrustes and promax rotation
Let A be an initial factor loading matrix of orthogonal factors. When a hypothetical
factor loading matrix G is available, one can multiply a nonsingular matrix from the
right of A so that the resulting matrix B is as close to G as possible to minimize

(5.12)F(B) = tr (G − B)′(G − B).

Such a rotation is known as the Procrustes rotation – a term borrowed from Greek
mythology.

In the case of the orthogonal Procrustes rotation, B is of the form B = AT′, and we
minimize (5.12) subject to TT′ = Im. An expression of T given by Schöneman (1966)
is

(5.13)T = (G′AA′G)−1/2G′A,

where (G′AA′G)−1/2 is the symmetric square root of (G′AA′G)−1. Another expression
of T is

(5.14)T = PQ′,

where G′A = P�Q′ is the singular-value decomposition of G′A with P′P = Q′Q = Im.
For the derivation, see Ten Berge (1977).

In the case of the oblique Procrustes rotation, we must distinguish two approaches,
(5.8) and (5.10), to minimizing (5.12). Here, we show an approximate solution to the
second approach (Mulaik, 1972). First, we minimize

F(AT′) = tr (G − AT′)′(G − AT′),

without restrictions upon T. The solution is given by

T = G′A(A′A)−1.

Because T is not an admissible transformation matrix to simple reference structure,
rescale the rows of T by T∗ = DT T, where DT = (diag TT′)−1/2. Note that T∗ does
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not minimize F(·). Let

D∗ = {
diag(T∗T∗ ′)−1}−1/2 = DT

{
diag(TT′)−1}−1/2 = DT D.

Then it follows from (5.11) that the rotated primary factor loading matrix corresponding
to T∗ is given by

AT∗ ′D∗−1 = AT′D−1.

Gower and Dijksterhuis (2004) are concerned with the problem of transforming one set
of matrices to represent another set of matrices as closely as possible.

Finding a hypothetical factor loading matrix is sometimes difficult. Hendrickson and
White (1964) proposed constructing a target matrix from an orthogonally rotated load-
ing matrix, possibly using the varimax method, and then rotate the initial loading matrix
toward the target matrix using the oblique Procrustes rotation described above so as to
achieve an oblique simple structure. This method is known as the promax rotation.

5.1.5. Variance explained by each factor
If the common factors are orthogonal (uncorrelated), then it follows from the standard
theory of regression analysis that the variance of xi explained by fk , which we denote
Vik , is given by

(5.15)Vik = Var(xi)
{
Corr(xi, fk)

}2 = {
Cov(xi, fk)

}2
,

where Corr(xi, fk) indicates the correlation coefficient between xi and fk . The second
equality holds because Var(fk) = 1. By noting that Cov(xi, fk) = λik and summing
over all i, we have the sum of variances explained by the kth factor fk:

V·k =
∑

i

λ2
ik.

We note here that

Vi· =
∑

k

Vik = σii − ψi = σiih
2
i ,

which is the variance of the common part ti in (3.8) and is invariant under the rotation
of factors.

If the common factors are oblique (correlated), then no Vi· can be decomposed into
the sum of m terms. Further, Cov(xi, fk) = γik , where � = (γik) is the factor structure
matrix given by � = ��. Then the sum of variances explained by the kth factor fk ,
ignoring the other factors, is given by

V ′·k =
∑

i

γ 2
ik.

If we eliminate the effect of other m − 1 factors from each component of f =
(f1, . . . , fm)′ by linear regression and rescale the residual to have unit variance, then
the resulting vector f̃ = (f̃1, . . . , f̃m)′ consists of the reference factors with

Cov(x, f̃) = �Df ,
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where Df = (diag �−1)−1/2. Then the sum of the variances explained by the kth factor
fk , eliminating the other factors, is the sum of the squared covariances between xi and
f̃k and is given by

V ′′·k = 1

φkk

∑
i

λ2
ik,

where φkk is the kth diagonal element of �−1.
In the case of factor analysis of a correlation matrix, the variables x1, . . . , xp are

standardized to have unit variances, and the corresponding expressions for V·k , V ′·k , and
V ′′·k , are given by

V ∗·k =
∑

i

λ∗ 2
ik , V ∗ ′·k =

∑
i

γ ∗ 2
ik , V ∗′′·k = 1

φkk

∑
i

λ∗ 2
ik ,

where λ∗
ik and γ ∗

ik are the elements of the standardized factor loading matrix �∗ and the
standardized factor structure matrix �∗ = �∗�.

5.1.6. Standard errors of rotated factor loadings
One difficulty in finding standard error formulae for the rotated loadings bik is that not
only the unrotated loadings aik but also the rotation matrix itself are functions of the
data. However, approximate standard errors of the rotated loadings can be obtained by
using the delta method from the covariances of the unrotated loadings and the partial
derivatives ∂bik/∂aj� of the rotated loadings with respect to the unrotated loadings. For-
mulae for the exact derivatives were given, through the use of implicit differentiation,
by Archer and Jennrich (1973) for orthogonal rotation, with emphasis on the orthomax
family and by Jennrich (1973) for oblique rotation using the generalized Crawford-
Ferguson family, which includes the oblimin family. Using a matrix approach, Hayashi
and Yung (1999) gave formulae for exact derivatives of orthomax rotated loadings with
or without row nomalization.

Because an analytically rotated loading matrix optimizes a corresponding function, it
satisfies certain conditions. Hence, the maximum likelihood estimates of the analytically
rotated loadings are constrained maximum likelihood estimates and their asymptotic
standard errors can be obtained by inverting an augmented information matrix (Jennrich,
1974). See also Ogasawara (1998). Of course, the standard errors of rotated loadings
can be evaluated using the bootstrap or jackknife methods. Cudeck and O’Dell (1994)
reviewed the use of standard error estimates, in particular those for rotated loadings, in
factor analysis.

5.2. Estimation of factor scores

It is sometimes useful to “estimate” factor scores of each observation. In the following,
we consider the problem of estimating f by f̂ = W′(x − μ), where W is a p × m weight
matrix. It should be noted, however, that f̂ is not an estimator in the usual sense because
f is not a parameter vector. Rather, the “estimator” is a “predictor” of values for the
unobserved random vector f (Bentler and Yuan, 1997). We assume that the parameters
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μ,�,�, and � are known. In practice, however, these parameters would be unknown
and have to be replaced by corresponding estimates. In the following, we compare four
types of commonly used estimators discussed in McDonald and Burr (1967).

The covariance matrix of the joint distribution of x and f is

Cov

(
x
f

)
=

(
� ��

��′ �

)
.

The linear regression of f on x is given by setting W = �−1��. By using (3.17), the
regression estimator f̂1 introduced by Thurstone (1935) can be written as

(5.16)f̂1 = ��′�−1(x − μ) = (
�−1 + �

)−1
�′�−1(x − μ),

where � = �′�−1�. The conditional mean of f̂1 given f is

E(f̂1 | f) = E
{(

�−1 + �
)−1

�′�−1(�f + e) | f
} = (

�−1 + �
)−1

�f.

Because E(f̂1 | f) �= f, the regression estimator f̂1 is said to be conditionally biased.
Obviously, E(f̂ | f) = W′�f holds, and an estimator f̂ is conditionally unbiased for all
values of f if and only if W′� = Im. The covariance matrix of f̂1 is, as given in (3.12),

(5.17)Var(f̂1) = ��′�−1�� = � − (
�−1 + �

)−1
,

and is different from �.
The ordinary least squares estimator of f that minimizes

E
{
tr(x − μ − �f̂)(x − μ − �f̂)′

}
is given by

(5.18)f̂2 = (�′�)−1�′(x − μ),

which was introduced by Horst (1965). It is easily verified that f̂2 is conditionally unbi-
ased and that the covariance matrix of f̂2 is given by

(5.19)Var(f̂2) = � + (�′�)−1�′��(�′�)−1.

It should be noted that f̂2 does not take into account the fact that the unique variances
ψi of ei (i = 1, . . . , p) are unequal.

The weighted least squares estimator of f that minimizes

E
{
tr �−1/2(x − μ − �f̂)(x − μ − �f̂)′�−1/2}

is given by

(5.20)f̂3 = �−1�′�−1(x − μ).

This estimator is known as the Bartlett estimator (Bartlett, 1937). It is easily verified
that the Bartlett estimator f̂3 is conditionally unbiased, that the covariance matrix of f̂3
is, in view of (3.10), given by

(5.21)Var(f̂3) = � + �−1,



Factor analysis 289

and that

(5.22)E (f̂3 − f)(f̂3 − f)′ = �−1.

The Bartlett estimator f̂3 can be derived as the conditionally unbiased estimator that
minimizes the trace of the mean squared error matrix E (f̂ − f)(f̂ − f)′ (Lawley and
Maxwell, 1971).

Anderson and Rubin (1956) proposed an estimator f̂4 of f that minimizes

E
{
tr �−1/2(x − μ − �f̂)(x − μ − �f̂)′�−1/2},

subject to the constraint that

(5.23)E(f̂f̂′) = W′�W = �.

They showed that the resulting weight matrix is given by

W = �−1�(� + M)−1,

where M is a symmmetric matrix of Lagrange multipliers and satisfies

(� + M)�(� + M) = �′�−1��−1� = ��� + �.

They also showed that if � = Im, then f̂4 = (�2 + �)−1/2�′�−1(x − μ). An explicit
expression of f̂4 given by McDonald (1981) is

(5.24)f̂4 = HV−1H′�′�−1(x − μ),

where � = HH′ and V is a symmetric square root of H′(��� + �)H. We note here
that, as before, the variances of fk (k = 1, . . . , m) are assumed to be unity, so that � is
identical to the correlation matrix. Hence, an estimator f̂ of f satisfying the constraint in
(5.23) is called a correlation preserving estimator.

Krijnen et al. (1996) studied best estimators within each of the classes of linear, linear
conditionally unbiased, and linear correlation preserving estimators. Their results on the
class of correlation-preserving estimators were extended by Ten Berge et al. (1999).

5.3. Examples

We shall give examples of factor analysis by using the data given in Yanai et al. (1990)
and the factor analysis program in SAS. The correlations among 12 scales of the New
Personality Test (Yanai et al., 1987) based on 200 students at a university in Japan
are given in Table 2. The four largest eigenvalues are 3.045, 2.420, 1.733, and 1.010.
Because the fourth eigenvalue is close to unity, we chose three as the number of factors.

The factor loading estimates obtained using the maximum likelihood (ML) method
are shown in Table 3. The values in the parentheses indicate the associated standard
error estimates, ranging from 0.072 to 0.214. The total sum of variances explained by
the three common factors is 5.656, which amounts to about 47% of the total variance. In
addition, estimated communalities of the 12 scales are shown in the fourth column. For
example, “lack of cooperativeness” has the lowest communality: 0.259. This implies
that about 74% of the variance of this variable remains unexplained by the three factors.
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Table 2
Correlations among 12 scales of the new personality test

1 2 3 4 5 6 7 8 9 10 11 12

1 1.000 0.525 0.235 0.280 0.136 0.208 0.323 0.049 −0.198 −0.342 −0.189 −0.245
2 1.000 0.311 0.418 0.316 0.377 0.346 0.189 −0.038 −0.453 −0.070 −0.207
3 1.000 0.091 0.336 0.374 0.041 −0.188 −0.262 −0.052 0.165 −0.025
4 1.000 0.070 0.105 0.423 0.322 0.005 −0.232 −0.053 0.003
5 1.000 0.573 0.030 −0.110 −0.052 −0.220 0.046 −0.092
6 1.000 0.118 0.099 −0.002 −0.121 0.197 −0.047
7 1.0000 0.374 0.142 −0.064 0.153 0.130
8 1.000 0.371 0.083 0.248 0.314
9 1.000 0.299 0.175 0.403

10 1.000 0.386 0.518
11 1.000 0.592
12 1.000

1 Social extraversion
2 General activity
3 Empathy
4 Novelty

5 Durability
6 Regularity
7 Self-revelation
8 Aggressiveness

9 Lack of cooperativeness
10 Inferiority feelings
11 Nervousness
12 Depression

Table 3
Maximum likelihood estimates of factor loadings and estimated standard errors

Factor 1 Factor 2 Factor 3 Communality

1 Extraversion 0.579 (0.080) 0.170 (0.184) −0.151 (0.080) 0.387
2 Activity 0.702 (0.146) 0.403 (0.214) −0.110 (0.086) 0.667
3 Empathy 0.312 (0.121) 0.244 (0.142) 0.429 (0.081) 0.341
4 Novelty 0.347 (0.149) 0.360 (0.140) −0.365 (0.086) 0.384
5 Durability 0.404 (0.124) 0.256 (0.166) 0.488 (0.079) 0.467
6 Regularity 0.385 (0.174) 0.436 (0.156) 0.447 (0.086) 0.538
7 Self-revelation 0.194 (0.193) 0.495 (0.106) −0.355 (0.093) 0.409
8 Aggressiveness −0.093 (0.207) 0.531 (0.102) −0.414 (0.090) 0.461
9 Lack of cooperativeness −0.334 (0.136) 0.333 (0.127) −0.192 (0.085) 0.259

10 Inferiority feeling −0.685 (0.072) 0.167 (0.212) 0.122 (0.074) 0.512
11 Nervousness −0.406 (0.210) 0.574 (0.143) 0.239 (0.091) 0.551
12 Depression −0.618 (0.196) 0.545 (0.189) 0.011 (0.086) 0.679

Variance explained
by each factor

2.531 1.928 1.196 5.656

However, it does not necessarily follow that the three-factor model failed to account for
a substantial amount of the variances of the 12 scales. Instead, it may be reasonable
to guess that scales with low communalities share little in common with the remaining
variables.

Although not shown here, we also obtained factor loading estimates using the un-
weighted least squares (ULS) method. The ML and ULS estimates of the factor loading
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Table 4
Varimax rotated factor loadings and their standard error estimates

Factor 1 Factor 2 Factor 3

1 Extraversion −0.329 (0.087) 0.473 (0.083) 0.233 (0.077)

2 Activity −0.262 (0.083) 0.646 (0.070) 0.425 (0.071)

3 Empathy −0.035 (0.054) 0.021 (0.060) 0.582 (0.062)

4 Novelty −0.047 (0.066) 0.616 (0.057) 0.043 (0.065)

5 Durability −0.091 (0.053) 0.034 (0.064) 0.676 (0.056)

6 Regularity 0.040 (0.054) 0.161 (0.063) 0.715 (0.054)

7 Self-revelation 0.156 (0.078) 0.619 (0.057) 0.037 (0.065)

8 Aggressiveness 0.389 (0.092) 0.542 (0.081) −0.128 (0.070)

9 Lack of cooperativeness 0.454 (0.065) 0.166 (0.085) −0.159 (0.073)

10 Inferiority feeling 0.630 (0.058) −0.301 (0.093) −0.159 (0.068)

11 Nervousness 0.702 (0.047) 0.003 (0.070) 0.241 (0.068)

12 Depression 0.822 (0.038) 0.031 (0.085) −0.046 (0.060)

Variance explained
by each factor

2.138 1.845 1.676

matrix were determined under different constraints to eliminate rotational indetermi-
nacy. Hence, caution is needed to compare the estimates of the two methods. The ULS
estimates of communalities, which are invariant under rotation, are 0.386, 0.669, 0.364,
0.378, 0.426, 0.530, 0.418, 0.508, 0.274, 0.505, 0.529, and 0.671. The maximum differ-
ence between the ML and the corresponding ULS estimates of communality is 0.047 in
absolute value. The fact that the communalities estimated using the two methods are so
close implies that the factor loading matrices estimated using the methods are virtually
orthogonal rotations of each other.

Table 4 shows the varimax rotated factor loadings, using those in Table 3 as initial
estimates. The 47% of the total sum of variances explained by the three factors remains
unchanged and is exactly the same as that obtained from the unrotated loadings. Note
that most of the standard error estimates are smaller than those for unrotated loadings,
now ranging from 0.038 to 0.093. We recommend taking standard errors of factor load-
ings into consideration when interpreting factor analysis results. One can easily see that
the simple structure criterion is more accentuated in the rotated factor loadings than in
the unrotated ones. The 12 scales can be divided into the following three groups depend-
ing on which factor is highly loaded in: (1) depression, nervousness, inferiority feeling,
and lack of cooperativeness, (2) activity, self-revelation, novelty, aggressiveness, and
extraversion, and (3) regularity, durability, and empathy. Referring to the names in the
five-factor model (FFM) by Goldberg (1990), mentioned in Section 2, we label the
three factors “emotional instability”, “extraversion and general activity”, and “consci-
entiousness and agreeableness”. According to Dillon and Goldstein (1984), labeling the
common factors is more an art than a science, and thus we can safely say that the in-
terpretation of factors largely depends on the researcher’s expertise and knowledge of
what is really being investigated.
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Table 5
Promax rotated factor loadings

Factor 1 Factor 2 Factor 3

1 Extraversion −0.298 0.446 0.138
2 Activity −0.204 0.601 0.318
3 Empathy 0.033 −0.061 0.605
4 Novelty −0.030 0.630 −0.056
5 Durability −0.012 −0.062 0.696
6 Regularity 0.128 0.068 0.729
7 Self-revelation 0.176 0.641 −0.043
8 Aggressiveness 0.393 0.593 −0.182
9 Lack of cooperativeness 0.448 0.211 −0.149

10 Inferiority feeling 0.617 −0.267 −0.058
11 Nervousness 0.744 −0.005 0.321
12 Depression 0.833 0.068 0.027

Variance(1) 2.054 1.694 1.468
Variance(2) 2.215 2.014 1.905

Factor correlations –
−0.100 –
−0.220 0.288 –

(1)Variance explained by each factor eliminating other factors.
(2)Variance explained by each factor ignoring other factors.

Finally, the factor loadings, rather than the factor structures, obtained using the pro-
max rotation are shown in Table 5. Factor loadings are known to satisfy the simple
structure criterion better than do the corresponding factor structures when the variables
under factor analysis are positively correlated on the whole. The correlation coefficients
among the factors are relatively small, and no significant difference can be found in the
factor loadings given in Tables 4 and 5. Thus, we do not need to change the labels given
earlier to the varimax rotated factors. However, the varimax rotated factor loadings of
activity are −0.262, 0.646, and 0.425, while the promax rotated loadings are −0.204,
0.601, and 0.318. This may suggest that oblique rotation is liable to yield factors that
better fulfil the simple structure criterion than orthogonal rotation is.

5.3.1. Statistical software
In exploratory factor analysis, the purpose is to search for a hypothesis by choosing an
appropriate number of factors and then obtaining interpretable factors using rotation.
Exploratory factor analysis programs in SAS and SPSS cover various methods of esti-
mating factor loadings, of factor rotation, and of estimating factor scores. The coverage
of SAS is much wider than that of SPSS. While SAS produces standard error estimates
of rotated factor loadings, SPSS does not. The computer program CEFA developed by
Browne produces standard error estimates of rotated factor loadings, whether standard-
ized or not. It is available at http://www.quantrm2.psy.ohio-state.edu/browne.

http://www.quantrm2.psy.ohio-state.edu/browne
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In confirmatory factor analysis, the indeterminacy of the factor analysis model is
removed on the basis of a hypothesis about relations between the observed variables
and the factors, and the purpose of an analysis is to test such hypothesis. Confirmatory
factor analysis can be performed by using SEM software such as AMOS, EQS, and
LISREL.

Finally, we note that SEM software can be used in an exploratory context. Consider
an orthogonal factor analysis model such that the upper triangular elements of the fac-
tor loading matrix are zero. These restrictions are merely for convenience to remove
rotational indeterminacy and are not of practical significance. Such a model is on the
boundary of the exploratory and confirmatory approaches. Hence, standard error esti-
mates for the unique variances and various fit indices produced by SEM software are
correct, though standard error estimates for the factor loadings are not relevant.

Acknowledgements

We deeply thank two anonymous reviewers who gave us useful and constructive com-
ments that helped us improve the manuscript. Special mention must be made of Dr.
T.W. Anderson (Stanford University) who read through the manuscript and gave us
encouraging comments on revising it. We also acknowledge Dr. Y. Takane (McGill
University), Dr. K. Shigemasu (Tokyo University), and Dr. S. Mayekawa (Tokyo Insti-
tute of Technology) for their helpful suggestions through personal communications and
their publications.

References

Amemiya, Y., Anderson, T.W. (1990). Asymptotic chi-square tests for a large class of factor analysis models.
Annals of Statistics 18, 1453–1463.

Anderson, T.W. (1984). An Introduction to Multivariate Statistical Analysis, 2nd ed. John Wiley & Sons, New
York.

Anderson, T.W. (1989). Linear latent variable models and covariance structures. Journal of Econometrics 41,
91–119.

Anderson, T.W., Rubin, H. (1956). Statistical inference in factor analysis. In: Neyman, J. (Ed.), In: Proceed-
ings of the Third Berkeley Symposium on Mathematical Statistics and Probability, vol. 5. University of
California Press, Berkeley, CA, pp. 111–150.

Ansari, A., Jedidi, K., Dube, L. (2002). Heterogeneous factor analysis models: A Bayesian approach. Psy-
chometrika 67, 49–78.

Archer, C.O., Jennrich, R.I. (1973). Standard errors for rotated factor loadings. Psychometrika 38, 581–592.
Bartholomew, D.J., Knott, M. (1999). Latent Variable Models and Factor Analysis, 2nd ed. Arnold, London.
Bartlett, M.S. (1937). The statistical conception of mental factors. British Journal of Psychology 28, 97–104.
Bartlett, M.S. (1950). Tests of significance in factor analysis. British Journal of Psychology (Statistics Sec-

tion) 3, 77–85.
Basilevsky, A. (1994). Statistical Factor Analysis and Related Methods: Theory and Application. John Wiley

& Sons, New York.
Bekker, P.A., de Leeuw, J. (1987). The rank of reduced dispersion matrices. Psychometrika 52, 125–135.
Bentler, P.M., Kano, Y. (1990). On the equivalence of factors and components. Multivariate Behavioral Re-

search 25, 67–74.



294 H. Yanai and M. Ichikawa

Bentler, P.M., Yuan, K.-H. (1997). Optimal conditionally unbiased equivariant factor score estimators. In:
Berkane, M. (Ed.), Latent Variable Modeling with Applications to Causality. Springer-Verlag, New York,
pp. 259–281.

Bock, R.D., Bargmann, R.E. (1966). Analysis of covariance structures. Psychometrika 31, 507–534.
Bollen, K.A. (2002). Latent variables in psychology and the social sciences. Annual Review of Psychology 53,

605–634.
Bollen, K.A., Stine, R. (1992). Bootstrapping goodness-of-fit measures in structural equation models. Socio-

logical Methods and Research 21, 205–229.
Browne, M.W. (1982). Covariance structures. In: Hawkins, D.M. (Ed.), Topics in Applied Multivariate Analy-

sis. Cambridge University Press, Cambridge, pp. 72–141.
Browne, M.W. (2001). An overview of analytic rotation in exploratory factor analysis. Multivariate Behav-

ioral Research 36, 111–150.
Browne, M.W., Shapiro, A. (1988). Robustness of normal theory methods in the analysis of linear latent

variable models. British Journal of Mathematical and Statistical Psychology 41, 193–208.
Carroll, J.B. (1941). A factor analysis of verbal abilities. Psychometrika 6, 279–307.
Carroll, J.B. (1953). An analytic rotation for approximating simple structure in factor analysis. Psychome-

trika 18, 23–38.
Carroll, J.B. (1993). Human Cognitive Abilities, A Survey of Factors – Analytic Studies. Cambridge University

Press, Cambridge.
Cattell, R.B. (1966). The scree test for the number of factors. Multivariate Behavioral Research 1, 245–276.
Clarke, M.R.B. (1970). A rapidly convergent method for maximum-likelihood factor analysis. British Journal

of Mathematical and Statistical Psychology 23, 43–52.
Crawford, C.B., Ferguson, G.A. (1970). A general rotation criterion and its use in orthogonal rotation. Psy-

chometrika 35, 321–332.
Cudeck, R., O’Dell, L.L. (1994). Applications of standard error estimates in unrestricted factor analysis:

significance tests for factor loadings and correlations. Psychological Bulletin 115, 475–487.
Dillon, W.R., Goldstein, M. (1984). Multivariate Analysis: Methods and Applications. John Wiley & Sons,

New York.
Efron, B. (1979). Bootstrap methods: another look at the jackknife. Annals of Statistics 7, 1–26.
Gananadesikan, R., Kettering, J.R. (1984). A pragmatic review of multivariate methods in application. In:

David, H.A., David, H.T. (Eds.), Statistics: An Appraisal. Iowa University Press, pp. 309–337.
Goldberg, L.R. (1990). An alternative “description of personality”: The big five factor structure. Journal of

Personalities and Social Psychology 59, 1216–1229.
Gower, J.C., Dijksterhuis, G.B. (2004). Procrustes Problems. Oxford University Press, New York.
Green, B.F. (1952). The orthogonal approximation of an oblique simple structure in factor analysis. Psy-

chometrika 17, 429–440.
Guttman, L. (1952). Multiple group methods for common-factor analysis: Their basis, computation, and in-

terpretation. Psychometrika 17, 209–222.
Guttman, L. (1953). Image theory for the structure of quantitative variates. Psychometrika 18, 277–296.
Guttman, L. (1954). Some necessary conditions for common-factor analysis. Psychometrika 19, 149–160.
Guttman, L. (1955). The determinacy of factor score matrices with implications for five other basic problems

of common-factor theory. British Journal of Mathematical and Statistical Psychology 8, 65–81.
Guttman, L. (1958). To what extent can communalities reduce rank? Psychometrika 23, 297–308.
Harman, H.H. (1976). Modern Factor Analysis, 3rd ed. University of Chicago Press, Chicago.
Harrell, W. (1940). A factor analysis of mechanical ability tests. Psychometrika 5, 17–33.
Hayashi, K., Bentler, P.M. (2000). The asymptotic covariance matrix of maximum-likelihood estimates in

factor analysis: The case of nearly singular matrix of estimates of unique variances. Linear Algebra and
its Applications 321, 153–173.

Hayashi, K., Yung, Y.-F. (1999). Standard errors for the class of orthomax-rotated factor loadings: Some
matrix results. Psychometrika 64, 451–460.

Hendrickson, A.E., White, P.O. (1964). PROMAX: a quick method for rotation to oblique simple structure.
British Journal of Mathematical and Statistical Psychology 17, 65–70.

Horst, J.L. (1965). A rationale and test for the number of factors in factor analysis. Psychometrika 30, 179–
185.



Factor analysis 295

Hotelling, H. (1933). Analysis of a complex of statistical variables into principal components. Journal of
Educational Psychology 24, 417–441. 498–520.

Hyvärinen, A., Karhunen, J., Oja, E. (2001). Independent Component Analysis. John Wiley & Sons, New
York.

Ichikawa, M., Konishi, S. (1995). Application of the bootstrap methods in factor analysis. Psychometrika 60,
77–93.

Ichikawa, M., Konishi, S. (2002). Asymptotic expansions and bootstrap approximations in factor analysis.
Journal of Multivariate Analysis 81, 47–66.

Ihara, M., Kano, Y. (1986). A new estimator of the uniqueness in factor analysis. Psychometrika 51, 563–566.
Jackson, J.E. (1991). A User’s Guide to Principal Component Analysis. Wiley Interscience, New York.
Jennrich, R.I. (1973). Standard errors for obliquely rotated factor loadings. Psychometrika 38, 593–604.
Jennrich, R.I. (1974). Simplified formulae for standard errors in maximum-likelihood factor analysis. British

Journal of Mathematical and Statistical Psychology 27, 122–131.
Jennrich, R.I., Robinson, S.M. (1969). A Newton–Raphson algorithm for maximum likelihood factor analysis.

Psychometrika 34, 111–123.
Jennrich, R.I., Sampson, P.I. (1966). Rotation for simple loadings. Psychometrika 31, 313–323.
Jennrich, R.I., Thayer, D.T. (1973). A note on Lawley’s formulas for standard errors in maximum likelihood

factor analysis. Psychometrika 38, 571–580.
Jollife, I.T. (2002). Principal Component Analysis, 2nd ed. Springer-Verlag, New York.
Jöreskog, K.G. (1967). Some contributions to maximum likelihood factor analysis. Psychometrika 32, 443–

482.
Jöreskog, K.G. (1969a). Efficient estimation in image factor analysis. Psychometrika 34, 51–75.
Jöreskog, K.G. (1969b). A general approach to confirmatory maximum likelihood factor analysis. Psychome-

trika 34, 183–202.
Jöreskog, K.G., Sörbom, D. (1981). LISREL V: Analysis of Linear Structural Relationships by Maximum

Likelihood and Least Squares. National Educational Resources Inc., Chicago.
Kaiser, H.F. (1958). The varimax criterion for analytic rotation in factor analysis. Psychometrika 23, 187–240.
Kaiser, H.F. (1960). The application of electronic computers to factor analysis. Educational and Psychological

Measurement 20, 141–151.
Kaiser, H.F., Caffrey, J. (1965). Alpha factor analysis. Psychometrika 30, 1–14.
Kano, Y., Harada, A. (2000). Stepwise variable selection in factor analysis. Psychometrika 65, 7–22.
Krijnen, W.P. (2002). On the construction of all factors of the model for factor analysis. Psychometrika 67,

161–172.
Krijnen, W.P., Wansbeek, T.J., ten Berge, J.M.F. (1996). Best linear predictors for factor scores. Communica-

tions in Statistics: Theory and Methods 25, 3013–3025.
Lawley, D.N. (1940). The estimation of factor loadings by the method of maximum likelihood. Proceedings

of the Royal Society of Edinburgh, Section A 60, 64–82.
Lawley, D.N. (1941). Further investigations in factor estimation. Proceedings of the Royal Society of Edin-

burgh, Section A 61, 176–185.
Lawley, D.N., Maxwell, A.E. (1971). Factor Analysis as a Statistical Method, 2nd ed. Butterworths, London.
Ledermann, W. (1937). On the rank of the reduced correlational matrix in multiple-factor analysis. Psychome-

trika 2, 85–93.
Magnus, J.R., Neudecker, H. (1999). Matrix Differential Calculus with Applications in Statistics and Econo-

metrics, revised ed. John Wiley & Sons, Chichester.
Maraun, M.D. (1996). Metaphor taken as math: Indeterminacy in the factor analysis model. Multivariate

Behavioral Research 31, 517–538.
McDonald, R.P. (1981). Constrained least squares estimators of oblique common factors. Psychometrika 46,

337–341.
McDonald, R.P., Burr, E.J. (1967). A comparison of four methods of constructing factor scores. Psychome-

trika 32, 381–401.
Meijer, E., Mooijaart, A. (1996). Factor analysis with heteroscedastic errors. British Journal of Mathematical

and Statistical Psychology 49, 189–202.
Mooijaart, A. (1985). Factor analysis for non-normal variables. Psychometrika 50, 323–342.
Mulaik, S.A. (1972). The Foundations of Factor Analysis. McGraw-Hill, New York.



296 H. Yanai and M. Ichikawa

Mulaik, S.A. (1986). Factor analysis and Psychometrika, major development. Psychometrika 51, 23–33.
Neudecker, H. (1981). On the matrix formulation of Kaiser’s varimax criterion. Psychometrika 46, 343–345.
Neuhaus, J.O., Wrigley, C. (1954). The quartimax method: An analytical approach to orthogonal simple

structure. British Journal of Mathematical and Statistical Psychology 7, 81–91.
Ogasawara, H. (1998). Standard errors for rotation matrices with an application to the promax solution. British

Journal of Mathematical and Statistical Psychology 51, 163–178.
Osgood, C.E., Suci, C.J. (1957). The Measurement of Meaning. University of Illinois Press.
Rao, C.R. (1955). Estimation and tests of significance in factor analysis. Psychometrika 20, 93–111.
Roff, M. (1936). Some properties of the communality in multiple factor theory. Psychometrika 1, 1–6.
Sato, M. (1987). Pragmatic treatment of improper solutions in factor analysis. Annals of the Institute of Sta-

tistical Mathematics 39, 443–455.
Schneeweiss, H., Mathes, H. (1995). Factor analysis and principal components. Journal of Multivariate Analy-

sis 55, 105–124.
Schöneman, P.H. (1966). A general solution of the orthogonal Procrustes problem. Psychometrika 31, 1–10.
Spearman, C. (1904). “General Intelligence”, objectively determined and measured. American Journal of

Psychology 15, 201–293.
Steiger, J.H. (1979). Factor indeterminacy in the last 1930s and the 1970s: some interesting parallels. Psy-

chometrika 44, 157–167.
Takeuchi, K., Yanai, H., Mukherjee, B.N. (1982). The Foundation of Multivariate Analysis. Wiley Eastern,

New Delhi.
Ten Berge, J.M.F. (1977). Orthogonal Procrustes rotation of two or more matrices. Psychometrika 42, 267–

276.
Ten Berge, J.M.F., Krijnen, W.P., Wansbeek, T., Shapiro, A. (1999). Some new results on correlation-

preserving factor scores prediction methods. Linear Algebra and its Applications 289, 311–318.
Thurstone, L.L. (1935). The Vectors of Mind. University of Chicago Press, Chicago.
Thurstone, L.L. (1936). The factorial isolation of primary abilities. Psychometrika 1, 175–182.
Thurstone, L.L. (1947). Multiple Factor Analysis. University of Chicago Press, Chicago.
van Driel, O.P. (1978). On various causes of improper solutions in maximum likelihood factor analysis. Psy-

chometrika 43, 225–243.
Yalcin, I., Amemiya, Y. (2001). Nonlinear factor analysis as a statistical method. Statistical Science 16, 275–

294.
Yanai, H. (2000). Reviews of research trends in educational psychology in Japan during the past year –

measurement and evaluation centering on factor analysis. The Annual Report of Educational Psychology
in Japan 39, 96–108. In Japanese.

Yanai, H., Ichikawa, M. (1990). New lower and upper bounds for communality in factor analysis. Psychome-
trika 55, 405–410.

Yanai, H., Kashiwagi, S., Kokusho, R. (1987). Construction of a new personality inventory by means of factor
analysis based on Promax rotation. The Japanese Journal of Psychology 58, 158–165. In Japanese.

Yanai, H., Mukherjee, B.N. (1987). A generalized method of image analysis from an intercorrelation matrix
which may be singular. Psychometrika 52, 554–564.

Yanai, H., Shigemasu, K., Mayekawa, S., Ichikawa, M. (1990). Factor Analysis – Theory and Application.
Asakura Publishing Company, Tokyo. In Japanese.

Yuan, K. -H., Marshall, L.L., Bentler, P.M. (2002). A unified approach to exploratory factor analysis with
missing data, nonnormal data, and in the presence of outliers. Psychometrika 67, 95–122.



Handbook of Statistics, Vol. 26
ISSN: 0169-7161
© 2007 Elsevier B.V. All rights reserved
DOI: 10.1016/S0169-7161(06)26010-3

10

Structural Equation Modeling1

Ke-Hai Yuan and Peter M. Bentler

1. Introduction

In social and behavioral sciences, interesting attributes such as attitudes, IQ, person-
ality traits, political liberalism or conservatism, socio-economic status, etc., cannot be
observed directly and are often called latent variables. Although there are several dif-
ferent views about what constitutes a “latent variable” (Bollen, 2002), the influence of
such variables can be assessed by multiple indicators that are subject to measurement
errors. Due to measurement errors, conventional statistical methodology such as regres-
sion and ANOVA/MANOVA cannot be directly used to analyze the relationships among
these attributes. By segregating measurement errors from the true scores of attributes,
structural equation modeling (SEM) provides a methodology to model the latent vari-
ables directly. The methodology of SEM has enjoyed tremendous developments since
1970, and is now widely applied (Hershberger, 2003; MacCallum and Austin, 2000).
The idea of multiple indicators for a latent variable is from factor analysis (Spearman,
1904; Thurstone, 1947; Lawley and Maxwell, 1971). SEM is often regarded as an ex-
tension of factor analysis in the psychometric literature. This methodology also covers
several widely used statistical models in various disciplines. We will present several
specific models before introducing the general mean and covariance structures.

Confirmatory factor analysis (CFA) model
Holzinger and Swineford (1939) contains a data set of test scores that comprise the

following subtests or variables: Visual Perception, Cubes, Lozenges, Paragraph Com-
prehension, Sentence Completion, Word Meaning, Addition, Counting Dots, Straight-
Curved Capitals. In the original report of Holzinger and Swineford (1939), the first
three variables were designed to measure the spatial ability, the next three variables
were designed to measure verbal ability, and the last three variables were administered
with a limited time and were designed to measure a speed factor in performing the
tasks. Let x = (x1, x2, . . . , x9)

′ represent the observed variables, f1, f2, and f3 rep-
resent respectively the hypothetical latent spatial, verbal, and speed scores. Then, with

1This research was supported by NSF grant DMS04-37167, the James McKeen Cattell Fund, and grants
DA01070 and DA00017 from the National Institute on Drug Abuse. We are thankful to two referees for their
very constructive comments.
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f = (f1, f2, f3)
′, Holzinger and Swineford’s design can be represented by

(1)x = μ + �f + e,

where μ = E(x), E(f) = 0, E(e) = 0,

� =
(

λ11 λ21 λ31 0 0 0 0 0 0
0 0 0 λ42 λ52 λ62 0 0 0
0 0 0 0 0 0 λ73 λ83 λ93

)′

with λij being the regression coefficient of xi on fj , and e = (e1, e2, . . . , e9)
′ is the

remaining part of x after partialling out the predictor f. In confirmatory factor analysis,
f is called the latent vector of factors, � is the factor loading matrix, and e is the vector
of “measurement errors” or “uniquenesses”. Conceptually, the three factors should be
correlated and we may denote � = (φij ) = Cov(f). Let � = Cov(e) and assume f
and e are uncorrelated. Then �0 = Cov(x) can be modeled by

(2)�(θ) = ���′ + �,

where θ contains the unknown elements in �, � and �. Ideally, we may want the errors
in e to be uncorrelated, that is, � to be a diagonal matrix. Then the covariances of the
nine variables in Holzinger and Swineford’s test will just be due to the three factors.

When setting the diagonal matrix of � at 1.0, the off diagonal elements φij will
be the correlations among the latent factors. These correlations cannot be consistently
estimated without a model, e.g., not by using the product-moment correlations of the
observed variables. Actually, due to measurement errors, the product-moment correla-
tions underestimate the correlations of the latent variables. Unlike the exploratory factor
analysis (EFA) model (see Yanai and Ichikawa, Chapter 9, this volume), the zero load-
ings in a general CFA model are specified a priori based on subject-matter knowledge,
and their number and placement guarantee that the model is identified without any rota-
tional constraints (Jennrich, 1974). In the example, each variable has only one nonzero
loading, but this is not essential. We can also allow each xi to load on multiple fj ’s, sub-
ject to the design or substantive theory as well as to model identification (see below).
Although it may be desirable to have � be a diagonal matrix, it is totally legitimate to
allow some of the ei’s to correlate. Of course, whether the errors are correlated or each
variable only measures one factor has to be and can be tested statistically.

Errors-in-variables model
Let x∗ be a vector, y∗ be a variable and the following regression model

(3)y∗ = β ′x∗ + e,

is of interest, where β is the vector of regression coefficients, e is the prediction error.
Model (3) is just the standard regression model when x∗ and y∗ can be observed directly.
Suppose x∗ and y∗ are latent variables, and we can only observe x and y with x = x∗+δ
and y = y∗+ε. In order to get efficient and unbiased estimator of β, we have to consider
the following augmented model

(4)

(
y

x

)
=

(
β ′
I

)
x∗ +

(
e + ε

δ

)
.
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Model (4) is often called the errors-in-variables model. It has been used in many disci-
plines including life sciences, econometrics, chemometrics, geology, and others. If we
assume x∗ is a random vector with Cov(x∗) = �, then the covariance structure of (4)
is in a similar form as (2). Actually, parameter estimation and model testing of mod-
els (2) and (4) are essentially the same, both have to explicitly model the second-order
moments of the observed variables. Further development of errors-in-variables models
and their applications can be found in Fuller (1987) and Carroll et al. (1995).

Simultaneous equation model
Suppose the ideal demand and supply equations can be expressed as

(5)By∗ + 	x∗ = 0.

The vectors x∗ and y∗ cannot be observed directly, they can only be observed through x
and y with y = y∗ + ε and x = x∗ + δ. Then (5) becomes

(6)By + 	x = u,

where u = Bε + 	δ is a vector of random errors. Equations (5) and (6) are standard
forms of the simultaneous equation model in econometrics. Assuming B is nonsingular,
(6) can be rewritten as

(7)y = −B−1	x + B−1u.

Similar to (1) and (4), (7) is also a set of linear equations consisting of observed and
latent variables. More in depth discussion on simultaneous equations is provided in
Dhrymes (1994). A bibliography emphasizing the closely related field of path analysis
is given by Wolfle (2003).

Growth curve model
The factor analysis model (1)–(2) can be extended to also include a mean structure.

That is, μ is a vector of functions of a set of more basic parameters (Sörbom, 1974).
One example of a mean structure is the growth curve model. Let y = (y1, y2, . . . , yp)′
be repeated measures at p time points. The following model

(8a)y = �f + e,

has been widely used to study the pattern of change in y during the p time points
(Duncan et al., 1999; Meredith and Tisak, 1990; McArdle and Epstein, 1987), where

(8b)� =
(

1 1 1 · · · 1
0 1 λ3 · · · λp

)′
,

f = (f1, f2)
′ and e are uncorrelated with E(f) = τ = (τ1, τ2)

′, E(e) = 0, Cov(f) = �,
and Cov(e) = � is a diagonal matrix. Compared to the CFA model in (1), the mean of
the latent vector f is not zero. In addition to the covariance structure given by (2), we
also have the following mean structure

μ = �τ .
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Notice that, for each yi , (8) is just a regression model with the latent intercept f1 and
slope f2. The rate of growth may be correlated with initial status, which is reflected in
the covariance φ12. The matrix � depends on how the λj ’s in (8b) are chosen (Stoel,
2003), different parameterizations lead to different �’s. In many applications, λ3 to λp

in (8b) are known constants, and the model represents a growth curve with predeter-
mined or hypothesized growth rates. A special case is the linear growth model with
λ3 = 2, λ4 = 3, . . . , λp = p − 1. A less restricted model is to let λ3 to λp be free
parameters. Then (8) represents a growth curve model with an arbitrary growth rate to
be determined by (λj+1 − λj )τ2. In (8b) there are only two growth curve factors, but
cubic, quadratic, and other types of more complicated growth structures are possible.
Then (8b) would contain more factors with certain fixed factor loadings to represent
these more complex growth structures (e.g., Bentler, 2005). For example, � may con-
tain orthogonal polynomials.

Factor analytic simultaneous equation model
It is possible to combine the factor analytic model (1) with the simultaneous equation

model (6). Effectively this was done by Jöreskog (1973), Keesling (1972) and Wiley
(1973), and has become a popular method for structural modeling with the LISREL
computer program (Jöreskog and Sörbom, 2001). In this model, the measured vari-
ables are partitioned into two sets, and factor analytic models are posited for both sets.
Their associated latent factors are related by a simultaneous equation model. We illus-
trate this model with Neumann’s (1994) study on the relationship of alcoholism and
psychological symptoms, based on a data set with 10 variables. The two variables in
x = (x1, x2)

′ are respectively Family History for Psychopathology and Family History
for Alcoholism, which are indicators for a latent construct of Family History. The 8 vari-
ables in y = (y1, . . . , y8)

′ are respectively the Age of First Problem with Alcohol, Age
of First Detoxification from Alcohol, Alcohol Severity Score, Alcohol Use Inventory,
SCL-90 Psychological Inventory, the Sum of the Minnesota Multiphasic Personality In-
ventory Scores, the Lowest Level of Psychosocial Functioning during the past year, and
the Highest Level of Psychosocial Functioning during the past year. With two indicators
for each latent construct, these 8 variables are respectively measuring: Age of Onset,
Alcohol Symptoms, Psychopathology Symptoms, and Global Functioning. Neumann’s
(1994) theoretical model for these variables is

(9a)x = μx + �xξ + δ, y = μy + �yη + ε,

and

(9b)η = Bη + 	ξ + ζ ,

where μx = E(x), μy = E(y), E(ξ) = 0, E(η) = 0, E(ε) = 0, E(ζ ) = 0,

�x =
(

λ1
λ2

)
, �y =

⎛
⎜⎝

1 λ3 0 0 0 0 0 0
0 0 1 λ4 0 0 0 0
0 0 0 0 1 λ5 0 0
0 0 0 0 0 0 1 λ6

⎞
⎟⎠

′

,
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B =
⎛
⎜⎝

0 0 0 0
β21 0 0 0
β31 β32 0 0
0 β42 β43 0

⎞
⎟⎠ , 	 =

⎛
⎜⎝

γ11
0
0
0

⎞
⎟⎠ ,

and ε, δ, and ζ are vectors of errors whose elements are all uncorrelated. Similar to
the previous model, (9) is a set of equations involving latent and observed variables.
Equations (9a) provide the measurement model that relates observed to latent variables,
while (9b) provides the simultaneous equation relating the latent variables. Model (9)
can be regarded as an extension of (1) where the latent variables are just correlated
while in (9) they have a predicative relationship. Model (9) can also be regarded as a
multivariate version of (3) and (4).

Linear structural equations model
Another very general formulation was given by Bentler and Weeks (1980). In their

approach, the distinction between latent and observed variables is secondary to the dis-
tinction between dependent (being predicted by other) variables and independent (not
being predicted by other) variables. Any variable in the model (measured, latent, resid-
ual, etc.) is either a dependent variable or an independent variable. Even if a variable
is a predictor of other variables in the model, as long as it is predicted by one or more
variables, it is a dependent variable according to the definition. While all variables may
be correlated in the population, only the covariances among the independent variables
can be part of the model parameters. The covariances among the dependent variables or
between the dependent variables and the independent variables do not vary freely, in-
stead, they are explained by the model through the free parameters. In any application,
most correlations among the independent variables will be set as zero due to the hypoth-
esized model structure. For example, f and e in (1) are independent variables and they
do not correlate; the elements of e do not correlate either in many applications of the
CFA model. Let ξ contain all the independent variables and η contain all the dependent
variables. The Bentler–Weeks model can be written as

(10a)η = Lη + Mξ ,

where L and M are coefficient matrices. Let

B =
(

L 0
0 0

)
, 	 =

(
M
I

)
, ν =

(
η

ξ

)
.

Then (10a) is equivalent to

(10b)ν = Bν + 	ξ .

Suppose I − B is nonsingular. Then all the variables can be expressed as a linear
combination of the independent variables, yielding the reduced form

ν = (I − B)−1	ξ .

This allows us to relate (10) to data. Some of the variables in ν are measured variables x,
i.e., observed data to be modeled, and we obtain those with the selection matrix G with
elements 0 or 1 such that x = Gν. It follows that the observed variables can be expressed
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as x = G(I − B)−1	ξ . From this we obtain the mean and covariance structure of the
observed variables. Denoting μξ = E(ξ) and � = Cov(ξ ), we have

(11a)μ = E(x) = G(I − B)−1	μξ .

The elements of μ corresponding to independent observed variables are just elements
of μξ , while those corresponding to the dependent observed variables are predicted by
μξ according to (11a). The covariance structure of the observed variables is

(11b)� = G(I − B)−1	�	′(I − B′)−1G′.

In (11b), the rank of � is typically less than the rank of �, i.e., the number of observed
variables in x is usually less than the number of independent variables in ξ (Bentler,
1982). For example, the number of independent variables in (1) is 12 while the number
of observed variables is only 9.

General mean and covariance structures
In view of the variety of models that are available, it is most convenient to describe

the statistical theory associated with these models by mean and covariance structures.
Let θ be the vector containing all the free parameters in a model. Then all the models
from (1) to (11) can be represented by the mean and covariance structures μ = μ(θ) and
� = �(θ), respectively. Parameter estimates for θ cannot be obtained by solving the
equations involving the latent variables. They have to be obtained by fitting the model
implied moments to the corresponding sample moments through minimizing a proper
discrepancy function. Thus, SEM is also called mean and covariance structure analysis.
When the mean structure is saturated, or when only the covariance structure is of interest
as in the CFA model in (1) and (2), the corresponding model is also called a covariance
structure model and the method of analysis, covariance structure analysis (CSA).

Our purpose is to provide a systematic treatment for SEM with continuous vari-
ables or variables that can be regarded as continuous,1 where the mean and covariance
structures of the observed variables are of interest. In addition to mean and covariance
structure models, higher-order moments may also be of interest and can be modeled.
Interested readers are referred to Bentler (1983) and Mooijaart (1985) for further dis-
cussion on modeling higher-order moments. The models in (1) to (11) relate all the
variables through linear equations. There are situations when nonlinear relationships,
interactions among independent latent variables in particular, are of interest. These
will not be considered here. Interested readers are referred to Lee and Zhu (2000,
2002), Klein and Moosbrugger (2000), Wall and Amemiya (2001), Yang-Wallentin
and Jöreskog (2001), Lee et al. (2004), and Marsh et al. (2004) for different ways of
model estimation and evaluation. A nonlinear relationship is also necessary when the
observed variables cannot be regarded as continuous. One approach assumes that under-
lying normal variables have been categorized to yield the observed ordered categorical

1 Dolan (1994) warned that discrete variables with fewer than five categories cannot be regarded as contin-
uous, and treating them as such can lead to bias in estimates (e.g., DiStefano, 2002). When the underlying
variables (before categorization) are multivariate normal, Olsson (1979) found that sample skewness created
by categorization also plays a substantial role in treating discrete variables as continuous ones.
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variables. At a first stage, the thresholds associated with such categorization are esti-
mated. These are used next to obtain estimates of correlations among these underlying
variables, called polychoric or polyserial correlations. These correlations are then fit
by a CSA model using an appropriate discrepancy function (Flora and Curran, 2004;
Muthén, 1984; Jöreskog, 1994; Lee et al., 1992, 1995; Poon and Lee, 1987). Related
approaches exist (e.g., Bauer and Curran, 2004; Muthén, 2002). Another approach uses
a logistic or normal ogive model to fit the observed categorical data, called item re-
sponse theory (see, e.g., Maydeu-Olivares, 2001, and related chapters of this volume).
These two approaches are equivalent when the normal ogive model is used in the item
response theory approach (Maydeu-Olivares, 2005; Takane and de Leeuw, 1987). A re-
cent development for SEM with continuous as well as polytomous data are given by Lee
and Song (2003). A generalized approach to various model types is given by Skrondal
and Rabe-Hesketh (2004).

Many introductory books on SEM have been written. A recent one by Kline (2005)
assumes a minimal level of statistics. The path diagram approach in Loehlin (2004)
is unique and stimulates understanding of the material without resorting to equations.
Byrne (2006) illustrates the practical aspects of setting up and running models using a
variety of real-life examples. A sophisticated overview is Bollen (1989), which covers
most of the earlier technical developments in SEM. Several computer programs provide
a means of estimating and testing a variety of SEM models. These programs include
AMOS, EQS, LISREL, Mplus, Mx, and SAS Proc Calis. The first three of these permit
setting up models with easy to understand path diagrams. Many of the recently devel-
oped statistics described below are implemented primarily in EQS, but SEM software
is constantly updated and the best source for each program is the relevant web site:

• Amos (http://www.spss.com/amos/);
• EQS (http://www.mvsoft.com);
• LISREL (http://ssicentral.com/lisrel/mainlis.htm);
• Mplus (http://statmodel.com);
• Mx (http://vcu.edu/mx/);
• SAS Proc Calis (http://2.sas.com/proceedings/sugi26/p260-26.pdf).

After introducing various models, we will turn to model evaluation and estimation.
Section 2 of the chapter will discuss rules for model identification. Section 3 presents
statistical development for general mean and covariance structure models, aiming to
give an overall picture as well as up-to-date statistical methodology. Sections 4–6 will
present the methodology of SEM with missing data and multiple groups as well as
multilevel models with nested data. We conclude the chapter with examples based on
two real data sets in Section 7.

2. Model identification

Unlike the multiple regression model, where there is only one model for a given set of
predictors, there are many different SEM models for a given number of variables. Not
only the general model type (see above) needs to be specified, but a particular realization

http://www.spss.com/amos/
http://www.mvsoft.com
http://ssicentral.com/lisrel/mainlis.htm
http://statmodel.com
http://vcu.edu/mx/
http://2.sas.com/proceedings/sugi26/p260-26.pdf
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of the given structure has to be specified for the variables at hand. The latent factors, if
any, and their indicators have to be specified, as do the potential linear relations among
these factors. Any such SEM model will have a set of parameters, and we need to be
able to estimate the unknown parameters and evaluate whether the model is consistent
with, or significantly different from, data. In order to get a unique set of parameter
estimates, the model has to be identified. That is, μ(θ1) = μ(θ2) and �(θ1) = �(θ2)

imply θ1 = θ2. A universal sufficient condition for an arbitrary model to be identified is
difficult to formulate. It is relatively easy to judge whether a specific model is identified
or not. The necessary conditions include:

(I) The scale of each latent variable has to be defined. When the latent variable is an
independent variable, we can define its scale by either fixing its variance or fixing
the regression coefficient of this latent variable against a variable whose scale is
known. For example, in the factor model (1), we can either fix the variance of each
factor or one of the loadings of the factor at a prespecified arbitrary value. For the
CFA model, many researchers set the factor variances at 1.0 and the coefficients
in front of the errors at 1.0, to resemble the EFA models (see Yanai and Ichikawa,
Chapter 9, this volume).

(II) With p measured variables, there are p sample means and p(p + 1)/2 sample
variances-covariances. The number of model parameters q in θ has to be smaller
than or equal to p(p + 3)/2 = p + p(p + 1)/2. The model may still be identified
when q = p(p + 3)/2, then the estimated structural model will reproduce the
sample means and variances-covariances exactly and the model cannot be tested
or rejected. Such a model is equivalent to the model where all the elements in μ

and � are free, which is also called the saturated or unstructured model.
(III) Although it is possible to see models containing a factor with one indicator in the

literature, such models are not identified unless the variable is identical to the fac-
tor (i.e., there is no residual error) or the error variance is known. When indicators
contain errors, there should be at least two indicators for each latent variable. A
model with just two indicators for a factor is also not identified, because there are
more parameters than the number of variances and a covariance. But a two vari-
able factor can be identified when it is associated with other factors or variables. If
a latent variable is not correlated with, predicts or is predicted by other variables
in the model or in the population, then three indicators for the latent variable are
necessary to make the overall model identified. When a latent variable with two
indicators is associated with other variables in the model but not in the population,
then the model is also said to be empirically unidentified because the sample co-
variances of the two indicators with other variables can be very close to zero. This
will make the estimates very unstable.

When a model is not identified, some parameters may still enjoy unique solutions. Then
the part of the model formed by these parameters is often called locally identified.

A commonly used strategy for identification is to fix enough parameters (e.g., factor
loadings) equal to zero and to leave the errors uncorrelated. In many applications of
SEM, it is desirable to let each indicator measure only one factor. This not only makes
the model more likely to be identified, but the substantive meaning of the latent variable

http://dx.doi.org/10.1016/S0169-7161(06)26009-7
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is clearer (see Anderson and Gerbing, 1988). When several variables measure one and
only one factor in a large model, these variables are also called unidimensional. Uni-
dimensionality is strongly encouraged when developing questionnaire or measurement
scales.

Model identification is a minimal requirement. The quality of modeling results will
depend on many other factors, such as levels of communality of variables and overde-
termination of factors (e.g., MacCallum et al., 1999). Furthermore, even though a model
is identified, there may exist other models that are equivalent and yield identical global
fit (e.g., Raykov and Marcoulides, 2001).

Further discussion on identification can be found in Bekker et al. (1994), Loken
(2005), Millsap (2001), Steiger (2002), Wansbeek and Meijer (2000), and Wiley (1973).

3. Estimation and evaluation

We will use x to represent the p observed variables whose population mean and co-
variance matrix are E(x) = μ0 and Cov(x) = �0. Let x1, . . . , xn be a sample and x̄
and S be the sample mean vector and sample covariance matrix. Ideally, we like to have
interesting models μ(θ) and �(θ) such that μ0 = μ(θ0) and �0 = �(θ0). Because
μ0 and �0 are generally unknown, we have to use x̄ and S to evaluate the model and
to estimate θ0. When the mean and covariance structure is identified, parameter esti-
mates can be obtained by minimizing a discrepancy function between the data and the
model. Several such functions have been well studied, these are the least squares (LS),
the normal distribution based maximum likelihood (ML), the normal distribution based
generalized LS (GLS), and the GLS based on an arbitrary distribution (AGLS) with fi-
nite fourth-order moments. In addition to methods modeling sample means and sample
variances–covariances, robust procedures that take into account the distributional shape
of the sample have been developed more recently. We will introduce these methods one
by one. Because model evaluation is closely related to model estimation, we will discuss
them together within each discrepancy function. In the development of SEM method-
ology, procedures for CSA have been more fully studied. We will make the distinction
when necessary to present the results only for CSA.

We need to introduce some notation to facilitate the technical development. For a
p × p symmetric matrix A, let vec(A) be the operator that stacks the columns of A
and vech(A) only stacks the elements on and below the diagonal. Then vec(A) contains
duplicated elements of vech(A). Thus, there exists a duplication matrix Dp such that
vec(A) = Dp vech(A). We denote s = vech(S), σ = vech(�), ti = (x′

i , vech′{(xi −
x̄)(xi − x̄)′})′, t̄ = (x̄′, s′)′, β = (μ′, σ ′)′,

(12)
Wc = 2−1D′

p

(
�−1 ⊗ �−1)Dp,

W = diag
(
�−1, Wc

) =
(

�−1 0
0 Wc

)
.

A dot on top of a function implies derivatives or a Jacobian matrix as in β̇(θ) =
∂β(θ)/∂θ ′; double dots on top of a function imply the matrix of second derivatives
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as in μ̈i(θ) = ∂2μi(θ)/∂θ∂θ ′. When the function has more than one set of arguments,
a subscript is used to denote the partial derivative. We may omit the argument of the
function when it is evaluated at θ0. We will use I for the identity matrix and 0 for a vec-
tor or matrix of zeros, subscripts will be used when their dimensions are not obvious.

Convergence in probability and distribution will be denoted by
P→ and

L→, respectively.
The regularity conditions for SEM are (C1) θ0 ∈ � which is a compact subset of

Rq . (C2) β(θ) = β(θ0) only when θ = θ0. (C3) β(θ) is twice continuously differen-
tiable. (C4) β̇ is of full rank. (C5) The vector (x′

i , vech′{(xi − μ0)(xi − μ0)
′})′ has a

covariance matrix that is of full rank. Conditions (C1) and (C3) are the standard regu-
larity conditions and are generally satisfied in practice. Condition (C2) implies that the
model structure is identified. If the structural model is properly parameterized, condi-
tion (C4) will be satisfied. Conditions (C1) and (C2) are for consistency of parameter
estimates. Conditions (C3) and (C4) are needed to establish the asymptotic normality
of a parameter estimate. (C5) is needed in order for parameter estimates or test statis-
tics for the overall model to have proper asymptotic distributions. (C5) will be satisfied
when xi ∼ N(μ0,�0) and �0 is full rank. Further discussions of regularity conditions
can be found in Browne (1984), Shapiro (1984), Kano (1986), and Yuan and Bentler
(1997a). We will implicitly assume these conditions throughout the chapter.

3.1. Normal theory ML and related procedures

Assuming x ∼ Np(μ,�), the log likelihood function of θ is given by

(13)l(θ) = −n

2
ln

∣∣�(θ)
∣∣ − n

2
tr
{
�−1(θ)

[
S + (

x̄ − μ(θ)
)(

x̄ − μ(θ)
)′]}

.

Let the ML estimate (MLE) that maximizes l(θ) be θ̂ . When all the elements in μ and �

are free parameters, their MLEs are given, respectively, by μ̂ = x̄ and �̂ = S. When
evaluated at μ̂ = x̄ and �̂ = S,

(14)l(x̄, S) = −n

2
ln |S| − np

2
.

It follows from (13) and (14) that

2
[
l(x̄, S) − l(θ)

] = nDML
[
x̄, S,μ(θ),�(θ)

]
,

where

DML
[
x̄, S,μ(θ),�(θ)

] = [
x̄ − μ(θ)

]′
�−1(θ)

[
x̄ − μ(θ)

]
(15)+ tr

[
S�−1(θ)

] − log
∣∣S�−1(θ)

∣∣ − p

is commonly called the normal theory based ML discrepancy function. Because l(x̄, S)

is a constant, the MLE θ̂ also minimizes DML[x̄, S,μ(θ),�(θ)]. It is obvious that

TML = nDML
[
x̄, S,μ(θ̂),�(θ̂)

]
is the likelihood ratio (LR) statistic. When x is normally distributed and the model β(θ)

is correctly specified, standard large sample theory (Ferguson, 1996; Rao, 1973) tells us
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that

(16)TML
L→ χ2

df ,

where df = p(p + 3)/2 − q. Thus, a significantly large TML when referred to the
given chi-square distribution implies that the model structure is most likely misspeci-
fied. When x ∼ Np(μ0,�0) and β0 = β(θ0), standard asymptotic theory also implies
that θ̂ is consistent and

(17)
√

n(θ̂ − θ0)
L→ N(0,�ML),

where

�ML = (β̇
′
Wβ̇)−1.

To obtain the MLE θ̂ , many methods for minimizing nonlinear functions can be used.
Our experience indicates that the following iteratively reweighted least squares (IRLS)
procedure2 is very effective for obtaining θ̂ (Green, 1984; Lee and Jennrich, 1979),

(18)θ (k+1) = θ (k) + α
(
β̇

(k)′
W(k)β̇

(k))−1
β̇

(k)′
W(k)

[
t̄(μ(k)) − β(k)

]
,

where β̇
(k) = β̇(θ (k)), W(k) = W(θ (k)), t̄(μ(k)) = (x̄′, s′+vech′[(x̄−μ(k))(x̄−μ(k))′])′,

and α is fixed at 1.0 or a chosen step-size to allow

DML
[
x̄, S,μ

(
θ (k+1)

)
,�

(
θ (k+1)

)]
< DML

[
x̄, S,μ

(
θ (k)

)
,�

(
θ (k)

)]
.

The matrix �(θ (k)) in W(k) can be replaced by the sample covariance matrix S. Then
the converged solution corresponds to an estimator θ̃ that minimizes

DGLS
[
x̄, S,μ(θ),�(θ)

]
(19)= [

x̄ − μ(θ)
]′S−1[x̄ − μ(θ)

] + 1

2
tr
{[

�(θ)S−1 − I
]2}

.

Equation (19) is the normal theory GLS discrepancy function and

TGLS = nDGLS
[
x̄, S,μ(θ̃),�(θ̃)

]
is the corresponding test statistic for the overall model evaluation. The LS procedure
corresponds to minimizing

DLS
[
x̄, S,μ(θ),�(θ)

] = [
x̄ − μ(θ)

]′[x̄ − μ(θ)
] + 1

2
tr
{[

S − �(θ)
]2}

for parameter estimates.
When the mean structure μ(θ) is saturated, (15) becomes

(20)DMLc[S,�(θ)] = tr
[
S�−1(θ)

] − log
∣∣S�−1(θ)

∣∣ − p

2 This procedure will lead to the MLE when DML[x̄, S, μ(θ),�(θ)] is a convex function of θ . One may
use multiple starting values to make sure that the converged solution is not just a local minimizer or use the
Hessian matrix to check that it is not just a stationary point (see Chong and Żak, 1996).
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and (19) becomes

(21)DGLSc

[
S,�(θ)

] = 1

2
tr
{[

�(θ)S−1 − I
]2}

,

where the subscript c is used to denote CSA only. We will also denote the correspond-
ing parameter estimates in CSA as θ̂c and θ̃c and test statistics as TMLc and TGLSc,
respectively.

For CSA with normally distributed data, Browne (1974) showed that θ̃c has the same
asymptotic distribution as θ̂c and TGLSc has the same asymptotic distribution as TMLc.
Yuan and Chan (2005) recently showed that, for CSA, the asymptotic equivalence of the
ML and GLS procedures does not depend on the distribution of x but the correctness of
the model structure. When model �(θ) is not correctly specified, ML and GLS are no
longer asymptotically equivalent. When modeling the mean and covariance structures
simultaneously, it can also be shown that θ̃ has the same asymptotic distribution as θ̂ ,
and TGLS and TML follow the same asymptotic distribution. Again, this equivalence
depends on the correctness of the model structures but not the distribution of x. Of
course, when x does not follow a multivariate normal distribution, TML and TGLS will
not follow a chi-square distribution in general even for correctly specified models. The
distributions of the parameter estimates will no longer be given by (17) either.

When data are not normally distributed, parameter estimates from any of the above
procedures are still consistent as long as β(θ) is identified and correctly specified. We
will mainly focus on the property of θ̂ and the associated statistic TML. It follows from
the central limit theorem that

(22)
√

n(t̄ − β0)
L→ N(0,�),

where

� =
(

�0 �12
�21 �22

)

with �12 = �′
21 = Cov(x, vech[(x−μ0)(x−μ0)

′]) and �22 = Var(vech[(x−μ0)(x−
μ0)

′]). In the context of CSA with nonnormally distributed data, TMLc enjoys some nice
properties that are not shared by TML. We will discuss these properties first and then turn
to the limited results for mean and covariance structure analysis. Let qc be the number
of free parameters in �(θ). Then df c = p(p + 1)/2 − qc is the degrees of freedom in
fitting �(θ) to S. Let

Uc = Wc − Wcσ̇ (σ̇ ′Wcσ̇ )−1σ̇ ′Wc,

and κj , j = 1, . . . , df c, be the nonzero eigenvalues of Uc�22. Under the condition of a
correctly specified model, by using a Taylor expansion we will obtain (see the appendix
of Yuan, Marshall and Bentler, 2002, for detail)

(23)TMLc =
df c∑
j=1

κj z
2
j + op(1),
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where z2
j ’s are independent and each follows a chi-square distribution with 1 degree

of freedom, and op(1) denotes a random term that approaches zero in probability as
n → ∞. Eq. (23) implies that the asymptotic distribution of TMLc is determined by
the fourth-order moments of x as well as the model structure. Notice that, when x ∼
Np(μ,�),

(24)�22 = �N 22 = 2D+
p (� ⊗ �)D+′

p = W−1
c ,

where D+
p = (D′

pDp)−1D′
p is the generalized inverse of Dp. Thus, κ1 = κ2 = · · · =

κdf c
= 1 and TMLc asymptotically follows a chi-square distribution. Yuan and Bentler

(1999a) called the class of distributions whose fourth-order moments satisfy (24) the
pseudo-normal distribution.3 In addition to the test statistics in covariance structure
analysis, other statistics based on analyzing S will have the same asymptotic dis-
tribution within the class of pseudo-normal distributions as well (Yuan and Bentler,
2000a, 2002a). Asymptotic standard errors (SEs) of θ̂ c based on the normal distribu-
tion assumption remain valid within the class of pseudo-normal distributions (Yuan and
Bentler, 1999b).

The property that θ̂c and/or TMLc enjoy the same asymptotic distribution for non-
normally distributed data as that for normally distributed data is commonly called
asymptotic robustness. Early characterizations of this type of robustness were made
by Anderson and Amemiya (1988) and Amemiya and Anderson (1990) for CFA mod-
els. Specifically, when f and e in a CFA model like (1) are independent and the elements
of e are also independent, Amemiya and Anderson showed that TMLc still asymptot-
ically follows a chi-square distribution, the SEs for factor loading estimates based on
x ∼ Np(μ,�) are still asymptotically valid. The results were generalized in various
direction by Browne and Shapiro (1988), Kano (1992), Mooijaart and Bentler (1991),
Satorra (1992), Satorra and Bentler (1990), Yuan and Bentler (1999a, 1999b).

It follows from (23) that any asymptotic robustness conditions for TMLc must lead to
κ1 = κ2 = · · · = κdf c

= 1. When the κj ’s are not equal, TMLc will not asymptotically
follow a chi-square distribution. When κ1 = κ2 = · · · = κdf c

= κ 
= 1, TMLc will not
approach a chi-square variate either. However, using a consistent estimate κ̂ for κ , we
can rescale the LR statistic to TRMLc = κ̂−1TMLc and

(25)TRMLc
L→ χ2

df c
.

Thus, conditions leading to κ1 = κ2 = · · · = κdf c
= κ are also of great interest.

Several conditions are necessary to characterize the property of TRMLc. For a covariance
structure �(θ), if for any parameter vector θ and positive constant α there exists a
parameter vector θ∗ such that �(θ∗) = α�(θ), then �(θ) is invariant with respect to a
constant scaling factor (ICSF). As noted by Browne (1984), nearly all structural models
in current use are ICSF. Let R(σ̇ ) represent the range space spanned by the column
vectors of σ̇ . If σ ∈ R(σ̇ ), then the model is said to be quasi-linear (QL). It is easily
seen that ICSF implies QL (Satorra and Bentler, 1986). So condition QL is also satisfied
by almost all of the models in current use.

3 Contrasted to the normal distribution whose skewness is zero, a pseudo-normal distribution can have
arbitrary skewness.
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Under the condition of ICSF, Browne (1984) and Shapiro and Browne (1987) showed
that the κj ’s are equal within the class of elliptical symmetric distributions (Fang et
al., 1990). Earlier work in this direction by Muirhead and Waternaux (1980) and Tyler
(1983) showed that the LR statistics in canonical correlation and several simple co-
variance structures can be rescaled to asymptotically follow chi-square distributions.
The correction factor κ̂ they used is based on Mardia’s (1970) measure of multivariate
kurtosis. Satorra and Bentler (1988) observed that tr(Uc�22) = ∑df c

j=1 κj . They sug-

gested κ̂ = tr(Ûc�̂22)/df c in constructing TRMLc. Under the condition of QL, Yuan and
Bentler (1999a) showed that, even when κ̂ is based on Mardia’s multivariate kurtosis,
(25) is still valid within the class of pseudo-elliptical distributions.4 The κ̂ proposed by
Satorra and Bentler makes (25) valid in a even wider class of distributions. In addition to
these two correction factors, Kano (1992) constructed an alternative correcting factor by
fully utilizing the model structure. The resulting rescaled statistic is also asymptotically
robust to a wide class of nonnormal distributions (see Yuan and Bentler, 1999a).

Simulation studies indicate that TRMLc performs quite robustly under a variety of
conditions (Curran et al., 1996; Hu et al., 1992; Yuan and Bentler, 1998a). While excep-
tions have been studied, most data generation in these studies satisfies the asymptotic
robustness condition for TRMLc (see Yuan and Bentler, 1999a). In general, however,
TRMLc does not approach a variate possessing a chi-square distribution. Instead, it only
approaches a variate T with E(T ) = df . It is likely that the distributional shape of T

is far from that of a chi-square. In such cases, TRMLc will not behave like a chi-square.
Limited simulation results in Yuan and Bentler (1998a) and Bentler and Yuan (1999) in-
dicate that, when the κj ’s are not equal, TRMLc may behave worse as n increases. When
sample size is small, TRMLc as well as TMLc may not behave like a chi-square for even
normally distributed data. It should be noted that most of the conditions for asymptotic
robustness are not verifiable in practice. It is misleading to blindly trust that the statistic
TMLc or TRMLc will asymptotically follow a chi-square distribution before the necessary
conditions can be verified.

In contrast to CSA, little or no results exist on the asymptotic robustness of TML when
simultaneously modeling mean and covariance structures. Yuan and Bentler (2006a)
noted that the asymptotic robustness condition in CSA will not make TML asymptot-
ically follow a chi-square distribution. But, for correctly specified models, there still
exists

TML =
df∑

j=1

κj z
2
j + op(1),

where κj ’s are the nonzero eigenvalues of U� with

(26)U = W − Wβ̇(β̇
′
Wβ̇)−1β̇

′
W,

and z2
j , j = 1, . . . , df are independent and each follows χ2

1 . The following rescaled

statistic with κ̂ = tr(Û�̂)/df has been proposed in different contexts (Satorra, 1992;

4 Comparing to the class of elliptical distributions that requires �12 = 0, the class of pseudo-elliptical
distributions accommodates a free �12 (see Yuan and Bentler, 1999a).
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Satorra and Bentler, 1994; Yuan and Bentler, 2000b, 2000b)

TRML = κ̂−1TML,

but few or no empirical studies have been conducted to evaluate its performance.
When data are not normally distributed, the asymptotic distribution of θ̂ is character-

ized by

(27)
√

n(θ̂ − θ0)
L→ N(0,�SW),

where

�SW = (β̇
′
Wβ̇)−1(β̇

′
W�Wβ̇)(β̇

′
Wβ̇)−1

is commonly called the sandwich-type covariance matrix. Like TRML, �SW allows us
to make an adjustment for distributional violations of the normal theory based ML pro-
cedure. When data are normally distributed, W = �−1, so (27) reduces to (17). The
sandwich-type covariance matrix was first proposed by Huber (1967). It is now widely
used in statistics (White, 1982; Kauermann and Carroll, 2001) and in SEM (Bentler,
1983; Bentler and Dijkstra, 1985; Browne, 1984; Browne and Arminger, 1995; Satorra
and Bentler, 1994; Shapiro, 1983; Yuan and Bentler, 1997b, 1997b) under different con-
texts. Comparing �SW with �ML, one has to estimate the extra matrix �. Simulation
results in CSA (Yuan and Bentler, 1997b) indicate that SEs based on (27) match the
empirical ones very well for normal as well as nonnormally distributed data. Yuan and
Bentler (1997b) recommended using (27) as the default formula for calculating SEs
of θ̂ .

3.2. GLS procedures without assuming specific distributions

With typical nonnormal data in the social and behavioral sciences (Micceri, 1989), the
ideal is to have a statistic that approximately follows a chi-square distribution regardless
of the underlying distribution of the data. One of the original proposals in this direction
was made by Browne (1984). Let St be the sample covariance matrix of ti . Then �̂ = St

is consistent for �. Thus, an AGLS discrepancy function is given by

(28)DAGLS
[
x̄, S,μ(θ),�(θ)

] = [
t̄ − β(θ)

]′
�̂

−1[
t̄ − β(θ)

]
.

Note that, when using

�̂ =
(

S 0
0 2D+

p (S ⊗ S)D+
p

′
)

in (28), DAGLS reduces to DGLS. Both the GLS and AGLS procedures can be regarded
as applications of the method of minimum chi-square (Ferguson, 1958) to mean and
covariance structure analysis. Similar to the GLS estimate θ̃ , parameter estimate θ̌ that
minimizes (28) can be solved by the IRLS procedure as in (18), where the weight matrix
W(j) will be replaced by S−1

t . Because the St is usually of a large dimension, there may
exist convergence problems for solving θ̌ when n is not large enough (see Hu et al.,
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1992; Yuan and Bentler, 1997a). For the asymptotic distribution of θ̌ , we have

(29)
√

n(θ̌ − θ0)
L→ N(0,�AGLS),

where

�AGLS = (β̇
′
�−1β̇)−1.

It is obvious that, for normally distributed data, �AGLS = �ML = �SW. For non-
normally distributed data, �AGLS � �SW. However, empirically θ̌ can be much less
efficient than θ̂ even when data are nonnormally distributed. Also, SEs of θ̌ based
on (29), with �̂ = St , are too optimistic compared to those obtained by Monte Carlo.
Yuan and Bentler (1997b) proposed

(30)�̂CAGLS = n − 1

n − p(p + 3)/2 − 2

(
β̇

′
(θ̌)S−1

t β̇(θ̌)
)−1

,

which is also consistent for �AGLS. Although SEs based on (30) are still smaller than
the Monte-Carlo SEs, the biases are much smaller compared to those directly based on
(29), especially when p is large.

The corresponding statistic for overall model evaluation is

TAGLS = nDAGLS
[
x̄, S,μ(θ̌),�(θ̌)

]
.

In the context of covariance structure analysis, DAGLS reduces to

(31)DAGLSc

[
S,�(θ)

] = [
s − σ (θ)

]′
�̂

−1
22

[
s − σ (θ)

]
,

where �̂22 is the sample covariance matrix of vech[(xi − x̄)(xi − x̄)′], i = 1, 2, . . . , n.
The procedure of minimizing (31) for parameter estimates θ̌ c and referring TAGLSc

to χ2
df c

was proposed by Browne (1984). Because TAGLSc asymptotically follows χ2
df c

as
long as �22 exists – without requiring any distributional assumption – the AGLS proce-
dure is commonly referred to as the asymptotically distribution free (ADF) method. The
ADF property is desirable. However, the distribution of TAGLSc may be far from that of
χ2

df c
for typical sample sizes encountered in practice (Hu et al., 1992). Specifically, the

mean and variance of TAGLSc are much greater than those of χ2
dfc

. Most correctly spec-

ified models are rejected if referring TAGLSc to χ2
df c

or TAGLS to χ2
df (Yuan and Bentler,

1997a).
In an effort to find statistics that perform better in rejection rates with smaller n’s,

Yuan and Bentler (1997a) compared mean and covariance structure analysis with mul-
tivariate regression and suggested using

�̌ = 1

n

n∑
i=1

(
ti − β(θ̌)

)(
ti − β(θ̌)

)′

in constructing the AGLS discrepancy function. Because �̌ � �̂, the greater type I

error in TAGLS will be corrected when using �̌
−1

as the weight matrix in formulating
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an AGLS procedure. Let the corrected AGLS discrepancy function be

(32)DCAGLS
[
x̄, S,μ(θ),�(θ)

] = [
t̄ − β(θ)

]′
�̌

−1[
t̄ − β(θ)

]
.

Because (32) involves �̌, it seems that one has to obtain θ̌ before minimizing (32). Yuan
and Bentler (1997a) further showed that θ̌ also minimizes (32) and there exists

(33)TCAGLS = nDCAGLS
[
x̄, S,μ(θ̌),�(θ̌)

] = TAGLS

1 + TAGLS/n

.

Because TAGLS/n approaches zero, TCAGLS asymptotically follows χ2
df as long as �

exists. Simulation results in Yuan and Bentler (1997a) imply that the mean of TCAGLS
approximately equals df for all sample sizes across many distributional conditions.
However, at smaller sample sizes TCAGLS tends to over-correct the behavior of TAGLS by
having a type I error smaller than the nominal level. Notice that both TAGLS and TAGLSc

are in the form of Hotelling’s T 2 statistic. It is well known that T 2 approaches a chi-
square distribution as n → ∞, but using an F -distribution will better describe the
distribution of T 2. Motivated by this observation, Yuan and Bentler (1999c) further
proposed the following F -statistic5

(34)TF = (n − df )TAGLS

(n − 1)df

and suggested referring TF to Fdf ,n−df , the F -distribution with df and n − df degrees
of freedom. It is obvious that TCAGLS, TAGLS and TF are asymptotically equivalent.
Actually, they also perform similarly when n is very large (Yuan and Bentler, 1999c).
When n is small, TF is between TCAGLS and TAGLS, with a slight over-rejection on av-
erage but quite satisfactory overall. Both TF and TCAGLS are asymptotically distribution
free and perform quite reliably with finite n. However, both of them use θ̌ to start with
and thus carry the drawback of the AGLS estimation method with nonconvergences at
smaller sample sizes.

In addition to TAGLSc in the context of CSA, Browne (1984) also proposed a residual-
based statistic

TRAGLSc = n
[
s − σ (θ̂)

]′(
�̂

−1
22 − �̂

−1
22 σ̇ (θ̂)

[
σ̇ ′(θ̂)�̂

−1
22 σ̇ (θ̂)

]−1
σ̇ ′(θ̂)�̂

−1
22

)
(35)× [

s − σ (θ̂)
]
,

where θ̂ can be the MLE, the GLS or any other consistent estimator that is easier to ob-
tain. TRAGLSc will approach χ2

df c
as n tends to infinity. However, TRAGLSc behaves like

TAGLSc and TRAGLS behaves like TAGLS: all over-reject correct models too often unless n

is very large. Parallel to TCAGLS, Yuan and Bentler (1998a) proposed TCRAGLSc whose
performance is almost the same as TCAGLSc, with its empirical mean approximately
equal to df c and under-rejecting the correct model for small sample sizes (Bentler

5 In the context of multivariate linear model with a saturated covariance matrix, Rao (1951) provided a
statistic that can be approximately described by an F -distribution. The degrees of freedom in the approxima-
tion obtained by Rao are based on normally distributed data. The TF in (34) is to test mean and covariance
structures simultaneously; the data are not necessarily normally distributed.
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and Yuan, 1999; Yuan and Bentler, 1998a). Yuan and Bentler (1998a) also proposed
a residual-based F -statistic TRFc based on TRAGLSc; it also performs similarly to TFc.
For mean and covariance structure analysis, statistics TCRAGLS and TRF can be defined
parallel to (33) and (34); they are also asymptotically distribution free.

3.3. Robust procedures

When the sample x1, x2, . . . , xn approximately follows a multivariate normal distribu-
tion, then analyzing x̄ and S by the ML and AGLS procedures will allow us to estimate
θ0 efficiently. Unfortunately, few real data sets follow the normal distribution. This is
particularly true for data sets in social and behavioral sciences. Micceri (1989) reported
that among 440 large sample achievement and psychometric measures taken from jour-
nal articles, research projects, and tests, all were significantly nonnormally distributed.
For example, the normalized Mardia’s (1970) multivariate kurtosis,

M =
{

1

n

n∑
i=1

[
(xi − x̄)′S−1(xi − x̄)

]2 − p(p + 2)

}{
8p(p + 2)/n

}−1/2
,

approximately follows N(0, 1) when x ∼ N(μ0,�0). We have seen many M’s that
are greater than 100 in students’ dissertations and research projects. A huge M may
be caused by a few “outliers”. In such a situation, removing these outliers followed by
modeling x̄ and S will lead to an efficient parameter estimate θ̂ . However, the extra
kurtoses in most practical data sets are not just due to a few outliers but to the heavy
tails of the underlying population distribution. When a data set possesses moderately
heavy tails, x̄ and S will be inefficient estimates of their population counterparts μ0
and �0 (Kano et al., 1993; Tyler, 1983). When the heavy tails are severe, the population
4th-order moment matrix �22 may not exist. Then the previously obtained θ̂ , θ̃ and θ̌ all
have unbounded covariance matrices. In the extreme case, �0 or even μ0 may not exist
and SEM is questionable. When �0 exists, it may be possible to use a robust procedure
to provide a more efficient estimator of θ0 than can be obtained by modeling x̄ and S.

Following Huber (1964), many robust statistical methods have been developed (e.g.,
Huber, 1981; Hampel et al., 1986). Procedures for estimating the population mean vec-
tor and covariance matrix are also well studied. Maronna (1976) obtained the properties
of M-estimators for the population mean vector and covariance matrix. Lopuhaä (1989,
1991) and Rocke (1996) studied other estimators that can allow the sample to contain
nearly 50% contaminated observations. We will mainly use M-estimators for robust
SEM procedures, aiming for samples containing a proportion of contaminated but not
extreme observations.6 There exist two main approaches to robust SEM. One is to first
get robust estimates for μ0 and �0, then treating these estimates as x̄ and S using ML
or AGLS procedures. The other fits the structural model to raw data directly by a robust
method without explicitly estimating the saturated model. We will only introduce the
first one due to its easier implementation. Readers interested in the direct approach are
referred to Yuan and Bentler (2000c) and Yuan, Fung and Reise (2004).

6 When a large proportion of the sample is contaminated, the sample may come from two or several distrib-
utions. Then a mixture model might be more appropriate (Yung, 1997; Arminger et al., 1999; Hoshino, 2001;
Muthén, 2001), which is beyond the scope of this chapter.
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Standard ML and AGLS procedures are based on modeling x̄ and S obtained from
data in which every xi is treated equally. In a robust procedure, cases are differentiated
by their distances to the center of the majority of the data, as measured by

d(x,μ,�) = [
(x − μ)′�−1(x − μ)

]1/2
.

The farther xi is from the center, the less weight it will get in the estimation process.
When μ and � are saturated, they can be estimated by iteratively solving the following
equations

(36a)μ =
n∑

i=1

u1(di)xi

/
n∑

i=1

u1(di),

(36b)� =
n∑

i=1

u2
(
d2
i

)
(xi − μ)(xi − μ)′

/
n,

where di = d(xi ,μ,�), u1 and u2 are certain weight functions. Two commonly used
classes of weight functions for M-estimators are the Huber-type weights and the weights
based on the multivariate t-distribution. Let ρ be the percentage of influential cases one
wants to control, and r be a constant determined by ρ through P(χ2

p > r2) = ρ. The
Huber-type weights are given by

(37)u1(d) =
{

1, if d � r,

r/d, if d > r,

and u2(d
2) = {u1(d)}2/ϕ, where ϕ is a constant determined by ρ through E{χ2

pu2(χ
2
p)}

= p. Let μ̂ and �̂ be the solution to (36). The purpose of ϕ is to make �̂ unbiased for
�0 when x ∼ N(μ0,�0). The weights corresponding to a p-variate t-distribution with
m degrees of freedom are given by

(38)u1(di) = u2
(
d2
i

) = p + m

m + d2
i

.

Notice that the only tuning parameter in using (37) is ρ and that in using (38) is m. Mo-
tivated by the formula for calculating the sample covariance matrix, Campbell (1980)
defined another form of M-estimator by solving

(39a)μ =
n∑

i=1

u(di)xi

/
n∑

i=1

u(di)

and

(39b)� =
n∑

i=1

u2(di)(xi − μ)(xi − μ)′
/(

n∑
i=1

u2(di) − 1

)
,

where u(d) = w(d)/d with

(40)w(d) =
{

d, if d � d0
d0 exp

{− 1
2 (d − d0)

2/b2
2

}
, if d > d0

,
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d0 = √
p + b1/

√
2, b1 and b2 are constants. So there are two tuning parameters in (40).

Based on empirical experience, Campbell (1980) suggested b1 = 2 and b2 = ∞ or
b1 = 2 and b2 = 1.25. When b1 = 2 and b2 = ∞, (39) defines a Huber-type
M-estimator; when b1 = 2, b2 = 1.25, (39) defines Hampel-type redescending M-
estimator (Hampel, 1974); (39) leads to μ̂ = x̄ and �̂ = S when choosing b1 = ∞.

Robust M-estimation for μ0 and �0 was motivated by ML within the class of el-
liptical distributions (see Maronna, 1976). However, �̂ generally does not approach
�0 = Cov(x) within the class of elliptical distributions. Instead, it approaches α�0 for
a scalar α > 0. When the population elliptical distribution is known, one can theoret-
ically calculate the α and rescale �̂ to make it consistent for �0. Because essentially
all the commonly used covariance structure models are ICSF, such an inconsistency
will not cause any problems for statistical inference when treating α� as the covariance
matrix. See Yuan and Bentler (1998c) and Yuan, Bentler and Chan (2004) for further
discussion on this aspect. So we will still use �0 instead of α�0 in the following devel-
opment.

When replacing x̄ and S in (15), (19), (20), (21), (28), (31) or (32) by μ̂ and �̂, we
will obtain the corresponding robust estimates for θ . Let these robust estimates still be
denoted by θ̂ , θ̃ or θ̌ . Then all the robust properties of μ̂ and �̂ will be inherited by θ̂ ,
θ̃ or θ̌ (see Yuan and Bentler, 1998b, 1998c). In order to have SEs for parameter esti-
mates and test statistics for the overall model evaluation, we need a consistent estimate
for the covariance matrix of β̂ = (μ̂′

, σ̂ ′
)′, where σ̂ = vech(�̂). Yuan and Bentler

(1998c) proposed to use the estimating equation approach to characterize the asymp-
totic distribution of β̂ and to estimate its covariance matrix. It is obvious that μ̂ and σ̂

satisfy

1

n

n∑
i=1

g1(xi , μ̂, �̂) = 0,
1

n

n∑
i=1

g2(xi , μ̂, �̂) = 0,

where

g1(x,μ,�) = u1
{
d(x,μ,�)

}
(x − μ)

and

g2(x,μ,�) = u2
{
d2(x,μ,�)

}
vech

[
(x − μ)(x − μ)′

] − σ

corresponding to (36); and

g1(x,μ,�) = u
{
d(x,μ,�)

}
(x − μ)

and

g2(x,μ,�) = u2{d(x,μ,�)
}

vech
{
(x − μ)(x − μ)′ − �

} + 1

n
σ

corresponding to (39). Let g = (g′
1, g′

2)
′ and ġ = ∂g/∂β ′, then (see Yuan and Bentler,

1998c)

(41a)
√

n

(
μ̂ − μ0
σ̂ − σ 0

)
L→ N(0, V),
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where V = H−1BH′ −1 with

(41b)H = E
{
ġ(x,μ0, σ 0)

}
, B = E

{
g(x,μ0, σ 0)g′(x,μ0, σ 0)

}
.

In contrast to (22), we only require �0 to exist in order for (41) to hold. A consistent
estimate of V can be obtained by using consistent estimates for H and B; these are given
by

Ĥ = 1

n

n∑
i=1

ġ(xi , μ̂, σ̂ ), B̂ = 1

n

n∑
i=1

g(xi , μ̂, σ̂ )g′(xi , μ̂, σ̂ ).

Now, with x̄, S and �̂ being replaced by μ̂, �̂ and V̂, respectively, all the procedures in
the previous two subsections can be applied in a robust manner.

Let V11 and V22 be the submatrices of V corresponding to asymptotic covariance
matrices of μ̂ and σ̂ , respectively. When data follow an elliptical distribution, μ̂ and σ̂

are asymptotically independent and there exist (Maronna, 1976; Tyler, 1983; Yuan and
Bentler, 1998b)

(42)V11 = κ1�0, V22 = 2κ2D+
p (�0 ⊗ �0)D+′

p + κ3σ 0σ
′
0,

where the scalars κ1 to κ3 are related to the underlying distribution of the data and
the weights used in the estimation. A consistent estimator for V can also be obtained
based on (42) when data are truly elliptically distributed. The one based on (41b) is
more robust against violation of distributional assumptions (Yuan and Jennrich, 1998).
The value of (42) is that, when replacing S by �̂ and �̂22 by V̂22, the rescaled statistic
TRMLc in CSA asymptotically follows χ2

df c
(Yuan, Bentler and Chan, 2004). Parallel to

modeling x̄ and S in mean and covariance structure analysis, the rescaled statistic TRML
when modeling μ̂ and �̂ will only approach a distribution whose mean equals df . Of
course, we can also obtain the MLE when the specific elliptical distribution form of x
is known (see Fang et al., 1990; Kano et al., 1993). However, in real data analysis, it is
unlikely that we know the exact distribution form for a given data set.

All three M-estimators can effectively control the influence of heavy tails or outliers.
However, differences exist among the three procedures. Based on empirical experience,
Yuan and Bentler (1998b, 1998c) found that, in Huber-type estimators, the effect of
abnormal cases is down-weighted but not eliminated. If data are nearly normal, the
estimators based on Huber-type weights are still highly efficient. So Huber-type weights
are better used for data sets whose distributions are not too far away from normal. By
using redescending weights, the effect of outlying cases is minimized, almost equivalent
to outlier removal. But the estimators will lose more efficiency than those based on
Huber-type weights when data are approximately normal. Yuan and Bentler (1998c)
also found that the tuning parameters recommended by Campbell (b1 = 2 and b2 = 1.5)
lead to many cases with essentially zero weights, resulting in near singular �̂ and V̂.
Thus, b2 has to be adjusted upwards to have a proper redescending effect. The weights
based on a multivariate t-distribution are best used for a data set whose spread can be
approximately described by the t-distribution, or for a data set with heavy tails but with
no obvious outliers. In addition to these guidelines, statistical procedures have also been
proposed for choosing proper weights, mainly in the context of CSA.
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For choosing the tuning parameter ρ in using the Huber-type weights of (37), let
u2i = u2{d2(xi , μ̂, �̂)} and

(43)x(ρ)
i = {√

u2i (xi − μ̂)
}

at the convergence of (36). Then we can rewrite (36b) as

�̂ = 1

n

n∑
i=1

x(ρ)
i x(ρ)

i
′,

which is just the sample covariance matrix of the x(ρ)
i . Yuan et al. (2000) proposed using

(43) as a transformation formula. Working with several practical data sets, they found
that the transformed samples x(ρ)

i are much better approximated by a multivariate nor-
mal distribution than the original sample xi , as measured by Mardia’s (1970) skewness
and kurtosis. Considering that the sample covariance matrix is most efficient when data
are normally distributed, they further proposed using Mardia’s kurtosis as a criterion in
choosing the tuning parameter ρ, from 0 up by a step of size 0.05 until Mardia’s nor-
malized kurtosis for x(ρ)

i is no longer significant. Using (43), Yuan and Hayashi (2003)
proposed using a bootstrap procedure to choose ρ. They discussed a rationale for choos-
ing ρ that makes the statistic TMLc to approximately follow χ2

df c
. Using real data sets,

they showed that TMLc applied to a properly transformed sample can closely follow
χ2

df c
, while the behavior of TAGLSc and TRMLc remains significantly different from χ2

df c

when applied to the transformed data. It is obvious that the above criteria for select-
ing ρ are equally applicable to select m when using the weights based on a multivariate
t-distribution. They can also be applied to selecting b1 and b2 in applying (39) and (40)
by defining

u2i = nu2
i

/(
n∑

i=1

u2
i − 1

)

in (43). Because efficiency of parameter estimates is one of the most important concerns
in promoting a statistical methodology, Yuan, Bentler and Chan (2004) proposed to use
the empirical efficiency of parameter estimates in selecting a particular transformation.
By defining the set of invariant parameters, they found that Huber-type weights in (37)
often lead to the most efficient parameter estimates in real data analysis.

Statistical theory for robust estimation has been developed primarily within the class
of elliptical distributions (Huber, 1981; Hampel et al., 1986), mainly because analyz-
ing �̂ and S leads to the same substantive conclusion. In practice, data might contain
outliers which will make a true symmetric distribution skewed at the sample level. In
such a situation, a robust procedure is definitely preferred (Yuan and Bentler, 2001b). If
one believes that the true distribution of x is skewed, then the results corresponding to
analyzing μ̂ and �̂ may not be substantively equivalent to those of analyzing x̄ and S.
Hampel et al.’s (1986, p. 401) discussion implies that robust procedures might still be
preferred even when x has a skewed distribution. We recommend that the robust and
the classical procedures be compared when having a data set with a highly significant
Mardia’s multivariate kurtosis.
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Techniques for identifying outliers or influential cases are also useful when fac-
ing data containing heavy tails or outliers. Berkane and Bentler (1988), Bollen and
Arminger (1991), Lee and Wang (1996), Poon and Poon (2002), and Poon and Wong
(2004) provided various procedures of influential analysis. With multiple outliers, mask-
ing effect may cause difficulty in identifying the true ones (Fung, 1993; Poon et al.,
2000; Rousseeuw and van Zomeren, 1990). When true outliers are not obvious, the idea
of using empirical efficiency to compare different procedures can also be used to de-
cide whether to keep or remove certain cases or outliers. Evidence in Yuan and Hayashi
(2003) and Yuan, Bentler and Chan (2004) implies that outlier removal is not as efficient
as a proper robust procedure.

3.4. Misspecified models

SEM involves modeling the relationship among the latent variables as well as that be-
tween the observed indicators and the latent variables. For a given number of variables,
many models can be formulated. Thus, model misspecification cannot be avoided. Al-
though this also holds in other disciplines of statistical modeling (Box, 1979), it is
especially true for SEM. Actually, the perspective that any model is only an approxima-
tion to reality dominates the literature in SEM (e.g., MacCallum, 2003). The statistical
development for mean and covariance structure models in the previous sections is only
for correctly specified models. We will present some statistical results for misspecified
models in this section mainly using the ML procedure, partially because most techni-
cal developments are based on ML. Most results also hold for AGLS and the robust
procedures.

The first concern with a misspecified model is consistency. It is obvious that

(44)DML
[
x̄, S,μ(θ),�(θ)

] P→ DML
[
μ0,�0,μ(θ),�(θ)

]
.

Let θ∗ be the vector that minimizes DML[μ0,�0,μ(θ),�(θ)]. Then, it follows from
(44) that θ̂ will converge to θ∗ (see Kano, 1986; Shapiro, 1984). In general, θ∗ does
not equal the population θ0 corresponding to a correctly specified model. Thus, θ̂ is no
longer consistent for θ0. However, this does not mean that all the parameter estimates
are inconsistent. Yuan et al. (2003) showed that many parameter estimates in CSA are
still consistent even when a model is misspecified. Yuan and Bentler (2006a) further
generalized the result to mean and covariance structure analysis. In the following we
will present a brief description of the effect of model misspecifications on parameter
estimates before discussing their effect on model evaluations.

Let μ∗(υ) and �∗(υ) be the correct mean and covariance structures, thus there exists
a vector υ0 such that μ0 = μ∗(υ0) and �0 = �∗(υ0). Let the misspecified models
be μ(θ) and �(θ), due to their missing parameters ϑ of υ = (θ ′,ϑ ′)′. Then �θ =
θ∗ − θ0 is the asymptotic bias in θ̂ . It is obvious that, if the sample is generated by
μ0 = μ(θ0) and �0 = �(θ0), then θ∗ = θ0 and θ̂ contains no asymptotic bias.
We may regard the true population (μ0,�0) as a perturbation to (μ0,�0). Because θ0

minimizes DML[μ0,�0,μ(θ),�(θ)], under standard regularity conditions, θ0 satisfies
the normal equation h(θ0,μ

0, σ 0) = 0, where σ 0 = vech(�0) and
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h(θ ,μ, σ ) = −μ̇′(θ)�−1(θ)
[
μ − μ(θ)

]
− σ̇ ′(θ)Wc(θ)

{
σ + vech

[(
μ − μ(θ)

)(
μ − μ(θ)

)′] − σ (θ)
}
.

Because

ḣ−1
θ

(
θ0,μ

0, σ 0) = (
μ̇′�−1μ̇ + σ̇ ′Wcσ̇

)
is invertible, under standard regularity conditions (see Rudin, 1976, pp. 224–225), equa-
tion h(θ ,μ, σ ) = 0 defines θ as an implicit function of μ and σ in a neighborhood of
(μ0, σ 0). Denote this function as θ = g(μ, σ ). Then g is continuously differentiable in
a neighborhood of (μ0, σ 0) with

(45)ġ
(
μ0, σ 0) = (

μ̇′�−1μ̇ + σ̇ ′Wcσ̇
)−1(

μ̇′�−1 σ̇ ′Wc

)
.

It follows from (45) that the perturbation (�μ,�σ ) causes a perturbation in θ approxi-
mately equal to

(46)�θ ≈ (
μ̇′�−1μ̇ + σ̇ ′Wcσ̇

)−1(
μ̇′�−1�μ + σ̇ ′Wc�σ

)
.

Note that the above bias formula is based on a linear approximation. Yuan et al. (2003)
and Yuan and Bentler (2004a, 2006a) showed that (46) provides valuable information
regarding parameter changes when model is perturbed or misspecified. In the context of
CSA,

�θ ≈ (σ̇ ′Wcσ̇ )−1σ̇ ′Wc�σ .

If the ij th element of (σ̇ ′Wcσ̇ )−1σ̇ ′Wc is zero, then the ith parameter will not be
affected by the perturbation on the j th element in σ . There are also various special
cases where a misspecification will not affect the parameter estimates systematically
(see Yuan et al., 2003; Yuan and Bentler, 2004a).

Due to biases, positive parameters may have negative estimates (Yuan et al., 2003).
In the practice of SEM and EFA, negative estimates for error variances are common and
are called improper solutions or Heywood cases (Jöreskog, 1967). In addition to mis-
specified or underidentified models, large sampling errors due to smaller sample sizes as
well as small error variances may result in improper solutions (Anderson and Gerbing,
1984; Boomsma, 1985; Chen et al., 2001; Fornell, 1983; Rindskopf, 1984; van Driel,
1978). Outliers in the sample may also cause improper solutions (Bollen, 1987). When
improper solutions are caused by outliers, a robust procedure as in Section 3.3 should
resolve the problem. Kano (1998) suggested to fix the corresponding error variances at
prespecified positive values when improper solutions are caused by sampling errors and
to remove the variables with negative error variance estimates that are caused by model
misspecifications. EQS automatically constrains variances so that their estimates are
nonnegative. Yuan and Chan (2002) proposed to first estimate submodels that contain
the error variances having negative estimates. Because a smaller model is less likely to
be misspecified, improper solutions occur less often. These estimates are consistent and
can be treated as known in estimating the whole model that involves all the variables.
McDonald (2004) reviews various strategies for respecifying improper solutions.

Misspecified models not only affect parameter estimates but also the test statis-
tics. Earlier technical development in CSA was given by Satorra and Saris (1985) and
Steiger et al. (1985), who proposed to use the noncentral chi-square to describe the
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distribution of TMLc. Actually, TML as well as other LR statistics also asymptotically
follow noncentral chi-square distributions under certain assumptions (Wald, 1943). The
key assumption behind this development is a sequence of local alternative hypotheses.
For the given model structures μ(θ) and �(θ), this assumption specifies a sequence
of population mean vectors μn

0 and covariance matrices �n
0, indexed by the sample

size n. As n increases, μn
0 → μ0 and �n

0 → �0 at the speed of 1/
√

n each so that
nDML[μn

0,�n
0,μ(θn∗),�(θn∗)] has a limit that does not depend on n. This limit value

is the commonly used noncentrality parameter. In practice, one has a sample of size n

whose population means and covariance matrix are unknown but fixed. So the limiting
noncentral chi-square distribution obtained based on a sequence of local alternatives
may not be applicable in data analysis. Actually, in many contexts, LR statistics have
been shown to asymptotically follow normal distributions (Stroud, 1972; Sugiura, 1969;
Yanagihara et al., 2005). A very general result was given in Vuong (1989). However,
these results do not take the model degrees of freedom into account. Under a fixed al-
ternative, Shapiro (1983) showed that test statistics in CSA generally follow normal
distributions and he provided a higher order term in the asymptotic distribution for
a class of statistics. By extending the results of Shapiro (1983) and Vuong (1989) to
mean and covariance structure models, Yuan et al. (2005) provided a normal distribu-
tion description for TML. Let μ∗ = μ(θ∗), �∗ = �(θ∗), β̇∗ = β̇(θ∗), μ̈i∗ = μ̈i(θ∗),
σ̈ij∗ = σ̈ij (θ∗),

Wc∗ = 2−1D′
p

(
�−1∗ ⊗ �−1∗

)
Dp, ς = �−1∗ (μ0 − μ∗) = (ς1, . . . , ςp)′,

T = �−1∗
[
�0 + (μ0 − μ∗)(μ0 − μ∗)′

]
�−1∗ , K = (kij ) = �−1∗ − T,

F =
(

�−1∗ 2−1
(
ς ′ ⊗ �−1∗

)
Dp

2−1D′
p

(
ς ⊗ �−1∗

)
Wc∗

)
β̇∗,

Q = β̇
′
∗
(

�−1∗
(
ς ′ ⊗ �−1∗

)
Dp

D′
p

(
ς ⊗ �−1∗

)
D′

p

[(
T − 2−1�−1∗

) ⊗ �−1∗
]
Dp

)
β̇∗

+ 1

2

p∑
i=1

p∑
j=1

kij σ̈ij∗ −
p∑

i=1

ςiμ̈i∗,

W∗0 = diag
(
�−1∗ , Wc

)
, U∗ = W∗0 − FQ−1F′.

The result of Yuan et al. (2005) can be stated as

(47)
√

n(TML/n − μML)
L→ N

(
0, ω2

ML

)
,

where

μML = DML(μ0,�0,μ∗,�∗) + tr(U∗�)

n

and

ω2
ML = 4(μ0 − μ∗)′�−1∗ �0�

−1∗ (μ0 − μ∗) + 2 tr
[(

�−1∗ �0 − Ip

)2]
+ tr

{[
D′

p

(
�−1∗ − �−1

0

) ⊗ (
�−1∗ − �−1

0

)
Dp

]
(�22 − �N 22)

}
+ 4 tr

({[
(μ0 − μ∗)′�−1∗

] ⊗ (
�−1∗ − �−1

0

)}
Dp�21

)
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with �N 22 being given by (24). Notice that (47) can be applied for both normal
and nonnormally distributed data. When data are normally distributed, �21 = 0 and
�22 = �N 22, thus the formula for ω2

ML is much simpler. When the model is approxi-
mately correct, tr(U∗�) ≈ tr(U�) with U being given by (26). For normally distributed
data, tr(U�) = df . So tr(U∗�) in (47) accounts for model complexity or the degrees
of freedom. Empirical results imply that, for normally distributed data, (47) describes
the distribution of TML better than the corresponding noncentral chi-square distribution
unless the null hypothesis is trivially violated. In comparing the means of latent vari-
ables with nonnormally distributed data, (47) is better than the noncentral chi-square
description even when the effect size is small (see Yuan et al., 2005).

When a model is misspecified, parameter estimates are still asymptotically normally
distributed (Vuong, 1989; White, 1982), but the SEs of θ̂ based on �ML in (17) or �SW
in (27) are no longer consistent (see Yuan and Hayashi, in press). Let

li (θ) = −1

2
ln

∣∣�(θ)
∣∣ − 1

2

[
xi − μ(θ)

]′
�−1(θ)

[
xi − μ(θ)

]
.

Consistent SEs of θ̂ are obtained by the square root of the diagonal elements of

(48)

[
n∑

i=1

l̈i (θ̂)

]−1[ n∑
i=1

l̇i (θ̂)l̇′i (θ̂)

][
n∑

i=1

l̈i (θ̂)

]−1

or the bootstrap procedure. In summary, misspecified models bring biases to parameter
estimates, make the commonly used SEs not consistent, and change the asymptotic
distributions of the test statistics from chi-squares to normal distributions.

A further interesting question involves the power of the test statistics. Most exist-
ing literature on power is based on the noncentral chi-square distribution (Hancock,
2001; Kim, 2005; MacCallum et al., 1996; Satorra, 2003; Satorra and Saris, 1985), al-
though there are some exceptions (Muthén and Muthén, 2002; Mooijaart, 2003; Yuan
and Hayashi, 2003). Noncentral chi-square distributions are valuable when comparing
the relative powers of two statistics (see Pitman, 1948), but using them to describe the
empirical distributions of overall test statistics at a given alternative is not really valid
due to (47) (see also Yuan, 2005a; Yuan and Hayashi, 2003). Another problem with
power studies in this field is that none of the existing statistics accurately control type I
errors even with normally distributed data when sample size is small (Bentler and Yuan,
1999). For medium to large sample sizes, a bootstrap procedure can be used for the
purpose of model testing and power analysis (Beran, 1986; Beran and Srivastava, 1985;
Bollen and Stine, 1993; Yuan and Hayashi, 2003; Yung and Bentler, 1996). Because
the critical value under the null hypothesis is estimated by simulation rather than from
the chi-square distribution, type I errors might be better controlled with a bootstrap
procedure. Since heavy tails in the sample will attenuate the power of all the statis-
tics (Yuan and Hayashi, 2003; Yuan, Bentler and Chan, 2004), combining the bootstrap
with a robust procedure can increase power in general. Also, in power analysis one has
to take into account the nonconverged replications in simulation or bootstrap (see Yuan
and Hayashi, 2003). When many nonconvergences occur, bootstrap or simulation ap-
proaches to inference and power are problematic. Then improved asymptotics such as
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(47) should provide a better approximation to the true power than that based on the non-
central chi-square distribution. Further methodological development to evaluate power
in SEM is needed.

3.5. Fit indices

Referring a statistic T = nD[x̄, S,μ(θ̂),�(θ̂)] to χ2
df is to test whether μ0 = μ(θ0)

and �0 = �(θ0). With fixed μ0 and �0, unless the models are correctly specified, T

generally increases with n according to equations (44) and (47), and is almost surely
significant when sample size is large. Alternative criteria, called fit indices, have been
developed to measure the approximation between model and data. There are many
model fit indices in the literature of SEM. Most of them are defined through a test
statistic T , and all aim to get rid of the effect of n. In the context of CSA, some fit in-
dices achieve this by comparing the substantive model to a base model. The commonly
used base model for CSA is �b = diag(σ11, σ22, . . . , σpp). For example, the normed fit
index (Bentler and Bonett, 1980) is defined as

NFI = 1 − T

Tb

= 1 − D[S,�(θ̂)]
D[S,�b(θ̂b)]

.

It is obvious that the effect of n on NFI is much smaller than that on T .
Let H0 represent the null hypothesis of correct model structure and H1 represent the

alternative hypothesis of a misspecified structure. Under the idealized assumption

(49)(T |H0) ∼ χ2
df , (T |H1) ∼ χ2

df (δ),

δ̂ = T − df is an unbiased estimate of the noncentrality parameter δ = nD(μ0,�0,

μ(θ∗),�(θ∗)) for mean and covariance structures, and δ = nD(�0,�(θ∗)) for CSA.
The larger the δ, the poorer the approximation between the model and the population
mean vector and covariance matrix or just the covariance matrix for CSA. Considering
CSA again, a model may not be perfect, but it should explain covariances substan-
tially better than the base model does. Thus in CSA, a good model should have a much
smaller δ than δb that corresponds to the base model. Notice that δ̂ may be negative due
to sampling error. Bentler (1990) defined the comparative fit index for CSA as

CFI = 1 − max(δ̂, 0)

max(δ̂, δ̂b)
.

It is obvious that CFI ∈ [0, 1] and the effect of n on CFI is much smaller.
A disadvantage of NFI and CFI is that they are defined for CSA only, since there is no

natural base model for a mean structure.7 A fit index that does not refer to a base model
is given by Steiger and Lind (1980). This can be used for mean as well as covariance
structures. The so called root-mean-square error of approximation (RMSEA) is given
by

RMSEA =
√

max[δ̂/(ndf ), 0],
7 When there is a mean structure, EQS uses only the covariance structure to define NFI and CFI.
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aiming to estimate {DML[μ0,�0,μ(θ∗),�(θ∗)]/df }1/2. Notice that RMSEA is solely
a function of T . When T ∼ χ2

df (δ), a confidence interval for δ or
√

δ/(ndf ) can be
obtained using (49) (see Browne and Cudeck, 1993).

Recommended cutoff values for NFI and CFI are 0.95, and that for RMSEA is
0.05. CFI > 0.95 or RMSEA < 0.05 implies a good model.8 However, useful cut-
off values for these indices may depend on many factors (Kenny and McCoach, 2003;
Yuan, 2005a). Confidence intervals for RMSEA based on the assumption (49) are also
recommended. Unfortunately, (49) does not hold even for TML with normally dis-
tributed data, the confidence interval for RMSEA as printed in SEM programs has
little statistical meaning. According to (47), δ̂/n is generally a biased estimate of
DML[μ0,�0,μ(θ∗),�(θ∗)] even when T = TML and data are normally distributed.
Because, under x ∼ N(μ,�), either DML[μ0,�0,μ(θ∗),�(θ∗)] > 0 or tr(U∗�) 
= df
in (47) is due to model misspecification, it might be more appropriate to abandon
the noncentrality parameter and just call (T − df )/n the measure of discrepancy.
When data are not normally distributed, (T − df )/n is not a sensible estimate for
DML[μ0,�0,μ(θ∗),�(θ∗)]. Raykov (2005) suggests using a bias-corrected bootstrap
estimate of the noncentrality parameter. Yuan and Marshall (2004) defined alternative
measures for lack of fit that do not depend on (49), they have not yet appeared in SEM
programs.

The above three fit indices are available in most SEM software. While there are
many other fit indices, they are also among the most widely used fit indices in the
applied literature. Further references and discussion on fit indices and their utilities and
problems are in Hu and Bentler (1998, 1999), Beauducel and Wittmann (2005), and
Yuan (2005a).

3.6. LM and Wald tests

In the specification of a SEM model, some parameters are fixed at known values or
are set to be equal; other parameters are free to be estimated. The initial model spec-
ifications are usually motivated by a substantive theory or to mimic a previous model
in a similar context. Such formulated models may not fit the given data set when eval-
uated. The Lagrangian multiplier (LM) test allows us to check whether prespecified
constraints or fixed parameters are statistically acceptable. The Wald (1943) test evalu-
ates whether free parameters need to be fixed. The LM test was developed in the context
of ML estimation with constraint by Aitchison and Silvey (1958). The same test was
proposed by Rao (1947), who called it the score test. However, the name LM test is
more widely used (Engle, 1984). Lee and Bentler (1980) studied the properties of LM
test for CSA within the GLS context. The theory of these tests in SEM was developed
by Bentler and Dijkstra (1985), Lee (1985), Bentler (1986), Satorra (1989), and Chou
and Bentler (1990) (see also Chou and Bentler, 2002). We will introduce these two tests
when DML[μ̂, �̂,μ(θ),�(θ)] is minimized for parameter estimates θ̂ , where μ̂ and �̂

are estimates of μ0 and �0, respectively. When μ̂ = x̄ and �̂ = S, θ̂ is the MLE under
constraints. We will first present the LM test, followed by the Wald test.

8 Cutoff values for fit indices vary in the applied literature. Many used CFI > 0.90 to indicate good model.
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Suppose not all parameters in θ are free, they are subject to equality constraints
h(θ) = 0, where h = (h1, h2, . . . , hr )

′ and the hr ’s are functionally independent. Then
the parameter estimate θ̂ by minimizing DML[μ̂, �̂,μ(θ),�(θ)] under the constraints
satisfies the first order Lagrangian condition

(50)

{
g(θ̂) − ḣ′(θ̂)λ̂ = 0,

h(θ̂) = 0,

where

g(θ) = β̇
′
(θ)W(θ)

(
μ̂ − μ(θ)

σ̂ + vech
[(

μ̂ − μ(θ)
)(

μ̂ − μ(θ)
)′] − σ (θ)

)

and λ̂ is a vector of r × 1 Lagrangian multipliers. Notice that when β0 = β(θ0) and

h(θ0) = 0, g(θ0)
P→ 0; because ḣ(θ0) is of full rank, it follows from (50) that λ̂

P→
λ0 = 0. When β0 = β(θ0) but h(θ0) 
= 0, then (50) implies λ̂

P→ λ0 
= 0. Thus, testing
h(θ0) = 0 is equivalent to testing λ0 = 0. Let B = β̇

′
W�Wβ̇,

A =
(

β̇
′
Wβ̇ ḣ′
ḣ 0

)
, A−1 =

(
A11 A12

A21 A22

)
.

Then, it follows from the inversion formula for partitioned matrices (Magnus and
Neudecker, 1999, p. 11)

A22 = −[
ḣ(β̇

′
Wβ̇)−1ḣ′]−1

,

A11 = (β̇
′
Wβ̇)−1 + (β̇

′
Wβ̇)−1ḣ′A22ḣ(β̇

′
Wβ̇)−1,

A12 = −(β̇
′
Wβ̇)−1ḣ′A22, A21 = A12 ′.

Under the assumptions β0 = β(θ0) and h(θ0) = 0,

(51)
√

n

(
θ̂ − θ0

λ̂

)
L→ N(0,�LM),

where

�LM =
(

A11BA11 A11BA12

A21BA11 A22BA22

)
.

A consistent estimate for �LM will be obtained by replacing θ by θ̂ and � by �̂. �̂ can
be the matrix St in Section 3.1, V̂ in Section 3.3 or �̂β0 in the next section, depending on
the μ̂ and �̂ used in the estimation process. When x ∼ N(μ0,�0), μ̂ = x̄ and �̂ = S,

A11BA11 = A11, A11BA12 = 0, A22BA22 = −A22.

Let θ̃ be the estimate of θ0 by minimizing DML[μ̂, �̂,μ(θ),�(θ)] without the con-
straint. When x ∼ N(μ0,�0), β0 = β(θ0), μ̂ = x̄ and �̂ = S, the LR statistic for
testing the constraint h(θ0) = 0 is

TLR = n
(
DML

[
μ̂, �̂,μ(θ̂),�(θ̂)

] − DML
[
μ̂, �̂,μ(θ̃),�(θ̃)

])
,
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and TLR
L→ χ2

r if the constraints hold. The LM statistic is given by

(52)TLM = nλ̂
′(

Â22B̂Â22)−1
λ̂.

Under the null hypothesis β0 = β(θ0) and h(θ0) = 0, TLM and TLR are asymptoti-
cally equivalent (see Engle, 1984). Thus, we can refer TLM to χ2

r to test whether the

constraints are satisfied. It follows from (51) that TLM
L→ χ2

r even when data are not
normally distributed or μ̂ 
= x̄ or �̂ 
= S. When data are normally distributed, both
TLR and TLM can be used to test h(θ0) = 0. The advantage in TLM is that only the con-
strained model needs to be estimated, which is more economical. Also, when estimating
a model under constraints, one can test any subset of (h1, h2, . . . , hr )

′ = 0 by focusing
on the involved constraints. A significant TLM implies that at least one of the involved
constraints is not true in the population.

Equation (50) can be solved by the following IRLS formula9 for θ and λ (see
Aitchison and Silvey, 1958; Browne and Du Toit, 1992)

(53)

(
θ (k+1)

λ(k+1)

)
=

(
θ (k)

λ(k)

)
+ α

(
β̇

(k)′W(k)β̇
(k)

ḣ(k)′
ḣ(k) 0

)−1 (
g(k) − ḣ(k)′λ(k)

−h(k)

)
,

where β̇
(k) = β̇(θ (k)), W(k) = W(θ (k)), h(k) = h(θ (k)), g(k) = g(θ (k)), and α is fixed

at 1.0 or chosen to allow

DML
[
μ̂, �̂,μ

(
θ (k+1)

)
,�

(
θ (k+1)

)] + h(k+1)′h(k+1)

< DML
[
μ̂, �̂,μ

(
θ (k)

)
,�

(
θ (k)

)] + h(k)′h(k).

The Wald test works in the opposite direction from that of the LM test, testing
whether θ0 satisfies the additional constraints

c(θ0) = 0,

where c = (c1, c2, . . . , cs)
′ and the cj ’s are functionally independent. Under c(θ0) = 0,

it follows from (51) that

√
nc(θ̂)

L→ N(0,�W),

where

�W = ċA11BA11ċ′.

Thus, the Wald statistic for testing c(θ0) = 0 is

(54)TW = c′(θ̂)�̂
−1
W c(θ̂).

When referred to χ2
s , a nonsignificant TW implies that all the constraints in c(θ) = 0

are statistically achievable and a more parsimonious model can be obtained. A special
case of TW is to refer θ̂/SE to N(0, 1).

9 Like in (18), one needs to check conditions to make sure that the converged solution is indeed the con-
strained MLE.
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The LM and Wald tests have been implemented in all SEM software. In EQS, these
tests can be used in an a priori fashion based on specific hypotheses, or in an a poste-
riori fashion to find restrictions to add or free parameters to fix. In LISREL, only the
univariate version of each of the tests is available and the LM test is called the model
modification index (Sörbom, 1989). When releasing fixed parameters or constraints fol-
lowing the LM tests, an initially poor model can quickly fit the data well. There are
concerns that using the LM test in a data-driven manner may capitalize on chance asso-
ciations in the data (e.g., MacCallum et al., 1992). This is a problem especially in small
samples, and some attempts have been made to provide adjusted statistics (e.g., Green
et al., 2001; Hancock, 1999). At a minimum, one needs to have an explanation or a new
theory when making changes to a model that was originally supported by theory.

The statistics TLM and TW , as formulated in (52) and (54), are asymptotically dis-
tribution free. The statistic TLR also has a rescaled version when data are not normally
distributed, which in general does not equal the difference between two rescaled sta-
tistics for the nested models (Satorra and Bentler, 2001). We need to note that the
asymptotic distributions of the three statistics are obtained based on the assumption
that the model (μ(θ),�(θ)), before implementing the constraints h(θ) = 0, is cor-
rectly specified. When (μ(θ),�(θ)) is not correctly specified, these tests may not lead
to proper inference about h(θ) = 0 even when data are normally distributed (see Yuan
and Bentler, 2004a).

4. Missing data

Incomplete or missing data exist in almost all areas of empirical research. They are es-
pecially common in social and behavioral sciences where surveys or questionnaires are
the main sources for acquiring data. Rubin (1976) (see also Little and Rubin, 2002) sys-
tematically classified missing data according to the process that causes missing data to
occur, he called such a process the missing data mechanism. Missing completely at ran-
dom (MCAR) is a process in which missingness of the data is independent of both the
observed and the missing values; missing at random (MAR) is a process in which miss-
ingness of the data is independent of the missing values, but depends on the observed
measurements. When the missingness depends on the missing values themselves, the
process is not missing at random (NMAR).

Due to its flexibility in modeling survey data and capability of controlling measure-
ment errors, SEM with missing data has been well studied (see Allison, 2003). Most
methodology developments focus on the ML procedure by assuming normally distrib-
uted data (Allison, 1987; Brown, 1983; Finkbeiner, 1979; Jamshidian and Bentler, 1999;
Kim and Bentler, 2002; Lee, 1986; Lee et al., 2003; Muthén et al., 1987; Song and Lee,
2002; Tang and Bentler, 1998). The popularity of ML with missing data is due to several
reasons. First, with missing values in the sample, it is not clear how to directly apply
the GLS or AGLS procedures. These procedures can be applied when removing all the
cases with missing values, but that will result in inconsistent or inefficient parameter
estimates. Second, one has to specify a distribution in order to use the EM-algorithm
(Dempster et al., 1977) to facilitate parameter estimation. There are many multivariate
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distributions to choose in principle, without knowing the exact distribution of the pop-
ulation, the normal distribution is a natural and convenient choice. Third, according to
Rubin (1976), the property of parameter estimates by any methods is closely related
to missing data mechanisms. ML preserves many of its properties when MCAR and
MAR mechanisms are ignored while other estimation procedures may not. When miss-
ing values are NMAR, ML is still necessary in modeling the missing data mechanism
to get consistent parameter estimates (Poon et al., 1997; Tang and Lee, 1998; Lee and
Tang, in press). Because the normal theory or any other likelihood function may not
be correctly specified, the ML procedure also needs modifications and remedies. We
will discuss the ML procedure based on multivariate normal- and t-distribution as well
as their extensions for SEM with missing data in this section. Readers interested in
ML procedures based on other distributions and the related Markov chain Monte-Carlo
method for missing data are referred to Lee et al. (2003) and Song and Lee (2002), and
for modeling missing data mechanism that is NMAR are referred to Lee and Tang (in
press).

When the ith case contains missing values, let’s still use xi to denote the pi � p

observed variables. Let μi be the subvector of μ and �i be the submatrix of � cor-
responding to xi . Then, by ignoring the missing data mechanisms, the log likelihood
function based on the normal distribution assumption of xi ∼ Npi

(μi ,�i ) is given by

(55a)l(θ) =
n∑

i=1

li (θ),

where

(55b)li (θ) = −1

2

{
log

∣∣�i (θ)
∣∣ + (

xi − μi (θ)
)′
�−1

i (θ)
(
xi − μi (θ)

)}
.

The MLE θ̂ can be obtained by maximizing (55) using an iterative procedure as in (18).
Since each xi may have different marginal variables, the first and second derivatives
of the l(θ) in (55) is complicated both analytically and in numerical evaluations. The
EM-algorithm facilitates the maximization of (55a) without computing the derivatives
of μi (θ) and �i (θ) for every missing data pattern. In this algorithm, we do not work
with (55) but the likelihood function for the complete data as in (13). There is an E-step
and a M-step in EM. The E-step is to calculate the conditional expectation of (13) given
the observed data and current parameter values. With missing data being replaced by
their expected values, the M-step is to maximize (13) with respect to θ , which can be
performed by (18). Let’s rewrite (13) as

l(θ) = −n

2
ln

∣∣�(θ)
∣∣

− n

2
tr

{
�−1(θ)

[
1

n

n∑
i=1

xix′
i −

(
1

n

n∑
i=1

xi

)
μ′(θ)

(56)− μ(θ)

(
1

n

n∑
i=1

xi

)′
+ μ(θ)μ′(θ)

]}
,
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and denote by xio the vector of observed variables for the ith case. The expected value
of (56) given the observed data involves E(xi |xio) and E(xix′

i |xio). Suppose the ith
case has the pattern xi = (x′

io, x′
im)′, where xim contains the missing variables. Then

E(xi |xio) =
(

xio

E(xim|xio)

)
,

E(xix′
i |xio) =

(
xiox′

io xioE(xim|xio)
′

E(xim|xio)x′
io E

(
ximx′

im|xio

) )
.

Corresponding to xi = (x′
io, x′

im)′, let

μ(c) =
(

μo

μm

)
and �(c) =

(
�oo �om

�mo �mm

)

be the current mean vector and covariance matrix evaluated at θ (c). It follows from the
normal distribution assumption that

E(xim|xio) = μm + �mo�
−1
oo (xio − μo),

E
(
ximx′

im

∣∣ xio

) = (
�mm − �mo�

−1
oo �om

) + E(xim|xio)E(xim|xio)
′.

Of course, the pattern of missing values may change from case to case and we will
need to put the expected values at the right positions. Once

∑n
i=1 E(xi |xio) and∑n

i=1 E(xix′
i |xio) are obtained, the E-step is completed. Let

x̄(c) = 1

n

n∑
i=1

E(xi |xio)

S(c) = 1

n

n∑
i=1

E
(
xix′

i

∣∣ xio

) − x̄(c)x̄(c)′ .

The M-step is to maximize

l(θ) = −n

2
ln

∣∣�(θ)
∣∣

(57)− n

2
tr
{
�−1(θ)

[
S(c) + (

x̄(c) − μ(θ)
)(

x̄(c) − μ(θ)
)′]}

with respect to θ at θ (c+1). Note that (57) is just (13) when replacing x̄ by x̄(c) and S by
S(c). So the IRLS procedure in (18) can be used to obtain θ (c+1). This finishes one cycle
of the EM-algorithm. One then needs to, in turn, evaluate μ(c+1) and �(c+1) at θ (c+1),
complete the E-step by obtaining the x̄(c+1) and S(c+1), and proceed to the next M-step
by obtaining θ (c+2). Continue with this process until convergence10 leads to θ̂ . For the
saturated model, the M-step, β(c+1) = (x̄(c)′ , vech′(S(c)))′, does not need any iteration,
which really reflects the beauty of the EM-algorithm.

10 One has to use multiple starting values and check the Hessian matrix at the convergence to make sure the
MLE is indeed obtained.
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When x ∼ Np(μ0,�0) and all the missing data are either MCAR or MAR, the MLE
θ̂ is consistent and asymptotically normally distributed. Let

A(θ) = −1

n

n∑
i=1

l̈i (θ),

where li (θ) is given by (55b). The matrix A(θ̂) is called the observed information ma-
trix (Efron and Hinkley, 1978). Let I(θ) = E[A(θ)], where the expectation is with
respect to the distribution of the observed xi and the missing data mechanisms. Suppose
limn→∞I(θ0) exists and we denote it by Iθ0 . Then

(58)
√

n(θ̂ − θ0)
L→ Nq

(
0,I−1

θ0

)
.

When all the missing data are MCAR, then I(θ0) becomes

(59)IMCAR = β̇
′
⎛
⎜⎝

1
n

∑n
i=1 G′

i�
−1
i Gi 0

0
1

2n

n∑
i=1

H′
i

(
�−1

i ⊗ �−1
i

)
Hi

⎞
⎟⎠ β̇,

where Gi = ∂μi/∂μ′ and Hi = ∂ vec(�i )/∂σ ′. When the model is saturated, β̇ = I
and (59) becomes a diagonal matrix. The matrix IMCAR is often called the expected in-
formation matrix, the implicit assumption in taking the expectation is xi ∼ Npi

(μi ,�i )

or all the missing data are MCAR. When data are MAR, however, Iθ0 
= IMCAR.
Kenward and Molenberghs (1998) explained the difference between Iθ0 and IMCAR
using simple examples. Specifically, they showed that, for saturated model with p = 2,
Iθ0 is not block diagonal. Yuan (2005b) further showed that the structure of Iθ0 is
closely related to the missing data schemes or how the missing values are related to the
observed values, the general MAR mechanism alone does not determine the structure
of Iθ0 . Because missing data schemes are generally unknown, we cannot analytically
calculate Iθ0 . A consistent estimate for Iθ0 is given by A(θ̂). So with MAR or MCAR
mechanism and x ∼ Np(μ0,�0), we can get both the consistent parameter estimates
and SEs. Similarly, the likelihood ratio statistic by ignoring MAR or MCAR mechanism
also follows a chi-square distribution, that is,

(60)TML = −2
[
l(θ̂) − l(β̂)

] L→ χ2
df .

So, except the need for observed information matrix in computing SEs, when x ∼
N(μ,�), inference for SEM with missing data that are MAR and MCAR is the same
as for complete data. We want to reemphasize that, with MAR data, the observed infor-
mation has to be used in order to provide consistent SEs for θ̂ . Most of the technical
development for mean and covariance structure analysis did not make this point clear
(e.g., Brown, 1983; Lee, 1986; Allison, 1987; Muthén et al., 1987; Jamshidian and
Bentler, 1999).

Although ML with missing data has many nice properties, in modeling real mul-
tivariate data, specifying the correct distribution for the likelihood function is always
challenging if not impossible. When the data model or distribution specification is in-
correct, the ML is commonly called pseudo-ML. Gourieroux et al. (1984) studied the



Structural equation modeling 331

property of pseudo-ML for complete data. Applying the theory of pseudo-ML to mean
and covariance structure analysis by ignoring the missing data mechanisms, Arminger
and Sobel (1990) provided a sandwich-type covariance matrix to estimate the asymp-
totic covariance matrix of the pseudo-MLEs. However, Laird (1988) and Rotnitzky and
Wypij (1994) implied that, when the distribution form is misspecified, the MLEs are
inconsistent unless the missing data mechanism is MCAR. When the distribution is mis-
specified, the corresponding normal equation is called estimating equation. Liang and
Zeger (1986) also implied that, for nonnormally distributed data, MCAR mechanism
is necessary for estimators obtained from solving estimating equations to be consis-
tent. Admitting the misspecification of distributions in several normal theory ML based
procedures, Yuan and Bentler (2000b) assumed MCAR mechanism to avoid the con-
sistency issues of the MLE. For the same reason, Yuan, Marshall and Bentler (2002)
assumed MCAR mechanism in the development for EFA with missing data. However,
the limited simulation results in Yuan and Bentler (2000b) indicate that there are no
obvious biases in the pseudo-MLEs even when the mechanism is MAR. Actually, none
of the above mentioned papers rigorously studied the consistency property of pseudo-
MLE with MAR data. Results in Yuan (2005b) imply that, under certain conditions, the
normal theory based pseudo-MLE is consistent and asymptotically normally distributed
even with MAR data. The asymptotic covariance matrix of the pseudo-MLE is given
by a sandwich-type covariance matrix. So we can now assume MAR mechanism in the
normal theory ML procedures for nonnormally distributed data.

When data are nonnormally distributed, θ̂ is still consistent when MAR or MCAR
mechanisms in the normal theory based likelihood function are being ignored. The as-
ymptotic distribution of θ̂ is given by

(61)
√

n(θ̂ − θ0)
L→ Nq(0,�θ0),

where �θ0 = I−1
θ0

Bθ0I−1
θ0

with

Bθ0 = lim
n→∞

1

n

n∑
i=1

l̇i l̇
′
i .

A consistent estimator for Iθ0 is given by the observed information matrix A(θ̂) and
that for Bθ0 is given by

B̂θ0 = 1

n

n∑
i=1

l̇i (θ̂)l̇′i (θ̂),

where li (θ) is given by (55b). Notice that the �̂θ0 here has essentially the same an-
alytical expression as (48). The matrix in (48) accounts for misspecifications in both
the distribution form and the structural model; �̂θ0 accounts for misspecification in the
distribution form and the lack of modeling missing data mechanisms in (55b).

Similar to the case for complete data, TML will not approach a chi-square distribution
in general with nonnormally distributed data. The AGLS procedure has to be used to
obtain a statistic that asymptotically follows a chi-square distribution. Notice that (58)
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and (61) also apply to the saturated model with

√
n(β̂ − β0)

L→ Nq

(
0,I−1

β0

)
when data are normally distributed, and

√
n(β̂ − β0)

L→ Nq(0,�β0)

when data are nonnormally distributed. When data are complete, �β0 reduces to �
in (22). Let the consistent estimator of �β0 be

�̂β0 =
(

�̂β011 �̂β012

�̂β021 �̂β022

)
.

Then the AGLS procedures can proceed as in Section 2 when replacing t̄ by β̂ and �̂
by �̂β0 . Especially, the statistic TML in (60) can be characterized by

(62a)TML =
df∑

j=1

κj z
2
j + op(1),

where κj are the nonzero eigenvalues of Uβ0�β0 with

(62b)Uβ0 = Iβ0 − Iβ0 β̇(β̇
′Iβ0 β̇)−1β̇

′Iβ0 .

Similarly, Iβ0 can be consistently estimated by

A(β̂) = −1

n

n∑
i=1

l̈i (β̂)

and β̇ by β̇(θ̂). Let κ̂ = tr(Ûβ0�̂β0)/df , then the rescaled statistic is given by

TRML = κ̂−1TML,

which asymptotically follows a distribution with mean df . All other statistics parallel
to those in Section 2 are also straightforward to define (see Yuan and Bentler, 2000b).
Especially, the AGLS type statistics asymptotically follow χ2

df . However, with missing
data, it has not been shown that the rescaled statistics in CSA will asymptotically fol-
low χ2

df c
even when x follows an elliptical symmetric distribution. Similarly, a parallel

asymptotic robustness condition in CSA with missing data has not been established.
In addition to those procedures parallel to Section 2, there also exists a so called

two-stage ML (TML) approach by minimizing

DML
[
μ̂, �̂,μ(θ),�(θ)

] = [
μ̂ − μ(θ)

]′
�−1(θ)

[
μ̂ − μ(θ)

]
+ tr

[
�̂�−1(θ)

] − log
∣∣�̂�−1(θ)

∣∣ − p

for parameter estimate θ̆ , where μ̂ and �̂ are the normal theory MLE for the saturated
model. Due to missing data, the TML procedure is not equivalent to the ML procedure
even when data are normally distributed. Especially,

TTML = nDML
[
μ̂, �̂,μ(θ̆),�(θ̆)

]
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does not approach χ2
df in general even for normally distributed data. But consistent SEs

and rescaled statistics can be constructed. Specifically, the TML estimator θ̆ satisfies

√
n(θ̆ − θ0)

L→ N(0,�TML),

where

�TML = (β̇
′
Wβ̇)−1(β̇

′
W�β0 Wβ̇)(β̇

′
Wβ̇)−1

with W being defined in (12). The distribution of TTML is characterized by

(63)TTML =
df∑

j=1

κj z
2
j + op(1),

where κj are the nonzero eigenvalues of U�β0 with U being defined in (26). When a
rescaled statistic is computed in the usual way, the concern of Enders and Peugh (2004)
that there is no appropriate sample size becomes irrelevant. Comparing (63) to (62), W
is block-diagonal while the Iβ0 is not block-diagonal in general. When all the missing
data are MCAR, Iβ0 is block-diagonal but it still does not equal W unless there is no
missing data or the proportion of missing data approaches zero (see Yuan and Bentler,
2000b).

Notice that, like the normal theory ML for complete data, the normal theory based
ML procedure for missing data is not robust against outliers and will lead to ineffi-
cient θ̂ when x has heavy tails. With missing data, robust procedures for estimating μ0
and �0 based on the multivariate t-distribution (Little, 1988) and others (Cheng and
Victoria-Feser, 2002; Ruppert, 1992) have been developed. Yuan (2001), Yuan and
Bentler (2001a), and Yuan, Marshall and Bentler (2002) studied robust procedures for
EFA, SEM and multiple group analysis with missing data. The equations characteriz-
ing the distributions of θ̂ in (61) and TML in (62) also hold when changing the li (θ) in
(55b) to the likelihood function based on the multivariate t-distribution (see Yuan and
Bentler, 2001a; Yuan, Marshall and Bentler, 2002). However, the EM-algorithm has to
be based on the multivariate t-distribution, and the expected information matrix will not
be given by (59) even when all the missing data are MCAR. When the distribution is
misspecified, the normal theory based MLE θ̂ is consistent, while the MLE based on a
multivariate t-distribution may not be consistent even for complete data (see Gourieroux
et al., 1984).

Before ending this section, we want to emphasize that MCAR, MAR or NMAR is
not just an assumption but reflects the truth within the data. Similarly, the true distri-
bution of the data in the normal theory ML does not depend on whether one admits
the misspecification of the likelihood function. Whatever the assumption is, once a pro-
cedure is chosen, the parameter estimates are the same, whether we call it an MLE
or a pseudo-MLE. Although the normal theory MLEs are consistent when the missing
data are MCAR or MAR, these procedures still need to be used with caution because
the methods themselves cannot tell whether some missing data are NMAR. When data
are not normally distributed, procedures that admit misspecification of distributions and
make proper adjustments perform better (Enders, 2001; Savalei and Bentler, 2005).
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5. Multiple groups

In the practice of data analysis, we often have several samples. For example, we may
have samples from males and females, from different ethnic or age groups, or even from
different countries. When different groups have the same population distribution, then
the samples should be combined for better inference. When the samples are from dif-
ferent populations, it is important to understand how the populations might differ. In
the context of SEM, the difference between different groups may be in factor loadings,
regression coefficients, or means and variances of factors. Motivated by such practi-
cal problems, Jöreskog (1971) developed a maximum likelihood approach to CSA with
multiple groups; Lee and Tsui (1982) developed normal theory GLS approach. Sörbom
(1974) studied differences in factor means across groups. Considering that practical
data may not be normally distributed, Bentler et al. (1987) and Muthén (1989a) pro-
posed GLS approaches to parameter estimation and model testing for multi-group SEM.
Satorra (2000) proposed scaled tests in multi-group analysis of moment structures. Be-
cause practical data may have missing values as well as heavy tails, Yuan and Bentler
(2001a) developed a unified approach to multi-group SEM, which uses more efficient
estimates of μ0 and �0 than x̄ and S. This approach is a natural extension of the methods
in the previous sections and will be described below.

Suppose there are m groups, and for the j th group we have a sample of size nj

whose population mean vector and covariance matrix are μj0 and �j0, j = 1, . . . , m.
When data are normally distributed, we will use the sample mean vectors x̄j and sample
covariance matrices Sj to estimate their population counterparts. When samples contain
heavy tails or missing data, we may estimate μj0 and �j0 by the methods in Sections 3.3

or 4. Whatever the estimates are, we denote them by μ̂j , �̂j and let β̂j = (μ̂′
j , σ̂

′
j )

′

with σ̂ j = vech(�̂j ). Then, it follows from Sections 3 and 4 that

√
nj (β̂j − βj0)

L→ N(0,�j ),

where βj0 = (μ′
j0, σ

′
j0)

′ with σ j0 = vech(�j0), and there exists a consistent estimator

�̂j for �j . It is typical that the μj0 in all the groups are of the same dimension, but
we do not need to assume this. When they are not, we let pj be the dimension of
μj0. Although the pj ’s can be different, in practice, the samples in different groups
should be comparable. For example, the samples are obtained by administering the same
questionnaire to the m groups. The interest is in comparing the mean and covariance
structures βj (θ j ) = (μ′

j (θ j ), σ
′
j (θ j ))

′ for j = 1, . . . , m. Similar to the analysis with a
single sample, there are ML, GLS, and AGLS procedures for parameter estimation and
model evaluation (Bentler et al., 1987). We will only present the procedure based on
minimizing DML for the following reasons: (a) When data are normal, minimizing DML
with data x̄j and Sj generates asymptotically most efficient parameter estimates. (b) For
data with influential cases or outliers, using robust estimates μ̂j and �̂j in DML still
leads to very efficient parameter estimates and statistics approximately following chi-
square distributions (Yuan, Bentler and Chan, 2004; Yuan and Hayashi, 2003). (c) The
estimation process of minimizing DML is quite stable, which is very important when
modeling several groups simultaneously.
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Assuming the m samples are independent and normally distributed, the joint ML
discrepancy function parallel to (15) is given by

Dm
ML(θ) =

m∑
j=1

nj

N

([
μ̂j − μj (θ j )

]′
�−1

j (θ j )
[
μ̂j − μj (θ j )

]

(64)+ tr
[
�̂j�

−1
j (θ j )

] − log
∣∣�̂j�

−1
j (θ j )

∣∣ − p
)
,

where N = n1 + · · · + nm and θ = (θ ′
1, θ

′
2, . . . , θ

′
m)′. When all the θ j are freely

estimated, the θ̂ j , j = 1, . . . , m, obtained by minimizing (15) for the individual groups
will simultaneously minimize Dm

ML(θ). SEs for each θ̂ j based on (17) for normal data
or (27) for nonnormally distributed data are still asymptotically valid. When all the
samples are normally distributed and μ̂j = x̄j and �̂j = Sj , T m

ML = NDm
ML(θ̂) is

the LR statistic for testing all the models simultaneously. The rescaled statistic T m
RML

will be the summation of the individual TRML’s, as are the degrees of freedom. There
is no need for extra development when all the θ j ’s are not related. The analysis of
multiple groups is interesting only when we put constraints on the separate θ j ’s. When
all samples come from the same population, all the θ j ’s may be constrained or equal. In
a less restricted setting, only certain parameters may be constrained equal. For example,
the factor loadings for the male group may equal those for the female group while factor
correlations or error variances are not held to be equal.

Suppose there are r constraints, represented by h(θ) = 0. Estimation of

θ0 = (
θ ′

10, θ
′
20, . . . , θ

′
m0

)′

involves minimizing (64) under h(θ) = 0. So multi-group analysis turns into essentially
the same problem as in Section 3.6. Especially, the parameter estimator θ̂ also satisfies
the first order Lagrangian condition as in (50), but the g should be replaced by

g(θ) = (
g′

1(θ1), g′
2(θ2), . . . , g′

m(θm)
)′

with

gj (θ j ) = nj

N
β̇

′
j (θ j )Wj (θ j )

×
(

μ̂j − μj (θ j )

σ̂ j + vech
{[

μ̂j − μj (θ j )
][

μ̂j − μj (θ j )
]′} − σ j (θ j )

)
.

The estimate θ̂ can also be obtained by the IRLS procedure11 as in (53), but the matrix
β̇

′
(θ)W(θ)β̇(θ) there should be replaced by

H(θ) = diag
(
H1(θ1), H2(θ2), . . . , Hm(θm)

)
with Hj (θ j ) = nj

N
β̇

′
j (θ j )Wj (θ j )β̇j (θ j ).

11 Again, one needs to check conditions to make sure that the converged solution is indeed the constrained
minimum of (64).
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To characterize the distribution of θ̂ , we need additional notation. Assume nj/N →
γj and denote

Hγ (θ) = diag
(
Hγ 1(θ1), Hγ 2(θ2), . . . , Hγm(θm)

)
with Hγj (θ j ) = γj β̇

′
j (θ j )Wj (θ j )β̇j (θ j ),

Aγ =
(

Hγ (θ0) ḣ′(θ0)

ḣ(θ0) 0

)
, A−1

γ =
(

A11
γ A12

γ

A21
γ A22

γ

)
,

Wγ = diag
(√

γ1W1, . . . ,
√

γmWm

)
,

β̇ = diag(β̇1, . . . , β̇m), � = diag(�1, . . . ,�m).

Then, under standard regularity conditions, including γj > 0, j = 1, 2, . . . , m,

√
N(θ̂ − θ0)

L→ N
(
0,�m

SW

)
,

where �m
SW = A11

γ ϒγ A11
γ with

ϒγ = β̇
′
Wγ �Wγ β̇.

A consistent estimator �̂
m

SW of �m
SW can be obtained when θ is replaced by θ̂ , γj by

nj/N , and �j by �̂j . SEs of θ̂ follow from square roots of the diagonal elements of

�̂
m

SW. When data are normally distributed β̂j = (x̄′
j , vech′(Sj ))

′, �j = W−1
j , ϒγ =

Hγ and �m
SW = A11

γ ϒγ A11
γ = A11

γ . This corresponds to the standard results obtained
when using the normality assumption for all the samples. Similar to Section 3.6, the LM
statistic

TLM = N λ̂
′(

Â22
γ ϒ̂γ Â22

γ

)−1
λ̂

can be used to test the significance of h(θ0) = 0.
Let

W = diag(W1, . . . , Wm), U = W − Wγ β̇A11β̇
′
Wγ .

Then

(65)T m
ML = NDm

ML(θ̂) =
df∑

j=1

κj z
2
j + op(1),

where the κj ’s are the nonzero eigenvalues of U� and df = ∑m
j=1 pj (pj +3)/2−q+r .

Similar to the one-group case, a simple rescaling on T m
ML can result in a statistic that is

better approximated by χ2
df . Let κ̂ = tr(Û�̂)/df . Then the rescaled statistic

T m
RML = T m

ML/κ̂

approaches a distribution with mean equal to that of χ2
df . A special case is when data

are normally distributed and β̂j = (x̄′
j , vech′(Sj ))

′. Then � = W−1 and all the κj ’s
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in (65) are equal to 1. Thus

T m
ML

L→ χ2
df ,

which is the basis for the likelihood ratio statistic in multiple groups.
Notice that, minimizing the Dm

ML(θ) in (64) for θ̂ using the MLEs β̂j is a two-stage

estimation approach. This is not the only option. With missing data, θ̂ is different from
the MLE that is based on xij ∼ Npij

(μij ,�ij ), where xij is the vector of observed
values for the ith case in the j th group, μij is a subvector of μj and �ij is a submatrix
of �j . The direct MLE of θ0 is obtained by maximizing

lm(θ) =
m∑

j=1

nj∑
i=1

lij (θ),

under the constraint h(θ) = 0, where

lij (θ) = −1

2

{
log

∣∣�ij (θ)
∣∣ + (

xij − μij (θ)
)′
�−1

ij (θ)
(
xij − μij (θ)

)}
.

The MLE can also be obtained by an IRLS procedure as in (53). The covariance ma-
trix of the MLE is consistently estimated by a sandwich-type matrix in general, and by
the inverse of the observed information matrix when all the data are normally distrib-
uted. Especially, the likelihood ratio statistic asymptotically follows χ2

df when data are

normally distributed. Comparing the MLE to the two-stage estimator θ̂ with missing
data, the MLE is more efficient than θ̂ when all the samples are normally distributed.
When data are not normally distributed, it is not clear which one is more efficient. The
two-stage procedure by first obtaining a consistent estimate of the saturated model, as
described in this section, is recommended. In the statistical literature, there are more
procedures to estimate μ0 and �0 than to estimate θ0 (Cheng and Victoria-Feser, 2002;
Little, 1988). When new procedures of estimating μ0 and �0 are available, they can be
easily adapted into SEM by using (64).

There are important interpretive issues associated with the practice of SEM with
multiple groups. As noted, anywhere from no parameters to all parameters may be equal
across groups, but some care has to be taken that models are specified correctly for
equality to be likely. For example, factor loadings are liable to maintain invariance only
when the metric of variables and factors is similar across groups. If factor loadings
are not equal across groups, differences in factor covariances or in factor means become
difficult to interpret. After all, what is the meaning of a mean difference on a factor when
it has different implications in different groups? Meredith (1993), Millsap (1997, 1998)
and Lubke et al. (2003) have provided good discussions on the technical issues involved.
Unfortunately, in real data analysis, obtaining precise invariance is very difficult, and
there is some agreement that small factor loading differences will not seriously impact
comparison of results across groups (Byrne et al., 1989; Byrne and Watkins, 2003).
A related issue is when T m

ML is highly significant before implementing the constraints
h(θ) = 0. Then, a nonsignificant difference in T m

ML does not necessarily imply that the
model with the constraints is a better model (see Yuan and Bentler, 2004a).
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This section only presented multi-group estimation based on the ML discrepancy
function. It is straightforward to define a unified approach using the GLS or AGLS
discrepancy functions, parallel to those in Bentler et al. (1987) or Muthén (1989a). As
in the one-group case, when models are correctly specified, using the GLS approach will
lead to parameter estimates and test statistics that are asymptotically equivalent to those
given by the ML approach. The AGLS approach will result in estimates having better
asymptotic properties, but they tend to be less efficient empirically. The nonconvergence
problem of the AGLS discrepancy function in the one-group case will be more severe
in the multi-group case because the model size and data dimension in the multi-group
case is m times that of the one-group case.

It is well known that one can use a regression approach to deal with the ANOVA
model. Similarly, when the interest is in mean comparison with the same covariance
structure across all the groups, multi-group analysis also can be modeled as a single
sample problem after a proper coding for group membership (Muthén, 1989b). Kano
(2001) showed that when all the substantive variables are normally distributed, ML
inference still leads to a correct analysis when treating the membership variable as nor-
mally distributed.

6. Multilevel models with hierarchical data

Data in social and behavioral sciences are often hierarchically organized. For example,
households are nested within neighborhoods, neighborhoods are nested within cities,
and cities are further nested within countries; students are nested within classes, classes
are nested within schools, and schools are further nested within school districts. Because
of the hierarchical structure, cases within a cluster are generally correlated. Analytical
methods for such data have to explicitly model these correlations in order to get reliable
results. Two main classes of multilevel models that have been well studied are hierar-
chical linear models (HLM) and multilevel SEM models. Here, we will only present
multilevel SEM models and related analytical methods. Interested readers for hierar-
chical regression models are referred to Raudenbush and Bryk (2002) and Goldstein
(2003).

Similar to the conventional SEM model, the multilevel SEM model takes measure-
ment errors into account in the hierarchical data structure (Goldstein and McDonald,
1988; Longford, 1993; McDonald and Goldstein, 1989). Multiple indicators are also
necessary in order to model the relationship among the latent constructs. Methodology
development for multilevel SEM also started with the normal distribution assumption
(du Toit and du Toit, in press; Goldstein and McDonald, 1988; Lee, 1990; Lee and
Poon, 1998; Liang and Bentler, 2004; Longford, 1993; McDonald and Goldstein, 1989;
Muthén, 1994, 1997). With data sets from many nested units, the normal distribution
assumption is more likely to be violated for multilevel data than for a single sample.
Analytical methods for multilevel SEM with nonnormally distributed data are also well
developed (Lee and Shi, 2001; Lee and Song, 2001; Poon and Lee, 1994; Yuan and
Bentler, 2002b, 2003, 2004b, 2005, 2006b). As in conventional SEM, there are GLS
and AGLS procedures as well as rescaled statistics for multilevel SEM. We will only
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present the normal theory based ML procedure and use the sandwich-type covariance
matrix and rescaled or residual-based statistics to adjust for violations of the distribu-
tion assumption. We will also briefly discuss limited results on asymptotic robustness
as well as some special properties when data are elliptically distributed. Although the
number of levels can be arbitrary in formulating a multilevel model, we only explicitly
consider 2-level models; generalization from a 2-level model to a higher level model is
straightforward. As we shall see, the sample size at the highest level plays a key role
when inferring parameters at that level as well as when evaluating the overall model
structure. Unless there is a large sample size at the highest level, one needs to avoid
formulating a model with many levels.

Consider test scores yij for student i from school j , i = 1, 2, . . . , nj , j =
1, 2, . . . , J . Because students from the same school share the same school resource, yij

with fixed j are generally correlated. Let zj be the vector containing school resource
variables such as the number of computers, teach/student ratio, etc. Then zj only varies
at the school level. Liang and Bentler (2004) provided the following formulation of the
above data structure

(66)

(
zj

yij

)
=

(
zj

vj

)
+

(
0

uij

)
,

where uij represents the level-1 (within-group) components, and vj represents the
level-2 (between-group) components. It is typically assumed that (z′

j , v′
j )

′ and uij are
statistically independent, and that the correlations between yij and yi′j are due to vj .
Following Liang and Bentler’s setup, we assume E(uij ) = 0. The model implied means
and covariances are

μ = E

(
zj

vj

)
=

(
μz

μv

)
,

�b = Cov

(
zj

vj

)
=

(
�zz �zv

�vz �vv

)
, �w = Cov(uij ).

Each of these matrices may be hypothesized to be generated by more basic parame-
ters. As a specific example, with academic achievement data, the yij may contain p1
scores that test quantitative, verbal and spatial abilities. Then we might hypothesize the
following CFA model

(67a)uij = �wfwij + ewij , �w = �w�w�′
w + �w,

where E(fwij ) = 0, E(ewij ) = 0, �w is a p1×3 matrix, �w is a 3×3 correlation matrix
and �w is a p1 × p1 diagonal matrix. We may also hypothesize that school resources
affect achievement scores through a single dimension latent variable as in

(67b)vj = λbfbj + ebj ,

and fbj is further predicted by the p2 variables in zj through

(67c)fbj = α + β ′zj + εj ,

where λb is a p1 ×1 vector, μz = E(zj ) is a p2 ×1 vector, �zz is a p2 ×p2 free matrix,
E(ebj ) = 0, Cov(ebj ) = �b is a p1 × p1 diagonal matrix, E(εj ) = 0, ψ = Var(εj ) is
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a scalar. Thus we have

μv = λb(α + β ′μz), �zv = �zzβλ′
b,

(67d)�vv = λb(β
′�zzβ + ψ)λ′

b + �b.

Equations (67a)–(67d) define an interesting multilevel structure. Let the free parameters
in the model be θ , the model structures for (67) and in general can be represented by
μ(θ), �b(θ) and �w(θ).

Let ȳj = ∑nj

i=1 yij /nj . Then the covariance matrix of bj = (z′
j , ȳ′

j )
′ is

�j = Cov(bj ) =
(

�zz �zv

�vz �vv + n−1
j �w

)
.

Let σw = vech(�w) and σ b = vech(�b). Then

σ j = vech(�j ) = σ b +
(

0pa×1

n−1
j σw

)
= σ b + n−1

j Cσw,

where C = (0p∗×pa , Ip∗)
′ with p∗ = p1(p1 + 1)/2 and pa = p2(2p1 + p2 + 1)/2. If

we further assume that the data yij and zj are normally distributed, the log likelihood
function for (66) is (Liang and Bentler, 2004; Yuan and Bentler, 2003)

l(θ) = − (N − J )

2

{
log

∣∣�w(θ)
∣∣ + tr

[
�−1

w (θ)Sy

]}

(68)− 1

2

J∑
j=1

{
log

∣∣�j (θ)
∣∣ + tr

[
�−1

j (θ)Rj (θ)
]}

,

where N = n1 + · · · + nJ ,

Sy = 1

N − J

J∑
j=1

nj Sj with nj Sj =
nj∑
i=1

(yij − ȳj )(yij − ȳj )
′,

and

Rj (θ) = (
bj − μ(θ)

)(
bj − μ(θ)

)′
.

Let θ̂ maximize (68), then it asymptotically follows a normal distribution. To facilitate
the technical development we denote

Ww = 2−1D′
p1

(
�−1

w ⊗ �−1
w

)
Dp1,

Wj = 2−1D′
(p1+p2)

(
�−1

j ⊗ �−1
j

)
D(p1+p2).

Notice that N is the total level-1 sample size and J is the level-2 sample size. Because
N is generally much bigger than J , estimates for parameters that appear in the level-1
model will be closer to their population values. We will distinguish level-1 and level-2
parameters in characterizing the distribution of θ̂ . Let θw be the parameters that appear
in level-1 covariance structure �w(·) and the remaining parameters be θb, with θ =
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(θ ′
b, θ

′
w)′, and

μ̇b(θ) = ∂μ(θ)

∂θ ′
b

, μ̇w(θ) = ∂μ(θ)

∂θ ′
w

,

σ̇ bb(θ) = ∂σ b(θ)

∂θ ′
b

, σ̇ bw(θ) = ∂σ b(θ)

∂θ ′
w

, σ̇ww(θ) = ∂σw(θ)

∂θ ′
w

,

IJ11 = 1

J

J∑
j=1

(
μ̇′

b�
−1
j μ̇b + σ̇ ′

bbWj σ̇ bb

)
,

IJ12 = 1

J

J∑
j=1

(
μ̇′

b�
−1
j μ̇w + σ̇ ′

bbWj σ̇ bw + n−1
j σ̇ ′

bbWj Cσ̇ww

)
,

I21 = I ′
12,

IJ22 = 1

J

J∑
j=1

(
μ̇′

w�−1
j μ̇w + σ̇ ′

bwWj σ̇ bw + n−1
j σ̇ ′

wwC′Wj σ̇ bw

+ n−1
j σ̇ ′

bwWj Cσ̇ww

)
+ 1

J

J∑
j=1

n−2
j σ̇ ′

wwC′Wj Cσ̇ww +
(

N

J
− 1

)
σ̇ ′

wwWwσ̇ww.

Then

IJ =
(

IJ11 IJ12
IJ21 IJ22

)

is the information matrix associated with (68). When I = limJ→∞ IJ exists and all
the data are normally distributed,

(69)
√

J (θ̂ − θ0)
L→ N

(
0,I−1).

Notice that IJ11 and IJ12 are of magnitude O(1) while IJ22 is of O(N/J ). So the
information for θw is proportional to the average level-1 sample size N/J . Asymptotic
covariance matrix for θ̂w is proportional to 1/N while that for θ̂b is proportional to 1/J

(see Yuan and Bentler, 2002b, 2006b).
Similarly, when all the data are normally distributed, the LR statistic will asymp-

totically follow a chi-square distribution. Let β = (μ′, σ ′
b, σ

′
w)′ represent the free

parameters in the saturated model and β̂ be the MLE of β0, then

(70)TML = 2
[
l(β̂) − l(θ̂)

] L→ χ2
df ,

where df = p1(p1 + 1)/2 + (p1 + p2)(p1 + p2 + 3)/2 − q with q being the number
of free parameters in θ .

When (z′
j , v′

j )
′ or uij are not normally distributed, adjustments need to be made

for better inference with the multilevel model. For such a purpose, we need to first
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characterize the asymptotic distribution of β̂. We will use the estimating equation
approach to study the distribution of β̂. Let rj = vech(Rj ), sj = vech(Sj ), and
gj = (g′

j1, g′
j2, g′

j3)
′ with

gj1(β) = �−1
j (bj − μ), gj2(β) = Wj (rj − σ j ),

gj3(β) = Ww

[
nj sj − (nj − 1)σw

] + n−1
j C′Wj (rj − σ j ).

The normal estimating equation corresponding to parameter β is given by

g(β) = 1

J

J∑
j=1

gj (β) = 0.

Notice that one cannot obtain β̂ analytically unless n1 = n2 = · · · = nJ . An iterative
procedure has to be used, as in (18). Let

AJ (β) = −E
[
ġ(β)

]
, BJ (β) = 1

J

J∑
j=1

E
[
gj (β)g′

j (β)
]
.

If

A = lim
J→∞ AJ (β0), B = lim

J→∞ BJ (β0)

exist, then it follows from the theory for estimating equations that (see Yuan and Jen-
nrich, 1998)

√
J (β̂ − β0)

L→ N(0,�),

where � = A−1BA−1. Notice that the estimating equation corresponding to the struc-
tural model

β(θ) = (
μ′(θ), σ ′

b(θ), σ ′
w(θ)

)′

is given by

g(θ) = β̇
′
(θ)g

[
β(θ)

] = 0

and there exists

−E
[
ġ(θ)

] = β̇
′
(θ)AJ

[
β(θ)

]
β̇(θ).

It immediately follows that

(71)
√

J (θ̂ − θ0)
L→ N(0,�SW),

where

�SW = (β̇
′
Aβ̇)−1(β̇

′
A�Aβ̇)(β̇

′
Aβ̇)−1.

It is easy to see that

AJ =
( AJ11 0 0

0 AJ22 AJ23
0 AJ32 AJ33

)
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with

AJ11 = J−1
J∑

j=1

�−1
j , AJ22 = J−1

J∑
j=1

Wj ,

AJ23 = J−1
J∑

j=1

n−1
j Wj C, AJ32 = A′

J23,

AJ33 =
(

N

J
− 1

)
Ww + J−1

J∑
j=1

n−2
j C′Wj C,

and β̇
′
Aβ̇ equals the information matrix I in (69). The form of BJ depends on the

unknown distributions of (z′
j , v′

j )
′ and uij . When replacing the unknown parameters by

β̂, the resulting ÂJ = AJ (β̂) will be a consistent estimator for A whether the normality
assumption on zj , vj or uij holds or not. Similarly, with distributional violations, a
consistent estimator of B is given by

B̂J = J−1
J∑

j=1

gj (β̂)g′
j (β̂).

Note that the dimension of AJ or BJ gets large quickly. In theory, one just needs to have
J > p1(p1 +1)/2+(p1 +p2)(p1 +p2 +3)/2 level-2 units in order for �̂ to be positive
definite. In practice, one may need a much larger J in order to have a nonsingular �̂.

With consistent β̂ and �̂, we can construct AGLS statistics and rescaled statistics.
Let

U = A − Aβ̇(β̇
′
Aβ̇)−1β̇

′
A

and κ = tr(U�)/df . Parallel to that in the conventional SEM, the rescaled statistic is
given by

(72)TRML = TML

κ̂
,

which also asymptotically follows a distribution whose expectation equals df . The con-
ditions under which TRML in (72) approaches a chi-square distribution were given by
Yuan and Bentler (2005). A residual based AGLS statistic that asymptotically fol-
lows χ2

df is given by

TRAGLS = J
[
β̂ − β(θ̂)

]′(
�̂

−1 − �̂
−1

β̇(θ̂)
[
β̇

′
(θ̂)�̂

−1
β̇(θ̂)

]−1
β̇

′
(θ̂)�̂

−1)
× [

β̂ − β(θ̂)
]
.

Although TRAGLS is asymptotically distribution free, when sample size is not large
enough it tends to reject correct models more often than the nominal rate (see Yuan and
Bentler, 2003). As noted, J plays the role of sample size. A corrected version of TRAGLS
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is

TCRAGLS = TRAGLS

1 + TRAGLS/J

and a residual based F -statistic is given by

TRF = (J − df )TRAGLS/[df (J − 1)].
As with their counterparts in conventional SEM, both TRAGLS and TRF are asymptoti-
cally distribution free and can be referred to χ2

df and Fdf ,J−df , respectively.
Limited simulation results in Yuan and Bentler (2003) indicated that TCRAGLS

slightly under-rejects the correct models for a smaller sample size J . TRF moderately
over-rejects the correct model for smaller J ’s. The level-1 sample sizes have little or
no effect on them. The rescaled statistic TRML in (72) rejects correct models too often
for smaller J ’s, not performing as desirably as its counterpart in the conventional SEM.
With nonnormally distributed data, the LR statistic TML in (70) does not behave like
a chi-square variate in general. But there also exist robustness conditions for TML to
approach χ2

df for nonnormally distributed data. Yuan and Bentler (2005) showed that,
when the level-1 and level-2 covariance structures do not have overlapping parameters
and each level satisfies the asymptotic robustness condition as in the conventional CSA
model, TML is still asymptotically robust. However, as in conventional CSA, the asymp-
totic robustness conditions cannot be verified. Our recommended statistics are TCRADF
and TRF, although these statistics need to be used with caution when J is small. Simi-
larly, SEs of parameter estimates are generally affected by the distributions of zj , vj and
uij (Yuan and Bentler, 2006b). Under proper conditions, SEs of factor loading estimates
at both the between- and within-level are asymptotically robust. Again, the requisite as-
ymptotic robustness conditions are not verifiable. SEs based on (71) are recommended.

This section has mainly concentrated on the MLE θ̂ that maximizes (68), based on
model (66). For a two-level model without the zj in (66), Muthén (1989b, 1994) pro-
posed a procedure by which parameter estimation and model testing can be proceeded
with the two-group option of the previous section, which is now commonly called the
MUML procedure. When data are balanced, i.e., n1 = · · · = nJ , the estimate by
MUML is equivalent to the MLE θ̂ . The parameter estimate by MUML is still consistent
even when data are unbalanced. When data are normally distributed, SEs for parame-
ter estimates and the test statistic for the overall model by MUML may contain biases,
depending on the coefficient of variation of n1, n2, . . . , nJ (Yuan and Hayashi, 2005).
There has been no development for MUML when data are not normally distributed.

7. Examples

The material presented in the previous sections emphasized the statistical components
for various SEM procedures. This section presents two examples using the two data
sets introduced in Section 1. Specifically, we will fit the CFA model in (1) and (2) to
the data set of Holzinger and Swineford (1939) and the factor analytic simultaneous
equation model in (9) to the data set of Neumann (1994). Both examples involve only
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CSA models, which are also the most widely used SEM models in practice. We will use
EQS 6.1 (Bentler, 2006). Because standard deviations of the 9 variables of Holzinger
and Swineford’s data differ a lot, we divide them respectively by 6, 4, 8, 3, 4, 7, 23,
20, 36 to keep each marginal standard deviation between 1 and 2. This change of scale
has no substantive effect on the model evaluation but makes the iterative procedure to
converge faster.

Holzinger and Swineford’s data contain n = 145 observations. Fitting the sample
covariance matrix to the CFA model in (1) and (2), the LR statistic TMLc = 51.189,
with a p-value = 0.001 when referring to χ2

24. So the model does not fit the data
well. The normalized Mardia’s kurtosis M = 3.037 is statistically significant. The large
TMLc may also be caused by the heavier tails of the data as compared to a normal
distribution. The rescaled statistic TRMLc = 49.732, corresponding to a p-value =
0.002, is still significant. The corrected residual-based statistic TCRAGLSc = 44.549
and the F -statistic TRFc = 2.251, corresponding to larger p-values, but the conclusion
remains that the model fits the data poorly. The fit indices based on TMLc are NFI =
0.898, CFI = 0.942, RMSEA = 0.089. Possibly one could accept this model based on
CFI, but the consensus of the test statistics imply that the model contains some serious
misspecification. See Browne et al. (2002) for an interesting discussion on resolving
conflicting evidence on fit.

The LM statistics indicate that not all the fixed parameters are consistent with the
data. In the model, x9 is not an indicator of f1 with λ91 = 0. TLM = 24.370 for this
constraint, implying that a substantial improvement in fit would result if λ91 were to
be freely estimated. After freeing λ91, TMLc = 28.099, TRMLc = 28.024, TCRAGLSc =
25.883, TRFc = 1.161; and the corresponding p-values are all above 0.2. The fit indices
based on TMLc are NFI = 0.944, CFI = 0.989, RMSEA = 0.039, also implying that
the model now fits the data well according to the recommended cutoff values by Hu and
Bentler (1998). Reexamining the meaning of the variables, we note that a student may
need a good spatial judgment in order to perform the test “Straight-Curved Capitals”
speedily. It seems reasonable to let x9 load on f1.

Those who prefer that each variable loads on only a single factor may consider al-
lowing the ei’s to correlate. The LM test in EQS allows users to evaluate the constraints
of either zero factor loadings or zero error covariances. When error covariances are se-
lected, the LM test implies that the constraint ψ78 = 0 is not supported by data, with
TLM = 24.646. Freeing the parameter ψ78, the test statistics become TMLc = 27.842,
TRMLc = 27.117, TCRAGLSc = 25.318, TRFc = 1.130; all are somewhat smaller than
their counterparts when freeing λ91. The fit indices based on TML are NFI = 0.945,
CFI = 0.990, RMSEA = 0.038, also slightly more supportive of the correlated er-
ror model than the model with a free λ91. From a substantive perspective, “Addition”
and “Counting Dots” may share the trait of numerical ability that is not shared by
“Straight-Curved Capital”, and additional correlation for x7 and x8 is needed beyond
that accounted for by f3.

We see that there is not necessarily a unique way to improve a model via the LM
test. When λ91 is free in the model, the TLM for the constraint ψ78 = 0 is no longer
significant, and ψ23 = 0 and ψ71 = 0 are marginally significant with p-values equal
to 0.023 and 0.044, respectively. Similarly, when ψ78 is free in the model, the TLM for
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λ91 = 0 is no longer significant either, and λ13 = 0 is marginally significant with
p-value = 0.031. Whether these parameters should be further added to the model is
subject to judgment. There is a need for a model to be parsimonious and at the same
time to replicate data.

Because Holzinger and Swineford’s data are not normally distributed, as implied by a
significant Mardia’s kurtosis, modeling the sample covariance matrix is not the optimal
procedure. For this sample, Yuan et al. (2000) suggested using Huber-type weights in
(37) with ρ = 0.05, because Mardia’s kurtosis for x(0.05)

i in (43) is no longer significant.
Yuan and Hayashi (2003) found that ρ = 0.25 corresponds to parameter estimates that
are empirically most efficient. Also, under the null hypothesis of a correct model, TMLc

applying to x(0.25)
i approximately follows χ2

24. Yuan, Marshall and Weston (2002) also
found that ρ = 0.25 is supported by cross-validation. Applying the ML procedure to
x(0.25)
i lead to TMLc = 48.883, smaller than the TMLc for the raw data but still significant.

The LM test for ψ78 = 0 is TLM = 22.630, also highly significant when referred to χ2
1 .

Adding this parameter to the model results in TMLc = 26.557, whose p-value = 0.275
when referred to χ2

23. Similarly, TLM = 23.149 for λ91 = 0 is also highly significant.
Freeing λ91 in the model results in TMLc = 26.453 and a p-value = 0.280 when referred
to χ2

23. The TMLc’s for the two modified models are also somewhat smaller than those
corresponding to the raw data, reflecting the effect of heavy tails of the raw sample.

Table 1 contains the MLEs θ̂ and their SEs for the original model and modified
models, applying to the samples xi and x(0.25)

i . The SEs are based on the sandwich-type
covariance matrix as in (27). It is obvious that, when the model is modified, both the
parameter estimates and their SEs change. The result in Yuan et al. (2003) implies that,
when either λ91 or ψ78 is freed, there will be no systematic change in the estimates for
λ11, λ21, λ31, λ42, λ52, λ62, φ21, ψ11, ψ22, ψ33, ψ44, ψ55, ψ66. The differences in the
estimates are only reflections of sampling errors.

Comparing those under xi with those under the transformed sample x(0.25)
i , the pa-

rameter estimates are comparable. Most SEs under x(0.25)
i are smaller. Yuan, Bentler

and Chan (2004) implies that, although parameter estimates using a robust procedures
are more efficient, only the SEs for the invariant parameters are comparable. For the
parameterization in the CFA model (1) and (2), the invariant parameters are φ21, φ31

and φ32. The SEs for the other parameters are not comparable because their population
counterparts change when data are transformed.

Notice that once ψ78 is free, the estimate for ψ99 is not statistically significant. Ac-
cording to the Wald test, we may fix ψ99 at zero in a followup analysis. However,
ψ99 = Var(e9) should be positive in theory, and so this restriction does not make sense.

The alcohol and psychological symptom data set of Neumann (1994) has 335 cases.
Fitting this data set to the model in (9) leads to TMLc = 48.960, with p-value = 0.012
when referring to χ2

29. The fit indices based on TMLc are NFI = 0.948, CFI = 0.966
and RMSEA = 0.045, implying a reasonable model although TMLc is significant at
the 0.05 level. The normalized Mardia’s multivariate kurtosis for this data set is M =
14.763, quite significant when referring to N(0, 1). The rescaled and residual-based
AGLS statistics are TRMLc = 47.486 with p-value = 0.017, TCRAGLSc = 45.018 with
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Table 1
MLEs and their SEs for the CFA model using data from Holzinger and Swineford (1939)

xi x(0.25)
i

θ θ̂ (SE) θ̂ (SE) θ̂ (SE) θ̂ (SE) θ̂ (SE) θ̂ (SE)

λ11 0.779 (0.116) 0.819 (0.109) 0.820 (0.110) 0.785 (0.094) 0.834 (0.087) 0.832 (0.089)

λ21 0.575 (0.094) 0.544 (0.093) 0.549 (0.094) 0.538 (0.090) 0.503 (0.090) 0.505 (0.090)

λ31 0.722 (0.091) 0.689 (0.088) 0.694 (0.088) 0.693 (0.085) 0.659 (0.081) 0.661 (0.082)

λ42 0.974 (0.084) 0.975 (0.084) 0.975 (0.083) 0.932 (0.076) 0.933 (0.076) 0.934 (0.076)

λ52 0.964 (0.083) 0.964 (0.083) 0.965 (0.083) 0.969 (0.076) 0.968 (0.076) 0.968 (0.076)

λ62 0.938 (0.082) 0.937 (0.083) 0.936 (0.083) 0.895 (0.074) 0.893 (0.074) 0.893 (0.074)

λ73 0.683 (0.080) 0.709 (0.084) 0.440 (0.100) 0.684 (0.078) 0.707 (0.081) 0.428 (0.094)

λ83 0.838 (0.089) 0.899 (0.098) 0.568 (0.105) 0.793 (0.076) 0.835 (0.084) 0.525 (0.092)

λ93 0.718 (0.086) 0.453 (0.093) 1.007 (0.114) 0.668 (0.074) 0.454 (0.084) 0.966 (0.102)

φ21 0.541 (0.094) 0.554 (0.091) 0.542 (0.096) 0.577 (0.078) 0.582 (0.075) 0.580 (0.078)

φ31 0.520 (0.100) 0.391 (0.112) 0.623 (0.103) 0.476 (0.096) 0.354 (0.103) 0.596 (0.099)

φ32 0.334 (0.115) 0.240 (0.117) 0.381 (0.099) 0.340 (0.099) 0.260 (0.103) 0.378 (0.090)

ψ11 0.721 (0.168) 0.657 (0.160) 0.655 (0.164) 0.622 (0.126) 0.544 (0.118) 0.547 (0.123)

ψ22 0.905 (0.140) 0.939 (0.142) 0.934 (0.140) 0.863 (0.114) 0.900 (0.117) 0.898 (0.117)

ψ33 0.560 (0.108) 0.607 (0.097) 0.600 (0.097) 0.584 (0.100) 0.630 (0.092) 0.627 (0.092)

ψ44 0.317 (0.066) 0.315 (0.066) 0.315 (0.066) 0.310 (0.058) 0.307 (0.057) 0.305 (0.057)

ψ55 0.422 (0.072) 0.422 (0.072) 0.421 (0.072) 0.379 (0.059) 0.380 (0.059) 0.381 (0.059)

ψ66 0.409 (0.076) 0.411 (0.077) 0.413 (0.077) 0.390 (0.067) 0.393 (0.067) 0.394 (0.067)

ψ77 0.602 (0.080) 0.567 (0.083) 0.876 (0.090) 0.597 (0.080) 0.565 (0.082) 0.881 (0.093)

ψ88 0.400 (0.112) 0.294 (0.130) 0.780 (0.144) 0.322 (0.079) 0.253 (0.105) 0.675 (0.089)

ψ99 0.542 (0.085) 0.479 (0.076) 0.045 (0.197) 0.515 (0.073) 0.448 (0.067) 0.028 (0.185)

λ91 0.459 (0.103) 0.417 (0.087)

ψ78 0.388 (0.082) 0.366 (0.080)

p-value = 0.029; TRFc = 1.643 with p-value = 0.022. Although TCRAGLSc = 45.018
gives the best support for the model, the p-value is still marginal.

Because of the heavier tails of the sample, it is preferable to use a robust procedure.
Yuan et al. (2000) found that the transformed sample x(0.1)

i may have comparable tails
to those of the normal distribution, as judged by Mardia’s multivariate kurtosis. Yuan
and Hayashi (2003) found that TMLc based on x(0.1)

i has a shorter right tail than that
of χ2

29, and Huber-type weights with ρ = 0.05 make TMLc approximately follow χ2
29.

The LR statistic corresponding to ρ = 0.05 is TMLc = 42.420 with p-value = 0.051;
and that corresponding to ρ = 0.1 is TMLc = 40.985 with p-value = 0.069. Both give
more support to the model than the TMLc based on the raw data. The SEs of θ̂ based
on the robust procedure, not reported here, also are smaller than those based on the raw
sample.

The LM test identifies Cov(ε2, ε3) = 0 as the most significant constraint among
all the zero error covariances. Freeing this covariance leads to TMLc = 38.129 with
p-value = 0.096 when using the raw sample; TMLc = 33.413 with p-value = 0.221
when using x(0.05)

i ; TMLc = 32.905 with p-value = 0.239 when using x(0.10)
i . Clearly,

adding this error covariance makes the model match the data better statistically, espe-
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cially when using the robust covariance estimate. The variables involved in the corre-
lation are “Age of First Detoxification from Alcohol” and “Alcohol Severity Score”,
respectively. Whether it makes sense that these two variables should share additional
variance beyond that explained by the model is subject to experts’ judgment or substan-
tive theory.

Comparing the two examples, we note that for Holzinger and Swineford’s data, the
normalized Mardia’s kurtosis is M = 3.037, and the Huber-type weight with ρ = 0.25
allows TMLc to approximately follow a chi-square distribution. In contrast, Neumann’s
data are more kurtotic (M = 14.763) but require a smaller tuning constant ρ = 0.05.
It is clear that a more significant sample multivariate kurtosis does not necessarily im-
ply the need for a larger ρ. Compared to the multivariate normal distribution, both the
samples only have minor heavier tails. When data are more severely nonnormally dis-
tributed, greater difference exists between modeling S and robust �̂’s.
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Applications of Multidimensional Scaling in
Psychometrics

Yoshio Takane

1. Introduction

Multidimensional scaling (MDS) is a set of data analysis techniques for analysis of data.
Both narrow and broad definitions of MDS exist. Because of space limitation, we take
a narrow view of MDS in this paper. According to this view, MDS is a collection of
techniques that represent proximity data by spatial distance models. The space is usu-
ally Euclidean, although other forms of distance functions (e.g., the city-block distance
model) have also been considered in the literature. Again due to space limitation, we
focus on the Euclidean case in this paper. See Arabie (1991), and Hubert et al. (1992)
for applications of the city-block distance model.

MDS represents a set of stimuli as points in a multidimensional space in such a
way that those points corresponding to similar stimuli are located close together, while
those corresponding to dissimilar stimuli are located far apart. To illustrate, many road
maps have a matrix of inter-city distances. Put simply, MDS recovers a map based on
the set of inter-city distances. Given a map it is relatively straightforward to measure the
Euclidean distance between the cities. However, the reverse operation, that of recovering
a map from inter-city distances (or finding relative locations of the cities so that their
mutual distances best agree with a given set of distances) is not as easy. MDS, roughly
speaking, is a method to perform this reverse operation.

To illustrate further, let us look at Table 1. This is a matrix of airplane distances
between 10 US cities (Kruskal and Wish, 1978). Given a matrix of this sort it would be
difficult to find geographic locations of the 10 cities. The story may be totally different,
if the cities are identified as in Table 1. Most of us know that the 10 cities should be
located as in Figure 1. This is because we already have a fairly good internalized map
of North America. It would still be very difficult, if not impossible, for those who are
unfamiliar with the geography of North America to construct a map like this based
exclusively on the set of inter-city distances. The role of MDS is to construct a map like
the one in Figure 1 from a table like Table 1 for those who do not know the “geography”
in certain areas. Figure 1 was in fact derived from Table 1 by MDS. In the remaining
portions of this paper I would like to elaborate this role of MDS. This will primarily be
done by showing various examples of application of MDS.
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Table 1
Flying Mileage between 10 US Cities (Kruskal and Wish, 1978)

Atl Chi Den Hou LA Mia NY SF Sea DC

Atlanta 0 587 1212 701 1936 604 748 2139 2182 543
Chicago 587 0 920 940 1745 1188 713 1858 1737 597
Denver 1212 920 0 879 831 1726 1631 949 1021 1494
Houston 701 940 879 0 1374 968 1420 1645 1891 1220
Los Angeles 1936 1745 831 1374 0 2339 2451 347 959 2300
Miami 604 1188 1726 968 2339 0 1092 2594 2734 923
New York 748 713 1631 1420 2451 1092 0 2571 2408 205
San Franc. 2139 1858 949 1645 347 2594 2571 0 678 2442
Seattle 2182 1737 1021 1891 959 2734 2408 678 0 2329
Wash. DC 543 597 1494 1220 2300 923 205 2442 2329 0

Fig. 1. The map of 10 US cities derived from flying mileage.

This paper consists of three major sections. In the next section (Section 2) we give
examples of MDS by the simple Euclidean distance model. In Section 3 we discuss
applications of MDS by the weighted Euclidean distance model to capture certain in-
dividual differences in proximity judgments. In Section 4 we illustrate applications of
unfolding analysis, a special kind of MDS to represent individual differences in prefer-
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ence judgments. Throughout this paper, we keep the amount of technical information
minimal. Readers who are interested in a more comprehensive account of MDS are
referred to the textbooks listed in the conclusion section of this paper.

2. MDS with the simple Euclidean model

In this section, we present some results from MDS with the simple Euclidean model.
Simple MDS is typically applied to a single (dis)similarity matrix. We first present a se-
ries of examples of application, followed by a brief account of simple MDS. Most of the
results in this section were derived by least squares (LS) MDS. In the final subsection,
however, we discuss maximum likelihood (ML) MDS, and illustrate what it can do in
the analysis of proximity data.

2.1. Examples of application of simple MDS

EXAMPLE 1 Confusion among Morse Code signals.
Although the example in the previous section involved stimuli (cities) which had an

intrinsic geometrical structure, this is not the case in most applications of MDS. Let us
first look at Figure 2. This is called confusion matrix (Rothkopf, 1957). Stimuli are 36
Morse Code signals. Two signals were presented in each trial, and subjects were asked
to judge whether the two stimuli presented were the “same” or “different”. (This is
called same–different judgment.) The relative frequencies with which row stimuli were
judged the “same” as column stimuli were entered in this table. For example, when the
signal indicating letter A was followed by the same signal, 92% of the subjects cor-
rectly responded that they were the same. When it was followed by the signal indicating
letter K, 22% incorrectly responded that they were identical, and so on. This is an over-
whelming array of numbers (36 by 36), and it is almost impossible to find any structure
underlying the confusion process by merely inspecting a table like this. MDS is helpful
in finding some meaningful structure in the data.

Figure 3 presents the result of MDS of these data (Shepard, 1963). MDS locates the
stimulus points in such a way that more confusable (or more similar) stimuli are close
together, while less confusable stimuli are far apart. By looking at the figure, it is readily
apparent that:

1. A process mediating the confusions between the signals is roughly two-dimensional.
2. One is the total number of components in a signal (i.e., the number of dots plus

the number of dashes), and the other is the ratio of the number of dots to the
number of dashes in a signal (that is, which type of components is more predom-
inant).

Signals having more components tend to be located toward the top of the figure. Signals
with the same number of components are more confusable than those having different
numbers of components. Within the same number of components, symbols on the right
have more dashes and fewer dots than those on the left. Signals with the same number of
dots and the same number of dashes are relatively more confusable, particularly when
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Fig. 2. Confusion data for 36 Morse Code signals (Rothkopf, 1957). (Reproduced from Shepard (1963) with
permission from the Humman Factors and Ergonomic Society.)

they are mirror images of one another. Two signals are said to be mirror images when
they have exactly the same number of components of each kind, and the components
are arranged in exactly reverse orders. In the figure, stimuli that are mirror images of
each other are connected by line segments. The configuration is more crowded toward
the top. This is because a more variety of signals can be formed with more components.
A more variety of signals in turn lead to more confusions.

The role of MDS in this example is rather clear. MDS extracts useful infor-
mation from an overwhelming array of proximity data in a way easily assimil-
able to human eyes. This example is perhaps the single most famous example in
MDS, and readers may have seen it elsewhere. Buja and his collaborators (Buja and
Swayne, 2002; Buja et al., 2001) present further analyses of this data set by XGvis,
a very flexible computer program for simple MDS with interactive visualization fea-
tures.
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Fig. 3. A stimulus configuration derived from Morse code signal confusion data (Shepard, 1963). (Repro-
duced with permission from the Humman Factors and Ergonomic Society.)

EXAMPLE 2 Japanese Kana characters.
Figure 4 displays an MDS configuration of 46 Japanese Kana characters (phonetic

symbols). Twenty students at the University of Hawaii who did not know Japanese at all
were asked to classify these symbols into as many groups as they liked in terms of their
similarities in shape (Dunn-Rankin and Leton, 1975). The frequencies with which two
symbols were classified into the same groups were used as similarity measures between
the symbols for MDS analysis.

Unlike the previous example, this configuration does not seem to permit a straight-
forward dimensional interpretation, though perhaps the horizontal direction roughly
represents the complexity in shape. More complicated symbols tend to be located to-
ward the left hand side of the configuration. The vertical axis is difficult to interpret,
however. A cluster analysis, which groups similar stimuli together, was applied to the
same set of data, and the groupings of the stimuli obtained by the cluster analysis were
superposed on the stimulus configuration derived by MDS. Circular contours enclosing
subsets of stimulus points indicate the groupings. Apparently another kind of interpreta-
tion (called configural interpretation) is possible of the derived stimulus configuration.
(In a dimensional interpretation we seek for meaningful directions in the space, whereas
in a configural or neighborhood interpretation we look for meaningful regions in the
space.) Our interpretation of the six clusters obtained by the cluster analysis are as fol-
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Fig. 4. An MDS configuration of Japanese Kana characters (phonetic symbols).

lows: 1. an angular form, 2. a curved feature, 3. discrete components, 4. a zigzag feature,
5. a round feature, and 6. crossed features. Of the six clusters, the sixth one is the biggest
that includes three sub-clusters labelled (6), (7) and (8). Note that at the left end of this
cluster, characters having a “double cross” are located. The organizing principle under-
lying perceived similarities between these symbols seems to be the “distinctive features”
that subsets of symbols share in common, and that symbols in other clusters do not.

EXAMPLE 3 Have words.
In what is called stimulus sorting method, subjects are asked to sort a set of stimuli

according to the similarity among them. Typically, a group of subjects are given a deck
of cards on which stimuli are printed, and are asked to sort the cards into as many piles
as they want, so that the stimuli within the same piles are more similar to each other
than those grouped into distinct piles. Because of its simplicity, it is a very popular data
collection method for similarity data among social scientists. The previous example
(Example 2) used the sorting method. We give another example.

Stimuli were 29 Have words used originally by Rapoport and Fillenbaum (1972):
1. accept, 2. beg, 3. belong, 4. borrow, 5. bring, 6. buy, 7. earn, 8. find, 9. gain, 10. get,
11. get rid of, 12. give, 13. have, 14. hold, 15. keep, 16. lack, 17. lend, 18. lose, 19. need,
20. offer, 21. own, 22. receive, 23. return, 24. save, 25. sell, 26. steal, 27. take, 28. use,
and 29. want. Ten university students were asked to classify them in terms of their simi-
larity in meaning. A somewhat specialized MDS method (Takane, 1980) was applied to
these data to derive the stimulus configuration displayed in Figure 5. (This specialized
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Fig. 5. A stimulus configuration of Have words with four sorting clusters elicited by one of the subjects
(Takane, 1980). (Reproduced with permission from the Behaviormetric Society of Japan.)

MDS is analytically similar to dual scaling (Nishisato, 1980) and multiple correspon-
dence analysis (Greenacre, 1984). See (Takane, 1980) for more details.)

This configuration permits a straightforward dimensional interpretation. The hori-
zontal direction contrasts two possible future states, either possession or nonpossession,
following the current state of possession. Words such as 13. have, 21. own, and 3. be-
long are located on the left side, while 12. give, 25. sell, 18. lose, etc. are placed on the
opposite side. Thus, the horizontal direction contrasts a stable state of possession (left)
with the state of losing possession (right). Similarly, the vertical direction distinguishes
two states of current nonpossession, a stable state of nonpossession at the top and an
unstable state of nonpossession at the bottom. It seems that the vertical direction repre-
sents subtle gradients of sureness of change in the current state. Words such as 16. lack,
19. need, and 29. want are located at the top, which indicate little prospect of change,
while 22. receive, 10. get, 8. find, etc. are located at the bottom, which indicate that the
change is most probable. Interestingly, 2. beg is located at about the middle, which indi-
cates that some action has been taken to change the state, but the prospect of change is
uncertain. Four circular contours in the figure show the four sorting clusters elicited by
one of the subjects. The stars indicate the centroids of the four clusters. This subject is
most likely to have sorted the stimuli into the four groups by following the dimensional
structure described above.

EXAMPLE 4 Color space for the pigeon.
MDS is not restricted to human subjects. The next example shows an instance of

MDS with infra-human subjects (Schneider, 1972). Six pigeons were trained to discrim-
inate between colors varying primarily in hue. A pair of colors were presented as two
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Fig. 6. A two-dimensional color space for the pigeon (Schneider, 1972). (Reproduced with permission from
the Psychonomic Society.)

halves of a circle in each trial, and the pigeons were trained to peck the left lever when
the two colors were identical, and peck the right lever when they are different. This is a
kind of same–different judgment similar to the one used in the Morse Code confusion
data. The correct discrimination probabilities between distinct colors were used as dis-
similarity measures for MDS analysis. Two experiments were conducted with varying
numbers of stimuli (12 in Experiment I, and 15 in Experiment II).

Figure 6 displays the derived stimulus configuration. In this figure, the results of the
two experiments were superposed; the stimuli used in Experiment I are indicated by
squares, and those in Experiment II by circular dots. Colors are labelled by their wave
lengths. A familiar color wheel is observed in pigeon’s color space. Starting from purple
(associated with the shortest wave length) at the left bottom corner, the configuration
goes clockwise through blue, green, and yellow to red (associated with the longest wave
length) in a circular manner. For comparison, a color wheel typically found with human
subjects is presented in Figure 7 (Ekman, 1954; Shepard, 1964). The two configurations
are strikingly similar to each other. This means that pigeons have a color perceiving
system similar to that of human subjects.

2.2. A brief account of simple MDS

Before proceeding further, a brief account of simple MDS is in order. In simple MDS,
we are given a matrix of observed (dis)similarities data on a set of n stimuli. The data
may be put in the form of an n by n matrix O whose ij th entry (the element in the ith
row and the j th column), oij , designates the (dis)similarity between stimuli i and j .
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Fig. 7. A two-dimensional color space for humans derived by Shepard (1964) from the data collected by
Ekman (1954). (Reproduced from Schneider (1972) with permission from the Psychonomic Society.)

By applying MDS to the data, we obtain an n by A matrix X of stimulus coordinates,
where A is the dimensionality of the space in which the stimuli are represented as points.
The iath element of X, xia , indicates the coordinate of stimulus i on dimension a. The
matrix of stimulus coordinates, X, is further converted into a graphic representation
(like the ones we saw in the previous subsection) by introducing a Cartesian coordinate
system. Since the Euclidean distance is invariant over the shift of origin and the rotation
of axes, we may remove the coordinate axes, once stimulus points are located.

Inter-point distances are calculated from X. In the simple Euclidean model, the dis-
tance between stimuli i and j is defined by

(1)dij =
{

A∑
a=1

(xia − xja)
2

}1/2

.

MDS determines the locations of the stimulus points in such a way that the set of dij

calculated from their coordinates best agree with the set of observed (dis)similarities
between the stimuli.

When the observed dissimilarity data are measured on a ratio scale, there exists a
method to obtain closed form solutions (Torgerson, 1952). This method first transforms
the data into scalar (inner) products (Young and Householder, 1938), which are then
subjected to the spectral (eigenvalue and vector) decomposition. However, dissimilarity
data collected in psychology are rarely measured on a ratio scale, but only on an ordinal
scale. This means that the observed dissimilarity data and inter-point distances are only
monotonically related (or in the case of similarity data, inversely monotonically related)
with each other. Nonmetric MDS, initiated by Shepard (1962) and Kruskal (1964a,
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Fig. 8. Shepard’s diagram and the best monotonic transformation of the observed confusion probabilities
among Morse Code signals (Shepard, 1963). (Reproduced with permission from the Human Factors and

Ergonomic Society.)

1964b), monotonically transforms the observed (dis)similarity data (to make them more
in line with the underlying distances), and at the same time it finds the best spatial
representation of the stimuli. Let g denote the monotonic transformation of the data.
(The transformed data are often called “disparities”.) Then, nonmetric MDS finds both
g and a set of stimulus coordinates xij in such a way that

(2)φ(g, X) =
∑
i,j>i

(
g(oij ) − dij

)2

is minimized under a suitable normalization restriction on distances. All the examples
given so far were analyzed by nonmetric MDS, except the one involving airplane dis-
tances, in which actual distances were used. When nonmetric MDS was applied to
ranked airplane distances, we obtained a configuration virtually indistinguishable from
the one derived from the actual distances. (The correlation between the two configura-
tions was 0.999 with the largest displacement of a city of about 70 miles.) This indicates
that the ordinal information is often sufficient to derive stable stimulus configurations.

Figure 8 presents the plot of observed confusion probabilities in Morse Code signal
confusion data (Example 1) against fitted distances. (This is called Shepard diagram.)
The connected line segments in the figure shows the best (inverse) monotonic trans-
formation of the data obtained by a nonmetric MDS procedure. The transformation
looks like a negative exponential function of distances. Of course, we had no a priori
knowledge of the form of this function before MDS was applied. Nonmetric MDS can
be carried out without knowledge of the exact form of the function relating observed
(dis)similarity data to underlying distances. The transformation was derived solely on
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the basis of the (inverse) monotonicity relationship assumed between the data and the
distances.

A number of computer programs exist for simple MDS. KYST (Kruskal et al., 1978)
is still a good and reliable program for nonmetric MDS. Other available programs are
described in Schiffman et al. (1981). See also other textbooks on MDS listed at the end
of this article. PROXSCAL (Busing et al., 1997) employs a majorization algorithm for
MDS (de Leeuw, 1977, 1988; de Leeuw and Heiser, 1977; Heiser, 1991). PROXSCAL
is being incorporated in SPSS.

2.3. Maximum likelihood MDS

The next and final example in this section uses maximum likelihood (ML) MDS. This
type of MDS allows certain kinds of hypothesis testing as well as assessment of re-
liability of derived stimulus configurations under some distributional assumptions on
observed (dis)similarity data. We briefly discuss ML MDS in preparation for the next
example. The exposition is rather terse. For more detailed accounts of ML MDS, see
Ramsay (1977, 1978, 1982) and Takane (1978, 1981, 1994), Takane and Carroll (1981),
Takane and Sergent (1983), Takane and Shibayama (1986, 1992).

There are three essential ingredients in ML MDS; the representation model, the error
model, and the response model. The representation model is the model that represents
proximity relations between stimuli. In MDS, this is typically a distance model like (1).
Distances are then assumed to be error-perturbed. The error model describes the nature
of this error-perturbation process. The error-perturbed distances are further transformed
into specific forms of (dis)similarity judgments. The response model prescribes the
mechanism of this transformation process. Because a variety of data collection methods
exist that elicit a variety of proximity judgments, the response model must be specified
for each specific type of data collection method.

Suppose, for simplicity, that we use (1) as the representation model, and that the
distance is error-perturbed by

(3)δijr = dij eijr ,

where ln eijr ∼ N(0, σ 2), and r is the index of replication. Suppose further that proxim-
ity judgments are obtained on rating scales with a relatively small number of observation
categories. We may assume that the dissimilarity between stimuli i and j is rated in cat-
egory m whenever δijr falls between the lower and the upper thresholds of this category,
denoted by bm and bm+1, respectively. Then

(4)pijm ≡ Pr(bm < δijr < bm+1).

Under the distributional assumption made on δijr , this probability can be explicitly eval-
uated as a function of model parameters ({xia} in the representation model, σ 2 in the
error model, and {bm} in the response model). Let fijm denote the observed frequency
with which the dissimilarity between stimuli i and j is rated in category m. Then, the
likelihood of the entire set of observed frequencies can be stated as

(5)L ∝
∏

i,j<i,m

p
fijm

ijm .
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Parameters in the model are estimated so as to maximize the likelihood. For response
models for other types of proximity judgments, see the papers cited above. We also see
another example of response models in the final section of this paper.

The likelihood ratio (LR) statistic can be used to test the significance of the difference
between two nested models, one hypothesized under the null hypothesis (H0) and the
other under the alternative hypothesis (H1). The LR statistic, λ, is defined as

(6)λ = L∗
0

L∗
1
,

where L∗
0 and L∗

1 are the maximum likelihoods obtained under H0 and H1, respectively.
Under some regularity conditions, −2 ln λ asymptotically follows the chi-square dis-
tribution with degrees of freedom equal to the difference in the number of parameters
between the two models, when the null hypothesis is true. Caution should be exercised,
however, when the LR test is used for dimensionality selection. One of the regularity
conditions is violated in the comparison between the A-dimensional true model and the
(A+1)-dimensional model (Takane et al., 2003), and no direct comparison can be made
between them. Solutions of specific dimensionality should always be compared against
the saturated model. In the categorical rating data described above, the saturated model
takes fijm/

∑
m fijm as the maximum likelihood estimate of pijm in (4). The whole

testing procedure proceeds as follows: First, the one-dimensional model is compared
against the saturated model, and if the difference is significant, the dimensionality is at
least two. Then the two-dimensional model is compared against the saturated model,
and so on until a solution with no significant difference from the saturated model is
found. The first dimensionality with no significant difference from the saturated model
is considered the best dimensionality.

Alternatively, AIC may be used to compare goodness of fit (GOF) of various models.
The AIC is defined by

(7)AICπ = −2 ln L∗
π + nπ ,

where L∗
π is the maximum likelihood of model π , and nπ is the effective number of

parameters (Takane, 1994). The model associated with the smallest value of AIC is
considered the best fitting model (the minimum AIC criterion). AIC may be used to
compare any number of models simultaneously. To use AIC for dimensionality se-
lection, the saturated model should always be included as one of the models in the
comparison. In the example we discuss shortly, we mostly use AIC for model selection.

One potential problem with the LR tests or AIC is that it is based on the large sample
behavior of the ML estimators. At the moment there is no practical guideline as to what
sample size is big enough to rely on the asymptotic properties of the ML estimators.
Some small sample behavior of the LR statistic has been investigated by Ramsay (1980).

The Moore–Penrose inverse of the information matrix evaluated at the maximum
likelihood estimates of model parameters provides asymptotic variance–covariance es-
timates of the estimated parameters (Ramsay, 1978). The information matrix, I (θ), is
defined as

(8)I (θ) = E

[(
∂ ln L

∂θ

)(
∂ ln L

∂θ

)′]
,



Applications of multidimensional scaling in psychometrics 371

Table 2
Summary statistics for MDS analyses of the rectangle data

Model −2 ln L∗ AIC nπ

Saturated model 1127.9 2759.9 816
Unconstrained solutions

3-dimensional 1543.1 1645.1 51
2-dimensional 1571.7 1645.7 37

Constrained solutions
Area and shape hypothesis 2037.2 2065.2 14
Height and width hypothesis 1910.8 1946.8 18
Schönemann’s hypothesis 1707.2 1737.2 15

where θ is the parameter vector. Under the asymptotic normality of the maximum like-
lihood estimates, confidence regions may be drawn that indicate how reliably the point
locations are estimated. We will see examples of confidence regions in the final section
of this paper.

EXAMPLE 5 Similarity of rectangles.
Takane (1981) investigated the psychological dimensions of similarity between rec-

tangles using ML MDS. The rectangles were constructed by factorial combinations of
several levels each of the physical area and shape dimensions (Krantz and Tversky,
1975). A single subject made dissimilarity judgments on all pairs of rectangles on seven-
point rating scales. This was replicated six times, and frequencies of category responses
were cumulated and used as input to the ML MDS procedure.

Table 2 gives a summary of GOF statistics for fitted models. The unconstrained two-
and three-dimensional solutions fit about equally well according to the minimum AIC
criterion, both of which in turn fit substantially better than the saturated model. For ease
of presentation, we display the two-dimensional configuration in Figure 9. (The three-
dimensional solution is obtained by slightly bending the two-dimensional configuration
along the third dimension.) In this figure, the horizontal direction roughly corresponds
with the area dimension, while the vertical direction with the shape dimension. How-
ever, some qualifications are needed.

In the figure, rectangles having the same area are connected by line segments. If
the horizontal direction indeed corresponds with the area dimension, the connected
line segments should all be perpendicular to the horizontal direction. Essentially the
same should hold for the vertical direction. We may formally test the validity of the
area and shape hypothesis by comparing the GOF of this hypothesis against that of
the unconstrained solution. Figure 10 presents the stimulus configuration derived un-
der the area and shape hypothesis. In this figure, rectangles of the same area take
equal coordinate values on the horizontal axis, and those with the same shape take
equal coordinate values on the vertical axis. Table 2 indicates, however, that the GOF
of this configuration is much worse than the unconstrained two-dimensional solu-
tion.
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Fig. 9. The unconstrained two-dimensional configuration of rectangles derived by ML MDS (Takane, 1981).
(Reproduced with permission from the Psychometric Society.)

Fig. 10. The stimulus configuration of rectangles derived under the area and shape hypothesis (Takane, 1981).
(Reproduced with permission from the Psychometric Society.)
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Fig. 11. The stimulus configuration of rectangles derived under the height and width hypothesis (Takane,
1981). (Reproduced with permission from the Psychometric Society.)

Since the area of rectangles is defined as height times width, and the shape is de-
fined as height divided by width, the same set of rectangles can also be characterized
by the combination of the (log) height and width dimensions. Again we may for-
mally test how good this characterization is as subjective dimensions of rectangles.
Figure 11 displays the stimulus configuration derived under the height and width hy-
pothesis. Table 2 indicates that this hypothesis fits to the data much better than the area
and shape hypothesis. It captures one important aspect of the unconstrained solution;
the shape difference is not so important when the rectangles are small, but it becomes
more important as the rectangles get larger. However, the GOF of the height and width
hypothesis is still substantially worse than that of the unconstrained two-dimensional
solution.

Schönemann (1977) formalized the hypothesis that the perceived shape differ-
ence increases as the area of the rectangles increases. This hypothesis is depicted
in Figure 12. This hypothesis was fitted and the GOF of this hypothesis is re-
ported in Table 2. It can be observed that this hypothesis still does not account for
the data as well as the unconstrained two-dimensional solution. In Schönemann’s
hypothesis, area levels were still assumed to be independent of the shape dimen-
sion, whereas in the unconstrained two-dimensional configuration, the area dimen-
sion is curved along the shape dimension. Curves connecting the rectangles with the
same area levels look like arcs drawn from a common focal point, where both the
area and the shape of rectangles vanish. Rectangles with the same area levels are
equally distant from this focal point. An hypothesis implementing this idea is de-
picted in Figure 13. Unfortunately, no ML MDS is yet capable of fitting this hypothe-
sis.



374 Y. Takane

Fig. 12. Schönemann’s hypothesis for similarity of rectangles (Takane, 1981). (Reproduced with permission
from the Psychometric Society.)

Fig. 13. A focal point hypothesis (Takane, 1981). (Reproduced with permission from the Psychometric Soci-
ety.)
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3. Individual differences MDS

In this section we discuss individual differences (ID) MDS. We primarily focus on a
particular kind of ID MDS, called INDSCAL (Carroll and Chang, 1970a), to capture a
specific kind of individual differences in (dis)similarity judgments, namely differential
weighting of dimensions by different subjects. Again we discuss some examples first,
followed by a brief account of the model used to represent the individual differences.

3.1. Examples of individual differences MDS

EXAMPLE 6 Helm’s color data.
We have so far been focusing on MDS which derives a single stimulus configuration

from a single matrix of observed proximity data. Suppose we have N (� 1) such matri-
ces, each obtained from a different subject. If no systematic individual differences exist,
we may analyze them simultaneously and derive a single common stimulus configura-
tion. Alternatively, when some systematic individual differences are suspected, we may
apply MDS separately to each single matrix. In this case we obtain N separate stimulus
configurations. The question is whether there is a better way to represent differences
among matrices of (dis)similarities than applying MDS separately to these data. The
answer is “yes”, and the technique is called individual differences MDS (Carroll and
Chang, 1970a).

Figure 14 helps understand the kind of analysis that can be carried out by the in-
dividual differences (ID) MDS. Dissimilarity judgments among 10 colors of varying
hue were obtained from 12 subjects (Helm, 1964). Two of the 12 subjects replicated the
same experiment twice. The whole data set is given in Borg and Groenen (1997, p. 360).
The stimulus configuration displayed in Figure 14 was obtained by applying ID MDS
to these data. In this figure, stimuli are labelled as: RP (red–purple), RO (red–orange),
Y (yellow), GY1 (green–yellow 1), GY2 (green–yellow 2), Gr (green), Blu (blue), PB
(purple–blue), P2 (purple 2), and P1 (purple 1). We can see the familiar color wheel
with: 1. Vertical axis roughly contrasting red and green (R–G dimension), and 2. Hori-
zontal axis roughly contrasting yellow and blue (Y–B dimension). Figure 15 represents
the weights attached to these two dimensions by different subjects. Subjects N6, for ex-
ample, put about equal emphasis on both dimensions, while subjects D3 put excessively
heavy emphasis on the horizontal axis. This means that N6s judgments of dissimilarities
reflect the two dimensions about equally, while D3s judgments were almost exclusively
based on the Y–B dimension. In fact, subjects labelled by D are color deficient subjects
in the G–R dimension, who are lacking the sensitivity along the G–R dimension. (There
was one normal and one color deficient subject who replicated the experiment twice.
They are distinguished by symbols a and b in Figure 15.) ID MDS thus attempts to
capture individual differences in (dis)similarity judgments by the differential weights
attached to different dimensions by different individuals.

The stimulus and weight configurations presented above were derived by a nonmetric
ID MDS procedure developed by the author, but they are virtually indistinguishable
from those obtained by INDSCAL (Carroll and Chang, 1970b), which assumed a ratio
level of measurement. (Stimuli P1 and P2 are somehow interchanged; we followed Borg
and Groenen’s labelling of the stimuli.)
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Fig. 14. The two-dimensional common stimulus space derived from Helm’s color data.

EXAMPLE 7 Digits.
Not all types of individual differences in (dis)similarity judgments can be represented

by differential weighting of dimensions. This example shows an instance of more com-
plicated types of individual differences. The stimuli are 10 digits often used to display
time in digital clocks. They were constructed by picking appropriate subsets of seven
line segments arranged in the shape of 8 (Figure 16). For example, digit 1 is composed
of segments 3 and 6, digit 2 is composed of segments 1, 3, 4, 5, and 7, and so on. In each
trial a pair of digits were presented, and subjects were instructed to respond as quickly
as possible whether the two presented stimuli were the “same” or “different”. In half
the trials the same digits were presented, and in the other half, different digits were pre-
sented. Reaction times that took the subjects to discriminate two different digits were
used as input to ML MDS, especially designed to analyze reaction time data (Takane
and Sergent, 1983).

There were two subjects, and the two subjects’ data were separately analyzed by sim-
ple MDS. Figures 17 and 18 present the results of MDS obtained from the two subjects
(Takane, 1994). The two configurations seem completely unrelated. For Subject 1 (Fig-
ure 17), the stimuli are organized according to the patterns of presence and absence of
line segments. The horizontal axis divides (roughly at the vertical dotted line) the digits
having two top (or three) horizontal line segments (on the left) from those lacking them
(on the right). The vertical axis divides (roughly at the horizontal dotted line) the digits
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Fig. 15. The plot of individual differences weights attached to the two dimensions of the color space.

Fig. 16. The construction of segmented numerals (digits) used in Example 7 (Takane, 1994). (Reproduced
with permission from Springer.)

having three vertical line segments 2, 3 and 6 (toward the bottom) from those lacking at
least one of them. For Subject 2 (Figure 18), on the other hand, the configuration (the
unconstrained solution) roughly circles around, starting from 0 and ending with 9. To
verify that the configuration is really circular, another solution was obtained under the
constraint that all the points lie on a circumference of a circle. The constrained solution
was found to fit better according to the minimum AIC criterion. This subject thus seems
to perceive the stimuli as numbers (rather than collections of line segments arranged in
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Fig. 17. The configuration of digits for Subject 1 (Takane, 1994). (Reproduced with permission from
Springer.)

Fig. 18. The configuration of digits for Subject 2 (Takane, 1994). (Reproduced with permission from
Springer.)

a specific way), since he took much longer time to discriminate two digits which are
closer in numerical value.

The way the same set of stimuli were perceived was entirely different for the two
subjects. Clearly, this type of individual differences cannot be captured by the kind
of ID MDS described above. Separate analyses by simple MDS are in order, as has
been done here. Alternatively, an MDS that allows more general kinds of individual
differences may be called for (e.g., Meulman and Verboon, 1993).

EXAMPLE 8 MDS of line drawings of faces.
For multiple sets of (dis)similarity data to be adequately described by the kind of ID

MDS described earlier, they must exhibit certain patterns when analyzed separately by
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Fig. 19. Stimuli used in Example 8 (Takane and Sergent, 1983) (Reproduced with permission from the Psy-
chometric Society.)

simple MDS. This example shows such patterns. The stimuli are eight faces (Figure 19)
constructed by factorially combining two levels each of three features: Hair (long or
short), Jaw (smooth or rugged), and Eye (bright or dark). As in Example 7, reaction
times were used as input data to ML MDS. Again there were two subjects.

Figures 20 and 21 display derived stimulus configurations for the two subjects. Four
dimensions were extracted and interpreted as follows: Dimension 1. Hair, Dimension
2. Jaw, Dimension 3. Eye, and Dimension 4. Sex consistency. The first three dimensions
correspond with the three defining features of the stimuli. The fourth dimension is the
additional dimension used by the subjects in performing the task. On this dimension
(the coordinates of the stimuli on the fourth dimension are given in the right margin
of the two figures), the stimuli most consistent with the most typical sex profiles (short
hair, rugged jaw and dark eyes for males, and long hair, smooth jaw and light eyes for
females) are located at the top, while the remaining stimuli are located downward from
the top according to their degrees of inconsistency with these typical sex profiles. The
most striking observation is that the two configurations are remarkably similar, in fact
almost identical. The two subjects use the same set of dimensions, only their saliency
differs across the two subjects. ID MDS discussed earlier is most appropriate to describe
this kind of individual differences.

EXAMPLE 9 Facial expression data.
We give a couple of more examples of ID MDS. A set of stimuli employed in the first

example are shown in Figure 22. They were constructed by factorially combining two of
the most important determinants of facial expressions, namely the curvature of eyes and
the curvature of lips (Inukai, 1981). Dissimilarity judgments were obtained on these
faces from twenty subjects (10 males and 10 females) using rating scales. Figure 23
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Fig. 20. The four-dimensional configuration of faces for Subject 1 (Takane and Sergent, 1983). (Reproduced
with permission from the Psychometric Society.)

Fig. 21. The four-dimensional configuration of faces for Subject 2 (Takane and Sergent, 1983). (Reproduced
with permission from the Psychometric Society.)

shows the two-dimensional common stimulus configuration obtained by INDSCAL
(Carroll and Chang, 1970a), assuming that the observed dissimilarity data are measured
on a ratio scale. This configuration indicates that subjects’ dissimilarity judgments are
organized around the two physical attributes (the lips and the eyes dimensions) used
to construct the stimuli. Note, however, that the two attributes are not strictly orthogo-
nal in the psychological space. Concave (downward) eyes and convex lips seem to go
together, and so do convex eyes and concave lips (lower right corner). The vertical di-
rection roughly corresponds with the eyes dimension and the horizontal direction with
the lips dimension.
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Fig. 22. Stimuli used in Example 9 (Inukai, 1981).

Fig. 23. The two-dimensional common stimulus configuration derived from facial expression data.
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Fig. 24. The two-dimensional individual differences weight space for the facial expression data.

In addition to the dissimilarity data, the experimenter also collected rating data on
the same set of stimuli regarding the extent to which they expressed certain emotional
dispositions. Directions (designated by arrows in Figure 23) indicate the directions with
which certain emotional dispositions are most highly correlated. For example, “smile” is
in quadrant 2, and this is the direction in which this emotional disposition is most clearly
represented. Similarly, we may characterize other emotional dispositions as: 1. happi-
ness – moderately concave eyes and moderately convex lips, 2. alertness – high concave
eyes and straight lips, 3. anger – straight eyes and high concave lips, 4. weeping – mod-
erately convex eyes and moderately convex lips, 5. sleeping – deep convex eyes and
straight lips. Numbers in parentheses indicate multiple correlation coefficients.

Interestingly, there seem to be fairly clear sex differences in the evaluation of the two
dimensions. Figure 24 shows individual differences weights. Squares represent weights
for male subjects and circular dots those for female subjects. Generally speaking, the fe-
male subjects tend to put more emphasis on the lips dimension, while the male subjects
on the eyes dimension.

EXAMPLE 10 Body-parts data.
The final example in this section involves a developmental change in conceptual re-

lations among words (Takane et al., 1977). Dissimilarity judgments between various
body-parts were obtained from a group of adult subjects and a group of 6-year-old chil-
dren, using the conditional rank-order method. (In this data collection method, one of
the stimuli is chosen as the standard stimulus in turn, and the remaining stimuli are rank-
ordered in terms of their similarity with the standard.) Figure 25 presents the derived
stimulus configuration. The solution is three-dimensional, where the three dimensions
are interpreted as: Dimension 1. Contrasts between face terms and limbs terms (both
lower and upper limbs) with “body” in between. Dimension 2. Contrasts between upper
and lower limbs with “body” and all face terms in the middle. Dimension 3. Represents
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Fig. 25. The three-dimensional common stimulus configuration derived from Jacobowitz’ body-parts data
(Takane et al., 1977) (Reproduced with permission from the Psychometric Society.)

the whole–part hierarchy. (The term “body” is right in front, and more peripheral parts
of the body are located toward the back of the configuration.)

Interestingly, there is a fairly systematic developmental difference in the weighting
of these dimensions. Figure 26 depicts individual differences weights. White cubes rep-
resent 6-year-old children’s weights, while black cubes represent those for adults. As
can be seen, 6-year-old children tend to put more emphasis on dimension 2 than dimen-
sion 1 or 3, while adults are more heterogeneous. They split into two groups, one group
placing more emphasis on dimension 1 and the other on dimension 3, but no adults
put most emphasis on dimension 2. The distinction between upper and lower limbs is
very important for young children. As they grow older, they come to realize certain
parallelism between upper and lower limbs.

3.2. A brief account of ID MDS

In ID MDS, we are given N matrices of proximity data between n stimuli, denoted by
n by n matrices, Ok (k = 1, . . . , N), the ij th element, oijk , of which indicates the
(dis)similarity between stimuli i and j obtained from subject k. In ID MDS used in the
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Fig. 26. The three-dimensional individual differences weight space for Jacobowitz’ body-parts data (Takane
et al., 1977). (Reproduced with permission from the Psychometric Society.)

above examples, we represent oijk by the weighted Euclidean distance model,

(9)dijk =
{

A∑
a=1

wka(xia − xja)
2

}1/2

,

where xia is, as before, the coordinate of stimulus i on dimension a, and wka is the
weight attached to dimension a by subject k. To eliminate scale indeterminacies be-
tween the stimulus coordinates and individual differences weights, xia’s are usually
scaled so that

∑n
i=1 x2

ia = n. By applying ID MDS to the set of Ok’s, we obtain the n

by A matrix of stimulus coordinates, X, and the N by A matrix of individual differences
weights, W , whose kath element is wka . These quantities are then plotted in graphical
forms.

One important feature of the weighted Euclidean model is that the orientation of
coordinate axes is uniquely determined. This means that we interpret the axes derived
by the ID MDS, rather than look for some meaningful directions in the space to interpret
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as in the simple Euclidean distance model (1). This removes the burden of rotating the
stimulus configurations in the right orientation as typically required in simple MDS.

Various algorithms have been developed for fitting ID MDS, of which INDSCAL
(Carroll and Chang, 1970a) is still the most frequently used algorithm for ID MDS.
In this method, observed dissimilarity data were first transformed into inner products
(Schönemann, 1972; Young and Householder, 1938), which are then approximated by
a weighted inner product model using a special iterative minimization algorithm. (The
weighted inner product model is derived from the weighted Euclidean distance model
with the same transformation by which the observed dissimilarity data were transformed
into inner products.) INDSCAL, however, requires the ratio level of measurement for
the observed dissimilarity data. ALSCAL (Takane et al., 1977), on the other hand,
allows monotonic transformations of observed (dis)similarity data. However, it fits
squared distances to monotonically transformed (dis)similarity data. Consequently, it
puts more emphasis on large dissimilarities. PROXSCAL (Busing et al., 1997) is the
first workable algorithm that directly fits the weighted Euclidean model to (monotoni-
cally transformed) (dis)similarity data.

The weighted distance model poses some difficulty for ML MDS. The number of
parameters (individual differences weights) in the weighted distance model increases as
more subjects are added to increase the number of observations (unless replicated obser-
vations are made within subjects). These are called incidental parameters. Asymptotic
properties of the maximum likelihood estimators do not hold in this case. Clarkson and
Gonzales (2001) resolved this problem by incorporating the subject weights as random
effects, which were then integrated out to define the marginal likelihood. The marginal
likelihood is maximized to estimate other (structural) parameters. Takane (1996, 1997)
proposed a similar approach in unfolding analysis of multiple-choice questionnaire data.

4. Unfolding analysis

In this section we discuss MDS of preference data. Individual differences are prevalent
in preference judgments. Unfolding analysis provides a way of representing individual
differences in preference judgments. In unfolding analysis, preference data are regarded
as representing proximity relations between subjects’ ideal stimuli and actual stimuli.

4.1. Some examples of unfolding analysis

EXAMPLE 11 Family composition preference.
MDS is not restricted to the usual kind of (dis)similarity data. This example per-

tains to preference data on family compositions, namely how many boys and girls the
subjects would like to have in their family. Stimuli are various family compositions con-
structed by factorially combining several levels of the number of boys (from 0 to 3) and
the number of girls (from 0 to 3). Preference rankings were obtained on the 16 family
compositions from 82 Belgian students (Delbeke, 1978). The data are presented in Fig-
ure 27. The 16 stimuli are numbered so that the index for the number of boys changes
more rapidly. Specifically, 1. (0, 0), 2. (1, 0), 3. (2, 0), 4. (3, 0), 5. (0, 1), 6. (1, 1), 7. (2,
1), 8. (3, 1), 9. (0, 2), 10. (1, 2), 11. (2, 2), 12. (3, 2), 13. (0, 3), 14. (1, 3), 15. (2, 3),
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Fig. 27. Family composition preference ranking data obtained from 82 Belgium university students (Delbeke,
1978).
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and 16. (3, 3), where the first number in the parentheses indicates the number of boys,
and the second number indicates the number of girls. In the figure, the smaller numbers
indicate more preferred combinations. For example, for the first subject, stimulus 6 (the
(1, 1) combination) is the most preferred combination, stimulus 7 (the (2, 1) combina-
tion) is the second most preferred combination, and so on. One way to analyze these
data is an extension of MDS, called unfolding analysis, in which it is assumed that:

1. Each subject has an ideal point in a multidimensional space corresponding to his or
her ideal stimulus.

2. The closer a stimulus point is to one’s ideal point, the more preferred that stimulus
is by that subject.

Unfolding analysis locates both subjects’ ideal points and stimulus points in a joint
multidimensional space in such a way that more preferred stimuli are located close to
the ideal points, while less preferred stimuli are located far from the ideal.

Figure 28 (Heiser, 1981) shows the result of the unfolding analysis of these data.
In this figure, stimulus points are indicated by a pair of numbers (e.g., 1, 3), while
subjects’ ideal points are indicated by ×. There is a strong tendency to prefer large
families among the Belgian students. There is also some boy bias (tendency to prefer
boys to girls). It is also evident that the difference between two small families (e.g., (1,
0) and (1, 1)) is much larger than the difference between two large families (e.g., (2, 2)
and (2, 3)). Adding one girl has more pronounced effects when there is no girl in the
family, but it has relatively small impact when there are already two girls in the family.
The important point is that these observations, rather obvious in Figure 28, can hardly
be made by merely inspecting the data table in Figure 27.

EXAMPLE 12 A marketing research application.
The next example shows importance of unfolding analysis in marketing research

(DeSarbo and Rao, 1984). Stimuli are 12 brands of telecommunication devices (e.g.,
transceivers) characterized by seven descriptor variables such as calling feature (receive
only or both send and receive) and style (military or cradle). Preference ratings were
obtained from a group of 50 subjects characterized by 11 demographic variables such
as age and sex. In the previous example, the stimulus and ideal point configuration
was derived based on the observed preference data alone. In contrast, the background
information about the stimuli and the subjects was explicitly incorporated in the present
analysis, and was utilized in developing useful marketing strategies.

Figure 29 displays the derived stimulus and ideal point configuration. Stimuli are
labelled by alphabet (A–I). Ideal points are indicated by circular dots. (White ones in-
dicate anti-ideal points, meaning that stimuli further away from the points are more
preferred by these subjects.) It can be immediately observed that products A, B, and H
are rather unpopular (few ideal points are located close to them), while the others (e.g.,
I, J, K, and L) are better accepted.

The background information is incorporated by constraining the coordinates of stim-
ulus and ideal points as linear combinations of the background variables. An advantage
of this is that the dimensional interpretation becomes easier. Products with high price,
walkie-talkie style, and send and receive capability tend to be located toward the top
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Fig. 28. The joint representation of the stimulus and the ideal points obtained by unfolding analysis of Del-
beke’s data (Heiser, 1981). (Reproduced with permission from the author.)

of the configuration. Products with send and receive capability, high range, repertory
dialing feature, speaker–phone option and stand up set-up tend to be located toward the
right. Similarly, subjects who own single dwelling houses with many phone, and are
married males having no children living at home, tend to be located toward the top,
while older subjects who are educated, own multi-dwelling houses, but are lower in oc-
cupational status tend to be located toward the right. Thus, we immediately know what
sort of products and subjects are located in which parts of the configuration, and what
sort of people prefer, or do not prefer, what sort of products. This provides valuable
information regarding which products should be selectively promoted to what sort of
people.

Other valuable information can also be obtained by “manipulating” the configura-
tion. Suppose we are interested to know how well new products will sell, if they are
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Fig. 29. The joint representation of products and subjects useful in marketing research. (Adapted from
DeSarbo and Rao (1984) with permission from the authors.)

put on the market. The prospective products are defined by a set of values that take
on the descriptor variables. By applying the weights used to derive the coordinates of
the existing products, we can map the new products into the same space in which the
existing products as well as subject points are already represented. The location of five
new potential products (numbered from 1 to 5) are superposed in the figure. (Product 1
is slightly out of the frame of Figure 29.) It can be seen that products 1, 2 and 4 will not
be popular. Products 3 and 5 will be better accepted, although whether they would sell
well is rather questionable, since similar products are already on the market.

Essentially the same idea may be utilized for repositioning existing products. For ex-
ample, product A is currently not very popular. We would like to make it more attractive
to more people by changing some of its features. In the current example, product A is
modified in three different ways. Symbols a, b, and c in the figure indicate the predicted
relocation of product A after these changes: a. Provide send and receive capability for
an additional cost of $40; b. Increase the range by additional 200 feet for an additional
cost of $20; c. Add repertory dialing and redesign military style at no additional cost.
Modifications involved in b and c are almost totally useless to make product A more
competitive. a is the best strategy, but it still falls short of attracting many buyers.

A point can be located in the space which will attract the largest number of people.
This point is such that the average (squared Euclidean) distance to all subject points
is minimal. Thus, it might be called ideal product. This point is indicated by symbol
“&” in the figure. This point, although having the minimal average squared distance
to all the subjects points, may not be realizable by manipulating the defining features
of the product. The realizable ideal product is indicated by symbol “$” in the figure.
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This product has send and receive capability, no repertory dialing, range = 1000 ft.,
speaker–phone option, price = 239.95, lie-down set-up and cradle style. Products I and
J come fairly close to this profile, although I is probably better selling than J because
the latter has a lot of competitors.

As it turned out, the ideal product is not radically better than some of the existing
products. We might give up the idea of developing a product having the best overall
popularity, but a product having a strong appeal to a certain group of people, and which
does not suffer from strong competitions from other products. For example, a product
located in the upper left portion of the configuration will attract people in that region,
and will not have major competitors. Thus, it may prove to be a better product to sell.
Furthermore, we know what sort of people will like this product. A sales strategy for
promoting this product may take this into account.

4.2. A brief account of unfolding analysis

In unfolding analysis, we are given an N by n data matrix obtained from N subjects
making preference judgments on n stimuli. By subjecting the data matrix to unfolding
analysis, we obtain two coordinate matrices, one for subjects’ ideal points (an N by A

matrix, Y ), and the other for stimulus points (an n by A matrix, X). Let yka denote the
coordinate of subject k’s ideal point on dimension a (the kath element of Y ), and xia

the coordinate of stimulus i on dimension a (the iath element of X). The Euclidean
distance between ideal point k and stimulus point i is calculated by

(10)dki =
{

A∑
a=1

(yka − xia)
2

}1/2

.

The coordinates of ideal and stimulus points are determined in such a way that observed
preference relations between subjects and stimuli are as inversely (monotonically) re-
lated to the distances as possible. The distance model used in unfolding analysis is often
called ideal point model. In most cases, the coordinates are derived based on observed
preference data alone as in Example 11. In some cases, however, additional informa-
tion about the stimuli and the subjects are available, which may be incorporated in the
analysis, as in Example 12. This is often done by constraining the coordinates as linear
functions of the background variables.

Unfolding analysis is thus a special kind of MDS. It appeared as if a fitting pro-
cedure for unfolding analysis could easily be developed by simple modifications of
standard MDS procedures. This expectation, however, turned out to be too optimistic
(DeSarbo and Rao, 1984; Kruskal et al., 1978; Takane et al., 1977). The problem is that
in many cases, so-called degenerate solutions are obtained. The degenerate solutions are
those that fit to the data very well, but are substantively meaningless. Most often, ideal
points and stimulus points are completely separated in the configuration, with distances
between them being equal or nearly equal.

Kruskal’s (1964a, 1964b) original fitting criterion, called stress 1, normalized the
(squared) raw stress (like (2)) by the sum of squared distances. This normalization con-
vention does not discourage equal distances. Kruskal and Carroll (1969) proposed to
normalize the (squared) raw stress by the sum of squared deviations of distances from
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the mean to induce more variability among distances. This, however, introduced vari-
ability of distances across subjects, while keeping the within-subject distances relatively
homogeneous. It was then proposed to assess the fits within subjects, normalized by
the within-subject sum of squared deviations, which are then averaged across subjects.
This, however, led to another kind of degenerate solution; both ideal points and stim-
ulus points are split into two, and so are the within-subject distances. Other attempts
have also been made to prevent degenerate solutions by introducing other kinds of con-
straints like smoothness in the data transformations (Heiser, 1981, 1989; Kim et al.,
1999). More recently, Busing et al. (2005) proposed to penalize the stress function by
an inverse of the variation (the ratio of variance to the squared mean) defined on dis-
parities. This strategy, implemented in PREFSCAL, seems to be working. A potential
danger (of the penalty method in general) is, of course, that we never know the right
amount of nondegeneracy in the solution. For example, by imposing a penalty, we may
be getting “too” nondegenerate a solution for a given data set. Some kind of objective
criterion such as cross validation is required to choose appropriate values of penalty
parameters.

Another interesting idea has been presented recently by Van Deun et al. (2005), who
advocate not to try to avoid degenerate solutions, which may occur with good reasons.
The ideal point (distance) model to account for individual differences in preference
may be adequate only for a subset of subjects. By inspecting some of the degener-
ate solutions, they have identified that there are at least two other groups of subjects
for whom the distance model is not necessarily adequate. For one of these groups, the
vector preference model is more appropriate, and for the other group a signed compen-
satory distance model was more appropriate. In the former, subjects are represented as
vectors, and their preferences are predicted by the projections of stimulus points to the
vectors. This model is considered as a special case of the ideal point model, where the
ideal points are located infinitely far away from the origin (Carroll, 1972). In the signed
compensatory distance model, on the other hand, stimulus points are first projected onto
the subject vectors, and distances are measured between ideal points and the projected
stimulus points. These distances are then assumed to be inversely related to observed
preference data. Van Deun et al. proposed to represent the entire data set by a mixture
of the three models.

Another possibility is to use the idea of external unfolding (Carroll, 1972). In exter-
nal unfolding, a stimulus configuration is derived first, and then subjects’ ideal points
are mapped into the stimulus configuration in such a way that distances between the
stimulus points and ideal points best agree with observed preference relations. (This is
contrasted with the “internal” unfolding, in which both stimulus and ideal point con-
figurations are derived simultaneously.) A technique developed by Gower (1968) and
Carroll (1972) may be used to map the ideal points into the stimulus configuration.
A similar approach has been proposed by Meulman (1992), although in her case, the
model is PCA (principal component analysis), and the subject points are estimated first
rather than the other way round.

This last suggestion entails asymmetric treatment of subjects and stimuli. This may
be more natural in unfolding analysis because subjects are typically treated as replica-
tions in multivariate analysis. For example, Takane (1996, 1997) proposed models for
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multidimensional analysis of multiple-choice questionnaire data that combine an item
response theory (IRT) model and the ideal point model. It is assumed that both item cat-
egories and subjects are represented as points in a multidimensional space, and that the
probability of a subject choosing a particular response category is stated as a decreas-
ing function of the distance between them. Subject points are treated as random effects,
which are then integrated out for the estimation of the item category points. The subject
points may subsequently be mapped into the item category configuration, once the lat-
ter is determined. This is akin to external unfolding. A similar idea may be exploited in
unfolding analysis in general. The idea is also similar to that of Clarkson and Gonzales
(2001) for dealing with individual differences weights in the weighted distance model.

4.3. Ideal point discriminant analysis

Ideal point discriminant analysis (IPDA), proposed by Takane (1987), is a method for
ML unfolding analysis of two-way contingency tables. Entries in contingency tables
are frequencies of joint occurrences of row and column categories, and thus indicate
degrees of similarities between them. In IPDA, both row and column categories of con-
tingency tables are represented as points in a multidimensional space. The probabilities
of column categories given a specific row category are decreasing functions of the dis-
tances between the corresponding row and column points. The row and column points
are located in such a way that these probabilities best agree with the observed frequen-
cies of co-occurrences of rows and columns. By incorporating information regarding
row categories, a variety of model comparisons are possible, and the best fitting model
identified through the minimum AIC criterion. IPDA combines the spatial representa-
tion feature of dual scaling (Nishisato, 1980) or correspondence analysis (Greenacre,
1984), and the detailed model evaluation feature of log-linear models (e.g., Bishop et
al., 1975) for analysis of contingency tables. (See Takane (1980) and Heiser (1981) for
more details of the relationship between unfolding analysis and correspondence analy-
sis. See also Takane et al. (1991) for methods of correspondence analysis with linear
constraints.)

Let F = (fki) denote an R by C contingency table, where fki denotes the observed
frequency of row k and column i. Let G denote an R by P matrix of “predictor” vari-
ables on rows of the table. When no special structures are assumed on rows of the table,
we may set G = I . We let Y denote an R by A matrix of the coordinates of the row
points, where A indicates, as before, the dimensionality of the representation space. We
assume that this Y is obtained by linear combinations of G, that is, Y = GB, where
B is a P by A matrix of weights. Let X denote the C by A matrix of coordinates
of column points. We assume that X is obtained by a weighted average of Y , namely
X = D−1

C F ′Y , where DC is a diagonal matrix with column totals of F in its diagonals.
(This constraint on X is useful for avoiding degenerate solutions often encountered in
unfolding analysis.)

Distances between row and column points can now be calculated by (10), where yka

and xia are the kath and the iath elements of Y and X, respectively. Let pi|k denote the
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Table 3
Illustrative data for IPDA. The original data were provided in courtesy of Dr. Cristina Cook, Mental Care
Development, Augusta, Maine, and were reported on page 225 of Agresti (1996)

Plotting
symbol

Gender Location Seat-belt Seriousness

A B C Row total

fun Female Urban No 7462 720 101 8283
fuy Yes 11713 577 56 12346
frn Rural No 3319 710 190 4219
fry Yes 6228 564 99 6891
mun Male Urban No 10517 566 110 11193
muy Yes 11052 259 38 11349
mrn Rural No 6264 710 233 7207
mry Yes 6767 353 86 7206

Column total 63322 4459 913 68694

probability of column i given row k. We assume that this probability is given by

(11)pi|k = wi exp(−d2
ki)∑C

j=1 wj exp(−d2
kj )

,

where wi (� 0; ∑C
i=1 wi = 1) indicates the bias for column i. The likelihood for the

entire set of observed frequencies in a contingency table is now stated as

(12)L ∝
R∏

k=1

C∏
i=1

p
fki

i|k .

Parameters in the model (B and wj , j = 1, . . . , C) are estimated in such a way that
(12) is maximized. Once the maximum likelihood is obtained, AIC can be calculated
by (7) for various model comparisons. The information matrix, defined by (8), can be
evaluated at the maximum likelihood estimates of the model parameters. The Moore–
Penrose inverse of the information matrix provides variance–covariance estimates of the
estimated parameters.

EXAMPLE 13 Seriousness of traffic accidents.
Table 3 (Agresti, 1996) presents observed frequencies of traffic accidents, cross-

classified by the seriousness (3 column categories; A. not injured or injured but not
transported by emergency medical services, B. injured and transported by emergency
medical services but not hospitalized, and C. injured and hospitalized, or injured and
died), and 8 accident profiles defined by three binary variables: 1. gender of the driver
(male or female), 2. location of accidents (urban or rural), and 3. whether seat-belt was
on (yes or no). We apply IPDA to find out how the accident profile variables affect the
seriousness of accidents.

Table 4 summarizes the GOF statistics (AIC) for fitted models. The independence
model refers to the model in which pi|k = f.i/f.., and the saturated model to the model
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Table 4
Goodness of fit statistics for various IPDA models

Model Dimensionality AIC # of parameters

Saturated 666.4 (16)

Independence 2594.3 (2)

No constraints on rows 2 664.5 (15)

1 713.5 (9)

Three main effects 2 656.9∗ (7)

1 715.1 (5)

Gender eliminated 2 1054.8 (4)∗∗
Location eliminated 2 1531.7 (5)

Seat-belt eliminated 2 1495.1 (5)

∗Minimum AIC solution.
∗∗Solution almost unidimensional.

in which pi|k = fki/fk., where fk., f.i , and f.. are the row total, the column total,
and the grand total of F , respectively. These non-spatial models serve as bench-mark
models against spatial distance models. Table 4 indicates that neither the independence
model nor the saturated model fit to the data as well as the best spatial distance model.

Assuming that a spatial representation is adequate, what is the most appropriate
dimensionality of the representation space, and is there any simple and meaningful rela-
tionship among the row categories? The dimensionality comparison was carried out for
both with and without assuming a special relationship among the row categories. Table 4
indicates that in both cases the two-dimensional representation provides a better fit. To
see if there is any simple relationship among the row categories, the model without any
constraints on rows (G = I ) and the model with the main effects of the three profile
variables as the predictor variables for the row categories were compared. Table 4 indi-
cates that the latter fits to the data better. This means that the derived coordinates of the
row categories can be well approximated by linear functions of the main effects of the
three profile variables. The model without any constraints on rows, on the other hand, is
equivalent to having all seven possible predictor variables that can be formed from the
three profile variables (three main effects, three two-way interactions, and one three-
way interaction effect). The result thus indicates that there are no significant interaction
effects among the profile variables affecting the seriousness of accidents.

Given that no interaction effects are necessary, are all three main effects significant?
To see this, one of the three profile variables was removed at a time, and the reduced
models were fitted in turn. The results are reported at the bottom portions of Table 4.
It is found that none of these reduced models fit as well as the two-dimensional three-
main-effect model. This means that the three main effects are all significant. From the
size of the increase in the value of AIC, the location variable is the most significant,
while the seat-belt variable is a close second.

Figure 30 displays the configuration of the row and column points derived under the
best fitting model. Accidents tend to be more serious when they occur in rural areas
and when passengers wore no seat belts. Female drivers are slightly more prone to seri-
ous accidents than male drivers. Ellipses surrounding the points show 99% confidence
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Fig. 30. The best two-dimensional solution with rows constrained by the three main effects: Estimated row
and column points and their 99% confidence regions.

regions, indicating how reliably the point locations are estimated. They are all small,
indicating that the point locations are very reliably estimated. This, of course, is due
to the large sample size. (Note that the confidence region for column category A is so
small that we cannot see it in the figure.)

Figure 31 depicts a similar configuration obtained under no constraints on the row
categories. Confidence regions are still small, but are nonetheless uniformly larger than
the corresponding ones in the previous figure, indicating that point locations are less
accurately estimated. This shows the importance of having proper constraints to obtain
more reliable estimates of the point locations.

We have quickly run through the kind of analyses that can be performed with IPDA.
It was impossible to cover all important aspects of IPDA in this paper. We refer to
Takane (1987, 1989, 1998), Takane et al. (1987), van der Heijden et al. (1994) for more
detailed accounts of IPDA. De Rooij and Heiser (2005) recently proposed a similar
method for analysis of two-way contingency tables.

5. Concluding remarks

Almost a quarter of a century has passed since two definitive articles on MDS (de
Leeuw and Heiser, 1982; Wish and Carroll, 1982) appeared earlier in this series.
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Fig. 31. The unconstrained two-dimensional solution: Estimated row and column points and their 99% con-
fidence regions.

Many significant events took place since then, of which the most significant one was
perhaps the so-called computer revolution. The advent of personal computers with
massive computational power has had profound impact on the way we think about
statistics and data analysis. MDS is no exception. The number of stimuli that can be
realistically handled by MDS has been scaled up considerably. There has been a re-
port of MDS with 3,648 stimuli (Buja et al., 2001), which was totally unthinkable
30 years ago. People tended to downplay importance of the local optimum problem.
(See Arabie (1973) for some critique.) However, with today’s computer it is not at all
unrealistic to obtain 1,000 MDS solutions starting from 1,000 random initials to in-
vestigate the seriousness of the local optimum problem. Some attempts have also been
made to ensure global optimum solutions algorithmically (Groenen and Heiser, 1996;
Groenen et al., 1999). XGvis (Buja et al., 2001) allows to investigate, interactively and
visually, the nature of locally optimal solutions. Interaction and visualization seem to
be the key words for future software developments in MDS.

Nonlinear dimension reduction constitutes another area of computer intensive meth-
ods. See Tenenbaum et al. (2000), and Roweis and Saul (2000) for recent developments
in this area. Proximity-based multivariate analysis (e.g., kernel methods) typically re-
quires a large amount of computation because of its repetitive operations (inversion,
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spectral decomposition, etc.) applied to N by N matrices (kernel matrices), where N is
the number of cases (subjects) in the data set.

The methodology of MDS is in a maturing stage. Counting only those published
after 1990, at least four books (Borg and Groenen, 1997; Cox and Cox, 2001; Everitt
and Rabe-Hesketh, 1997; Young and Hamer, 1994), and at least three review papers
(Carroll and Arabie, 1998; Nosofsky, 1992; Wood, 1990) have been published. From an
application perspective, Kruskal and Wish (1978) is becoming a classic in MDS. With
the development of more flexible and more reliable algorithms for MDS and unfolding
analysis, it is expected that its applications will grow faster both in number and variety.
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Multilevel Models in Psychometrics

Fiona Steele and Harvey Goldstein

1. Introduction

Before describing the basic multilevel model, it is useful to reflect on why such mod-
els are useful. For many years, social researchers, especially in education, discussed
the ‘units of analysis’ problem, one version of which has also been called the ‘ecolog-
ical fallacy’ (see Robinson, 1951). At one extreme, it is possible to study relationships
among variables ignoring group structures. At the other extreme we can work solely
with group, say school, averages in exploring relationships. Aitkin and Longford (1986)
set out the statistical issues associated with various procedures. In an earlier analy-
sis Aitkin et al. (1981) reworked a well-known study on teaching styles which used
student level data but ignored school membership (Bennett, 1976). They showed that
formerly ‘significant’ results became non-significant when a multilevel model was used.
Woodhouse and Goldstein (1989) showed how the use solely of aggregate level data
based upon school means could lead to unstable and misleading conclusions. In addi-
tion to the problem of making misleading inferences, failure to model both students and
schools simultaneously makes it impossible to study the extent to which school and stu-
dent characteristics interact to influence the response measurement or measurements.
A useful compilation of some early work in the area of psychometrics is the volume
edited by Bock (1989).

Multilevel models overcome these problems wherever we have any kind of hierar-
chical structure, such as individuals grouped within households, themselves grouped
within areas (a three-level model). Repeated measures data are an example of a two-
level hierarchy with measurement occasions (level 1 units) grouped within individuals
(level 2 units). We can readily incorporate multivariate data within this framework. In
the simple case of a set of responses on a sample of individuals we think of the set of re-
sponse variables as forming the lowest level of the data hierarchy; that is, measurements
are nested within individuals. Further levels, such as school, can then be added above
that of individual. Models for repeated measures and multivariate data are discussed in
Sections 3 and 4 and structural equation models are introduced in Section 6.

While the ability to fit models to hierarchically structured data is important, there
are many applications where the data structures are more complex. Suppose a student is
classified as belonging sequentially to a particular combination of primary (elementary)
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school and secondary (high) school and we have followed a sample of such students
through each school and wish to relate measurements made at the end of secondary
school to those made earlier in the primary schools. The students will be identified by a
cross classification of primary schools and secondary schools. Note that even if we did
not have prior measurements, but did have identification of the primary and secondary
schools we could still carry out a cross classified analysis. Another example is where
students are simultaneously classified by the school they attend and the area where they
live, both classifications affecting the value of a response variable. Models for such
cross classifications will be discussed in Section 5.

A further complication occurs when we cannot assign a lower level unit to a single
higher level unit. Suppose that, during secondary schooling many pupils move between
schools. If our response is, say, a test score at the end of secondary school, then for such
a student we will need to share out the school ‘effect’ among all the schools attended,
using a suitable weighting function. Another example occurs with spatial data where
the affect of area will be shared among the area where someone resides and surround-
ing areas, with weights a function of geographical or other distance. Such models find
considerable use in epidemiological studies. These multiple membership models will
also be discussed in Section 5.

2. Basic Models for Two-level Hierarchical Data Structures

We begin with a description of simple multilevel models for data from populations
with a two-level hierarchical structure. More detailed accounts of these and more gen-
eral models can be found in Bryk and Raudenbush (2002), Goldstein (2003), Longford
(1993) and Snijders and Bosker (1999).

2.1. Random intercept model

For simplicity consider a simple data structure where a response yij is measured on in-
dividual i in school j (i = 1, . . . , nj ; j = 1, . . . , J ), together with a single explanatory
variable xij . For example, the response might be an examination score measured on
students at age 16 years and the explanatory variable a test score measured on the same
students five years earlier at age 11. Instead of schools we could think of any grouping
of individuals, such as households or areas. We wish to model a relationship between
the individual response and the explanatory variable, taking into account the effect of
school on the mean response. We shall assume in what follows that we are dealing with
a continuously distributed response, and for simplicity that this has a Normal distribu-
tion. Our data have a simple two-level structure with the schools as higher level units
and students as lower level units. The simplest multilevel model that we can fit to such
a structure can be written as follows

(2.1)
yij = β0j + β1xij + eij ,

β0j = β0 + u0j ,

where var(eij ) = σ 2
e and var(u0j ) = σ 2

u0.
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The model may also be written as a single equation

yij = β0 + β1xij + u0j + eij ,

where β0 + β1xij is referred to as the fixed part of the model, and u0j + eij is the
random part. The random variable u0j represents the departure of the j th school’s in-
tercept from the overall population intercept term β0. The slope coefficient β1 is for
the present assumed to be the same for all the schools. As mentioned we shall de-
velop the model initially assuming that the random variables have a Normal distribution:
eij ∼ N(0, σ 2

e ), u0j ∼ N(0, σ 2
u0). This model is sometimes called a variance compo-

nents model, owing to the fact that the residual variance is partitioned into components
corresponding to each level in the hierarchy. The variance between schools is σ 2

u0, and
the variance between students within a given school is σ 2

e .
The similarity between individuals in the same school is measured by the intra-class

correlation (where, here, ‘classes’ are schools):

σ 2
u0

σ 2
u0 + σ 2

e

.

The intra-class correlation (ICC) measures the extent to which the y-values of students
in the same school resemble each other as compared to those from individuals in dif-
ferent schools. The ICC may also be interpreted as the proportion of the total residual
variation that is due to differences between schools, and is referred to as the variance
partition coefficient (VPC) as this is the more usual interpretation (see Goldstein, 2003,
pp. 16–17).

Having fitted (2.1) we can obtain estimates for the residuals (u0j , eij ) by estimating
their expected values, given the data and estimates of the parameters (β0, β1, σ

2
e , σ 2

u0).
Of particular interest in our example are estimates of the level 2 residuals u0j , which
represent school effects on attainment at age 16, adjusted for prior attainment xij . In
ordinary least squares (OLS) regression residual estimates are obtained simply by sub-
tracting the predicted values of yij from their observed values, i.e., rij = yij − ŷij . In
multilevel models, with residuals at more than one level, a more complex procedure is
needed. Estimates of u0j are obtained by taking the average of the raw residuals rij for
each school j and multiplying the result by a shrinkage factor. This shrinkage factor
pulls the estimate of u0j towards zero when the between-school variance σ 2

u0 is small
relative to the within-school variance σ 2

e , or when the number of students sampled in a
school nj is small.

2.2. Fixed versus random effects

An alternative way of allowing for school effects would be to use an analysis of vari-
ance (ANOVA) or fixed effects model, which would involve including as explanatory
variables a set of dummy variables that indicate the school to which a student belongs.
While ANOVA can also be used to compare any number of schools, the random effects
approach has a number of advantages over fixed effects models. First, if there are J

schools to be compared, then J −1 parameters are required to capture school effects and,
therefore, if J is large, a large number of parameters need to be estimated. In contrast, in
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a random effects model only one additional parameter, the between-school variance σ 2
u0,

is estimated regardless of the number of schools.
Second, the origins of ANOVA lie in experimental design where there are typically a

small number of groups under comparison and all groups of interest are sampled. Often
we have only a sample of groups (e.g., a sample of schools) and it is the population
of groups from which our sample was drawn which is of interest. The ANOVA model
does not allow inferences to be made beyond the groups in the sample. The key point
about the random variable u0j in the random effects model is that it allows us to treat
the samples of units as coming from a universe or population of such units. Thus, the
schools (and students) chosen are not typically the principal focus of interest; they are
regarded as a random sample from a population of schools and we are concerned with
making statements about that population, for example in terms of its mean and variance.

Finally, in a fixed effects model the effects of level 2 explanatory variables cannot
be separately estimated. Such variables are confounded with the level 2 effects because
any level 2 variable can be expressed as a linear combination of the dummy variables
for higher level units. This is a serious drawback of the ANOVA approach as one is
often interested in exploring the extent to which the level 2 variation can be explained
by observed level 2 characteristics. In the random effects model level 2 variables are not
confounded with the level 2 effects u0j , and therefore their effects may be estimated
while simultaneously accounting for level 2 variance due to unobserved factors.

2.3. Random slope model

We can elaborate (2.1) by allowing the coefficient β1 to vary across schools:

(2.2)yij = β0j + β1j xij + eij , β0j = β0 + u0j , β1j = β1 + u1j ,

where

eij ∼ N
(
0, σ 2

e

)
,

(
u0j

u1j

)
∼ N(0,Ωu), Ωu =

(
σ 2

u0
σu01 σ 2

u1

)
.

Model (2.2) is often referred to as a random coefficient model by virtue of the fact
that the coefficients β0j and β1j in the first equation of (2.2) are random quantities, each
having a variance with a covariance between them. Now the slope for school j, β1j , is
given by β1, the average slope across all schools, plus a random departure u1j . The
terms u0j and u1j are random departures from β0 and β1, or residuals at the school
level. As more explanatory variables are introduced into the model, so we can choose to
make their coefficients random at the school level thereby introducing further variances
and covariances, and this will lead to models with complex covariance structures. One
of the aims of multilevel modelling is to explore such potential structures and also to
attempt to explain them in terms of further variables.

When coefficients of explanatory variables are permitted to vary randomly across
level 2 units, the level 2 variance is no longer constant but depends on those variables
with random coefficients. For example, in model (2.2) the school-level variance is

(2.3)var(u0j + u1j xij ) = σ 2
u0 + 2σu01xij + σ 2

u1x
2
ij ,

i.e., a quadratic function of xij .
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2.4. Complex level 1 variation

We have seen how in a random coefficient model, the level 2 variance is a function
of explanatory variables (Eq. (2.3)). We can also allow the level 1 variance to depend
on explanatory variables. This leads to a model with complex level 1 variation or het-
eroskedasticity at level 1.

Suppose, for example, that we wish to explore whether the between-student variation
within schools differs for boys and girls. We introduce a second explanatory variable
x2ij which indicates a student’s gender (coded 1 for girls and 0 for boys). We then spec-
ify a model in which both the mean and variance of yij depend on gender by including
x2ij in the fixed part of the model and allowing separate level 1 residuals for girls and
boys. The random intercept version of this model can be written

(2.4)
yij = β0j + β1x1ij + β2x2ij + e0ij (1 − x2ij ) + e1ij x2ij ,

β0j = β0 + u0j .

From (2.4) the student-level variance is σ 2
e0(1−x2ij )+σ 2

e1x2ij which reduces to σ 2
e0 for

boys and σ 2
e1 for girls.

2.5. Example

We now give examples of applications of the models described above using educational
data on 4059 London school children from 65 schools (see Rasbash et al., 2005, for
further details). The dependent variable is a normalised exam score at age 16. We con-
sider two explanatory variables: a standardised reading test score at age 11 and gender
(coded 1 for girls and 0 for boys). Table 1 shows the results from fitting three two-level
models to these data. Also presented are the −2 log-likelihood values for the fitted mod-
els, which may be used to carry out likelihood ratio tests to compare the fit of nested
models.

We begin by considering a simple random intercept model. From this model the ICC
(or VPC) is estimated as 0.088/(0.088 + 0.562) = 0.135. Thus, after accounting for
the effects of prior attainment and gender, 13.5% of the remaining variance in age 16
scores is due to differences between schools.

The next model fitted is an elaboration of the random intercept model in which the
effect of the age 11 reading test score on attainment at age 16 is allowed to vary across
schools, a random slope (or coefficient) model. The difference in −2 log-likelihood
value (i.e., deviance change) between this and the random intercept model is 42.6, on
2 degrees of freedom. We therefore conclude that the random slope model is a signif-
icantly better fit to the data. In this model, the individual school slopes vary about a
mean of 0.553 with estimated variance 0.019. There is a positive covariance between
the intercepts and slopes, estimated as 0.015, suggesting that schools with higher inter-
cepts tend to have steeper slopes; on average the effect of prior attainment is stronger
in schools with a high mean age 16 score. We note that this conclusion is not invariant
under shifts in the values of predictors with random coefficients. In this example, the
intercept for a given school is that school’s mean attainment at age 16 for boys with a
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Table 1
Results from fitting two-level models to educational attainment at age 16

Random intercept Random slope for
age 11 score

Complex level 1
variance

Parameter Est. (SE) Est. (SE) Est. (SE)

Fixed

β0 (Intercept) −0.095 (0.043) −0.112 (0.043) −0.112 (0.043)
β1 (Age 11 score) 0.560 (0.012) 0.553 (0.020) 0.553 (0.020)
β2 (Girl) 0.171 (0.033) 0.176 (0.032) 0.175 (0.032)

Random: Between-school

σ 2
u0 (Intercept) 0.088 (0.017) 0.086 (0.017) 0.086 (0.017)

σ 2
u1 (Age 11 score) – – 0.015 (0.004) 0.015 (0.004)

σu01 (Intercept/slope covariance) – – 0.019 (0.007) 0.019 (0.007)

Random: Within-school

σ 2
e (Total) 0.562 (0.013) 0.550 (0.012) – –

σ 2
e0 (Boys) – – – – 0.587 (0.021)

σ 2
e1 (Girls) – – – – 0.525 (0.015)

−2 log-likelihood 9330.0 9287.4 9281.4

mean age 11 score. A different estimate would be obtained for the intercept-slope co-
variance if age 11 scores were not centred. The positive covariance also implies that the
between-school variance increases with prior attainment (see Eq. (2.3)).

The final model allows the within-school between-student residual variance to de-
pend on gender. A likelihood ratio test statistic for a comparison of this model with
the constant level 1 variance model is 6 on 1 d.f., so there is strong evidence of het-
eroskedasticity at the student level. The estimated within-school variance is 0.587 for
boys and 0.525 for girls. Thus while on average boys have a lower age 16 score than
girls, their scores have greater dispersion than the girls’.

3. Models for repeated measures

The models described in the previous section can also be applied in the analysis of re-
peated measures where observations over time are the level 1 units and individuals are
at level 2. We illustrate multilevel modelling of longitudinal data using a dataset con-
sisting of nine measurements made on 26 boys between the ages of 11 and 13.5 years,
approximately three months apart (Goldstein, 1989). Figure 1 shows the mean heights
by the mean age at each measurement occasion.

We assume that growth can be represented by a polynomial function with coefficients
varying randomly across individuals. Other functions are possible, including fractional
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Fig. 1. Mean height by mean age at nine measurement occasions.

polynomials or nonlinear functions, but for simplicity we confine ourselves to examin-
ing a fourth order polynomial centred at an origin of 12.25 years. The model we fit can
be written as follows:

yij =
4∑

h=0

βhj t
h
ij + eij ,

(3.1)β0j = β0 + u0j , β1j = β1 + u1j , β2j = β2 + u2j ,

β3j = β3, β4j = β4

where (
u0j

u1j

u2j

)
∼ N(0,Ωu), Ωu =

⎛
⎝ σ 2

u0
σu01 σ 2

u1
σu02 σu12 σ 2

u2

⎞
⎠ ,

eij ∼ N
(
0, σ 2

e

)
.

Eq. (3.1) defines a two-level model with level 1 being ‘measurement occasion’ and
level 2 ‘individual boy’. Note that we allow only the coefficients up to the second or-
der to vary across individuals; in the present case this provides an acceptable fit. The
level 1 residual term eij represents the unexplained variation within individuals about
each individual’s growth trajectory. Table 2 shows the maximum likelihood parameter
estimates for this model.

For each boy we can also estimate their random effects or ‘residuals’ (u0j , u1j , u2j ),
and use these to predict their growth curve at each age. Figure 2 shows these predicted
curves. Growth over this period exhibits a seasonal pattern with growth in the summer
being about 0.5 cm greater than growth in the winter. Since the period of the growth
cycle is a year this is modelled by including a simple cosine term, which could also
have a random coefficient.
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Table 2
Height modelled as a fourth degree polynomial on age

Fixed effects Estimate Standard error

β0 (Intercept) 149.0 1.54
β1 (t) 6.17 0.35
β2 (t2) 1.13 0.35
β3 (t3) 0.45 0.16
β4 (t4) −0.38 0.30

Random effects
Level 2 (individual) correlation matrix: variances on diagonal

u0j (Intercept) u1j (t) u2j (t2)

u0j (Intercept) 61.6
u1j (t) 0.61 2.8
u2j (t2) 0.22 0.66 0.64

Level 1 (occasion) variance = 0.22

−2 log-likelihood = 625.4

Fig. 2. Predicted growth curves from model with random coefficients for linear and quadratic terms.

In our example we have a set of individuals all of whom have nine measurements.
This restriction, however, is not necessary and (3.1) does not require either the same
number of occasions per individual nor that measurements are made at equal intervals,
since time is modelled as a continuous function. In other words we can combine data
from individuals with very different measurement patterns, some of whom may only
have been measured once and some who have been measured several times at irregular
intervals. This flexibility, first noted by Laird and Ware (1982), means that the multi-
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level approach to fitting repeated measures data is to be preferred to previous methods
based upon a traditional multivariate formulation assuming a common set of fixed oc-
casions.

In these models it is assumed that the level 1 residual terms (eij ) are independently
distributed. We may relax this assumption, however, and in the case of repeated mea-
sures data this may be necessary, for example where measurements are taken very close
together in time. Goldstein et al. (1994) show how to model quite general nonlinear
covariance functions and in particular of the form cov(et , et−s) = σ 2

e exp(−g(α, s)),
where s is the time difference between occasions. This allows the correlation between
occasions to vary smoothly as a function of their (continuous) time difference. A simple
example is where g = αs, which in discrete time produces a first-order autoregression,
AR(1), model.

For further discussion of multilevel modeling of longitudinal data see Singer and
Willett (2003) and Muthén (1997).

4. Models for multivariate response data

Repeated measures data consist of multiple observations on individuals over time. Sup-
pose again that we have more than one observation per individual, but that the observa-
tions are for different variables, e.g., responses to a set of items in a questionnaire. In the
examples given below we have multivariate responses on students within schools, where
yrij denotes the rth response (r = 1, . . . , R) on individual i in school j . In this section
we consider two types of multilevel model for multivariate response data. We begin with
a multivariate model, which is appropriate when the focus is on estimating the effects
of explanatory variables on each response, while accounting for the correlation between
responses at the student and school level. We then consider a multilevel factor model
which assumes that the pairwise correlations between responses are explained by their
mutual dependency on one or more latent variables (factors).

4.1. Multivariate models

A two-level random intercept model for multivariate response data may be written

(4.1)yrij = β0r + β1rxij + u0rj + erij ,

where u0j = {u0rj } ∼ NR(0,Ωu) and eij = {erij } ∼ NR(0,Ωe).
Eq. (4.1) can be viewed as a 3-level model where the level 1 units are the within-

student measurements. The explanatory variables are a set of R dummy variables that
indicate the responses (with coefficients β0r ), and their interactions with the covariate
xij (with coefficients β1r ). The coefficients of the dummy variables are assumed to vary
randomly across students (at level 2) and schools (level 3) to obtain the student and
school residuals, erij and u0rj .

There are two main advantages to fitting a multivariate model rather than carry-
ing out a separate analysis for each response. First, we can obtain estimates of the
pairwise correlations between responses at each level adjusting for the effects of xij .
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Table 3
Results from fitting a bivariate multilevel model to written paper and coursework
exam scores

Written Coursework

Estimate (SE) Estimate (SE)

Intercept 49.4 69.7
Female −2.5 (0.6) 6.8 (0.7)

School-level

Variance 46.8 (9.2) 75.2 (14.6)

Covariance 24.9 (8.9) – –
(Correlation) (0.4) –

Student-level 124.6 (4.4) 180.1 (6.2)

Variance
Covariance 73.0 (4.2) – –
(Correlation) (0.5) –

Second, individuals with missing data on one or more response can be retained in the
analysis; under a ‘missing at random’ assumption efficient estimates of coefficients
and covariance structures at each level are obtained. This relaxation of the require-
ment for balanced multivariate data is particularly useful for the analysis of data from
rotation designs where each respondent answers a random subset from a pool of ques-
tions.

We illustrate the use of multivariate models in an analysis of students’ scores on
two components of a science examination taken by 1905 students in 73 English schools
(see Rasbash et al., 2005, for details). The first component is a traditional written paper,
and the second is a piece of coursework. A total of 382 responses were missing, but
students with only one missing score remain in the analysis sample. The scores on both
components have been rescaled so that their maximum is 100, thus enabling comparison
of covariate effects across responses. We consider one covariate, the student’s gender
(coded 1 for female and 0 for male). The results from fitting model (4.1) to these data are
presented in Table 3. From the fixed part estimates we conclude that while girls perform
worse than boys on the written paper, they do better on the coursework. Turning to the
random part of the model, we see that there is greater variation in coursework scores at
both the student and school level. The correlations between the coursework and written
scores at the student and school level are, respectively, 0.4 and 0.5.

4.2. Multilevel factor models

In a multilevel factor model, the student and school level correlations between pairs
of responses are assumed to be explained by one or more factors at each level. For
simplicity, we assume that there is a single factor at each level. The factor model is an
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extension of (4.1) and can be written

(4.2)yrij = β0r + β1rxij + λ(2)
r η

(2)
j + λ(1)

r η
(1)
ij + u0rj + erij ,

where η
(1)
ij and η

(2)
j are the factors at the student and school level respectively, and λ

(1)
r

and λ
(2)
r are the factor loadings. The factors are assumed to be normally distributed.

Conditional on the factors and xij , the responses are assumed to be independent. Thus
the residuals u0rj and erij (often referred to as ‘uniquenesses’) are now assumed to
be uncorrelated across responses. See Goldstein and Browne (2002), Muthén (1994),
Skrondal and Rabe-Hesketh (2004) and Steele (2005) for further discussion of multi-
level factor analysis.

We illustrate the application of multilevel factor analysis using a dataset of science
scores for 2439 students in Hungarian schools (Goldstein, 2003, Chapter 6). The data
consist of scores on four test booklets: a core booklet with components in earth science,
physics and biology, two biology booklets and one in physics. There are therefore six
possible test scores (one earth science, three biology, and two physics). Each student
responds to a maximum of five tests, the three tests in the core booklet plus a randomly
selected pair of tests from the other booklets. The analysis presented below is based on
standardised test scores.

The results from a two-level factor model, with a single factor at each level, are pre-
sented in Table 4. The factor variances at the student and school level are estimated
as 0.127 (SE = 0.016) and 0.057 (SE = 0.024), respectively. For ease of inter-
pretation, standardised leadings are calculated for each factor as (omitting subscripts)
λ

(k)∗
r = λ

(k)
r

√
var(η(k)), k = 1, 2. Because, at each level, the standardised loadings have

the same sign across responses, we interpret the factors as student- and school-level
measures of overall attainment in science. Biology R3 has the lowest loading. The poor
fit for this test is reflected in a relatively high residual variance estimate at both levels.
Thus only a small amount of the variance in the scores for this biology test is explained
by the student and school level factors, i.e., the test has a low communality.

Table 4
Estimates from two-level factor model with one factor at each level

Student-level School-level

λ
(1)
r (SE) λ

(1)∗
r σ 2

er (SE) λ
(2)
r (SE) λ

(2)∗
r σ 2

ur (SE)

E. Sc. core 1† 0.36 0.712 (0.023) 1† 0.24 0.098 (0.021)
Biol. core 1.546 (0.113) 0.55 0.484 (0.022) 2.093 (0.593) 0.50 0.015 (0.011)
Biol. R3 0.583 (0.103) 0.21 0.892 (0.039) 0.886 (0.304) 0.21 0.033 (0.017)
Biol. R4 1.110 (0.115) 0.40 0.615 (0.030) 1.498 (0.466) 0.36 0.129 (0.029)
Phys. core 1.665 (0.128) 0.59 0.422 (0.022) 2.054 (0.600) 0.49 0.036 (0.013)
Phys. R2 1.558 (0.133) 0.56 0.526 (0.030) 1.508 (0.453) 0.36 0.057 (0.018)

†Parameter constrained for model identification.
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5. Models for non-hierarchical structures

5.1. Cross classified models

In the example of children moving from primary to secondary school we have a cross
classified structure which can be modelled as follows:

(5.1)yi(j1j2) = (Xβ)i(j1j2) + uj1 + uj2 + ei(j1j2),

(j1 = 1, . . . , J1; j2 = 1, . . . , J2; i = 1, . . . , n), in which the score of student i, belong-
ing to the combination of primary school j1 and secondary school j2, is predicted by
a linear ‘regression’ function denoted by (Xβ)i(j1,j2). The random part of the model is
given by two level 2 residual terms, one for the primary school attended by the student
(uj1) and one for the secondary school attended (uj2), together with the usual level 1
residual term for each student. We note that the latter may be further modelled to pro-
duce complex level 1 variation (see Section 2.4), allowing for example for separate
variances for males and females.

As an example consider the analysis carried out by Goldstein (2003, Chapter 11)
who fitted cross classified models to 3435 students who attended 148 primary schools
and 19 secondary schools in Fife, Scotland. The dependent variable is the overall exam
attainment at age 16 and a verbal reasoning score measured on entry to secondary school
is included as an explanatory variable. The principal aim was to separate the effect of
primary school attended from that of secondary school. Table 5 shows results from
two alternative model specifications: a two-level hierarchical model, which ignores the
information on primary schools, and the cross classified model.

From the two-level model, the type of model typically used in school effectiveness
studies, we would estimate that secondary schools explain 0.28/(0.28 + 4.26) × 100 =
6.2% of the residual variance in age 16 scores (after accounting for age 12 verbal reason-
ing). The cross classified model takes into account both secondary and primary school

Table 5
Estimates from analysis of examination scores using hierarchical and cross classified
models

2-level model Cross classified model

Estimate (SE) Estimate (SE)

Fixed

Intercept 5.99 5.98
Verbal reasoning 0.16 (0.003) 0.16 (0.003)

Random

σ 2
u1 (primary) – – 0.27 (0.06)

σ 2
u2 (secondary) 0.28 (0.06) 0.011 (0.021)

σ 2
e (student) 4.26 (0.10) 4.25 (0.10)

−2 log-likelihood 17172.0 14845.6
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effects on age 16 attainment, and is clearly a much better fit to the data than the two-
level hierarchical model (LR statistic = 2326.4, 1 d.f.). From the cross classified model
we would conclude that it is primary schools rather than secondary schools that have the
strongest effect on attainment; the proportion of variance due to secondary schools is
now only 0.24%, compared to 6.0% due to primary schools. The substantive importance
of this finding for studies of schooling is that it becomes necessary to take account of
achievement during periods of schooling prior to the one immediately being considered
(secondary here). However, Goldstein (2003) notes that one reason for the substantially
larger primary school variance may be that secondary schools are generally larger than
primary schools, so that the sampling variance is smaller.

5.2. Multiple membership models

Turning to multiple membership models we consider just the secondary schools from
the above example and suppose that we know, for each individual, the weight wij2 as-

sociated with the j2th secondary school attended by student i with
∑J2

j2=1 wij2 = 1.
These weights, for example, may be proportional to the length of time a student is in
a particular school during the course of the longitudinal study. Note that we allow the
possibility that for some (perhaps most) students only one school is involved, so that
one of these weights is one and the remainder are zero. Note that when all level 1 units
have a single non-zero weight of 1 we obtain the usual purely hierarchical model. We
can write the following model for the case of membership of just two schools (1,2):

(5.2)yi(1,2) = (Xβ)i(1,2) + wi1u1 + wi2u2 + ei(1,2),

where wi1 + wi2 = 1.
A more general model is

(5.3)yi{j} = (Xβ)i{j} +
∑
h∈{j}

wihuh + ei{j},

where
∑

h∈{j} wih = 1, var(uh) = σ 2
u , and var(

∑
h∈{j} wihuh) = σ 2

u

∑
h∈{j} w2

ih. (The
notation h ∈ {j} means for any school h that belong to the set of schools {j}.) In
the particular case of membership of just two schools with equal weights we have
wi1 = wi2 = 0.5, var(

∑
h wihuh) = σ 2

u /2. In other words the contribution to the
level 2 variation is just half that for a student who remains in one school, since in the
former case the level 2 contribution is averaged over two (random) schools. Note that
if we ignore the multiple membership of schools and simply assign students, say, to the
final school that they attend, we will underestimate the true extent of between-school
variation. This is because, for those students who do attend more than one school, the
true level 2 variation is less than that for students who attend a single school. In the
model, however, we assume that the level 2 variation for these students is the same as
that for those attending a single school, with the result that the overall level 2 variation
is underestimated.

A slightly different notation to describe membership relationships is used by Browne
et al. (2001). This is particularly useful when we have very complex structures involving
mixtures of hierarchical, crossed and multiple membership classifications. Essentially it
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works by requiring just a single unique identification for each lowest level observation,
in the present case a student. Each student then has a relationship with every other type
of unit, here primary and secondary schools. The model specifies which classifications
are involved and the data structure specifies precisely which schools are involved for
each student. Thus our cross classified model would be written as follows

(5.4)yi = (Xβ)i + u
(2)
secondary(i) + u

(3)
primary(i) + ei (i = 1, . . . , n),

where primary(i) and secondary(i) refer respectively to the primary and secondary
schools attended by student i. The superscripts for the random variables identify the
classification; where this is absent, and if there is no ambiguity, it is assumed to be
the lowest level, classification (1). Using this notation the multiple membership model
would be written as

(5.5)yi = (Xβ)i +
∑

h∈school(i)

wi,hu
(2)
h + ei,

where
∑

h∈school(i) wi,h = 1, and var(u(2)
h ) = σ 2

u .
We can have mixtures of cross classifications and multiple memberships. Thus, for

example, pupils may move between schools and also between areas for the cross clas-
sification of schools by areas. Such a model can be written in the form

(5.6)yi{j1}{j2} = (Xβ)i{j1}{j2} +
∑

h∈{j1}
w1ihu1h +

∑
h∈{j2}

w2ihu2h + ei{j1}{j2},

where
∑

h w1ih = W1,
∑

h w2ih = W2, var(u1h) = σ 2
u1, and var(u2h) = σ 2

u2.
There are now two sets of higher-level units (schools and areas) which influence the

response, each set having a multiple membership structure. Another application of such
a model is for household data where individuals move among households and among
addresses.

5.3. Representing complex data structures

When we have complex mixtures of hierarchies, cross classifications and multiple mem-
berships, a straightforward way of representing these becomes important. Browne et al.
(2001) use simple diagrams for representing such complex structures. Figure 3 repre-
sents the cross classified structure described in the example of Section 5.1. The single
directional lines indicate a membership relation, and here students are members of just
one secondary school and one primary school. Where multiple membership is involved,
two parallel lines are used (see Figure 4).

To illustrate the flexibility of these models and their representation using classifica-
tion diagrams, consider the example of modelling learning groups where the response is
modelled at the group level and we have data where each student moves among groups.
We can formulate this as a multiple membership model where groups (level 1) ‘be-
long’ to individuals (level 2). Suppose, in addition to measuring outcomes at the group
level (y1j ) we also have a measure of achievement or attitude at the student level (y2i ).
Recalling that the groups are defined as level 1 units, the group response will have an in-
dividual component and this will generally be correlated with the response at the student
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Fig. 3. Classification diagram showing students nested within a cross-classification or primary and secondary
schools.

Fig. 4. Classification diagram for a bivariate response with multiple membership structure.

level. We could therefore write such a model as

y1i = (X1β1)i +
∑

j∈group(i)

wi,j u
(2)
1j + e

(1)
i ,

∑
j∈group(i)

wi,j = 1,

(5.7)y2j = (X2β2)j + u
(2)
2j ,

cov
(
u

(2)
1j , u

(2)
2j

) �= 0.

Eq. (5.7) defines a bivariate response model with one response at each level. The first
equation refers to a group response and, given suitable data with individuals belonging
to different groups, can be used to estimate individual and group effects. The second
equation models an individual student response, and from the complete model we can
directly estimate the correlation between a student’s contribution to the group response
and their individual response. Figure 4 shows the relationships using a double arrow for
the multiple membership of groups within children and a dotted line joining the two
child ‘effects’ to indicate a bivariate response model.
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We can also identify those individuals who may be discrepant, say with low contri-
butions to the group response but high individual effects, and this might be an important
diagnostic for learning potential. An alternative formulation for some purposes would
be to incorporate the individual level measure as a covariate in the model for the group
response. If, however, we had sequential measures on individuals then we might wish
to fit trend terms with random coefficients and then the full bivariate response formula-
tion becomes necessary (see Goldstein, 2003, Chapter 5, for such a model in the purely
hierarchical case). Further elaborations can be introduced, for example by modelling
classes of students (containing learning groups) within teachers and/or schools and so
forth.

6. Further extensions

6.1. Further levels

In Sections 2–4 above, models for two-level hierarchical structures were described. All
models can be extended to handle further levels of clustering. For example, sampling
classes within schools would lead to a three-level structure. If we denote by yijk the
response for student i in class j in school k, the random intercept model in (2.1) gener-
alises to

(6.1)yijk = β0jk + β1xijk + eijk, β0jk = β0 + u0jk + v0k,

where u0jk is the random effect for class j in school k, and v0k is the random effect
for school k, both of which are assumed to follow normal distributions. The variance of
u0jk represents the between-class within-school variation. Eq. (6.1) may be extended to
allow the coefficient of xijk to vary randomly across classes and/or schools.

6.2. Categorical responses

In the above sections we have described models for continuous responses. These models
may be generalised to handle different types of response, including binary, ordered and
unordered categorical, count and duration data. For example, a two-level logit model
for binary responses may be written

(6.2)log

(
πij

1 − πij

)
= β0j + β1xij , β0j = β0 + u0j

where πij = Pr(yij = 1). Models for non-normal responses are described in Goldstein
(2003, Chapter 4), and further applications are given in Rasbash et al. (2005).

It is also possible to handle mixtures of different response types in a multivariate
model. For example, Goldstein (2003, pp. 105–107) describes an application where
a binary response indicating whether an individual smokes, is modelled jointly with a
continuous response (defined only for smokers) for the number of cigarettes smoked per
day. More recently, multilevel factor models have been developed for mixtures of binary,
ordinal and continuous items (Goldstein et al., 2006; Skrondal and Rabe-Hesketh, 2004;
Steele and Goldstein, 2006).
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6.3. Structural equation and item response models

Multilevel factor models may be generalised to structural equation models (SEM).
Eq. (4.2) defines the measurement component of a SEM, which describes the relation-
ship between the observed responses and the latent variables, possibly conditional on
covariates. In a SEM, a structural component is added in which the latent variables
at each level may depend on covariates and other latent variables. Detailed accounts of
multilevel SEM include Muthén (1994) and Skrondal and Rabe-Hesketh (2004). A sum-
mary is given by Steele (2005).

The traditional (two parameter) item response model (Lord, 1980) is essentially a
one-factor model with binary responses which can be written as

(6.3)logit(πri) = βr + λrηi + eri, πri = Pr(yri = 1)

for a set of binary responses (r) for each individual (i). This is a special case of (4.2)
but with a logit rather than an identity link function; we can also use a probit link
function. In its original formulation each individual’s score (or ‘latent trait’ value), ηi ,
was treated as a fixed effect but now would generally be formulated as a random effect
in (6.3). Model (6.3) is readily extended to the multilevel case, as in (4.2), and to cross
classified and multiple membership structures. It can also be extended to handle ordered
categorical responses as in ‘partial credit’ models and a discussion of such models and
estimation procedures is given by Fox (2005).

7. Estimation procedures and software

Estimation procedures can conveniently be divided into those based upon maximum
likelihood, or approximations such as quasi-likelihood, and those based upon Bayesian
Markov Chain Monte Carlo (MCMC) methods. We first look at likelihood-based pro-
cedures.

In the case of normally-distributed responses, the two most common procedures are
the EM algorithm and the iterative generalized least squares (IGLS) or the related Fisher
scoring algorithm. Goldstein (2003, Chapter 2 appendices) gives details of these. These
methods are iterative and implemented in major statistics packages including SAS (SAS
Institute, 1999), SPlus (Insightful, 2001), SPSS (SPSS, 2003), and Stata (StataCorp,
2005) as well as specialist multilevel modelling packages such as HLM (Raudenbush et
al., 2001) and MLwiN (Rasbash et al., 2005). For non-hierarchically structured Normal
responses, cross-classified models can be fitted using SAS, SPSS and MLwiN, and the
Stata program GLLAMM (Rabe-Hesketh and Skrondal, 2005) while multiple member-
ship models are implemented in MLwiN.

Where responses are discrete, for example binary or count data, we have generalized
linear models and estimation tends to become more complicated. Maximum likelihood
estimation is commonly carried out using a search procedure whereby the parameter
space is explored in a search for the maximum of the likelihood. The computation of the
likelihood for a given set of parameter values is commonly carried out using ‘quadra-
ture’ but this can be very time consuming when there are many random parameters.
Thus, for example, Ng et al. (2006) use a simulation-based procedure (see Goldstein,
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2003, Appendix 4.3) to compute the likelihood and show that for a large number of
parameters this has important timing advantages. Because of this, several approximate
procedures are in use. One set of these uses quasi-likelihood estimation based on a Tay-
lor series linearization. Known as marginal or penalized (predictive) quasi-likelihood
(MQL, PQL) these will often provide satisfactory estimates but are known to be biased
in cases where data are sparse or variances are large. Another procedure that has good
properties is a Laplace integral transformation (Raudenbush et al., 2000). Any of these
procedures can be used to provide starting values for either full maximum likelihood or
MCMC estimation (see below). Another approach is to use an iterated bootstrap which
will converge to unbiased estimates but has the disadvantages that it is time-consuming
and does not directly provide standard error estimates. We shall not go into details of
MCMC estimation procedures here but refer the reader to Browne et al. (2001) and
Browne (2004). Multilevel models for discrete response data can be estimated using
SAS, Stata or GLLAMM (all of which use quadrature), HLM (PQL and Laplace) and
MLwiN (MQL/PQL and MCMC). Very general multilevel models, including those con-
sidered in this review, can be fitted using MCMC methods in WinBUGS (Spiegelhalter
et al., 2000).

Multilevel factor analysis is implemented in Mplus (Muthén and Muthén, 2004; us-
ing two-stage weighted least squares), GLLAMM (adaptive quadrature), and MLwiN
(using MCMC). Mplus and GLLAMM can also be used to fit more general structural
equation models to any mixture of normal and discrete responses.

Recently published reviews of some of the packages mentioned above are those of De
Leeuw and Kreft (2001), Zhou et al. (1999) and Fein and Lissitz (2000). Full reviews
of the multilevel modelling capabilities of most mainstream statistical and specialist
packages are maintained by the Centre for Multilevel Modelling (http://www.mlwin.
com/softrev).

8. Resources

The methodological literature on multilevel modelling is growing rapidly as is the lit-
erature on applications. The Centre for Multilevel Modelling endeavours to maintain a
selection of the methodological literature and links to other resources such as web sites
and training materials. A collection of data sets together with training materials and a
version of the MLwiN package that will work with these data sets, is freely available
at http://tramss.data-archive.ac.uk. Another useful resource for multilevel modelling is
http://www.ats.ucla.edu/stat/mlm/default.htm.

There is a very active email discussion group that can be accessed and joined at http:
//www.jiscmail.ac.uk/lists/multilevel.html. The group serves as a means of exchanging
information and suggestions about data analysis.
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Latent Class Analysis in Psychometrics

C. Mitchell Dayton and George B. Macready

1. Introduction

Latent class analysis (LCA) is a statistical method for analyzing and understanding
multivariate categorical data. These data arise routinely in the behavioral sciences. In
fact, it can be argued that most data collection procedures in the behavioral sciences
generate multivariate categorical data. Consider three common examples:

(1) Achievement, aptitude and similar test items generate categorical responses from
respondents who are asked to select from prescribed options. These responses are trans-
formed to, say, a categorical, correct/incorrect (i.e., 1/0) scale by comparison with a
key. In addition, the 1/0 scores may be transformed to counts of correct responses or
modeled using some form of item response theory. Note, however, that the raw data are
multivariate categorical.

(2) Surveys may include sets of attitudinal or behavioral items requiring responses
in prescribed categories such as “yes” and “no”. As in (1), these may be coded 1/0
and summed to create a score or modeled in some way, but the raw data are clearly
multivariate categorical.

(3) Opinion surveys and various psychological tests may include items with five
or seven response categories such as “strongly agree,” “agree,” through “strongly dis-
agree.” Responses are categorical and it is often reasonable to assume that the categories
obey an ordering principle. While these responses may be transformed to derived scores
in many different ways, any such conversion requires assumptions that go beyond the
nature of the observed data that remain multivariate categorical.

From a mathematical perspective, LCA is closely related to the area of statistics
known as discrete mixture models as well as to classical factor analysis. In terms of
the former, LCA in its simplest forms is a mixture of product-multinomial distribu-
tions whereas, in terms of the latter, LCA may be viewed as a factor analytic model
for categorical data. The mathematical model for LCA is summarized in Section 2
while ensuing sections deal with a variety of specific applications and extensions of the
underlying model. Some basic references that provide historical and theoretical back-
ground for LCA include Lazarsfeld and Henry (1968), Goodman (1974), Haberman
(1979) and Heinen (1996). Other overviews of LCA and its applications can be found in
Haertel (1984), Bartholomew (1987), Langeheine and Rost (1988), Hagenaars (1990),
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Von Eye and Clogg (1994), Rost and Langeheine (1997), Dayton (1999), and Hagenaars
and McCutcheon (2002). The web site, http://ourworld.compuserve.com/homepages/
jsuebersax/index.htm, maintained by John Uebersax provides many additional refer-
ences to the latent class literature including citations for interesting applications in
education and psychiatry. Throughout this chapter, reference is made to exemplary data
sets with special attention to items dealing with attitudes toward abortion issues that
have been abstracted from several years of General Social Survey (GSS) data. These
abortion data, described in more detail below, are in public-access databases maintained
by the National Opinion Research Center (NORC) in Chicago, Illinois at the web site
http://webapp.icpsr.umich.edu/GSS/.

2. The model for LCA

For convenience, and without any intended loss of generality, we refer to categorical
response variables, unordered or ordered, as “items” and to the individuals, objects,
etc., that provide data as “respondents.” The basic concept in LCA is that the population
of interest is composed of unobserved classes of respondents within which responses to
items are stochastically independent. Unlike strata such as sex or socio-economic status,
these latent classes do not, in general, have any obvious indicators in the real world. This
is not to suggest that classes must be interpreted simply as strata that lack a manifest
gold standard. In fact, it is reasonable in some applications, especially those based on
repeated observations over time, to interpret latent classes as states that respondents
assume with certain probabilities represented by latent class proportions.

The mathematical model for LCA can be represented as follows. Let Y i = {yij } be
the vector-valued response for items j = 1, . . . , J , for the ith respondent from some
population. Further, let the response options for the items be defined over a set of dis-
tinct, mutually-exclusive values r = 1, . . . , Rj for the j th item (e.g., for dichotomous
responses these values would be r = 1, 2). Then, for C distinct latent classes, an unre-
stricted latent class model is defined as:

(1)Pr(Yi) =
C∑

c=1

θc

J∏
j=1

Rj∏
r=1

α
δijr

cjr .

The mixing proportions, θc, c = 1, . . . , C, with the usual restriction,
∑C

c=1 θc = 1, are
referred to as latent class proportions and represent the sizes of the unobserved latent
classes. The conditional probabilities associated with the items, αcj1 · · · αcjRj

, represent
the probability of response r to item j given membership in the cth latent class. Thus,
for each item, there is a vector of Rj conditional probabilities. These conditional prob-

abilities sum to 1 for each item within each latent class:
∑Rj

r=1 αcjr = 1. The Kronecker
deltas are defined by

(2)δijr =
{

1 iff yij = r,

0 otherwise,

http://ourworld.compuserve.com/homepages/jsuebersax/index.htm
http://webapp.icpsr.umich.edu/GSS/
http://ourworld.compuserve.com/homepages/jsuebersax/index.htm
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so as to ensure that appropriate conditional probabilities are included in the model
(noting that, in general, a0 = 1). The fact that the model is written with products of
probabilities associated with item responses is indicative of the assumption that, given
knowledge of latent class membership, responses are assumed to be independent (this
is sometimes known as the local independence assumption in LCA).

Eq. (1) can be rewritten as

(3)Pr(Y i ) =
C∑

c=1

θc Pr(Y i | c),

where Pr(Y i | c) is the conditional probability for response vector, Y i , given latent
class c. In this form, the model is recognizable as a finite mixture model with mixing
proportions, θc, and probability processes defined by Pr(Y i | c). In effect, the model
is a mixture of product-multinomial processes since the distribution for the conditional
probabilities, αcjr , for each item within each latent class follows a multinomial density.
As the model is written, it is assumed that the sample of respondents arises by a process
of simple random sampling. However, it should be noted that this is, typically, not the
case for data arising from complex survey designs that incorporate cluster sampling;
this situation is treated in later sections (also, see Patterson et al., 2002).

LCA can be viewed as analogous to classical factor analysis (CFA) in the follow-
ing sense. CFA deals with the observed inter-correlations among a set of continuous
response variables. It is postulated that these correlations arise from the fact that the ob-
served variables are themselves correlated with a smaller set of unobserved (i.e., latent),
continuous variables called factors. For example, observed inter-correlations among
measures of academic achievement in areas such as mathematics, reading, history, etc.,
might be assumed to arise from a smaller set of factors related to latent abilities such
as reasoning, recall, etc. A fundamental notion in CFA is that, if the latent factors are
held constant (i.e., partialled out), then the observed correlations vanish. Of course, with
real data the correlations will not be completely explained by the factors but this is the
ideal. Similarly, in LCA the observed dependencies among a set of categorical response
variables (i.e., items) are assumed to vanish if latent class membership is held constant
(i.e., partialled out). Of course, this condition will only be approximated with real data.

3. Estimation and model fit

3.1. Estimation

Given the model in Eqs. (1) or (3) for a sample of n independent respondents, the likeli-
hood for the sample is λ = ∏n

i=1
∑C

c=1 θc Pr(Yi | c) and the logarithm of this likelihood
is:

(4)Λ =
n∑

i=1

ln
C∑

c=1

θc Pr(Yi | c) =
n∑

i=1

ln

{
C∑

c=1

θc

J∏
j=1

Rj∏
r=1

α
δijr

cjr

}
.
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Subject to certain identifiability conditions that are discussed below, maximum likeli-
hood estimates for the distinct parameters in the model can be derived by computing
partial derivatives of Λ with respect to the parameters, setting these partial derivatives
to 0 and solving simultaneously. The restrictions on the parameters,

∑C
c=1 θc = 1 and∑Rj

r=1 αcjr = 1, can be imposed on the solution in a variety of ways including the in-
troduction of Lagrange multipliers. If the latent class proportion for the Cth class is
rewritten as θC = 1 − ∑C−1

c=1 θc, the typical partial derivative with respect to a latent
class proportion is of the form:

(5)
δΛ

δθc

=
n∑

i=1

ln Pr(Yi | c) −
n∑

i=1

ln Pr(Yi | C) = 0.

Similarly a partial derivative with respect to a conditional probability for an item is of
the form:

(6)
δΛ

δαcjr

=
n∑

i=1

ln

[
θc

δ Pr(Yi | c)

δαcjr

]
= 0.

Although the partial derivatives are straight-forward to compute, they are non-linear
in the parameters and must be solved by iterative procedures. Among the methods
available for deriving estimates from real data are the expectation-maximization (EM)
algorithm, Newton–Raphson procedures and Bayesian methods. These methods are in-
corporated into various micro-computer programs such as LEM (Vermunt, 1997) that is
based on an EM algorithm, LATENT (Haberman, 1979) that uses Newton methods and
Latent Gold (Vermunt and Magidson, 2000) that incorporates Bayesian methods. More
details concerning computational approaches can be found in the above references.

One requirement for identification of a latent class model is that the number of free
parameters be no greater than one less than the number of distinct response vectors
(note that one degree of freedom is lost since the sample size is fixed at n). An un-
restricted latent class model with J items and C latent classes requires the estimation
of C − 1 latent class proportions and C

∑J
j=1(Rj − 1) item conditional probabilities

given the usual restrictions for probabilities noted above. Thus, for three items with 3,
3 and 4 response options, respectively, and two latent classes, it is necessary to estimate
15 independent parameters. Since there are 3 × 3 × 4 = 36 distinct response patterns,
this requirement for identification is met. However, a more fundamental requirement
for identification is that the theoretical sampling covariance matrix for the parameter
estimates is of full rank. Except for the simplest models, this requirement cannot be es-
tablished by analytical methods although some programs for LCA do estimate the rank
of the empirical sampling covariance matrix and may provide other evidence concern-
ing whether or not identification requirements are met. It should be noted that relying
only on the first requirement above can produce misleading conclusions. The classic
example in LCA (Goodman, 1974) is for the case of four dichotomous items and three
latent classes that represents an unidentified model even though the number of inde-
pendent parameters (i.e., 14) is two less than the number of distinct response patterns
(i.e., 16). In practice, lack of identification may be suspected when estimates for item
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conditional probabilities go to boundary values of 0 or 1 or when different sets of start-
ing values for parameter estimates does not result in the same solution. Assuming that
a latent class model is identified and that ρm and ρm′ are parameters freely selected
from θc, αcjr , the asymptotic sampling covariance matrix for the parameter estimates
is V = E{∂2Λ/∂ρm∂ρm′ }−1 evaluated at the point of maximum likelihood. Sample es-
timates of V are routinely computed by available latent class programs using various
approximation methods (e.g., by estimating second derivatives using finite differences).

The log-likelihood function in Eq. (4) is based on the assumption of simple ran-
dom sampling (SRS) from a defined population. In practice, complex surveys employ
stratification and cluster sampling. Thus, survey data are often reported with case-wise
sampling weights, wi , that compensate for stratification that is disproportionate to the
size of strata (i.e., some strata may be under- or over-sampled), non-response and re-
lated factors (Kish, 1965; Kish and Frankel, 1974; Kalton, 1989). In the context of
LCA, Patterson et al. (2002) defined a pseudo-log-likelihood that incorporated sam-
pling weights:

(7)Λw =
n∑

i=1

wi ln
C∑

c=1

θc Pr(Yi | c) =
n∑

i=1

wi ln

{
C∑

c=1

θc

J∏
j=1

Rj∏
r=1

α
δijr

cjr

}
.

Although little is known about the theoretical properties of pseudo-log-likelihoods, em-
pirical investigations suggest that estimating parameters by maximizing Eq. (7) results
in approximately unbiased estimates even though clustering is not explicitly taken into
account. However, these same empirical studies indicate that asymptotic estimates for
standard errors based on using pseudo-log-likelihoods are negatively biased (i.e., too
small). This is not surprising since clustered samples have a reduced effective sample
size relative to SRS. In survey research, it is often recommended that this negative bias
be corrected by use of a design effect that represents the ratio of the sampling error for
the complex design versus comparable data based on SRS. Unfortunately, in the context
of LCA, Patterson et al. (2002) found that adjustments based on design effects produced
unsatisfactory results and suggested the use of jackknife re-sampling techniques for pur-
poses of estimating standard errors (also, see Wolter, 1985). In all of these analyses, it
has been assumed that respondents arise from populations that are sufficiently numerous
that finite-correction terms can be ignored.

3.2. Model fit

When fitting models to data, it is important to distinguish between confirmatory and
exploratory analyses, both of which may be involved in a single research study. The for-
mer situation arises when models are specified a priori on the basis of theory or previous
findings. In this case, it is appropriate to assess whether or not the data at hand are con-
sistent with these a priori models. Thus, statistical tests that assess goodness-of-fit to the
data are based on null hypotheses derived from the theoretical models. For categorical
data, significance tests ordinarily entail a comparison between observed frequencies and
expected frequencies that are derived by substituting maximum-likelihood estimates for
parameters in the theoretical model. The observed frequencies may be viewed as aris-
ing from a saturated multinomial distribution. These tests are widely known and are
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not summarized here but are illustrated and commented upon in connection with ap-
plications below. Dayton (1999) provides computational details for the Pearson X2,
likelihood-ratio G2 and Read–Cressie I 2 goodness-of-fit statistics, the latter being ar-
guably the best choice when small expected frequencies tend to distort the distributions
for the first two tests.

It is important to note that classical, frequentist interpretations of significance tests
only allow for strong inference when fit of a model is unsatisfactory; that is, when the
null hypothesis is rejected. Thus, in a confirmatory analysis, acceptance of the null hy-
pothesis leads to the rather bland conclusion that there is no evidence that the theoretical
model is false. But note that this could also be true (and certainly is true) for any number
of unspecified models that have not been assessed on the data. Also, for relatively small
sample sizes, failure to reject the null may be viewed as simply absence of statistical
power. On the other hand, rejection of the null hypothesis does, in fact, provide evidence
that the theoretical model is not satisfactory, although this will, in many cases, be op-
posite to the conclusion of interest to the researcher. However, there certainly are cases
where negative findings are of interest as when an independence model is rejected.

In experimental settings, the rubric of significance testing has greater utility since
confirming the null hypothesis is ordinarily not of interest. For example, in a two-group
experimental design, the null hypothesis for the conventional Student t-test specifies
equality of population means. Then, rejection of the null hypothesis provides evidence
for the conclusion that is of interest. However, in non-experimental, confirmatory situ-
ations where models are fit to data, the use of statistical tests is much less satisfactory
since there is no simple binary equality/inequality outcome that covers the range of
interests of the researcher.

These same concerns carry over to the case of exploratory analysis. In LCA it is
not unusual to fit a series of increasingly more complex latent class models with the
aim of locating a model that is a reasonable representation for the data. For nested
(i.e., hierarchical) models, with the very important exception noted below, differences
in chi-square goodness-of-fit tests can be used to assess the statistical significance of the
difference in fit between alternate models (again, see Dayton, 1999, for a summary of
these familiar ideas). Thus, it can be decided whether or not the more complex model
(that is, the model with more independent parameters being estimated) provides better
fit to the data than the simpler model. Note that this is quite different than deciding that
either model in any sense represents “good” fit to the data. The important exception
to the utilization of difference chi-square tests is for the case of models with different
numbers of latent classes. Thus, if one fits unrestricted two-class, three-class and four-
class models, say, the differences in chi-square values between these nested models
are not, contrary to what one might expect, distributed as chi-square statistics. This is a
general condition that pertains to comparing mixture models based on different numbers
of components (Titterington et al., 1985). Although the precise mathematical reasons for
the failure of these tests is reasonably arcane, a simple example provides some insight
into the dilemma. Consider fitting unrestricted two-class and three-class models to data
from five dichotomous items. The number of independent parameters in the two-class
model is 11 and in the three-class model is 17. Thus, it would seem, from a hierarchic
perspective, that 6 restrictions must be placed on the three-class model to reduce it to
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the two-class model. However, simply setting one of the two independent latent class
proportions to 0 accomplishes the same reduction.

3.3. Model comparison measures

For the reasons discussed above, the use of statistical significance tests may not be
particularly useful in the context of LCA. An alternative approach for comparing mod-
els, and for selecting a “best” model, that is gaining currency derives from information
theory. Akaike (1973, 1974) advocated the use of his estimate for the Kullback and
Leibler (1951) information measure (or, negentropy) as an approach to ordering alter-
nate statistical models based on the same data. Akaike reasoned that Kullback–Leibler
information represents a measure of the distance between the “true” model for data and
any other model proposed for the same data. His estimate for Kullback–Leibler infor-
mation, AIC, turns out to be a penalized form of the log-likelihood for the observed
data. The penalty depends on the complexity of the model and is simply 2q, where q

is the number of independent parameters estimated in fitting the model by maximum
likelihood. In the present notation, AIC = −2 ln(λ) + 2q = −2Λ + 2q. The Akaike
decision-making strategy is to compute the AIC statistic for each model under consid-
eration and to select as the preferred model the one for which AIC is minimized; this is
referred to as the min(AIC) strategy. The interpretation of the min(AIC) model is that,
among those models being compared, it results in the least loss of information compared
to the “true” model which, of course, is never known (or, knowable). In this sense, the
model selected by a min(AIC) strategy is the best approximating model among the mod-
els being compared.

It should be noted that various related measures have been proposed as alternatives to
the Akaike AIC. In general, these measures incorporate different penalty terms, usually
placing a greater weight on the number of parameters being estimated with the result
that simpler models are favored. For example, Schwarz (1978) used Bayesian concepts
to derive his measure, BIC, with penalty term loge(n)q and Bozdogan (1987) modified
Akaike’s mathematical derivation to develop CAIC with the penalty term [loge(n)+1]q.
In this chapter, we utilize both the Akaike AIC and Schwarz BIC for model comparisons
but suggest that readers consider the merits of alternatives.

From a subjective point of view, a model resulting in lack of fit based on chi-square
tests may appear to represent the observed data reasonably well in the sense that dis-
crepancies between observed and expected frequencies are relatively small. Given this,
various descriptive measures have been proposed, especially the Index of Dissimilarity
defined as:

(8)ID =
M∑

m=1

|nm − ñm|
2n

,

where M is the number of distinct response patterns (e.g., M = 2J for J dichotomous
variables) while nm and ñm are, respectively, observed and expected frequencies. In
practice, values of ID less than 0.05 may be considered as representing “satisfactory”
fit and the measure may be used as the descriptive basis for comparing alternative mod-
els. Other descriptive measures include the lack-of-fit index, π∗, proposed by Rudas



428 C.M. Dayton and G.B. Macready

et al. (1994). This index represents the minimum proportion of respondents that must
be deleted from the frequency distribution in order for the proposed model to result in
perfect fit (i.e., G2 = 0). Although a highly interpretable and useful index, it has no
simple computational approach (see Dayton, 2003, for not-so-simple approaches) and
is not available in current latent class programs.

3.4. Computer programs for LCA

The analyses reported in this chapter were generated using the computer programs LEM
(Vermunt, 1997), MPlus (Muthén and Muthén, 1998) and Latent Gold (Vermunt and
Magidson, 2000). LEM is far more general than other programs with regard to the range
of models that can be estimated since, among other things, complex restrictions can be
imposed on models using a design matrix. Latent Gold has the advantage of being able
to utilize common data bases, such as SPSS, as well as having options for placing prior
distributions on the parameters (i.e., Bayesian analyses). For use with data arising from
complex sample designs, these programs can accommodate case weights and newer
versions of MPlus and Latent Gold have some capacity to deal with cluster sampling.

4. Analyses with score data

For J achievement test items or J dichotomously scored (e.g., agree/disagree) attitude
items, a score ranging, in theory, from 0 through J can be created by counting the num-
ber of correct (or, agree) responses. Mastery tests, for example, often consist of a set
of relatively homogeneous items (e.g., simple arithmetic skills or word-attack decoding
skills) for which a minimum “pass” score has been established. Typically, the cut score
for passing is established by a panel of judges. A two-class latent class model is a use-
ful supplement (or alternative) for identifying latent subgroups that may (or may not) be
identified as masters and non-masters (Macready and Dayton, 1977, 1980). The latent
class approach is entirely empirical, does not involve subjective judgments and pro-
vides evidence as to whether or not the set of items can reasonably be used to separate
respondents into two groups.

4.1. Quiz scores

In this section, our first example uses results from a mastery quiz based on scores from
10 completion items. These items dealt with elementary concepts of matrix algebra
and were used over a period of several years in a graduate-level multivariate analysis
course taught by the first author of this chapter (actually, the specific items varied from
semester to semester but were drawn from the same pool of items and are considered
randomly parallel for these analyses). As shown in Figure 1, the distribution of 247
scores is negatively skewed with a heavy “tail” to the left that suggests a mixture of
distributions rather than a single distribution. A single binomial distribution with an
estimated probability for a correct response equal to 0.77 provides very poor fit to the
score distribution (G2 = 142.69 with 9 degrees of freedom; p < 0.001). On the other
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Fig. 1. Matrix algebra scores.

hand, a mixture of two binomial distributions with estimated item conditional proba-
bilities of 0.83 and 0.54 does provide adequate fit at conventional significance levels
(G2 = 13.37 with 7 degrees of freedom; p = 0.064). It seems reasonable to interpret
the first class, with an estimated 60% of the respondents, as “masters” and the second
class as “non-masters.” In terms of the latent class model in Eq. (1), the conditional
probabilities for the Yes responses are constant within classes; i.e., αc1 = · · · = αc10
for c = 1, 2 where the response subscript has been omitted. It should be noted that for
this mixture-of-binomials latent class model, score frequencies are sufficient statistics
for maximum likelihood estimation.

Bayes theorem in the form Pr(c | Y i ) ∝ θc Pr(Y i | c) can be used to classify
respondents from the score groups, 0 through 10, into the latent classes. This entails
substituting maximum likelihood estimates for the unknown parameters in Bayes the-
orem and classifying respondents into the class for which Pr(c | Y i ) is maximal. As
shown in Table 1 for the quiz results, respondents with scores from 0 through 6 are
classified into the “non-master” class whereas respondents with scores from 7 through
10 are classified into the “master” class. Note that these classifications involve errors.
For example, the 37 respondents with a score of 6 are all classified as “non-masters”
although, according to the model being fit to the data, 3.34% of respondents with that
score are estimated to arise from the second, or “master” latent class. When these errors
of classification are summed, there are about 4.3% of “masters” who are misclassified
as “non-masters” and about 9.5% of “non-masters” who are misclassified as “masters,”
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Table 1
Bayesian classifications for quiz scores

Score Frequency θ1 Pr(Y i | c = 1) θ2 Pr(Y i | c = 2) Classification

0 0 0.0002 0.0000 1
1 2 0.0021 0.0000 1
2 4 0.0111 0.0000 1
3 5 0.0343 0.0002 1
4 17 0.0693 0.0014 1
5 24 0.0960 0.0081 1
6 37 0.0924 0.0334 1
7 32 0.0610 0.0943 2
8 60 0.0264 0.1749 2
9 37 0.0068 0.1923 2

10 29 0.0008 0.0951 2
Total 247 0.4004 0.5997

resulting in 13.8% estimated total classification error. Letting the proportion of errors of
classification be Pe, the estimated proportion of correct classifications is Pc = 1−Pe or,
for the present example, 0.862. However, this proportion may be viewed as somewhat
optimistic since simply classifying all respondents in the larger (more generally, largest)
latent class represents the baseline rather than 0 (e.g., 60% for the present example). The
index, lambda (Goodman and Kruskal, 1979), was proposed as a correction and is of the
form λ = Pc−θmax

1−θmax
, where θmax is the largest estimated latent class proportion. For our

example, λ = 0.862−0.600
1−0.600 = 0.655. This can be interpreted to mean that using Bayesian

classification based on the latent class model results in about 66% improvement over
chance.

4.2. Abortion scores

A different type of situation for which scoring items is useful involves survey items
dealing with attitudes toward a defined topic. For example, items dealing with attitudes
toward abortion have been included in the GSS for many years and six were selected
for analysis. In the GSS, these items are presented with the introduction:

“Please tell me whether or not you think it should be possible for a pregnant woman to
obtain a legal abortion if . . . ”

This introduction was followed by specific statements:

– The woman’s own health is seriously endangered by the pregnancy;
– She became pregnant as a result of rape;
– There is a strong chance of serious defect in the baby;
– The family has a very low income and cannot afford any more children;
– She is not married and does not want to marry the man;
– She is married and does not want any more children.
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Table 2
Counts and percents for responses to abortion items

Item Yes No

Count % Count %

Woman’s health seriously endangered 27187 90.1% 2985 9.9%
Pregnant as result of rape 24691 82.8% 5125 17.2%
Strong chance of serious defect 24487 81.5% 5553 18.5%
Low income – can’t afford more children 14487 48.6% 15322 51.4%
Not married 13450 45.2% 16331 54.8%
Married – wants no more children 13204 44.2% 16675 55.8%

Fig. 2. Abortion agreement score.

Response options comprised Yes, No, Don’t Know and No Answer, but for our analy-
ses only the Yes, No responses were considered as non-missing. Counts and percents
for the responses for combined data over the years 1972 through 1998 are presented
in Table 2. Complete data were available for 27,151 respondents. A score for each
respondent with a range of 0 through 6 was created by counting the number of Yes
responses. The resulting frequency distribution is shown in Figure 2. It is apparent
that these scores do not follow any simple probability model because of the prominent
mode at 6 that represents about 28% of respondents who replied Yes to all six items.
In addition, there appears to be a local mode near 0 as well as a clearly-defined mode
near the center of the score distribution. Thus, these abortion item count data suggest
some form of mixture. For the present analyses, it was assumed that the data repre-
sent a mixture of Bernoulli processes that generate binomial distributions. As above,
we assume that the conditional probabilities for the Yes responses (say) are constant
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Table 3
LC models fitted to score data

# of
classes

DF
for fit

# of
independent
parameters

Likelihood
ratio G2

AIC LC
proportions

Item
conditional
probabilities

1 5 1 41,369.82 207,525.68 1.00 0.67
2 3 3 4,370.09 170,529.96 0.45, 0.55 0.98, 0.41
3 1 5 1,023.53 167,186.34 0.42, 0.07, 0.51 0.99, 0.01, 0.49

within latent classes; i.e., αc1 = αc2 = αc3 = αc4 = αc5 = αc6 for c = 1, . . . , C.
The results from fitting one- through three-class models are summarized in Table 3.
The degrees of freedom for the chi-square fit statistics are found from the expression:
#Cells − #Independent Parameters − 1. Note that the one-class model is not a mixture
but is equivalent to estimating and fitting a binomial model for independent items. Also,
note that a larger number of classes cannot be fit to these data because degrees of free-
dom have been exhausted. It is apparent that none of these models provides adequate fit
from the perspective of the chi-square statistics although, given the very large sample
size (27,151) this result is to be expected (all p-levels in the table are extraordinarily
small and not reported). In terms of both information criteria, AIC and BIC (only AIC is
displayed in Table 3), the preferred model, among these three, is the three-class model.
This model is easy to interpret and appears to be consistent with the characteristics of
the frequency distribution displayed in Figure 2. In particular, the first class comprises
42% of the respondents with a conditional probability of 0.99 for responding Yes to
an item. This class is, essentially, responsible for the mode at the score of 6. The sec-
ond class comprising 7% of the respondents has a probability of only about 0.01 for
responding Yes to an item and is primarily responsible for the secondary mode near 0.
Finally, the third class comprising 51% of the respondents has a probability of 0.49 for
responding Yes to an item and generates the bulk of the central range of scores in Fig-
ure 2. Referring back to Table 2 in which we note the wide range of positive response
rates for the six abortion items, it would seem that three classes each with a constant
rate of Yes responses for all six items is unnecessarily simplistic so we explore more
complex models in later chapters.

5. Unconstrained latent class models

Exploratory latent class analyses for categorical response data often proceed by fitting
unconstrained models with increasing larger numbers of latent classes. The model with
a single latent class is referred to as an independence model and is the typical starting
point for such analyses. The process of fitting increasing more complex models stops
when either degrees of freedom for fit are exhausted or a min(AIC) [min(BIC)] strat-
egy, for example, locates a “best fitting” model. Results for fitting one through seven
unrestricted latent classes to frequencies for the 26 = 64 response patterns for the six
GSS abortion items are summarized in Table 4. None of the chi-square fit statistics is
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Table 4
Unrestricted LC models fitted to abortion item data

# LC # of parameters DF G2 Pr(G2) AIC BIC

1 6 57 66,146.83 0.000 181,324.29 181,373.54
2 13 50 10,710.17 0.000 125,901.63 126,008.35
3 20 43 704.27 0.000 115,909.73 116,073.91
4 27 36 329.95 0.000 115,549.41 115,771.05
5 34 29 87.65 0.000 115,321.11 115,600.22
6 41 22 47.70 0.001 115,295.16 115,631.73
7 48 15 28.87 0.017 115,290.32 115,684.37

non-significant but, given the very large sample size of 27,151, this is not unexpected.
These analyses illustrate the differential tendencies of AIC which favors more complex
models and BIC which favors simpler models due to the latter’s greater weight per pa-
rameter. For the GSS abortion data, a min(BIC) strategy leads to interpreting the five
class model whereas a min(AIC) strategy leads to interpreting the seven class model.
For the six and seven class models, problems were encountered in arriving at stable
solutions because item conditional probabilities converged to boundaries of 0 or 1 in
both cases and because inconsistent solutions arose from different sets of start values.
The five class solution was selected for as the best approximating model since it was
stable across different sets of start values, consistently showed boundary conditions for
the same items and differed only slightly from a Bayesian solution with a relatively
uninformative prior distribution (see below for discussion of Bayesian models).

The item profiles for the five class model summarized in Figure 3 provide the basis
for a reasonable interpretable of the abortion items. Note that the values in the plot are
estimated item conditional probabilities for a Yes response and that latent class pro-
portions are shown to the right of each profile. The two larger classes, estimated to
have sizes of 39% and 30%, represent, respectively, respondents who are consistently
favorable to abortion for all six items and respondents who seem to distinguish sharply
between favoring the first three reasons for abortion and opposing the last three reasons
for abortion. The third latent class, estimated to have 17% of respondents, is similar to
the second class except that these respondents are less averse to the last three reasons for
abortion. The fourth latent class, estimated to have 12% of respondents, is negative to-
ward all six reasons for abortion, but somewhat less so for the first three items. The final
class, with only an estimated 1% of respondents may be characterized as “undecided.”

6. Scaling models

For psychological scales, Louis Guttman (1947) introduced the notion of locating re-
spondents along a linear (ordinal) dimension by means of a set of ordered items.
Assuming three Yes/No items, the items are selected so that a Yes response to item
3 “requires” a Yes response to item 2 and a Yes response to item 2 “requires” a Yes
response to item 1. In practice, these requirements may reflect background theory or
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Fig. 3. Profile for five class model.

be based on the test constructor’s logical analysis. Thus, if respondents were perfectly
scalable, the only observed response patterns for three Yes/No items would be restricted
to the ideal patterns NNN, NNY, NYY, and YYY. In practice, even with carefully con-
structed sets of items, other response patterns such as NYN or YNY are almost always
observed. Proctor (1970) presented a probabilistic model for Guttman scaling that incor-
porated response errors occurring with some constant probability. His model postulated
sub-groups of respondents associated with each of the ideal patterns. The remaining
response patterns occur because of response errors. Thus, for example, a case that was
“truly” NYY might respond NYN if one response error were made or even YNN if
three response errors occurred. In effect, every possible, different response pattern can
arise from respondents corresponding to any one of the ideal patterns if appropriate
errors are assumed to occur. From the perspective of latent class modeling, the ideal
patterns correspond to latent classes and response errors represent suitably constrained
item conditional probabilities. Dayton and Macready (1976) presented a modified ver-
sion of Proctor’s model in which two types of response errors were assumed: intrusions
that occur when a Yes (or, correct) response replaces a No (or, incorrect) in an ideal pat-
tern and omissions that occur when a No response replaces a Yes in an ideal pattern. As
for the Proctor model, any observed response can result from a respondent in any latent
class by positing appropriate errors of the two types. It is possible to define other types
of response-error models. In particular, a constant error rate can be associated with each
item or with each ideal pattern (i.e., latent class). For three items and a linear scale as
above, the restrictions on the item conditional probabilities in Eq. (1) for each of these
types of models would be (where 1 is a Yes, or correct, and 2 is a No, or incorrect,
response):
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Proctor constant error:

α111 = α121 = α131 = α221 = α231 = α331 = α212 = α312 = α322 = α412

= α422 = α432.

Dayton and Macready intrusion–omission errors:

α111 = α121 = α131 = α221 = α231 = α331 and

α212 = α312 = α322 = α412 = α422 = α432.

Item specific errors:

α111 = α212 = α312 = α412 and α121 = α221 = α322 = α422 and

α131 = α231 = α331 = α432.

Latent-class specific errors:

α111 = α121 = α131 and α221 = α231 = α212 and

α331 = α312 = α322 and α412 = α422 = α432.

Note that it is these restrictions on the item conditional probabilities that create the
association between the latent classes and the ideal patterns.

Goodman (1975) introduced the novel idea of combining scaling models such as
Guttman linear scales with additional unconstrained classes that do not conform to the
scaling model. In his original formulation, respondents from the latent classes corre-
sponding to ideal patterns such as NNN, NNY, NYY and YYY respond in complete
consistency with expectation (i.e., made no response errors) but respondents from one
or more intrinsically unscalable classes respond independently to the items. Thus, all
respondents in patterns such as NYN arise from the intrinsically unscalable class(es)
whereas respondents in a latent class corresponding to an ideal pattern such as NNY
arise both from the associated latent class and from the intrinsically unscalable class(es).
Dayton and Macready (1980) generalized the Goodman model by incorporating vari-
ous types of errors for respondents in the latent classes corresponding to ideal patterns.
Thus, in a simple case, for three items there would be a total of five latent classes – four
corresponding to the ideal patterns as well as the intrinsically unscalable class. Item con-
ditional probabilities are unconstrained for the intrinsically unscalable class but those
associated with the latent classes corresponding to NNN, NNY, NYY and YYY are con-
strained according to, say, the Proctor model or the item-specific error model. It should
be noted that virtually any response data can be adequately represented by a model with
a sufficiently large number of intrinsically unscalable classes. Thus, when interpreting
the results from a generalized Goodman model it is important to consider the propor-
tion of respondents that correspond to the ideal patterns as opposed to the intrinsically
unscalable class(es).

The notion of Guttman scales can be extended to models that incorporate more than a
single linear scale underlying the observed responses. With three items, for example, the
two linear Guttman scale orderings, NNN, NNY, NYY, YYY, and NNN, NYN, NYY,
YYY, constitute a biform scale with five latent classes corresponding to the unique ideal
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Table 5
Item error linear scale models fitted to abortion item data

Modela # of parameters DF G2 Pr(G2) ID AIC BIC

1 12 51 3723.00 0.000 0.094 3621.00 3202.33
2 19 44 1233.10 0.000 0.045 1145.10 783.89
3 26 37 607.87 0.000 0.020 533.87 230.13

aModels are explained in the text.

patterns NNN, NNY, NYN, NYY, and YYY. In effect, items 1 and 2 do not display
a prerequisite relationship but a positive response to item 3 does depend on positive
responses to both items 1 and 2. In this same manner, triform and more complex scaling
models can be conceptualized.

Item responses may represent data at multiple time points as is the case of panel
data that arise when a sample of respondents is measured on several occasions. For
panel data, an observed response such as NNY could represent a respondent whose
attitude toward an issue has shifted from non-agreement to agreement (or, of course,
could result from response errors). If only shifts in a positive direction (e.g., No to
Yes) are considered, then the ideal patterns for a Guttman scale apply to the panel data.
Latent Markov models, which are beyond the scope of this chapter, incorporate the
notions of ideal responses along with shifts in attitude that conform to Markov processes
(Langeheine, 1994; Collins, 1997).

The six GSS abortion items that have been used illustratively are not well fitted by
linear or biform scale models. Among the relatively better fitting (but not well fitting)
models are those with item-specific errors. Table 5 displays results for a linear scale
in the natural order of the items (see Table 2, above). Model 1 is the linear Guttman
scale, Model 2 includes a single unscalable class and Model 3 includes two unscalable
classes. Among these models, both AIC and BIC reach their minima for Model 3 that
does have a reasonably small value for the index of dissimilarity, ID . However, the
estimated latent class proportions for the two intrinsically unscalable classes are 0.454
and 0.386 suggesting that this more-or-less reasonable fit for a linear scale with item-
specific errors can only be achieved by assuming that more than 80% of the respondents
are unscalable.

7. Models incorporating grouping of respondents

In general, grouping of respondents in LCA arises in two different ways. First, the de-
sign for data collection (e.g., survey design) may involve stratification as a means of
ensuring representation across a population of interest. Or, second, the researcher may
be interested in comparisons among groups such as sex, socio-economic status, etc.
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7.1. Stratification by design

Complex survey designs utilize stratification and cluster sampling both of which require
modifications to the latent class model presented in Eq. (1). Typically, factors such as
stratification and non-response are taken into account in the analysis of survey data by
means of case-wise sampling weights (Kish, 1965; Kalton, 1989). In practice, strata are
often not sampled proportionally to their representation in the population. This may be
done, for example, in order to ensure inclusion of sufficiently large numbers of minority
groups to allow for separate analyses for these groups. Even when strata are sampled
proportionally to population size, differential response rates and missing data often re-
sult in an unbalanced sample. The application of case-wise sampling weights can be
used to (approximately) correct for these sources of potential bias and such weights
are typically reported with public-use survey sample databases. The use of sampling
weights is incorporated into latent class programs such as Latent Gold and MPlus. As
noted above, Patterson et al. (2002) proposed obtaining parameter estimates in LCA us-
ing a sample-weighted pseudo-log-likelihood in place of Eq. (4) and demonstrated that
such estimates were unbiased, at least for the scenarios that were studied.

7.2. Stratification for group comparisons

The basic model for LCA can be modified to accommodate stratification variables
(Clogg and Goodman, 1984, 1985; Dayton and Macready, 2002). Let an observation
for a respondent in stratum s be: Y is = {yisj }. Then, the unconstrained latent class
model in Eq. (1) is rewritten:

(9)Pr(Yis) =
C∑

c=1

θc|s
J∏

j=1

Rj∏
r=1

α
δisjr

cjr|s .

Note that the latent class proportion, θc|s , the item conditional probabilities, αcjr|s , as
well as the Kronecker deltas, δisjr include a subscript indicative of membership in a
specific stratum. In essence, the model in Eq. (9) is simply the original latent class
model written explicitly for the sth stratum. In fact, if parameters for this model are
estimated they will be the same as would result from conducting separate latent class
analyses for each stratum. For comparison purposes the stratification model in Eq. (9)
is referred to as the heterogeneous model. In typical applications, the heterogeneous
model is compared with a partially homogeneous as well as to a completely homoge-
neous model. For a model with S strata, the partially homogeneous model is defined

by the restrictions α
δisjr

cjr|s = α
δisjr

cjr for all s = 1, . . . , S. For this model, the sizes of the
latent classes are allowed to vary across strata but the item conditional probabilities that
characterize the nature of the latent classes remain the same across strata so that the
interpretation of the classes does not vary from stratum to stratum. On the other hand,

the completely homogeneous model is defined by both the restrictions α
δisjr

cjr|s = α
δisjr

cjr

for all s = 1, . . . , S and θc|s = θc for all s = 1, . . . , S. In essence, the stratification
is ignored when these restrictions are applied. Statistical comparisons among heteroge-
neous, partially homogeneous and completely homogeneous models can, in theory, be
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Table 6
Example with stratification

Model DF Fit G2 Difference
DF

Difference
G2

ID AIC BIC

Heterogeneous 116 153.36 116 153.36 0.005 −78.645 −1024.45
Partially homogeneous 206 313.59 90 160.23 0.021 −98.414 −1778.03
Homogeneous 218 725.02 12 411.42 0.062 289.003 −1488.43

carried out using conventional difference chi-square tests since these models are nested
and do not involve setting latent class proportion to boundary values (i.e., to 0).

Various stratification variables of interest are available for the GSS abortion items.
To illustrate these techniques, we selected subjective ratings of social class identifica-
tion as reported by respondents using the categories lower, working, middle and upper.
When the data are divided among these four strata, the resulting frequency distribution
contains 4 · 26 = 256 cells and the unconstrained, heterogeneous model with five latent
classes requires the estimation of a total of 136 independent parameters (i.e., 16 latent
class proportions and 120 item conditional probabilities). In addition, when determining
degrees of freedom for model fit, there are four marginal totals representing the numbers
of respondents per stratum that are fixed as opposed to only the overall total being fixed.
Thus, for this example, the degrees of freedom are 116 and as, shown in Table 6, the het-
erogeneous model does not fit the data well. The model of partial homogeneity is based
on considerably fewer parameters since the item conditional probabilities are constant
across strata. From Table 5, it is apparent that none of these models provides particularly
good fit in terms of G2 although the index of dissimilarity for the heterogeneous and
partially homogeneous models could be viewed as satisfactory in many applications.
Among the models being compared, both the min(AIC) and min(BIC) strategies lead
to interpreting the partially homogeneous model. For this model, the item conditional
probabilities are constant across strata but the latent class proportions are free to vary.
Although not shown here, item conditional probabilities for the partially homogeneous
model lead to essentially the same interpretation for the five latent classes as was the
case for the non-stratified (homogeneous) model displayed above in Figure 3. However,
as shown in Figure 4, there are distinct patterns of differences in latent class proportions
associated with the strata. Two apparent trends are for an increasingly larger proportions
of respondents estimated in the first latent class (consistent Yes responses) and smaller
proportions estimated in the fourth latent class (consistent No responses) when moving
from the lower to the upper social classes. On the other hand, the third latent class (Yes
for items 1, 2, 3 and intermediate for others) remains relatively stable in size.

8. Covariate latent class models

Differences in latent class structure for population strata can be taken into account as
described above although these procedures have practical limitations. First, if the strat-
ification variable is continuous (e.g., age of respondent) it is necessary to create groups
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Fig. 4. Latent class proportions for GSS strata.

using some more-or-less arbitrary procedure (e.g., dividing age into quarters of the dis-
tribution). Second, it is ordinarily not practical to include more than a small number of
stratification variables since, even with a large sample size, small cell sizes tend to oc-
cur which results in unstable subgroup analyses. And, third, stratification models can be
extremely complex in terms of the number of parameters that are estimated. Dayton and
Macready (1988a) proposed a covariate latent class model that incorporates a logistic
regression component for the relationship between latent class membership and one or
more covariates. This model has the advantage that it incorporates all the modeling pos-
sibilities inherent in ordinary multiple regression. That is, covariates can be continuous
(e.g., age), categorical using recoding as necessary (e.g., dummy-coded regions of the
country) or products of covariates in order to model interactions. In its simplest form,
the covariate latent class model is appropriate for two latent classes with a single covari-
ate, Z, but can be generalized as shown below. The basic model posits a functional form
for the regression of latent class membership in, say, the first class on the covariate:

(10)θ1|Zi
= g(Zi | β) = eβ0+β1Zi

1 + eβ0+β1Zi
.

In log-odds form, the model can be written:

(11)ln

(
θ1|Zi

1 − θ1|Zi

)
= β0 + β1Zi,

which is in the form of a logistic regression model except, of course, that group member-
ship is latent rather than observed. Note that the probability of latent class membership
depends upon the specific value, Zi , of the covariate for a given respondent. Combining
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the model in Eq. (10) with a conventional latent class model (Eq. (1)) for two latent
classes gives:

(12)Pr(Yi, Zi) =
2∑

c=1

θc|Zi

J∏
j=1

Rj∏
r=1

α
δijr

cjr .

Note that latent class membership is conditioned on the covariate but that conditional
probabilities for the items are unconditional. This implies that the covariate model, as
written, is comparable to a partial homogeneity model in the terminology of stratifica-
tion models. Thus, the latent structure defined by the item conditional probabilities is
assumed to be constant over the range of values for the covariate(s).

The covariate latent class model can accommodate multiple covariates in the obvious
manner by expanding the additive model for log-odds:

(13)ln

(
θ1|Zi

1 − θ1|Zi

)
= β0 + β1Z1i + · · · + βpZpi,

where Zi is now a vector of p covariates. Extending the model to more than two latent
classes is somewhat less obvious. One approach is to select one of the classes as a
reference and to create log-odds models comparing each of the remaining classes with
the reference. This topic is treated in more detail in Dayton and Macready (1988a,
1988b).

To illustrate the covariate latent class model, we return to the GSS abortion items but
consider fitting a two-class model where the first latent class proportion is regressed on
scores representing the respondent’s reported strength of religious affiliation. The four
options for this item were: strong, not very strong, somewhat strong, and no religion.
These categories were encoded 1 through 4 and, in this analysis, were treated as falling
along a continuum. A two-class model, while not the preferred model in our earlier
analyses, does result in classes corresponding to the two largest latent classes when a
five-class model is estimated. That is, the first class in a two-class model represents
respondents who are consistently favorable to abortion for all six items and the second
class represents respondents who sharply distinguish between favoring the first three
reasons for abortion and opposing the last three reasons for abortion. In the five-class
solution, these two classes were estimated to comprise 39% and 30% of respondents,
respectively. Thus, the model with only two latent classes does capture a substantial
proportion of the variation among respondents.

Preliminary study of the functional relationship between religious intensity (Z) and
the 0–6 score representing the number of Yes responses to the six abortion items sug-
gested that the log-odds function was best approximated by a cubic equation. Thus, the
latent class model was estimated in the form:

ln

(
θ1|Zi

1 − θ1|Zi

)
= β0 + β1Zi + β2Z

2
i + β3Z

3
i .

The resulting coefficients were β̂0 = 3.0465, β̂1 = −4.2035, β̂2 = 1.7827, β̂3 =
−0.2397 and the regression for the probability of membership in the first latent class is
displayed in Figure 5. The incorporation of a cubic regression component allowed for
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Fig. 5. Regression of yes latent class on intensity of religious affiliation.

the lack of monotonicity for the middle two categories. Indeed, these two categories,
while clearly between strong and no religion are quite ambiguous with respect to order.
Overall, there is a strong trend relating religious affiliation to predicted membership in
the first latent class.

9. Other models

9.1. Adaptive tests

In its simplest form, adaptive testing entails the sequential selection of test items for
administration based on prior performance of the respondent (Van der Linden and Glas,
2000; Wainer, 2000). Ordinarily, such testing is administered by computer with a pool
of test items that has been pre-tested and calibrated in some way to accommodate the
sequential process. Most models for computerized adaptive testing (CAT) in use at this
time are based on item response theory (IRT) that assumes an underlying continuous
scale (latent trait). However, CAT can be based on latent class models that are concep-
tually much simpler than IRT in the sense of entailing fewer untestable assumptions.
This theory, latent class CAT or LCCAT, was first presented by Macready and Day-
ton (1992) and was based on earlier work with mastery tests (Macready and Dayton,
1977, 1980). In LCCAT, the goal is to classify the respondent in the appropriate latent
class (e.g., master/non-master) with some acceptable, minimum level of error. In brief,
there is the usual requirement for a pool of calibrated test items (in this case, items
with known latent class characteristics). The sequential testing strategy entails selecting
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the first item for presentation to a respondent in a more or less arbitrary manner. Then,
succeeding items are selected to minimize the misclassification probability for the re-
spondent and testing is complete when this probability falls below a specified criterion.
An exemplary application of LCCAT is presented by Macready and Dayton (1992).

9.2. Two or more latent variables

The latent class models considered above may be viewed as based on a single underlying
latent dimension typified by the structure reflected in the items. It is possible, however,
that the items reflect more than a single dimension in much the same manner that factor
analytic models incorporate two or more latent variables. For example, items 1, 2 and 3
may reflect variation among two levels of a latent dimension, X, while items 4, 5 and
6 reflect variation among two levels of a latent dimension, Y . Assuming that the latent
dimension, X, has C classes and Y has D classes, the basic model for LCA presented
in Eq. (1) can be modified to reflect the two-dimensional structure:

(12)Pr(Yi) =
C∑

c=1

D∑
d=1

θcd

J∏
j=1

Rj∏
r=1

α
δijr

cdjr .

If no restrictions are placed on this model, it is equivalent to a one-dimensional latent
class model with C×D latent classes. In practice, various restrictions are imposed to re-
flect the association of items with latent dimensions and, typically, the latent dimensions
are assumed to be orthogonal (i.e., independent). For illustrative purposes, we consider
the first three abortion items (Woman’s health seriously endangered, Pregnant as result
of rape, Strong chance of serious defect) as defining the first latent dimension, X, and
the second three abortion items (Low income – can’t afford more children, Not married,
Married–wants no more children) as defining the second latent dimension, Y . Assuming
two latent classes for each latent dimension, X and Y , the latent class proportions are
estimated as:

Dimension
X/Y 1 2 Sum

1 0.370 0.090 0.460
2 0.434 0.106 0.540
Sum 0.805 0.195 1.000

Note that the ratios of column latent class proportions, 0.370/0.090 and 0.434/0.106,
are both 4.12 indicating the independence of the X and Y latent dimensions. Profiles for
latent class proportions (not shown) display the association of items with latent classes
by the fact that items defining a given latent class have constant conditional probabilities
for the other class (e.g., items A, B and C are constant across the levels for X and items
D, E and F are constant across the levels for Y ).

Latent class models with two or more latent dimensions provide an opportunity for
modeling multivariate categorical data that, to a large extent, parallel the techniques of
confirmatory factor analysis and structural equation modeling that have been developed
for continuous variables. For additional information and examples, good sources are
Hagenaars (1993, 1998).
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9.3. Linear logistic latent class models

Formann (1982, 1985) proposed a model in which latent class proportions are func-
tionally dependent upon various features of the items themselves. These features may
include item content, item structure, etc. that are mapped onto the items in a manner
reminiscent of factorial designs. These so-called multi-component latent class models
can be combined with covariate models to provide extremely flexible modeling. The
main factor limiting the use of such models is the lack of readily available, general
purpose software for model estimation.

9.4. Located latent class model

Uebersax (1993) proposed a hybrid latent class model in which the items and the latent
classes are both located along a single continuous latent dimension. For example, items
A, B and C may have relative scale locations τ1, τ2, and τ3, say, and on the same
dimension, two latent classes may have locations β1 and β2. The locations of the latent
classes are, typically, defined at the median of the cumulative function connecting the
latent classes and the items. This function may be the cumulative normal density (or,
probit for which Uebersax has a program) or the logistic function (or, logit). The model
for a Yes response to item j , given membership in latent class c, with a logistic function
would be:

Pr(Yij | c) = exp(α(τj − βc))

1 + exp(α(τj − βc))
,

where α is an appropriate scaling constant. The model is a constrained form of a
comparable unrestricted latent class model where the cumulative function defines the
constraints. More details and examples are provided by Uebersax (1993) who provides
a computer program on his web site cited in Section 1 of this chapter.

The located latent class model is similar in concept to the T -class mixture model pre-
sented by Lindsay et al. (1991). Both models position latent classes along a discretized
underlying continuum with inequality constraints used to define the model. Rather than
being locating along a continuum, latent classes may be assumed to be ordered such that
membership in latent class c + 1 implies a greater likelihood for a Yes response, say,
to all items than for latent class c (Croon, 1990). Also, there are restricted latent class
models that may be viewed as non-parametric analogues to latent trait models (item re-
sponse theory) such as Rasch or Birnbaum models. These models are beyond the scope
of this chapter but Heinen (1996) presents very insightful comparisons and contrasts
between latent class and latent trait models in general.

9.5. Bayesian latent class models

In Bayesian analysis, prior information concerning the parameters is taken into account
during estimation. In contrast to frequentist interpretations, Bayesian models incorpo-
rate the notion that parameters have distributions representing lack of knowledge about
their values prior to collecting empirical data. In LCA all parameters (i.e., latent class
proportion and item conditional probabilities) are in the form of probabilities on a 0
to 1 scale. Thus, prior distributions of belief about the values of parameters must be
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defined on the same scale. Although, in theory, prior distributions could be based on
empirical sources, in practice these distributions are most often selected on the basis of
their mathematical tractability; that is, so-called natural conjugate prior distributions.
Furthermore, since actual prior information is rarely available about the values of para-
meters, prior distributions are selected that represent little or no prior information (i.e.,
indifference priors). The mathematics of Bayesian estimation involves combining the
prior distribution with the likelihood for the data to arrive at a posterior distribution,
the mode of which is taken to be the estimator. The program Latent Gold (Vermunt
and Magidson, 2000) allows the specification of prior Dirichelet distributions that are
natural conjugate priors for multinomial probability models. The Dirichelet distribution
simplifies to the somewhat better known beta distribution if an item is dichotomous
or if there are only two latent classes. A practical use for Bayesian models in LCA
arises for unidentified models since a Bayesian solution will be unique given the speci-
fied prior distribution. For identified latent class models, Bayesian estimates tend to be
“shrunken” toward the center of the range (e.g., toward 0.5 for probabilities) with the
amount of shrinkage dependent upon sample size and the degree of information in the
prior distributions. For the GSS abortion items, based on 27,151 respondents, the im-
pact of the virtually non-informative prior that is the default option in Latent Gold has
no discernible impact on the resulting estimates when compared to maximum likelihood
estimates.

When fitting complex latent class models to data, it may be difficult to achieve stable
estimation results. An example of this was encountered when fitting unrestricted latent
class models to the six GSS abortion items when the number of latent classes was five
or greater. A useful strategy is to use Bayesian methods with non-informative prior
distributions (or, nearly so) to estimate the comparable latent class model since it can
be expected that, due to including prior information, the Bayesian estimates are stable.
Then, it becomes reasonable to accept the conventional solution if it is substantially
equivalent to the Bayesian solution. For truly non-identified models, however, there is
no “stable” conventional solution although the Bayesian estimates will provide one of
an arbitrarily large number of solutions that fit the data equally well.
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Random-Effects Models for Preference Data1

Ulf Böckenholt and Rung-Ching Tsai

1. Introduction

Much of human behavior may be viewed as decisions among more or less well-defined
options or alternatives. Familiar instances are a citizen deciding whether to vote and if
so for whom, a shopper contemplating various brands of a product category, or a physi-
cian considering various treatment options. Despite the ubiquity of decision processes, it
can be difficult to interpret choice outcomes in an unambiguous way because frequently
decisions are subject to such unobserved constraints as time, money, knowledge, or
availability of choice options. In contrast, choice data collected in experimental settings
where persons are asked directly to state their preferences for a single or multiple sets
of options are less prone to these constraints. Both data types, which are referred to as
revealed and stated preference data (Louviere et al., 2000), may complement each other.
For instance, in an election votes for political candidates represent revealed choice data.
Rankings of the same candidates in a survey shortly before the election are an exam-
ple for stated choice data. Stated preference data may prove useful both for predicting
the election outcome and for providing more information about the preference differ-
ences among the candidates than would be available from the election results alone.
The collection of stated preference data is also useful in situations when it is difficult or
impossible to collect revealed preference data because choices are made infrequently or
new choice options offered in the studies are yet unavailable on the market. For exam-
ple, in taste testing studies, consumers may be asked to choose among existing as well
as newly developed products.

Most statistical models for the analysis of choice data (or, preference models, in
short) have been developed for stated response settings to serve the dual purpose of
summarizing choice outcomes and of facilitating the forecasting of choices made by
judges facing possibly new or different variants of the choice options (Marshall and
Bradlow, 2002). Thus, preference models can provide useful information to identify
both option characteristics that influence choices and systematic sources of individual

1Ulf Böckenholt was supported by the Social Sciences and Humanities Research Council of Canada. The
research of the second author was supported by grant NSC 93-2413-H-003-060 from the National Science
Council of Taiwan.
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differences in the evaluation of these option characteristics. For example, in an elec-
tion, voters may base their decision on a set of attributes (e.g., integrity, leadership) but
differ in the weights they assign to the attribute values for the different candidates. An
application of preference models to voting data may reveal these attributes and provide
insights about how voters differ in their attribute-specific assessments of the candidates.

Because preference models focus mainly on choice outcomes, they render little infor-
mation about the underlying choice processes and the effect of unobserved constraints
that frequently are a part of revealed choices. Despite these limitations, preference mod-
els can be useful in characterizing a choice process in two important respects provided
multiple choices are observed from the same decision maker.

First, they can provide benchmarks for understanding whether decision makers are
consistent in making their choices. Consider two pairwise comparisons in which op-
tion j is preferred to option k, and option k is preferred to option l. If the judge is
consistent, we expect that in a comparison of options j and l, j is preferred to l. If a
judge selects option l in the last pairwise comparison then this indicates an intransitive
cycle which may be useful in understanding the judgmental process. For instance, in
a large-scale investigation with over 4,000 respondents of Zajonc’s (1980) proposition
that esthetic and cognitive aspects of mentality are separate, Bradbury and Ross (1990)
demonstrated that the incidence of intransitive choices for colors declines through child-
hood from about 50% to 5%. For younger children, the novelty of a choice option plays
a decisive role with the result that they tend to prefer the option they have not seen
before. The reduction of this effect during childhood and adolescence is an important
indicator of the developmental transition from a prelogical to a logical reasoning stage.
The diagnostic value of the observed number of intransitive cycles is highest when it
is known in advance which option triple will produce transitivity violations (Morrison,
1963). If this information is unavailable, preference models are needed to determine
whether intransitivities are systematic or reflective of the stochastic nature of choice
behavior.

Second, preference models allow assessing whether decision makers act as utility
maximizers. Starting with the work of Thurstone (1927), who invoked the psychophys-
ical concept of a sensory continuum, Thurstone explained the observation that choices
by the same person may not be deterministic under seemingly identical conditions. He
argued that options should be represented along this sensory continuum by random
utility variables which describe the options’ effects on a person’s sensory apparatus.
The choice process is then reduced to selecting the option with the greatest realization.
An important implication of this random utility assumption is the regularity condition
which states that the probability of choosing an option cannot increase when the choice
set is expanded (Block and Marschak, 1960). For example, the probability of choosing
option j in a comparison of j and k cannot be lower than the probability of choosing
option j in a comparison of j , k and l, say. This assumption is testable and received sup-
port in many applications. However, systematic violations of the regularity condition in
experimental studies have also been reported (Simonson and Tversky, 1992).

This chapter considers preference models based on Thurstone’s random utility ap-
proach for the analysis of partial and/or incomplete ranking data. Consider a set of J

choice alternatives (j = 1, . . . , J ) and n decision makers (i = 1, . . . , n). Incomplete
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ranking data are obtained when a decision maker considers only a subset of the choice
options. For example, in the method of paired comparison, two choice options are pre-
sented at a time, and the decision maker is asked to select the more preferred one. In
contrast, in a partial ranking task, a decision maker is confronted with all choice options
and asked to provide a ranking for a subset of the J options. A special case of an in-
complete ranking task is the best–worst method according to which a decision maker is
instructed to select the best and worst options out of the offered set of choice options.
Both partial and incomplete approaches can be combined by offering multiple distinct
subsets of the choice options and obtaining partial or complete rankings for each of
them. For instance, in the method of paired comparisons, a judge may be presented
with all

(
J
2

)
option pairs sequentially with the instruction to select for each of the pairs

the more preferred option (David, 1988).
Thurstone’s (1927) random utility paradigm has been highly influential in the devel-

opment of many preference models, especially in the econometric and transportation
literature (for recent reviews, see Marley, 2002; Train, 2003; McFadden, 2001). Numer-
ous applications attest to the usefulness of this approach both for forecasting choices and
for providing parsimonious descriptions of how decision makers differ in their prefer-
ences at a particular point in time and over time. The next sections outline Thurstonian
random utility models for partial and/or incomplete ranking data, and, subsequently,
discuss identification and estimation issues in detail. The chapter concludes with two
applications.

2. Thurstonian random utility models

According to Thurstone’s (1927) random utility approach, a choice of an option j by
decision maker i is determined by an unobserved utility assessment, υij , that can be
decomposed into a systematic and a random part:

(1)υij = μij + εij ,

where, typically, the person-specific option mean μij is assumed to stay the same in
repeated evaluations of the option in different choice sets but the random contribution εij

varies from evaluation to evaluation according to some distribution. One may question
the use of randomness as a device to represent factors that determine the formation of
preferences but are unknown to the observer. However, because, in general, it is not
feasible to identify or measure all relevant choice determinants (such as all attributes of
the choice options of the person choosing, or of environmental factors), it is not possible
to answer conclusively the question of whether the choice process is inherently random
or is determined by a multitude of different factors. Fortunately, for the development
of statistical models this issue is not critical because either position arrives at the same
conclusion that choices are described best in terms of their probabilities of occurrence
(Manski and McFadden, 1981).

The choices made by person i for a single choice set can be summarized by an
ordering vector ri . For instance, ri = (h, j, . . . , l, k) indicates that choice option h is
judged superior to option j which in turn is judged superior to the remaining options,
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with the least preferred option being k. The probability of observing this ordering vector
for person i can be written as

(2)Pr
(
ri = (h, j, . . . , l, k)

) = Pr
[
(υih − υij > 0) ∩ · · · ∩ (υil − υik > 0)

]
.

The distributional assumptions on the εij ’s can then be used to find the probability for
each response pattern. Typically, it is assumed that judgments of the J options for judge
i are multivariate normal with mean vector μi and covariance matrix �i . Since it is
commonly assumed that judges differ in their mean evaluations μi of the options, but
not in how their assigned utilities of the options relate to each other, we set �i = �.
The assumption that the εij ’s are independently Gumbel or Gamma distributed leads
to preference models proposed by Luce (1959) and Stern (1990), respectively. A more
general random-effects representation is obtained when the εij ’s are specified semipara-
metrically using Dirichlet Process priors (Ansari and Iyengar, 2006). This approach
provides a robust alternative to the normality assumption. Marden (1995) contains a
general discussion of several of these different specifications. In the following, we adopt
the popular normality representation but also discuss alternative parametric assumptions
when appropriate.

For any given ordering pattern ri of J options, a (J −1)×J contrast matrix, Ci , can
be defined to indicate the sign of the differences among its ranked options. For example,
for the ordering vectors ri = (j, l, k) of J = 3, the corresponding contrast matrices take
on the form

Ci =
[

1 0 −1

0 −1 1

]
,

where the three columns of the contrast matrices correspond to the options j , k, and l,
respectively. Equation (2) can then be written as

(3)Pr(ri | μi ,�) = Pr(Ciυi > 0 | μi ,�),

where υi = (υi1, . . . , υiJ ) contains the option utility assessments of person i.
Because of the multivariate normality specification of the latent judgments υi , the

distribution of the pairwise differences of the υ’s is also multivariate normal. Conse-
quently, the probability of observing the rank order vector r i can be determined by
evaluating a (J − 1)-variate normal distribution,

Pr(ri | μi ,�) = |�i |−1/2

(2π)(J−1)/2

(4)×
∫ ∞

0
· · ·

∫ ∞

0
exp

{
−1

2
(x − δi )

′�−1
i (x − δi )

}
dx,

where δi = Ciμi and �i = Ci�C′
i .

When a decision maker chooses among the options for T choice sets, we obtain a
(J × T ) ordering matrix Ri = (ri1, . . . , riT ) containing person’s i rankings for each of
the choice set. For example, for the rankings of ri1 = (j, k, l), ri2 = (j, l,m), in the
two triplet choice sets for options j , k, l, and m, their corresponding contrast matrices

respectively take on the forms of Ci1 =
[

1 −1 0 0
0 1 −1 0

]
, and Ci2 =

[
1 0 −1 0
0 0 1 −1

]
.
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If we further assume that the judgments obtained in different choice sets are inde-
pendent given the person-specific parameters μi and �, the probability of observing the
rank orders in the two choice sets Ri can be determined by evaluating a four-variate
normal distribution,

Pr(Ri | μi ,�) = |�i |−1/2

(2π)4/2

(5)×
∫ ∞

0
· · ·

∫ ∞

0
exp

{
−1

2
(x − δi )

′�−1
i (x − δi )

}
dx,

where δi = Ciμi with Ci =
[

Ci1
Ci2

]
and �i =

[
Ci1�C′

i1 0
0 Ci2�C′

i2

]
. More detail on this

approach is provided in the next section on preference models for paired comparison
data which are employed frequently in experimental research (David, 1988).

2.1. Paired comparison models

Because the method of paired comparisons imposes minimal constraints on the response
behavior of a judge, it is used in a wide range of applications ranging from sensory
testing to investigations of preference and choice behavior. Especially, when differences
between options are small, it is desirable to compare them in isolation and to free the
judgment process as much as possible from context effects caused by the presence of
other options.

Extending (1), we can write the utilities of judge i that underlie the pairwise com-
parison of options j and k, respectively, as

υij (k) = μij + εij (k),

(6)υik(j) = μik + εik(j).

The terms εj (k) and εk(j) capture random variations in the judgmental process, where
εj (k) denotes the random variation of option j when compared to option k. Thus, accord-
ing to (2), the choice between j and k is determined by the sign of the latent judgment
yijk where

(7)yijk = υij (k) − υik(j) = μij − μik + εij (k) − εik(j).

Furthermore, under the assumption that the pairwise judgments are independent,

(8)yijk = μij − μik + εijk,

where εijk = εij (k) − εik(j) and the variability in the judgments comes solely from the
ε’s which are independently distributed given the person-specific parameters. For exam-
ple, when the εi’s are normally distributed, the probabilities of observing the response
pattern of judge i, Ri = ((j, k), (k, l), (j, l)) for the option triad (j, k, l) are

Pr
(
Ri = (

(j, k), (k, l), (j, l)
) | μi ,�

)
=
∫ ∞

μik−μij

∫ ∞

μil−μik

∫ ∞

μil−μij

f (εi ) dεi
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=
∫ ∞

μik−μij

1√
2πψjk

exp

{
− ε2

ijk

2ψjk

}
dεijk

×
∫ ∞

μil−μik

1√
2πψkl

exp

{
− ε2

ikl

2ψkl

}
dεikl

×
∫ ∞

μil−μij

1√
2πψjl

exp

{
− ε2

ij l

2ψjl

}
dεij l

(9)= Φ

(
μij − μik√

ψijk

)
Φ

(
μik − μil√

ψikl

)
Φ

(
μij − μil√

ψijl

)
,

where ψijk = ajk�a′
jk and ajk = [1 − 1 0] for the (j, k) comparison.

Based on the above formulation, it is necessary to define for each judge a paired
comparison matrix Ai indicating his or her preference on all the pairs. However, when
all pairs are compared, it is convenient to define a common design matrix A which
represents the complete paired comparison set and to link the resulting latent judgement
to the response outcomes using an indicator function.

For multiple comparisons of J options, the latent pairwise judgments of judge i can
be written conveniently as a linear model. For example, in a comparison of the options
j , k, l, and m, we obtain:

yi =

⎛
⎜⎜⎜⎜⎜⎝

yijk

yij l

yijm

yikl

yikm

yilm

⎞
⎟⎟⎟⎟⎟⎠ =

⎛
⎜⎜⎜⎜⎜⎝

1 −1 0 0
1 0 −1 0
1 0 0 −1
0 1 −1 0
0 1 0 −1
0 0 1 −1

⎞
⎟⎟⎟⎟⎟⎠
⎛
⎜⎝

μij

μik

μil

μim

⎞
⎟⎠+

⎛
⎜⎜⎜⎜⎜⎝

εijk

εij l

εijm

εikl

εikm

εilm

⎞
⎟⎟⎟⎟⎟⎠

(10)= Aμi + εi ,

where A is the paired comparison design matrix. The choice between options j and k is
then determined by the sign of yijk such that

(11)wijk =
{

1, yijk � 0,

0, yijk < 0.

Thus, wijk = 1 indicates that option j is preferred to option k for person i. Moreover,
the variance–covariance structure of the εi is specified to be a diagonal matrix � (Tsai
and Böckenholt, 2002).

Recently, Tsai and Böckenholt (2006) relaxed the conditional independence assump-
tion of the paired judgments given a judge’s person-specific parameters. Instead of as-
suming the difference terms, such as εij (k)−εik(j) and εij (l)−εil(j), in (7) to be uncorre-
lated, their dependent-response (DR) model allows the utilities assigned to an option to
depend on which option it has been compared to. For example, when an option is com-
pared to two similar options, the utilities in these two comparisons are presumably more
correlated than the ones obtained in a comparison with two less similar options. In this
case, the difference in εij (k) and εik(j) cannot be reduced to the pair-specific term εijk .

The DR model is defined as follows. Let ε = (ε1(2), ε1(3), . . . , ε1(J ), ε2(1), ε2(3), . . . ,

ε(J )(J−1))
′ be an J (J − 1)-dimensional random vector, and B be an

(
J
2

)× J (J − 1)
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matrix where each column of B corresponds to one of the
(
J
2

)
paired comparisons

and each row to one of the J (J − 1) terms in εi . For example, when J = 3,
ε = (ε1(2), ε1(3), ε2(1), ε2(3), ε3(1), ε3(2))

′ and

(12)B =
( 1 0 −1 0 0 0

0 1 0 0 −1 0
0 0 0 1 0 −1

)
.

For multiple comparisons with J items, the paired comparison judgments can again be
written conveniently as a linear model. For example, in a comparison of the items j , k,
l, and m, we obtain:

yi =

⎛
⎜⎜⎜⎜⎜⎝

yijk

yij l

yijm

yikl

yikm

yilm

⎞
⎟⎟⎟⎟⎟⎠ =

⎛
⎜⎜⎜⎜⎜⎝

1 −1 0 0
1 0 −1 0
1 0 0 −1
0 1 −1 0
0 1 0 −1
0 0 1 −1

⎞
⎟⎟⎟⎟⎟⎠
⎛
⎜⎝

μij

μik

μil

μim

⎞
⎟⎠+

⎛
⎜⎜⎜⎜⎜⎝

εij (k) − εik(j)

εij (l) − εil(j)

εij (m) − εim(j)

εik(l) − εil(k)

εik(m) − εim(k)

εil(m) − εim(l)

⎞
⎟⎟⎟⎟⎟⎠

(13)= Aμi + Bεi ,

where εi = (εij (k), εij (l), εij (m), εik(j), εik(l), εik(m), . . . , εim(j), εim(k), εim(l))
′.

An important feature of the DR model is that it allows testing the conditional inde-
pendence assumption. However, despite its apparent usefulness, future studies on issues
of parameter identifiability and possible decompositions of �ε under the DR models
are needed. We therefore restrict the discussion of later sections in this chapter to con-
ditional independence models as given by (8).

2.2. Individual differences

When preferences for only a single choice set are elicited, the effects of between- and
within-judge variability are confounded. For example, if judges are asked to rank J op-
tions only once, it is not possible to separately identify the effects of εij and μij in (1).
Fortunately, with multiple choice sets, it becomes possible to distinguish explicitly these
sources of variability. Although model estimation is simplified considerably if (10) can
be reduced to yijk = μj −μk +εijk , this disregard for systematic individual differences
in the mean utilities is a serious model misspecification that can lead to both incorrect
statistical and substantive conclusions (Bock and Jones, 1968; Takane, 1987). Simi-
larly, when using a multinomial logit model to analyze ranking or discrete responses
(under the assumption that the ε’s follow independent Gumbel distributions), the failure
to include random variations to account for individual differences results in the un-
duly restrictive “Independence from Irrelevant Alternative” (IIA) property (Luce, 1959;
Skrondal and Rabe-Hesketh, 2003).

In the simplest case, when covariates on judges or options are unavailable, we can
represent individual differences as deviations from their mean:

(14)μi = μ + νi ,

where μ consists of the overall mean utilities, μj , for each option j . The component
νij captures the degree to which judge i deviates from μj and can be specified to be
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normally distributed with νi ∼ N(0,�ν). When person-specific covariates, such as
gender or age of the judges, are available, it is useful to account for individual difference
at the between-judge level with

μi = μ + Kxi + νi ,

where the matrix K contains the regression coefficients. Because of the comparative
nature of the data, only the interaction but not the main effects of the covariates can be
identified.

In a similar way, the effects of option-specific covariates can be modeled with

μi = Mβ i + νi ,

where MJ×q contains the q (q < J) covariates of the options, β i is a regression vector
for person i, νi is an error term representing the effects that are not accounted for by
the covariates and νi ∼ N(0,�ν). In addition, β i can be specified to be normally
distributed with βi ∼ N(β,�β).

Frequently, it can be assumed that there are some unobserved attributes that affect
judges in their assessment of the options. This assumption can be tested by using a
common-factor model for μij :

(15)μij = μj +
R∑

r=1

firλrj + δij ,

where fir denotes the person-specific weight for attribute r (r = 1, . . . , R), λrj denotes
the loading of attribute r on option j and δij represents the unique characteristic of
option j . Assuming that the common factors have the covariance structure of F and
the variabilities in the option evaluations unaccounted for by the common-factors are
captured by the variance of δij , we have that �ν = 
F
′ + �, where � is a diagonal
matrix. Applications of ranking and paired comparison models with common factors are
reported by Brady (1989), Chan and Bentler (1998), Maydeu-Olivares and Böckenholt
(2005), Takane (1987), Tsai and Böckenholt (2001), and Yu et al. (1998).

It is possible to combine these different sources of individual differences yielding:

μi = μ + Kxi + Mβi + 
fi + νi ,

where xi contains judge-specific covariates, and M and 
 contain observed and unob-
served attributes of the options, respectively. The corresponding regression coefficients
are given by K, βi , and fi . Any remaining effects that are not accounted for by the
covariates are represented by νi .

2.3. Time-dependent choices

When choice data from the same persons are observed over time, a parameter-driven
dynamic approach can be used to characterize individual differences (Böckenholt, 2002;
Keane, 1997) with

(16)μit = ϒμi,t−1 + ζ it ,
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where μit represents the vector mean evaluations for person i at time t , and the (J × J )

coefficient matrix ϒ contains the multivariate regression effects between the evaluations
of the options at two adjacent time points. The diagonal elements of ϒ contain each
option’s autoregressive term and the off-diagonal elements contain the lagged effects
of the J − 1 remaining random utilities. The J -dimensional random effect ζ it captures
the part of μit that cannot be predicted on the basis of past evaluations of the options
and is assumed to be normally distributed with mean vector 0 and (J × J ) covariance
matrix �ζt . Stationarity and stability conditions of (16) are discussed in Reinsel (1997)
and Lüthkepol (1993). When the coefficient matrix ϒ is diagonal, correlations between
the random effects μijt decrease exponentially with increasing time lag. However, the
size of the time effect may be different for each option j .

2.4. Multi-criterion choices

In many applications, it is useful to collect ranking data with respect to several criteria
to understand how they relate to each other. For example, Bradley (1984) reports a mul-
tivariate paired comparison experiment in which three vanilla puddings were assessed
with respect to color, taste and overall quality. In this application, the perceived de-
pendencies among the criteria could be determined reliably although, on the aggregate
level, no significant product differences were found.

In general, when modeling multi-criterion ranking data, one needs to distinguish be-
tween two sources of response dependencies: On the one hand, different options are
compared with respect to the same criterion (within-criterion dependence), and, on the
other hand, the same options are evaluated on different criteria (between-criterion de-
pendence). Böckenholt (1996) suggested the following decomposition of the covariance
matrix of the multivariate judgments (ria, rib, . . . , riq ) with respect to q criteria:

�ν = �C ⊗ �O,

where ν = (νa, νb, . . . , νq) contains the unobserved utility assessments with respect
to each of the q criteria, �C represents the associations among the q criteria, and �O

represents the associations among the J options. For example, in the two-criterion case,
when the covariance matrix of the options is represented by an identity matrix, we obtain

�ν = (ρabI) ⊗ I =
(

I ρabI
ρabI I

)
,

where ρab is the correlation between the criteria a and b. This approach is illustrated in
the application section of this chapter.

3. Identifiability

According to the random utility framework, choosing the most preferred option is equiv-
alent to selecting the option with the largest utility. Thus, an important feature of the
choice process is that it is comparative in nature. A selected option may be the best one
out of a set of available options but it may be rejected in favor of other options that
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are added subsequently to the set of options. Because choices are inherently compara-
tive, the origin of the utility scale cannot be identified on the basis of the choices alone.
One option may be preferred to another one but this result does not allow any conclu-
sions about whether either of the options are attractive or unattractive (Guttman, 1946;
Mosteller, 1951; Torgerson, 1958). Moreover, because of the discrete-valued structure
and comparative nature of preference data, the options’ covariance matrix of the unob-
served utilities �ν cannot be identified.

For paired comparison data, Arbuckle and Nugent (1973) showed that the standard
deviation between each pair is invariant under adding a row/column specific constant
to each row and column of the covariance matrix, that is, under any transformation on
the covariance matrix of the form σij → σij + di + dj . Their results also hold for
ranking and paired comparisons under the multiple-judgments framework that �ν and
�ν + d1′ + 1d′ are empirically indistinguishable, given that vector d is chosen so that
the resulting covariance matrix is positive-definite (Tsai, 2000, 2003). In the context of
equivalent covariance matrices for multinomial probit models, Bekker and Wansbeek
(2000) showed that the set of vectors d which, with �ν > 0, satisfy �ν +1d′ +d1′ > 0
can be described as d = 1+z

1−1′Vz , where V = (�ν +11′)−1 and z lies within the ellipsoid

z′(V + V11′V)z < 1 + 1
1′V1 . Their results therefore define the set of vectors d for the

equivalent covariance matrices for �ν .
The equivalence structures of �ν indicate that not all of its parameters are identified.

Thus, constraints need to be imposed to ensure identifiability of the models. The equiva-
lence relation suggests defining the identified parameters based on the utility differences
instead of the utilities of the options. Different parameterizations can be obtained by
choosing different contrast matrices (Chan and Bentler, 1998; Maydeu-Olivares, 2002;
Yao, 1995; Skrondal and Rabe-Hesketh, 2003; Yu, 2000). For any contrast matrix S of
rank J − 1, the corresponding identified parameters for the model with mean vector μ

and covariance matrix �ν are

DSμ and d−1S�νS′,

where D = Diag(S�νS′)−1/2, and d is the (1, 1) element of S�νS′. For example, Yao
(1995) derived the set of identified parameters under the (J − 1) × J contrast matrix
C which compares each option to the last one. Denote � = Cμ and � = C�νC′,
then the identified parameters are the standardized mean differences,

δj√
γjj

, the ratios of

the option differences’ variances,
γjj

γ11
, and the option differences’ correlations,

γjk√
γjj

√
γkk

(j, k = 1, 2, . . . , J − 1) where δj = μj − μJ , γjj = σ 2
j + σ 2

J − 2σjJ , and γjk =
σjk − σjJ − σkJ + σ 2

J . When the identified parameters are formulated using a contrast
matrix, it is thus necessary to fix the variance of the difference between two arbitrarily
selected options to a constant in order to ensure the identification of the remaining
elements in the variance–covariance matrix of the option differences. In addition to
identifying the location parameter, the mean utility of one of the options need to be

set to a constant. This approach results in a total of (J − 1) + J (J−1)
2 − 1 = J 2+J−4

2

identified parameters for complete rankings and J 2+J−4
2 + (

J
2

) = J 2 − 2 for paired
comparisons (J > 3).
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Other identification constraints can be chosen as well that do not involve a contrast
matrix. For example, Dansie (1986) proposed to fix the variances of the options’ utilities
to ones, and the covariance of one option pair to zero. Maydeu-Olivares and Böckenholt
(2005) fix all the covariances involving the last utilities to zeros and the variances of the
first and last utilities to ones. Thus, the following �D

ν and �M
ν matrices are specified for

J = 4 in Dansie (1986) and Maydeu-Olivares and Böckenholt (2005), respectively,

�D
ν =

⎡
⎢⎢⎣

1� σ21 σ31 0�

σ21 1� σ32 σ42

σ31 σ32 1� σ43

0� σ42 σ43 1�

⎤
⎥⎥⎦ and �M

ν =

⎡
⎢⎢⎣

1� σ21 σ31 0�

σ21 σ 2
2 σ32 0�

σ31 σ32 σ 2
3 0�

0� 0� 0� 1�

⎤
⎥⎥⎦ ,

where the parameters fixed for identification purposes are marked with an asterisk.
In addition, if a factor-analytic structure (15) is used to account for individual differ-

ences in ν, possible identification constraints for 
 and � include fixing the uniqueness
variance of one option to one, and all the factor loadings involving the same option to
zeros. In addition, the upper triangular part of the factor loading matrix needs to be set to
zeros to solve the rotational indeterminancy problem (McDonald, 1999). For example,
for a three-factor model, we have


 =

⎡
⎢⎢⎢⎢⎢⎢⎣

λ11 0� 0�

λ12 λ22 0�

λ13 λ23 λ33
...

...
...

λ1,J−1 λ2,J−1 λ3,J−1

0� 0� 0�

⎤
⎥⎥⎥⎥⎥⎥⎦

,

� =

⎡
⎢⎢⎢⎢⎢⎣

φ2
1 0 · · · 0 0

0 φ2
2 · · · 0 0

...
...

. . .
...

...

0 0 · · · φ2
J−1 0

0 0 · · · 0 1�

⎤
⎥⎥⎥⎥⎥⎦ .

The above identification constraints on �ν or 
 and � also ensure identifiability of
all the parameters in � for paired comparisons. An alternative approach which does not
require fixing the variance of the utility difference for one option pair is to constrain one
of the elements in � to one (say ψ12 = 1). In this case, the covariance matrix of the
reduced covariance matrix of the utility differences is also identified (Tsai, 2003).

All of the above results can be generalized to both incomplete and partial rank-
ing data by appropriately defining the set of contrast matrices for each data type
(Böckenholt, 1992). The identified parameters are equal to the ones for complete rank-
ing data when the number of options to be ranked is greater than two.

The existence of equivalence models for preference data complicates the interpre-
tation of the results since preference models that have the same identified parameters
may have substantively different interpretations. Consider the following two ranking
models, A and B, with random utilities νA ∼ N3(μA,�A) and νB ∼ N3(μB,�B),
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where

μA = (2 5 0)′, μB = (
√

0.8
√

5 0)′,
and

�A =
[ 1 0 0

0 2 0
0 0 3

]
, �B =

[ 1 0.7 0.6
0.6 1 0.5
0.6 0.5 1

]
.

These two models yield the same ranking probability distributions of {0.038, 0.002,

0.802, 0.148, 0.002, 0.008} for the rank ordering patterns {(1, 2, 3), (1, 3, 2), (2, 1, 3),

(2, 3, 1), (3, 1, 2), (3, 2, 1)}, respectively. The interpretation of these two structures are
rather different. Model A assumes different option variances and zero option correla-
tions. In contrast, Model B assumes equal option variances and nonzero correlations
between options. Because of the models’ indistinguishability, an interpretation in favor
of either A or B needs to depend on other factors, such as prior knowledge or some
theory about the underlying data generation mechanism. This example also illustrates
a frequently overlooked conclusion in the literature: When investigating the model fit
of restricted structures for either μ or �ν , it needs to be taken into account that any
evidence speaks for an entire class of equivalence models and not just for the restricted
model form.

4. Identifying the scale origin

The identifiability issues described in the previous section are caused by the discrete-
valued structure of the data and the reduced-rank form of the paired comparison and
ranking design matrices. As noted already by Thurstone and Jones (1957), it is possible
to overcome the latter limitation under certain conditions. By appropriately modifying
the paired comparison or ranking task, we can augment the design matrices (e.g., (10),
(13)) to their full-rank form. Böckenholt (2004) discussed different methods that can
be used for this purpose. For example, one approach consists of asking respondents to
choose between lotteries where in one lottery option j can be won with probability ps ,
and nothing otherwise, and in the other lottery option k can be won with probability pu,
and nothing otherwise. These lotteries are written in abbreviated forms as (j, ps) and
(k, pu), respectively. The status-quo outcome (e.g., “winning nothing”) defines the ori-
gin of the individual utility scales in a natural way since an option that can be won is a
gain relative to the status-quo position.

Let μi0 denote the mean evaluation of the status-quo outcome. Then by setting μi0 =
0, the comparative utility judgment of two lotteries (j, ps) and (k, pu) is given by

yij (ps)k(pu) = [
psμij + (1 − ps) μi0

]
− [

puμik + (1 − pu)μi0
]+ εij (ps)k(pu)

(17)= psμij − puμik + εij (ps)k(pu),

where εij (ps)k(pu) denotes the unsystematic response variability in the comparison be-
tween the two lotteries. As an illustration, consider the following scenario in which the
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options j , k, and l (e.g., three different vacation packages) are presented pairwise, first
in a non-risky presentation mode and, next, in the form of lotteries:

(18)

⎛
⎜⎜⎜⎜⎜⎜⎜⎜⎜⎜⎜⎝

yijk

yij l

yikl

yij (0.8)k(0.2)

yij (0.8)l(0.2)

yik(0.8)l(0.2)

yij (0.2)k(0.8)

yij (0.2)l(0.8)

yik(0.2)l(0.8)

⎞
⎟⎟⎟⎟⎟⎟⎟⎟⎟⎟⎟⎠

=

⎛
⎜⎜⎜⎜⎜⎜⎜⎜⎜⎜⎜⎝

1 −1 0
1 0 −1
0 1 −1

0.8 −0.2 0

0.8 0 −0.2
0 0.8 −0.2

0.2 −0.8 0
0.2 0 −0.8
0 0.2 −0.8

⎞
⎟⎟⎟⎟⎟⎟⎟⎟⎟⎟⎟⎠

(
μij

μik

μil

)
+

⎛
⎜⎜⎜⎜⎜⎜⎜⎜⎜⎜⎜⎝

εijk

εij l

εikl

εij (0.8)k(0.2)

εij (0.8)l(0.2)

εik(0.8)l(0.2)

εij (0.2)k(0.8)

εij (0.2)l(0.8)

εik(0.2)l(0.8)

⎞
⎟⎟⎟⎟⎟⎟⎟⎟⎟⎟⎟⎠

.

The error terms εi are specified to be independently distributed with variance terms that
may be different for comparisons in the risky and non-risky choice mode. The design
matrix in (18) is of full rank. Thus, although only difference judgments are observed, the
mean evaluations and their covariance matrix are fully identified. This desirable feature
is obtained already when one lottery comparison with ps 	= pu is included in the design
matrix.

The interpretation of the scale value μij as deviation from the status-quo is appealing.
Especially when uncertainty plays an integral role in the evaluation of options, such a
definition can be implemented easily. Possible fields of applications include choices
among (medical) treatment plans, insurance policies, and options with future outcomes.

Methods for identifying an utility scale origin are not only instrumental for avoiding
difficulties in the interpretation of the estimated covariance structures, they also provide
useful insights about the underlying judgmental process. In particular, by being able to
identify the degree of an option’s desirability, we can compare preferences for options
both in a relative and in an absolute sense across different conditions.

5. Estimation

Model parameters of the models for partial and/or incomplete ranking data can be
estimated by standard maximum likelihood methods. Assuming random sampling of
judges, we specify the log-likelihood function as

ln L = c +
∑
f

n(Rf ) ln Pr(Rf ),

where n(Rf ) is the frequency of respondents showing the response Rf , and c is a
constant. Although the maximization of the likelihood function is straightforward, it
requires the computation of the normal probabilities for the response outcomes. For
small T and J the multidimensional integrals can be evaluated numerically (deDoncker
et al., 1999).

For larger T and J , however, the evaluation of the normal distribution function by
numerical integration is not feasible. A number of alternative procedure have been
proposed over the years ranging from simulation-based algorithm as the Monte Carlo
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Markov-Chain (MCMC) method in a Bayesian framework (Imai and van Dyk, 2005;
Yao and Böckenholt, 1999; Yu, 2000), the method of simulated moments (McFadden,
2001; Keane, 1997), to limited-information estimation methods, which use only lower
moments of the marginals to estimate the mean and covariance structure of the choice
data (Brady, 1989; Chan and Bentler, 1998; Maydeu-Olivares, 2001, 2002). Because
of their speed and straightforward implementation, limited-information methods are
perhaps most useful for applications of random utility models in routine work. Re-
cently, Maydeu-Olivares and Böckenholt (2005) demonstrated that ranking and paired
comparison data can be analyzed readily using the structural equation modeling (SEM)
framework implemented in the MPLUS (Muthèn and Muthèn, 2004) package.

Large sample tests of fit are available based on the likelihood ratio (LR) test (G2)

and Pearson’s goodness-of-fit test statistic (P 2). Asymptotically, if the statistical model
provides an adequate description of the data, then both statistics follow a χ2-distribution
with (HT − m − 1) degrees of freedom, where m refers to the number of parameters to
be estimated and H is number of possible response patterns. The LR test is most useful
when J � 5 and T � 3. Otherwise, only a small subset of the possible response pat-
terns may be observed even when the sample size is large. In this case, it is doubtful that
the test statistics will follow approximately a χ2-distribution. However, useful informa-
tion about a model fit can be obtained by inspecting standardized differences between
the observed and fitted probabilities for subsets (e.g., all triplets) of the options. In ad-
dition, model selection criteria such as Akaike’s (1973) information criterion (AIC) or
the Bayesian information criterion, BIC in short, (Schwartz, 1978) can be utilized to
compare the considered preference models. Both AIC and BIC are defined based on the
penalized likelihoods which adjust the likelihood function for model complexity. In the
following applications, we adopt Vaida and Blanchard’s (2005) distinction between con-
ditional AIC (cAIC) and marginal AIC (mAIC) with cAIC being the preferred criterion
when not only population but also person-specific parameters are of interest.

6. Applications

6.1. Choosing universities in an exchange program

In an investigation of how students’ choices of foreign universities in a student exchange
program depend on the characteristics of the students and the universities, the Vienna
University of Economics conducted a survey to establish the ranking of the universi-
ties through a paired comparison study (Dittrich et al., 1998). Six universities situated
in London (LO), Paris (PA), Milan (MI), Barcelona (BA), St Gall (SG), and in Stock-
holm (ST) were chosen. Table 1 lists two university-related covariates: location and
specialization.

303 students compared the six universities using a trinary response scale that in-
cluded an indifference category. Since 91 students gave incomplete responses, the
following analysis is based on the remaining 212 students who provided a complete
set of paired comparisons. The indifference response was replaced by a random draw
of the “prefer to” and “not prefer to” response categories. The students can be classified
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Table 1
University characteristics (Dittrich et al., 1998)

University EC MS FS LAT

LO 1 0 0 0
PA 0 1 0 1
MI 1 0 0 1
BA 0 1 0 1
SG 0 0 1 0
ST 0 0 1 0

EC: economics; MS: management science; FS: finance;
LAT: Latin countries.

Table 2
List of covariates for the university data of Dittrich et al. (1998)

Variable Description Coding

STUD Main discipline of study 1 = other, 2 = commerce
ENG Knowledge of English 1 = good, 2 = poor
FRA Knowledge of French 1 = good, 2 = poor
SPA Knowledge of Spanish 1 = good, 2 = poor
ITA Knowledge of Italian 1 = good, 2 = poor
WOR Full-time employment while studying 1 = no, 2 = yes
DEG Intention to take an international degree 1 = no, 2 = yes
SEX Gender 1 = female, 2 = male

STUD: other = economics, business administration, business education.

into four groups based on their gender and main discipline of study (commerce ver-
sus others). Other covariates such as knowledge of various languages (English, French,
Spanish, and Italian), employment status and intention for getting an international de-
gree are also available. The list of covariates are included in Table 2. The data can be
accessed from http://www.blackwellpublishers.co.uk/rss.

Our decision on which person-specific covariates to consider in the models was based
on the differences in the dominance index of each school, dj = 1

n

∑
j ′ 	=j (wijj ′ = 1),

for the subpopulations defined by the covariates. The covariates FRA, SPA, and ITA
differentiated the subpopulations the best and were included in the analyses.

Table 3 provides a summary of the models fitted to the data. Models (A) to (E)
include either unconstrained or restricted covariance structures for the μi’s, but no co-
variates effects. The single-factor covariance Model (C) gives the best fit. However, the
loadings of Model (C) do not seem to reflect the characteristics reported in Table 1.

Next, the three covariates indicating language fluency, FRA, SPA, and ITA are in-
cluded in Models (F) to (J) to account for individual differences in their evaluations.
Based on LR-tests of the nested models in Table 3, models with covariates appear to
yield a much better fit than those without covariates effects. To assess the overall fit

http://www.blackwellpublishers.co.uk/rss
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Table 3
Summary table of models w/o constrained structures for university data

Model (with � = I) − log-lik. K mAIC BIC av. P 2

(A) �ν = σ 2
ν I, 1563.3 6 3138.6 3158.7 8.3

(B) �ν = �, 1555.5 11 3133.0 3169.9 6.2
(C) �ν = λλ′ + σ 2

δ I, 1543.1 11 3108.2 3145.1 4.8
(D) �ν = λλ′ + �, 1538.8 16 3109.6 3163.3 4.0
(E) �ν unconstrained, 1535.7 20 3111.4 3178.5 3.9

(F) (A) with μ = X3α 1489.7 21 3021.4 3091.9 8.5
(G) (B) with μ = X3α 1481.3 26 3014.6 3101.9 5.9
(H) (C) with μ = X3α 1466.3 26 2984.6 3071.9 4.3
(I) (D) with μ = X3α 1462.4 31 2986.8 3090.9 3.9
(J) (E) with μ = X3α 1460.0 35 2990.0 3107.5 3.8

K: number of parameters;
mAIC = marginal Akaike’s information criterion = −2 log-lik. + 2 K;
BIC = Bayesian information criterion = −2 log-lik. + K ln(212).

of the models, we also computed Pearson’s χ2-statistics (P 2) based on the observed
and expected frequencies of all possible triplets. In addition, BIC (Schwartz, 1978)
and mAIC statistics (Vaida and Blanchard, 2005) are provided in Table 3. We present
mAIC instead of cAIC statistics because model inferences are on population rather than
person-specific parameters. Among all models, model (H) provides the most parsimo-
nious fit with an average P 2 value of 4.3, and minimum mAIC and BIC values of 2984.6
and 3071.9, respectively.

The parameter estimates and corresponding standard errors of Model (H) are re-
ported in Table 4. First, the intercept effects α′

1 = (2.80 1.62 1.71 0.96 1.98 0�) show
that on average the colleges can be ranked as London 
 St Gall 
 Paris 
 Milan 

Barcelona 
 Stockholm, but that the differences between St Gall, Paris, and Milan are
not significant. However, it is more meaningful to consider the different subpopulations
in Model (H). Table 5 reports the mean utilities of these subpopulations. Inspecting α̂2
and α̂4, we note that good knowledge of French and Italian makes Paris and Milan more
attractive, respectively. Interestingly, students who speak Spanish well prefer St Gall to
London. This result is unexpected since students who have good knowledge of Spanish
do not appear to favor Barcelona. Based on the estimates’ standard errors, we conclude
that St Gall and Milan are the only universities that appear to be affected by a person’s
knowledge of Spanish and Italian, respectively.

To interpret the single-factor covariance structure �ν = λλ′ + σ 2
δ I in model (H), we

examine the pattern of the estimated factor loadings

λ̂
′ =

(
LO PA MI BA SG ST

−0.22 −0.91 −1.06 0.92 −0.95 0�

)
.

The loadings indicate that Paris, Milan and St Gall are more similar to each other than
the rest of the universities. The university characteristics in Table 1 cannot account
for this pattern. Instead, we conclude that individual differences in the comparison of
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Table 4
Parameter estimates (standard errors) of model (H) for university data

j α̂1j α̂2j α̂3j α̂4j λ̂j

LO 2.80 (0.31) 0.46 (0.17) 0.18 (0.24) 0.30 (0.23) −0.22 (0.23)

PA 1.62 (0.30) 1.27 (0.19) 0.25 (0.25) 0.23 (0.23) −0.91 (0.24)

MI 1.71 (0.32) 0.50 (0.18) 0.08 (0.25) 1.52 (0.26) −1.06 (0.23)

BA 0.96 (0.29) 0.37 (0.18) 0.22 (0.25) 0.12 (0.23) 0.92 (0.26)

SG 1.98 (0.31) 0.26 (0.18) 1.25 (0.26) 0.20 (0.23) −0.95 (0.25)

ST 0� 0� 0� 0� 0�

�Fixed for identification purpose; σ̂ 2
δ = 1.66 (0.24).

α1: Intercept; α2: FRA; α3: SPA; α4: ITA.
LO: London; PA: Paris; MI: Milan; BA: Barcelona; SG: St Gall; ST: Stockholm.

Table 5
Estimated mean preferences of subpopulations under model (H)

SPA good poor

ITA good poor good poor

FRA good poor good poor good poor good poor

LO 3.74 2.83 3.13 2.22 3.38 2.47 2.77 1.86
PA 3.37 0.83 2.91 0.37 2.86 0.32 2.40 −0.13
MI 3.81 2.81 0.76 −0.23 3.64 2.65 0.60 −0.40
BA 1.67 0.94 1.42 0.69 1.23 0.50 0.99 0.25
SG 3.69 3.18 3.28 2.77 1.19 0.67 0.78 0.26
ST 0� 0� 0� 0� 0� 0� 0� 0�

�Fixed for identification purpose.
LO: London; PA: Paris; MI: Milan; BA: Barcelona; SG: St Gall; ST: Stockholm.

universities are related to whether a student is familiar with French, Spanish, or Italian
because preferences for Paris, Milan and St Gall are highly influenced by the judges’
knowledge of these languages. Finally, the variance component of the unique factors
in Model (H), σ̂ 2

δ , is estimated as 1.66 (0.24), which indicates that the between-judge
variance is considerably larger than the within-pair variance (σ 2 = 1). It accounts for
60–70% of the total variation in each of the pairwise judgments.

Overall, Model (H) provides a satisfactory fit of the data. The average χ2-statistic P 2

of all triplets is 4.3. Table 6 reports the observed and expected frequencies for pairwise
marginals under model (H) and their discrepancies appear to be small.

6.2. Bivariate rankings

In a survey conducted shortly before the 1992 US presidential election, a sample of
81 undergraduate students was asked to order the candidates George Bush [B], Bill
Clinton [C], and Ross Perot [P] according to how well each of them represented their
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Table 6
Observed (expected) frequencies for pairwise marginals for Model (H) for university data

LO PA MI BA SG ST

LO 140 (139.9) 165 (166.5) 159 (161.0) 131 (133.9) 93 (97.1)

PA 72 (72.1) 161 (167.6) 190 (188.4) 128 (129.3) 129 (130.5)

MI 47 (45.5) 51 (44.4) 138 (137.9) 160 (158.9) 108 (100.0)

SG 53 (51.0) 22 (23.6) 74 (74.1) 107 (102.8) 128 (137.6)

BA 81 (78.1) 84 (82.7) 52 (53.1) 105 (109.2) 142 (141.1)

ST 119 (114.9) 83 (81.5) 104 (112.0) 84 (74.4) 70 (70.9)

Entry (i, j) indicates the frequency that i is preferred to j .
LO: London; PA: Paris; MI: Milan; BA: Barcelona; SG: St Gall; ST: Stockholm.

views on education [ED] and economy [EC] issues. The data are reproduced in Table 7.
For example, 11 respondents ranked the candidates in the order C, P, B on both criteria.

Our analysis of these data addresses the three questions of (a) whether the respon-
dents distinguished among the political candidates on these two issues, (b) whether
individual differences reflect the political orientation of the candidates, and (c) whether
political orientation can account for the observed associations between the rankings.

Table 8 contains the goodness-of-fit statistics of four bivariate ranking models and
their corresponding likelihood-ratio statistics. In view of the small sample size, the χ2-
approximation of the goodness-of-fit statistics needs to be viewed with caution but it is
still useful for the comparison of the different models. Model (A) specifies that the po-
litical candidates are perceived as equally similar to each other on both criteria and that
the responses to the two criteria are uncorrelated. Individual differences are represented
by an identity matrix for both criteria, and the (3 × 3) covariance matrix �C of the
evaluations of the three candidates on the two criteria is set to a null matrix. This model
does not provide a satisfactory fit of the data with G2 = 59.8 on 31 degrees of freedom
(df). The introduction of equal correlations between the candidates with �C = ρI im-
proves significantly the goodness-of-fit statistic. The estimated correlation coefficient
ρ̂ = 0.61 indicates that the respondents judge the three candidates in a similar way on
Education and Economy issues.

Further fit improvements are obtained by Models (C) and (D) which allow for a one-
factor model to capture individual differences in the evaluation of the candidates. In
particular, by letting the correlations between the criteria reflect the one-factor structure
with �C = ρ(λλ′ + �), we obtain an excellent fit of the ranking data. In view of the
small sample size, it is difficult to choose between Models (B) and (D), and we therefore
present the parameter estimates of both models in Table 9.

We note that the average differences between the political candidates on Education
issues are small. Perot and Clinton appear to be more liked than Bush on this topic.
Under Model (D), the mean differences between Bush and Perot and Clinton and Perot
are estimated as μ̂BP[ED] = −0.47 and μ̂CP[ED] = −0.15, respectively. In contrast,
on Economy topics, Clinton appears to be much more liked than either Bush or Perot
with a mean difference of about 1 between the other two candidates. The estimated
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Table 7
Bivariate ranking data

EC/ED BCP BPC CBP CPB PBC PCB

BCP 1 1 4 2 0 0
BPC 3 4 4 1 1 2
CBP 1 0 6 2 0 0
CPB 2 0 5 11 0 1
PBC 1 4 1 1 2 1
PCB 1 1 4 12 0 2

ED = Education, EC = Economy, B = Bush, C = Clinton, P = Perot.

Table 8
Summary table of bivariate ranking models

Model G2 df

(A) �O = σ 2
OI, �C = 0 59.8 31

(B) �O = σ 2
OI, �C = ρI 26.4 30

(C) �O = λλ′ + �, �C = ρI 21.9 28

(D) �O = λλ′ + �, �C = ρ�O 18.7 28

Table 9
Parameter Estimates (Standard Errors) of Models (B) and (D) for bivariate
ranking data

Estimates Model (B) Model (D)

μ̂BP[ED] −0.43 (0.19) −0.47 (0.20)

μ̂CP[ED] −0.14 (0.18) −0.15 (0.18)

μ̂BP[EC] 0.08 (0.19) 0.03 (0.19)

μ̂CP[EC] 1.00 (0.20) 1.06 (0.20)

ρ̂ 0.61 (0.08) 0.61 (0.08)

λ̂B – −0.87 (0.20)

λ̂C – 0.74 (0.19)

λ̂P – 0.13�

�Fixed for identification purposes.

factor loadings under Model (D) for both criteria reflect the political orientation of the
candidates. Bush and Clinton are viewed as opposites with estimated loadings λ̂B =
−0.87 and λ̂C = 0.74, respectively. Perot is perceived as somewhat more similar to
Clinton than Bush.
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7. Concluding remarks

Aided by the many advances in computational technologies, the search for structure in
heterogeneous populations has become a fruitful research topic for a wide range of disci-
plines. Specifically, in the analysis of preference and choice behavior much attention has
focused on the extension of existing choice models to consider different forms of vari-
ability among respondents. The random-effect models reviewed in this chapter are most
useful for providing parsimonious descriptions of how individuals perceive and evalu-
ate choice options. They can be applied effectively in the analysis of stated-preference
data because in this case the different sources of variability are readily identifiable. The
analysis of revealed choice data is more difficult when little is known about factors that
characterize the choice situations. For example, when the set of choice options varies
exogenously from person to person in an unobserved way, random-effects choice mod-
els cannot provide an unbiased account of individual preference differences. Walker
and Ben-Akiva (2002) review methodological approaches designed to overcome some
of the complexities introduced by revealed choice data.

In any application it should be kept in mind that preferences may not be well-defined
and may thus depend on seemingly irrelevant contextual conditions. For example, dif-
ferent framings of the same choice options may trigger different associations and eval-
uations with the results that seemingly minor changes in the phrasing of a question or
in the presentation format can lead to dramatic changes in the response behavior of
a person (Kahneman, 2003). One major conclusion of experimental research on psy-
chological processes that underlie the formation of preferences is that generalizations
of scaling results to different choice situations and options require much care and fre-
quently need to be based on additional validation studies.
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Item Response Theory in a General Framework

R. Darrell Bock and Irini Moustaki

1. Introduction

Item response theory (IRT) deals with the statistical analysis of data in which responses
of each of a number of respondents to each of a number of items or trials are assigned
to defined mutually exclusive categories. Although its potential applications are much
broader, IRT was developed mainly in connection with educational measurement, where
the main objective is to measure individual student achievement. Prior to the introduc-
tion of IRT, the statistical treatment of achievement data was based entirely on what
is now referred to as “classical” test theory. That theory is predicated on the test score
(usually the student’s number of correct responses to the items presented) as the obser-
vation. It assumes that the number of items is sufficiently large to justify treating the
test score as if it were a continuous measurement with specified origin and unit. On the
further assumption that the items are randomly sampled from a larger item domain, a
classical method of estimating measurement error due to item sampling is to score ran-
dom halves of the test items separately, compute the product-moment correlation of the
two scores, and apply the so-called Spearman–Brown formula to extend the correlation
to that of the full test to obtain its “split-half” reliability. The complement of the reliabil-
ity coefficient is then proportion of the test variance attributable to measurement error.
Various elaborations of the classical theory appear in texts such as Gulliksen (1950),
Lindquist (1953), or Lord and Novick (1968).

The results of classical test theory are necessarily limited in application. They are not
accurate for short tests, and they ignore sources of error such as variation due to rater
effects when responses to the items must be judged subjectively. Although a variance-
component extension of classical theory, called generalizability theory, treats multiple
sources of error (Brennan, 2001), it also assumes that the test scores are continuous mea-
surements. The greatest limitation of the classical theory is, however, its dependence on
dichotomous scoring. There is no provision for responses scored in three or more cate-
gories, even though this is common practice for performance tests or problem-solving
exercises in which differing degrees of student accomplishment are recognized. Clas-
sical methods are often applied to this type of item response by arbitrary assignment
of numerical values to the categories, a device difficult justify when items are scored
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in different numbers of categories. Scaling procedures for assigning values to the cat-
egories that maximize the ratio of between to within respondent sums of squares are
better motivated, but they collapse the data over items without regard to differences in
item characteristics (see Nishisato, 1994, for a review).

Item response theory overcomes these limitations by assuming a continuous latent
variable representing the student’s proficiency in responding to the test items. The prob-
ability of a response in any one of two-or-more mutually exclusive categories of an item
is assumed to be a function of the student’s location on the latent continuum and of
certain estimable parameters characteristic of the item. This approach leads to statis-
tical methods of scoring tests, whether with large or small numbers of items, without
the assumption that the items are sampled from a defined item domain to which the re-
sults generalize. Item response models that yield these probabilities are central to these
methods. We discuss in Section 3 the main models in current use.

A further critical assumption in IRT is that item responses, given the respondent’s
location in the latent space, are statistically independent. Lazarsfeld made use of this
principle of “conditional” independence in an analysis of contingency table data as
early as 1950, but first stated it clearly in Lazarsfeld (1958). It is important in IRT
because it allows straightforward calculation of the likelihood of the model parameters,
given the item responses of a sample of respondents. When the number of respondents
is large, it leads to efficient, likelihood-based methods for IRT analysis in a wide vari-
ety of applications, including not only measurement of individual differences, such as
in education or clinical psychology, but also estimation of group effects or population
quantiles without explicit calculation of respondent locations or “scores”. Moreover, it
makes possible new modes of test-item administration, most importantly computerized
adaptive testing in which items maximally informative for the individual respondent
are selected dynamically during computer-implemented testing sessions (see Wainer,
1990). Extended to multiple latent dimensions, conditional independence allows full-
information estimation of factor loadings in the item response models directly from
the item response patterns, rather than limited-information factor analysis of inter-item
tetrachoric or polychoric correlations. If exogenous quantitative measurements of the
respondents are available, IRT can be further extended to include estimation of rela-
tionships between the latent variables and external variables. All of these applications
are amenable to a likelihood based approach in estimation and hypothesis testing. In
the following section, we present a general formulation of item response theory that
supports these applications.

2. The general IRT framework

In IRT, we distinguish among observed variables (the respondent’s categorical choices),
explanatory variables (covariates) and latent variables (unobserved proclivities, profi-
ciencies, or factors). IRT models can be seen as having a measurement part where latent
variables together with covariates have an effect on some function of the items and a
structural part where covariates affect the latent variables. If a linear structure is adopted
for the structural part of the model, that implies a shift in the mean of the latent variable
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for different values of the covariates. An alternative to the structural part is a multi-
ple group model in which respondents are assigned to mutually exclusive groups and
parameters of the corresponding latent distributions are estimated. In some applica-
tions group-specific item parameters may also be estimated. It should be noted that
multi-group analysis requires a sufficient number of sample members in each group to
estimate the model.

Let the groups be indexed in any order by v = 1, 2, . . . , V ; let u be the n-vector of
categorical responses to an n-item instrument, with mj the number of response cate-
gories of item j ; let x the r-vector of covariate values. We write uj = k to mean that
uj belongs to the category k, k = 1, . . . , mj . The values assigned to the categories are
arbitrary but in the case of ordinal manifest variables they must preserve the ordinality
property of the variable. Finally, let θ be the vector of latent variables with elements θq ,
q = 1, 2, . . . , p. Both the item responses and the latent variables are random variables:
the latent variables are random in population of respondents; the responses are random
both in the population of respondents and in the population of potential responses of a
given respondent.

There are
∏n

j=1 mj possible response patterns. Let ui = (u1 = k1, u2 =
k2, . . . , un = kn) represent anyone of these. As only u can be observed any inference
must be based on the joint probability of u for group v written as:

(1)fv(u | x) =
∫

R(θ1)

· · ·
∫

R(θp)

fv(u | θ , x)gv(θ) dθ ,

where gv(θ) is the distribution of the latent variables θ in group v, fv(u | θ , x) is the
conditional probability of u given θ and x in group v and R(θq) is the range space of
θq . Note that the density functions gv(θ) and fv(u | θ, x) are not uniquely determined;
further restrictions need to be imposed in the selection of those two density functions.

Modelling manifest variables as functions of latent variables and covariates implies
that association among the u’s can be explained by a set of latent variables and a set
of explanatory variables then when all θ ’s and the x’s are accounted for the u’s will
be independent (conditional or local independence). Therefore, the number of latent
variables p and the covariates x must be chosen so that:

(2)fv(u | θ, x) =
n∏

j=1

fvj (uj | θ , x).

Substituting (2) in (1):

(3)fv(u | x) =
∫

R(θ1)

· · ·
∫

R(θp)

n∏
j=1

fvj (uj | θ , x)gv(θ) dθ .

The latent variables are assumed to be independent with normal distributions, θq ∼
N(μvq, σ 2

vq), q = 1, . . . , p. The normality assumption has rotational advantages in
the multi-dimensional case. To reduce the complexity of the presentation we limit our
discussion in the estimation section to the one-dimensional case.



472 R.D. Bock and I. Moustaki

For a random sample of size N that is classified into V groups the likelihood is
written as:

(4)
N∏

i=1

f (ui | xi ) =
V∏

v=1

Nv∏
i=1

fv(ui | xi ),

where Nv denotes the number of respondents in group v and fv(u | x) is given in (3).
The log-likelihood is:

(5)L =
N∑

i=1

log f (ui | xi ) =
V∑

v=1

Nv∑
i=1

log fv(ui | xi ).

Note that (5) allows each item to have different parameter values in different groups.
However, a primary aim of IRT modelling is to construct items that are measurement
invariant. Since measurement invariance (see, e.g., Lord, 1980; Meredith, 1993; Holland
and Wainer, 1993; Camilli and Shepard, 1994) requires that items parameters are equal
across groups, we therefore constrain all item parameters (e.g., thresholds and slopes)
to be equal across groups and allow only the distributions of the latent variables to differ
among groups. An exception is when items are suspected of performing differently in
the groups – so-called differential item functioning (DIF) (Holland and Wainer, 1993).
To investigate such effects, the constraints are selectively relaxed for certain items or
parameters during parameter estimation.

3. Item response models

The following are commonly employed modes of response modelled in item response
theory, with typical examples of each.

Dichotomous. (a) Responses to educational achievement tests are marked “right” or
“wrong”. (b) Respondents to a public opinion survey are asked to answer “yes” if they
endorse a presented statement of opinion and “no” otherwise.

Ordered polytomous. (a) Responses to clinically administered items of an intelli-
gence scale are rated by a clinician in specified categories representing increasing levels
of aptness. (b) Respondents to a physical fitness self-report inventory are asked whether
they typically engage in some type of physical exercise “once a day”, “once a week”,
“once a month”, “almost never”.

Nominal polytomous. (a) Students taking a multiple-choice vocabulary test are re-
quired to mark one, and only one, of a number of alternative definitions the best de-
scribes the meaning of a given word. (b) Respondents in a consumer preference survey
are asked which of several flavors of ice cream they most prefer.

Rankings. (a) Members of an association are asked to rank nominated candidates for
office in order of preference. (b) Judges of an essay-writing contest are asked to read a
certain number of essays and rank them in order of merit.

In this section, we present the best known item response models specifying the prob-
ability of response in each category as a function of parameters attributed to items and of
a latent value attributed to the respondent. The extension of these models to more than
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one latent variable and possible respondent-level covariates is deferred to Sections 6
and 7. The present section describes the models and some of their properties; their roles
in item parameter estimation and respondent scoring are discussed in subsequent sec-
tions.

3.1. Dichotomous categories

The most widely used models for dichotomous categories are the normal ogive model
and three forms of the logistic model referred to as one-parameter (1-PL), two-
parameter (2-PL), and three-parameter (3-PL) logistic.

3.1.1. Normal ogive model
The normal ogive model first appeared in connection with item response theory in pa-
pers by Lawley (1943) and Lord (1952). Prior to that, the model had a long history in
psychophysics going back to Fechner (1860) (who credits his colleague Möbius for the
idea), also in psychological scaling by Thurstone (1927) and others, and in bioassay by
Bliss (1935), Fisher (Fisher and Yates, 1938) and others (see Finney, 1952). In these
fields only one item at a time is studied and the data are frequencies of response aggre-
gated to the group level; the response probabilities are assumed to depend upon a single
variable, observable in psychophysics and bioassay and latent in psychological scaling.
In item response theory, on the other hand, multiple items are studied jointly, the data
are the responses of individuals, and the probabilities depend upon one or more latent
variables. In the one-dimensional normal ogive model, respondent i and item j are lo-
cated respectively at points θi and bj on the latent continuum. The observed response is
assumed to be controlled by an unobservable random response-process variable, say,

(6)Yij = aj (θi − bj ) + εij .

Either in the population of respondents or in replicate responses of a given respondent,
εij is independent normal with mean 0 and variance 1; aj is the regression of the re-
sponse process on θ .

If Yij is greater than or equal to a threshold value, γj , the response falls in category 2
and is assigned a score uij = 1; otherwise, it falls in category 1 and is assigned uij = 0.
These so-called item scores may be treated as Bernoulli variables, the distribution of
which may be expressed in terms of the normal distribution function, Φ(yj ) parame-
terized as the so-called normit, yj = aj (θ − bj ). Then the item response model is a
function of θ ,

(7)Pj (θ) = P(uj = 1 | θ) = Φ(yj ), −∞ < yj < +∞,

and

Qj(θ) = P(uj = 0 | θ) = 1 − Φ(yj ).

For computational purposes, and also to allow a straight-forward generalization to
multiple latent variables, it is convenient to set cj = −ajbj and work with

(8)yj = aj θ + cj .
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The distribution function of the item score can be expressed concisely in the formula

(9)f (uj | θ) = Pj (θ)uj Qj (θ)1−uj .

The plot of the response function, Pj (θ), with respect to θ is an ascending normal ogive
with inflection point at θ = bj . There is a corresponding descending curve for Qj(θ)

usually plotted along with Pj (θ). The plot of the functions, called item characteristic
curves (ICC) or item response functions, are mirror images crossing at 0.5 probability,
where their slopes are aj/

√
2π and −aj/

√
2π , respectively. In this context, the slope

parameter aj in the normit is called the item discriminating power, bj the item location,
and cj the item intercept.

The first derivatives of the response function with respect to the item parameters and
latent variable are

∂Pj (θ)/∂aj = θφ(yj ),

∂Pj (θ)/∂cj = φ(yj ),

∂Pj (θ)/∂θ = ajφ(yj ),

where φ(yj ) is the normal ordinate at yj .
In connection with maximum likelihood estimation of the respondent’s θ (see Sec-

tion 5), the Fisher information with respect to θ conveyed by the item score is the
negative expected value of the second derivative of the log likelihood of θ , given uij .
Assuming the responses to a test consisting of n items are conditionally independent,
given θ , then for any dichotomous item response model the first derivative of the log
likelihood with respect to θ is

(10)
n∑

j=1

uj − Pj (θ)

Pj (θ)Qj (θ)

∂Pj (θ)

∂θ
.

The second derivative can be expressed as

n∑
j=1

(uj − Pj (θ)

Pj (θ)Qj (θ)

{
∂2Pj (θ)

∂θ2
− (Qj (θ) − Pj (θ))

Pj (θ)Qj (θ)

[
∂Pj (θ)

∂θ

]2
}

(11)−
n∑

j=1

1

Pj (θ)Qj (θ)

[
∂Pj (θ)

∂θ

]2

,

(see Bock and Jones, 1968, p. 55). Since expectation of the first term vanishes with
increasing n, the information function of the maximum likelihood estimator of θ is∑n

j Ij (θ) where

(12)Ij (θ) = I (uj | θ) = a2
j φ

2(yj )

Φ(yj )[1 − Φ(yj )]
is called the item information function. See Lord and Novick (1968, p. 449).

If θ is assumed distributed with finite mean and variance in the respondent popula-
tion, the indeterminacy of location and scale in the model may be resolved by arbitrary
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choice of the mean and standard deviation of θ ; the default choices in IRT are 0 and 1,
respectively. With further assumption that θ is normally distributed, the biserial corre-
lation of Yj and θ in the population is

(13)ρj = aj /

√
1 + a2

j .

This justifies referring to the a-parameter as “discriminating power”. (See Lord and
Novick, 1968, Chapter 16, for this and following results for the normal ogive model.)

In classical test theory, the proportion of correct responses, πj , from respondents
in a specified population serves as a measure of item difficulty. Although this measure
increases with increasing ability and might better be called “facility”, the conventional
term “difficulty” is firmly established in the testing field. Assuming the normal ogive
response model and an N(0, 1) distribution of θ , the difficulty of item j corresponds to
the threshold point, γj , on the scale of Yj , and πj = Φ(−γj ). Then,

(14)γj = ajbj /

√
1 + a2

j ,

and bj = Φ−1(πj )/ρj based on a sample value of πj is a consistent estimator of the
item location. It can be used as a starting value in the iterative estimation of item para-
meters (see Section 4). For descriptive purposes bj is preferable to γj for characterizing
item difficulty because it allows for variation in item discriminating power. In the con-
text of IRT bj is called “difficulty” and πj is referred to as the marginal difficulty of the
item.

A consistent estimator of item discriminating power is available from a one-
dimensional factor analysis of the inter-item tetrachoric correlation matrix. From the
sample factor loading αj , the slope parameter is obtained from

(15)aj = αj/

√
1 − α2

j .

Computationally, however, this method of obtaining a starting value for iterative estima-
tion of aj is awkward: a value based on the biserial correlation between the item score
and the number-right test score is almost always used in its place.

For numerical work with the normal ogive model, values of the distribution function
can be calculated with accuracy 10−6 by Hastings’ (1955) five-term formula or accuracy
10−11 by Cooper’s (1968) algorithm.

The inverse function, y = Φ−1(π), is difficult to approximate accurately with a
computing formula; it is better obtained by Newton–Raphson iterations

(16)yt+1 = yt − [
Φ(yt ) − π

]
/φ(yt ),

with values from the Φ(y) approximation. See also Kennedy and Gentle (1980).

3.1.2. 2-PL model
In three US Air Force technical reports, Birnbaum (1957, 1958a, 1958b) obtained nu-
merous results for respondent scoring and classification in which the logistic distribution
replaced the normal. (The logistic distribution was first introduced into bioassay by
Fisher (Fisher and Yates, 1938), who showed its relationship to his z-transformation of
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the correlation coefficient.) Birnbaum’s reports were not widely known until Lord and
Novick (1968) included updated versions in their Chapters 17, 18 and 19. These chap-
ters remain the most thorough analysis of the two- and three-parameter logistic models
presently available in the literature. We describe some of the results here.

Birnbaum’s two-parameter model is

(17)Pj (θ) = Ψ (zj ) = ezj

1 + ezj
, −∞ < zj < +∞,

and

Qj(θ) = 1 − Ψ (zj ) = 1

1 + ezj
.

The logit, zj = aj (θ − bj ) = aj θ + cjk , has the same structure as the normit.
The item characteristic curve of the 2-PL and normal ogive models can be made

almost coincident by simple rescaling of the logit. Although the standard deviation of
the logistic distribution, π/

√
3 (see Gumbel, 1961) would suggest 1.81 as the scale

factor, 1.7 gives slightly better fit overall and is standard in IRT. The absolute value of
Φ(y) − Ψ (1.7y) is less than 0.01 anywhere in the range (Haley, 1952). Most of the
above results for the normal ogive model apply closely to the 2-PL model: for example,
Ψ −1(πj )/1.7ρj is very nearly a consistent estimator of bj .

Unlike the normal distribution function, the logistic function has a simple inverse,

(18)zj = log
{
Ψ (zj )/

[
1 − Ψ (zj )

]}
,

the “log odds ratio”. But more important for IRT is the fact that the derivative of the
logistic response function can be expressed in terms of the function values:

(19)∂Ψ (zj )/∂z = ψ(zj ) = Pj (θ)Qj (θ).

Thus the slope at θ − bj is aj /4, and

(20)∂Pj (θ)/∂aj = θψ(zj ),

(21)∂Pj (θ)/∂cj = ψ(zj ),

(22)∂Pj (θ)/∂θ = ajψ(zj ).

For a test consisting of n items the likelihood equation for θ is

(23)
n∑

j=1

aj

[
uij − Pj (θ)

Pj (θ)Qj (θ)

]
Pj (θ)Qj (θ) = Σn

1 aj

[
uij − Ψj (θ)

] = 0,

the solution of which is the scale score θi for respondent i. This shows that ti = Σn
1 ajuj

is the sufficient statistic for θi .
In application such as personnel selection and qualification, reporting educational

achievement test results in population percentiles, setting scholastic proficiency stan-
dards, etc., where only the ranking or classification of respondents is at issue, ti is a
straightforward alternative to θi . It has the same efficiency as θi , is easy to compute, and
is simple to explain to respondents by displaying the item weights.
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The item information function is

(24)Ij (θ) = [∂Pj (θ)/∂θ)]2

Pj (θ)Qj (θ)
= a2

jψ(zj ).

That these results depend upon the cancelling of the quantity Pj (θ)Qj (θ) in the
denominator by ψ(zj ) in the numerator, shows this sufficiency property to be unique
to logistic item response models. A corresponding result holds for polytomous logistic
models (see Section 3.2).

3.1.3. 3-PL model
To allow straightforward machine scoring of item responses, large-scale testing services
make use of multiple-choice questions, most commonly with four alternatives. Usually
they are administered with instructions to the examinees not to omit items. If in spite
of these instructions some examinees fail to mark all items, the omitted items may be
implicitly assigned a random response during test scoring. Examinees who do not know
the answer to an item and do not omit will either respond blindly or choose indiffer-
ently among remaining alternatives after eliminating one or more that they know to be
incorrect. Under these conditions of administration, the item response function cannot
approach zero at the lowest levels of ability. Interestingly, in toxicological bioassay, a
similar problem arises due to “natural mortality of the controls”. The correction of the
response function used in that field can also be applied to multiple-choice items except
that, absent a control group, the probability of correct response on the part of examinees
at the lowest extreme of ability must be estimated from the test data. This correction
leads to the three-parameter logistic model of Birnbaum (see Lord and Novick, 1968,
page 404):

(25)Pj (θ) = Ψ (zj ) + gj

[
1 − Ψ (zj )

]
(26)= gj + (1 − gj )Ψ (zj ),

(27)Qj(θ) = (1 − gj )
[
1 − Ψ (zj )

]
.

Examinees of ability θ respond correctly with probability Ψj (θ); those remaining have
probability gj of responding correctly by marking blindly or with partial information.
The parameter gj is the lower asymptote of Pj (θ) and 1−gj , that of Qj(θ). Raising the
lower asymptote to gj moves the inflection point of the ICC curve to half-way between
gj and 1, where probability is (gj + 1)/2 and the slope is aj (1 − gj )/4.

The derivatives of the category 2 response function are

(28)∂Pj (θ)/∂aj = (1 − gj )θψ(zj ),

(29)∂Pj (θ)/∂cj = (1 − gj )ψ(zj ),

(30)∂Pj (θ)/∂θ = aj (1 − gj )ψ(zj ).

The likelihood equation for θ is

(31)
n∑

j=1

ajψ(zj )
uij − gj − (1 − gj )Ψ (zj )

gj [1 − Ψ (zj )] + (1 − gj )Ψ (zj )[1 − Ψ (zj )] .
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The item information function is

(32)Ij (θ) = a2
j (1 − gj )ψ

2(zj )

gj [1 − Ψ (zj )] + (1 − gj )Ψ (zj )[1 − Ψ (zj )] .

Note that the derivative with respect to θ in the numerator does not cancel Pj (θ)Qj (θ)

in the denominator as it did in the 2-PL model: the 3-PL model is not logistic and does
not have a sufficient statistic for θi .

The normal ogive and the following 1-PL model can be modified similarly to account
for the effects of guessing.

The g-parameters are difficult to estimate for easy items that produce very few wrong
responses and little if any guessing. Values for parameters of such items must be ob-
tained by conditioned estimation. Zimowski et al. (1996) employ a stochastic constraint
based on a beta distribution with an assigned weight of observations to determine the
influence of the constraint. Thissen (1991) estimates the logit of the guessing parame-
ter and uses a normal stochastic constraint with an assigned variance to determine the
influence. (See du Toit, 2003, in this connection.)

3.1.4. 1-PL Model
Rasch (1960) introduced a version of the logistic model in which the logit is defined
as zj = θ − bj and bj , j = 1, 2, . . . , n, is restricted to sum to zero. This way of
scaling θ means that different tests will have different scales, but in practice the scores
are adjusted during test development to have the same means and standard deviations in
a norming sample from the population of respondents. In applying the model, the test
developer must choose from the item pool those items that have the same or nearly the
same slope parameters. This requires a preliminary analysis of the item pool using the
normal ogive or the 2-PL model, or inspection of classical item statistics such as biserial
correlation of the item-by-test number-right score.

When a = 1, the sufficient statistic for θ is the number-right score ti = ∑n
j=1 uij ,

and the likelihood equation becomes

(33)ti −
n∑

j=1

Ψ (zj ) = 0.

The item information is equal for all items, and the maximum likelihood estimate of
θ is a one-to-one transform of t . This greatly facilitates computation of respondent
scale scores, which can be obtained by table lookup. Unlike the scale-scores based on
the other models, those of 1-PL cannot produce discrepancies between the rankings
of respondents’ scale scores and their number-right scores. This feature is sometimes
required in achievement-testing programs. Note that in applications that require only
ranking of respondents, the model adds no information not already contained in the
number-right scores.

3.2. Polytomous categories

The most widely applied models for polytomous item responses are (1) the graded
models generalized from either the ogive model or the 2-PL model, (2) the partial credit
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models generalized from the 1-PL or 2-PL models, (3) the nominal models based on a
logistic model for first choices, and (4) the rating scale models as special cases of (3).

Models for polytomous items can be expressed in the same manner as those for
dichotomous items by the following formal device.

For an item with mj categories, let uj be an mj -variate vector such that, if the re-
spondent chooses category k of item j , the element ujhk = 1 when h = k and 0 when
h �= k. The vector is then a (multinomial) Bernoulli variate serving as the item score of
the respondent, and a generic polytomous response model can be expressed as

(34)Pjk(θ) = P(uj | θ) =
mj∏
h=1

P
ujhk

jh (θ),

on condition that

(35)

mj∑
h=1

Pjh(θ) = 1.

This device is merely for consistency of notation; in recording data and in computation,
only the item scores k = 1, 2, . . . , mj are used.

3.2.1. Graded categories model
Samejima (1969) formulated an item response model for graded item scores as a gen-
eralization of the normal ogive model or the 2-PL model. In place of a single threshold
of the response process, Yj , has m − 1 thresholds, γjk , dividing the range of the dis-
tribution into successive intervals corresponding to ordered categories. In early work of
Thurstone (1929) the same concept appeared in a graphical procedure for locating stim-
ulus medians and category boundaries on a latent variable measuring attitude. Bock and
Jones (1968) gave a minimum normit chi-square method for estimating these quantities.

In Samejima’s model assuming a normally distributed response process, the normit
for category k of item j is

(36)yjk = aj (θ − bjk), k = 1, 2, . . . , m − 1,

where bjk is the location parameter for the upper boundary of category k. Letting γj0 =
−∞ and γjm = +∞, the response probabilities given θ are

Pjk = P(γj,k−1 � Yj < γjk | θ)

= Φ(yjk) − Φ(yj,k−1), k = 1, 2, . . . , mj − 1

= 1 − Φj,mj −1, k = mj ,

where Φ(yj,0) = 0.
The b-parameters divide the area under the unit normal curve into proportions

π1, π2, . . . , πmj
. This means that neighboring categories can be collapsed in the model

merely by ignoring the boundary between them.
In practical work, it proves helpful to express the normit in the form

(37)yjk = aj (θ − bj + djk),

mj −1∑
k=1

djk = 0.
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This makes bj an indicator of the overall location of the item on the latent dimension
and expresses the category locations as deviations djk . For computational purposes,
however, the parameterization

(38)yjk = aj θ + cjk

with cjk = −aj (bj − djk) is more convenient.
In terms of the above Bernoulli variate, the distribution of uj is

(39)f (uj | θ) =
mj∏
h=1

P
ujhk

jh (θ).

The graded model has mj ICC curves consisting of:

for k = 1, a descending ogive centered at bj1;
for k = 2 through m − 2, a single-mode symmetric curve going to zero at −∞ and
+∞, with median midway between bj,k−1 and bjk;
for k = m, an ascending ogive centered at bj,m−1.

The derivatives of the corresponding curves are:

(40)∂Pjk(θ)/∂aj = θ
[
φ(yjk) − φ(yj,k−1)

]
,

(41)∂Pjk(θ)/∂cjk = φ(yjk) − φ(yj,k+1),

(42)∂Pjk(θ)/∂θ = aj

[
φ(yjk) − φ(yj,k−1)

]
,

where φ(yj,0) = 0 and φ(yj,mj
) = 0.

All category response functions have the same discriminating power and the intervals
marked out by the category boundaries determine the partition of the response proba-
bility among the categories at a given θ .

The item information function is

(43)Ij (θ) = a2
j

mj∑
k=1

[φ(yjk) − φ(yj,k−1)]2

Φ(yjk) − Φ(yj,k−1)
.

However, the information conveyed by response in a given category depends upon the
expected frequency of use of the category by respondents of ability θ . The overall in-
formation can therefore be partitioned into the separate terms,

(44)Ijk(θ) = a2
j [φ(yjk) − φ(yj,k−1)]2

Φ(yjk) − Φ(yj,k−1)
.

These results apply mutatis mutandis to the logistic version of the graded model. But
the derivative of the category response function with respect to θ does not cancel the
denominator in the likelihood equation, and there is not a sufficient statistic for θ .

3.2.2. The nominal categories model
When there is no a priori order of the response categories, an obvious approach to mod-
elling the choice of one alternative out mj would be to generalize the response process
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distribution of the normal ogive model to a multivariate normal distribution. Suppose
that associated with the response categories there are processes Yh, h = 1, 2, . . . , mj

such that the respondent will choose alternative k if Yk > Yh, h �= k (or equivalently
Yk − Yh > 0). Then if the distribution of Yk and Yh is, say, N(μk, μh, σk, σh, ρkh),
the distribution of Yk − Yh is normal with, say, mean μkh = μh − μk and variance
σ 2

kh = σ 2
k + σ 2

h − 2σkσhρkh. In terms of the process differences, the problem of eval-
uating the probability of first choice of one mj alternatives reduces to evaluating the
positive orthant of an (mj − 1)-variate normal distribution.

Consider the case of three alternatives and corresponding Yh, Yj , Yk: the correlation
of Yk − Yh and Yk > Yj is then

(45)ρkh,kj = σ 2
k − σkσhρkh − σkσjρkj − σhσjρhj ,

and the probability of a first choice of alternative k is

P(Yk > Yh ∪ Yk > Yj ) =
∫ ∞

0

∫ ∞

0
φ(μkh, μkj , σkh, σkj , ρkh,kj ) dv dw

=
∫ ∞

−μkh/σkh

∫ ∞

−μkj /σkj

φ(0, 0, 1, 1, ρkh,kj ) dx dy.

If the separate response processes are uncorrelated, the correlation of the differences
equals 1/2. In that special case the above (mj −1)-dimensional integrals are not difficult
to evaluate numerically (Stuart, 1958), but there is another approach, based on a gener-
alization of the two-category logistic model, that is more attractive for computation and
for other reasons.

The two-category model may be thought of arising from a primitive choice model

(46)
π1

π1 + π2
,

for positive π1 and π2, giving the probability that alternative 1 will be chosen from
alternatives 1 and 2 (Bradley and Terry, 1952). Bock (1970) extended this model to the
choice of alternative k from among mj ,

(47)
πk

π1 + π2 + · · · + πmj

.

To avoid inequality constraints in estimation, let πh = ezh , h = 1, 2, . . . , mj so that

(48)Ψ (zk) = ezk∑mj

h=1 ezh

,

where the vector z = [zh] may be called the multinomial logit.
MacFadden (1974) derived the multinomial logit model by assuming independent

Weibull error terms.
Gumbel (1961) investigated in some detail the properties of the bivariate logistic

distribution expressed as,

(49)Ψ (z1, z2) = (
1 + e−z1 + e−z2

)−1
.
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In particular, he showed that the marginal distributions are logistic with mean 0 and
variance π/3, and the joint density function is

(50)ψ(z1, z2) = 2Ψ 3(z1, z2)e
−z1−z2 .

The expectation of z1z2 is π2/6, and the correlation is

(51)ρ = π2

6

3

π2
= 1

2
.

The density is asymmetric and has curved regression lines that intersect at 0.5413. . . ,
0.5413. . . ) rather than at (0, 0).

Nevertheless, the volume of the positive quadrant is in good approximation to that of
the bivariate normal distribution with correlation 1/2. Bock and Jones (1968) applied
both models to prediction of first choices in a food preference study conducted earlier by
Thurstone (1959). In choice of three dishes in four different menus, the average absolute
difference between the normal and logistic probabilities was 0.025.

In the nominal categories item response model (Bock, 1972), the elements of the
multinomial logit are expressed as zjl = ajlθ + cjl , and the probability of response in
category k of item j is

(52)Pjk(θ) = Ψ (zjk) = ezjk∑mj

�=1 ezj�
.

Because the probabilities are invariant with respect to translation of the logit, the
category parameters are subject to the constraints,

(53)

mj∑
k=1

ajk = 0,

mj∑
k=1

cjk = 0.

Alternatively, the parameters may be expressed as functions of mj −1 linearly indepen-
dent contrasts, or a value of ajk and cjk may be fixed at zero.

The distribution function of the vector-Bernoulli variate can be expressed as

(54)f (uj | θ) =
mj∏
k=1

Ψ ujk .

To obtain the derivatives for category response function h, let D equal the denominator
of (52):

(55)
∂Pjh(θ)

∂ajk

= θ
ezjhD − ezjh

D2
= θΨ (zjh)

[
1 − Ψ (zjh)

]
, h = k,

(56)= (ezjh)2

D2
= −θΨ 2(zjh), h �= k,

(57)
∂Pjh(θ)

∂cjk

= Ψ (zjh)
[
1 − Ψ (zjh)

]
, h = k,

(58)= −Ψ 2(zjh), h �= k,
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(59)
∂Pjh(θ)

∂θ
= ajhe

zjhD − ezjh
∑mj

�=1 aj�e
zj�

D2

(60)= Ψ (zjh)

[
ajh −

mj∑
�=1

aj�Ψ (zj�)

]
.

To examine the item characteristic curve for category k it is useful to number in the
categories in the order of increasing size of the a-parameters and express the response
function as

(61)Pjk(θ) =
[

1 +
mj∑
�=1

ezj�−zjk

]−1

.

The derivative with respect to θ reveals the shapes of the category characteristic
curves. Consider the case of three categories. In category 1,

(62)
∂Pj1(θ)

∂θ
= −Ψ 2(zj1)

[
(aj2 − aj1)e

zj2−zj1 + (aj3 − aj1)e
zj3−zj1

]
,

both aj2 − aj1 and aj3 − aj1 are positive and Pj1(θ) is strictly decreasing from 1 to 0
with increasing θ .

In the corresponding derivative for category 2, aj1 − aj2 and aj3 − aj2 are negative
and positive respectively, and the left and right terms are decreasing and increasing in
θ . The curve for Pj2(θ) goes to zero at ±∞ and has a single mode at the point on the θ

continuum where

|aj3 − aj2|ezj3

|aj3 − aj2|ezj1
= 1;

that is, where

θ = ln(|aj3 − aj2|) − ln(|aj1 − aj2|) + cj3 − cj1

aj3 − aj2
.

Note that when the a values are equally spaced, the mode is at

θ = cj3 − cj1

aj3 − aj2
.

Finally, in the derivative for category 3 both aj1 − aj3 and aj2 − aj3 are negative, and
Pj3(θ) is strictly increasing from 0 to 1 with increasing θ . A similar pattern is seen with
greater numbers of categories: the curves with respect to all intermediate values of the
a-parameter are unimodal.

Similar relationships between the category characteristic curves and their item pa-
rameters have been noted previously (Samejima, 1972; Andrich, 1978). Wainer et al.
(1991) observed that increasing θ implies greater probability of response in a higher
category rather than lower if and only if the a-parameter of the higher category is greater
than that of the lower. In other words, when θ1 > θ2 and k > h, the odds ratio is

Pk(θ1)/Ph(θ1)

Pk(θ2)/Ph(θ2)
> 1,



484 R.D. Bock and I. Moustaki

and the log odds simplify to

ak(θ1 − θ2) − ah(θ1 − θ2) > 0,

which implies ak > ah.
Similarly, Andrich (1978) studied the interpretation of the parameters by examining

the log odds ratio of successive categories at the points where their characteristic curves
cross – that is, where the respondent is indifferent in choosing between those categories:

(63)

log
Pjk(θ)

Pj,k−1(θ)
= (ajk − aj,k−1)θ + cjk − cj,k−1 = 0,

θ = bjk = − cjk − cj,k−1

ajk − aj,k−1
.

Although it is plausible that respondents’ ability to discriminate between successive
categories may differ by category, if discriminating power is equal for all categories,
then the differences between the a-parameters will be equal and can be set to aj , say.
In that special case, the b-parameters, which are the inner category boundaries, will
correspond to the θ -values that determine the partition of response probabilities among
the categories, just as they do in the graded model. In addition, the distance between
bj1 and bj,mj −1 will be inversely proportional to aj , and the distances are additive;
neighboring categories can then be collapsed just as in the graded model.

More generally, when the spacing of the slopes is unequal, the categories with higher
slopes compared to preceding category receive a smaller share of the probability than
those with lower slopes.

The likelihood in equation for θ given the item score uij of respondent i is

(64)
n∑
j

mj∑
k

uijk

Pjk(θ)

∂Pjk(θ)

∂θ
=

n∑
j

mj∑
k

uijkajk

[
1 − Ψjk(θ)

] = 0.

The weighted sum of the item scores

(65)Si =
n∑
j

mj∑
k

ajkuijk

is the sufficient statistic for θi just as is in 2-PL and can be similarly used in applications
where ranking of the respondents is required.

The item information function is

(66)Ij (θ) =
mj∑
k

a2
jkΨjk(θ) −

mj∑
k

mj∑
h

ajhajkΨjh(θ)Ψjk(θ).

Other parameterizations of the nominal model that greatly extend its versatility and
can be expressed in general terms based on results in Chapter 8 of Bock (1975) for
estimation of multinomial response relations. Let the parameterization of the transposed
mj × 1 logit vector be zj with elements zjk be

(67)z′
j = KBj Aj ,
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where

K = [ θ 1 ] ,

Bj =
[

aj1 aj2 · · · ajmj

cj1 cj2 · · · cjmj

]
,

and Aj is the mj ×mj projection operator that implements the restriction on the parame-
ters; the diagonal elements of the operator are 1 − 1/mj and the off-diagonal elements
are −1/mj . The operator can be replaced by

(68)Aj = Sj Tj ,

where Sj is an mj × s, s � mj − 1 matrix of the coefficients of the linear parametric
functions for item j . Then

(69)Tj = (
S′

j Sj

)−1S′
j Aj .

If s is less than mj − 1 there will be some loss of information in estimating θ , but the
loss may be negligible if the parameters are structured favorably.

The quantities estimated after reparameterization are say,

(70)

[
ηj

βj

]
= Bj Sj .

The following examples of linear parametric functions are of some interest. They all
result in models with no more than 2mj − 1 free parameters.

Simple contrasts. The default in most applications is⎡
⎢⎣

−1 −1 −1
1 0 0
0 1 0
0 0 1

⎤
⎥⎦ .

Parameter trend over categories. Three examination questions pertaining to a read-
ing passage are each scored right-wrong; the number right scorers from 0 to 3 are treated
as ordered categories. A degree 2 polynomial trend is observed in the category parame-
ters (see Wainer et al., 1991). The S-matrix contains the (un-normalized) orthogonal
polynomials:⎡

⎢⎣
−3 1
−1 −1
1 −1
3 1

⎤
⎥⎦ .

Crossed categories. Responses to an essay question are marked pass-fail and pass-
fail for content. The matrix is the basis of a 2×2 analysis-of-variance model, excluding
the constant term:⎡

⎢⎣
1 1 1
1 −1 −1

−1 1 −1
−1 −1 1

⎤
⎥⎦ .
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Ordered categories. The categories have a prior ordering. The parametric functions
force the ordering of the category parameters; the parameters for category 1 are set to
zero: ⎡

⎢⎣
0 0 0
1 1 1
0 1 1
0 0 1

⎤
⎥⎦ .

For further examples, see Thissen and Steinberg (1986). Matrices for parameteriza-
tions 1 and 3 are incorporated in the MULTILOG program of Thissen (1991).

The likelihood equation for estimating θ reduces to

(71)
n∑

j=1

β ′
j Tj

[
uj − Ψ (zj )

]
.

Note that the sufficient statistic for θ is the sum of the vector-Bernoulli variates
premultiplied by β ′

j Tj . The item information function is

(72)Ij (θ) = β ′
j Tj Wj T′

jβj ,

where the mj × mj matrix Wj , with diagonal elements Ψ (zjk)[1 − Ψ (zjk)] and off-
diagonal elements −Ψ (zjhΨ (zjk)), is the covariance matrix of the vector-Bernoulli
variate. The second derivative of the log likelihood is exactly the negative of the in-
formation function and does not involve the data. In as much as logistic distributions
belong to the exponential family, the likelihood surface is everywhere convex and any
finite solution of the likelihood equations is unique and can easily be found numerically
by Newton–Raphson or EM iterations (see Section 4).

3.2.3. Nominal multiple-choice model
An interesting application of the nominal model is recovery of information in wrong
responses to multiple-choice items. The item characteristic curves of the model identify
the productive wrong alternatives and the range of data values in which they are most
effective. The problem arises however, of how to allow for effects of guessing when
the test is administered with instructions not to omit items. Samejima (1979) suggested
including a virtual response category, labelled 0, representing the hypothetical propor-
tion of respondents who do not know the correct answer. She assumed random guessing
with probability of correct response 1/mj and zjh = ajhθ + cjh and wrote the model
as, say,

(73)Pjk(θ) = ezjk + m−1
j ezj0∑mj

�=0 ezj�
, k = 1, 2, . . . , mj ,

under the restrictions
∑mj

�=0 aj� = 0 and
∑mj

�=0 cj� = 0.
But guessing on multiple-choice items is not likely to be entirely random: experience

with the 3-PL model indicates that many wrong responders usually rule out a least one
of the alternatives before answering. Thissen and Steinberg (1984) therefore substituted
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a category specific parameter, gjk � 0,
∑mj

k=1 gjk = 1. To avoid inequality constraints
they made a second use of the multinomial logit to express gjk as a function of, say, δjk:

(74)gjk = eδjk∑mj

�=1 eδj�
,

under the restriction
∑mj

�=1 δj� = 0.
This generalization of the nominal model has 3mj − 1 free parameters.
Setting Dj = ezj0 + ∑mj

�=1 ezj� and Ej = ezjh + gjhe
zj0 , the derivatives of category

h required in estimation of the item parameters and θ can be expressed as:

(75)
∂Pjh(θ)

∂aj0
= θezj0[gjhDj − Ej ]D−2

j ,

(76)
∂Pjh(θ)

∂ajk

= θezjk [Dj − Ej ]D−2
j , h = k,

(77)= −θezjkD−1
j , h �= k,

(78)
∂Pjh(θ)

∂cj0
= ezj0[Dj − Ej ]D−2

j ,

(79)
∂Pjh(θ)

∂cjk

= ezjk [Dj − Ej ]D−2
j , h = k,

(80)= −ezjkD−1, h �= k,

(81)
∂Pjh(θ)

∂δ
= gjh(1 − gjh)e

zj0D−1
j , h = k,

(82)= −gjhgjke
zj0D−1

j , h �= k,

(83)

∂Pjh(θ)

∂θ
=

[(
ajke

zjh + gjhaj0e
zj0

)
Dj − Ej

(
aj0e

zj0 +
mj∑
l=1

ajle
zjl

)]
D−2

j .

These results do not simplify further for substitution in the general expressions in
Section 5.1 for the likelihood equation for θ and corresponding information function.
As with the 3-PL model, estimation of the g-parameters may require conditioning.

3.2.4. Partial credit model
Masters (1982) adapted the rating-scale model proposed by Rasch (1961) and elabo-
rated by Andersen (1977) and Andrich (1978) to apply to ordered categories scored
vj = 1, 2, . . . , mj for item j . (In the social science literature this type of category score
goes by the name of “Likert scores”; Likert, 1932.) Called the partial credit model,
Master’s version is based on a concept of the respondent processing the item task in
successive steps with probability of πjk of success in making the step from k to k + 1,
where πj1 = 1. Step mj or the first failure terminates the process; the Likert scores
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count the steps. Generalizing the 1-PL model by defining the logit as zjk = θ − bjk ,
with bj1 = 0, and norming the step probabilities to 1 leads to the following model in
(mj − 1) free item parameters:

(84)Pjk(θ) = Ψ (zjk) = exp
∑vj

�=1 zj�∑mj

h=1 exp
[∑h

�=1 zj�

] , k = vj .

The derivatives for category h of item j are (see Masters, 1982):

(85)
∂Pjh(θ)

∂bjk

= −Ψ (zjk)

[
1 −

mj∑
�=k

Ψ (zj�)

]
,

(86)
∂Pjh(θ)

∂θ
= −Ψ (zjk)

[
1 −

mj∑
�=k

�Ψ (zj�)

]
.

The likelihood equation for estimating, θi , the location of respondent i on the latent
dimension, given the item scores vij , is

(87)
n∑

j=1

[
vijk −

mj∑
�=k

�Ψ (zj�)

]
= 0,

which shows that the total step count for the respondent to be a sufficient statistic for θi .
This means that, under the assumptions of the model, the mean Likert score as the same
efficiency as the estimated scale score for purposes of ranking respondents.

The corresponding information function is

(88)I (θ) =
mj∑
k=1

k2Ψ (zjk) −
[ mj∑

k=1

kΨ (zjk)

]2

.

As parameterized above, the partial credit model assumes that the unit of scale on
the latent dimension is equal to 1. In testing applications, however, it may be more con-
venient to fix the unit by assuming that the standard deviation of the latent distribution
equals 1. In that case the logit may be expressed as zjk = a(θ − bjk), and the common
slope, a, can be estimated along with the category parameters.

3.2.5. Generalized partial credit model
Muraki (1992) observed that the partial credit model may be generalized to items with
varying discriminating powers simply by defining the logit as zjk = aj (θ − bjk). He
also noted that the exponent of the general model can be expressed for category k as

(89)kaj θ + cjk,

where cjk = ∑mj

�=1 ajbjk , which shows the model to be a special case of the nominal
model. The slope parameters in the partial credit model are assigned equally spaced
values in the given order of the categories, whereas in Nominal model they are estimated
from the sample data. This is also the special case, noted above, of ordered a-parameters



Item response theory in a general framework 489

with equal differences between successive values that simplifies interpretation of the
item parameters and characteristic curves of the nominal model.

The sufficient statistic for θ in the generalized model is the sum of the item step
counts weighted by aj . The model may be formulated in terms of vector-Bernoulli vari-
ates rather than Likert scores, such that with the necessary changes to the a-parameters
the results for the nominal model apply.

3.2.6. Rating scale models
Multiple item rating scales are widely used in the measurement of respondents’ atti-
tudes, opinions, personality traits, health status, and similar personal characteristics. All
items have the same format – usually a fixed number of ordered categories labelled in
the same way throughout the instrument. In modelling rating scale responses it is as-
sumed that a respondent’s interpretation of the labels and use of the categories is not
influenced by the content of the items. The content itself, however, may vary in the
strength of its relationship to the latent variable as reflected in the power of a given item
to discriminate among respondents.

These assumptions suggest a response model for, say, m ordered categories with
common category parameters and varying discriminating powers. (The assumption that
the strength of relationship is the same for all items is not plausible in typical ap-
plications of rating scales). Among the item response models described above, these
assumptions limit the choice to the graded and generalized partial credit models, with
the added requirement that the category parameters are constrained to equality over
items.

For the graded model, the normit is therefore,

(90)yjk = aj (θ − bj + dk), k = 1, 2, . . . , m − 1,

under the restriction
∑m−1

k=1 dk = 0.
For the generalized partial credit model expressed as a special case of the nominal

model, the logit is

(91)zjk = aj kθ − bj + dk, k = 1, 2, . . . , m,

under the restriction
∑m

k=1 dk = 0.
Thus, for an n item scale the rating-scale assumptions reduce the number of free

item parameters in these models from nm to 2n + m − 1. The restriction to common
category parameters is easily implemented during estimation of item parameters (see
Section 4). The graded and nominal models with varying category parameters may,
of course, still be used in preliminary studies to verify the stronger assumptions of
the rating-scale model. The graded and generalized partial credit models both in their
original and rating-scale form are implemented in the computer program of Muraki and
Bock (1991).

3.3. Ranking model

Ranking is of particular interest in measurement of preferences for objects of choice –
such as political candidates, proposed public policies, occupational goals, or competing
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consumer goods. When studying preferences there is an important advantage to asking
the respondents to rank rather than rate the objects: ranking avoids undesirable effects
of respondents’ idiosyncratic interpretations of category labels such as “agree moder-
ately”, “agree strongly”, etc., found in rating forms. In an IRT context the set of objects
to be ranked constitute an item, and the objects in the set take the place of categories.
For example, in measurement respondents’ conservatism, the objects might be proposed
alternative solutions to various social problems serving as items. The ranking model can
be used to estimate the probability that a given object will be first, second, or any lower
choice in the preference rankings. The nominal model is well-suited for this type of
analysis because of its computational simplicity.

Böckenholt (2001) used the Luce (1959) principle of independence of first choices
from irrelevant alternatives to decompose a rank-ordering of objects into a succession of
first choices among successively smaller sets of objects. The principle implies that the
probabilities of the first choices are independent and that the probability of the ranking
as a whole is the continued product of those probabilities. To express the conditional
probability of a respondent’s ranking as a function of θ , let Hj be a set containing inte-
gers hj = 1, 2, . . . , mj indexing the objects in item j , j = 1, 2, . . . , n. Let Kij be an
ordered subset of elements of Hj corresponding to the q objects ranked by respondent

i, q = 1, 2, . . . , mj − 1. Let k
(�)
ij , � = 1, 2, . . . , q, be an element in Kij corresponding

to the object in position � in the rank ordering, and let H̄ij� be the subset of 1 + mj − �

elements of Hj excluding elements corresponding to objects above k
(�)
ij in the rank or-

dering (note that elements of H̄ij� not among the elements of Kij need not be ordered).
Then the probability of Kij is

(92)Pj (Kij | θ) =
q∏

�=1

exp[z(kij�)]∑
h∈H̄ij�

exp z(h)
,

where

(93)z(h ∈ H̄ij�) = ajhθ + cjh,

is the logit of the nominal model for the probability of each successive first choice.
Provided there is individual variation in the rankings, the item parameters can be es-

timated in large samples of respondents for even a single item, the characteristic curves
corresponding to objects may then be of interest. The multi-stage structure of (92) im-
poses constraints on the collection of ranking data. Ideally, rankings should be obtained
in the form of successive first choices by requiring respondents to rank the objects from
most to least preferred. Deviations from this format that are not consistent with the
multistage structure of the model may lead to systematic misfits.

4. Estimation of item and group parameters

Although Lord (1953), Birnbaum (1957) and Samejima (1969) made important progress
in IRT estimation of respondent scale scores, application of their results was ham-
pered by the absence of a satisfactory method of estimating the item parameters. Lord
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proposed maximum likelihood estimation jointly with the scale scores, but that ran
into “the infinitely many incidental parameters” problem (Neyman and Scott, 1948;
Kiefer and Wolfowitz, 1956). Rasch (1960) avoided the problem for the 1-PL model by
conditioning the likelihood on the respondent’s test score to factor out the latent vari-
able. That approach had limited applicability, however, because it required the highly
restrictive assumption that all items have the same discriminating power.

Bock and Lieberman (1970) took the more general approach of maximizing the
likelihood in the marginal distribution after integrating numerically over the latent dis-
tribution. But their Newton solution of the likelihood equations required inversion of a
information matrix of the order of the number of parameters, which for large numbers
of items was too computationally intensive for the computing equipment of that time.
Finally, Bock and Aitkin (1981) introduced an EM solution that cycled through the
items one at a time, was extremely robust, and quite tractable computationally. Bock
and Zimowski (1997) extended this procedure to multiple group IRT. These proce-
dures are now in general use. In this section we discuss features of both the Newton
and EM solutions in maximum marginal likelihood estimation for the general IRT
model.

For ease of exposition we defer the discussion of models with covariate effects to
Section 7. Maximization of the marginal log-likelihood given in (5) may be obtained
by using an optimization algorithm such as the Newton–Raphson or the E-M algo-
rithm. Alternatively, one can estimate the parameters of item response models using
Bayesian estimation methods. A review and implementation of Markov Chain Monte
Carlo (MCMC) methods for a variety of IRT models can be found in two papers by Patz
and Junker in 1999a, 1999b.

Let us define the item parameters (thresholds and slope) for an item j in group v

as the vector avj with elements αvj (cvj (0), . . . , cv,j,(mj −1)), where j = 1, . . . , n. The
parameters related to the latent variable θ are denoted by the vector b with elements μv ,
σ 2

v , v = 1, 2, . . . , V , where and μv and σ 2
v are the mean and variance respectively of

the latent variable in group v. To resolve the indeterminacy of location and scale, the
mean and variance of one of the groups may be set arbitrarily. The item parameters are
constrained to be equal across groups except in the studies of differential item function
mentioned above. In naturally occurring groups and randomized groups receiving dif-
ferent treatments differences between the group parameters are to be expected and will
be estimated.

Newton–Raphson
The integration for obtaining the marginal log-likelihood given in (5) is performed

numerically by fixed-point quadrature rules or by variable-point adaptive quadrature.
These methods have the advantage of not requiring a functional form for the latent
distribution: with sufficient number of equally distant points in an open interval, nor-
malized point masses on those points are a suitable representation of the distribution.
However, if the latent distribution is assumed normal, Gauss–Hermite quadrature is ap-
propriate. Adaptive quadrature (see Skrondal and Rabe-Hesketh, 2004, pages 165–170)
and other methods are discussed below.
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Maximization of the numerically integrated likelihood (5) requires the gradient vec-
tor and the information matrix with respect to the parameter stack

ζ =
[

a
b

]
.

The gradient vector is

(94)
∂L

∂ζ
=

V∑
v=1

Nv∑
i=1

1

fv(ui )

∂fv(ui )

∂ζ
,

and the Hessian matrix is

(95)
∂2L

∂ζ∂ζ ′ =
V∑

v=1

Nv∑
i=1

[
− 1

fv(ui )
2

(
∂fv(ui )

∂ζ

)2

+ 1

fv(ui )

∂2fv(ui )

∂ζ∂ζ ′

]
.

Taking the expected value of the Hessian matrix and under certain regularity condi-
tions, one obtains the information matrix:

(96)E
[
− ∂2L

∂ζ∂ζ ′

]
= E

[(
∂ log fv(ui )

∂ζ

)(
∂ log fv(ui )

∂ζ ′

)]
.

Let ζ (0) represent a set of starting values. A Fisher scoring type minimization algorithm
generates successive points ζ (1), ζ (2), . . . , in the parameter such that

L
[
ζ (s+1)

]
> L

[
ζ (s)

]
.

For s = 0, 1, 2, . . . , let d(s) be the gradient vector and let B(s) be the inverse of the
information matrix at ζ = ζ (s). Then the algorithm is

(97)ζ (s+1) = ζ (s) + B(s)d(s).

The Newton–Raphson algorithm uses the inverse of the Hessian matrix whereas the
Fisher scoring algorithm (Newton–Gauss) uses the inverse of the empirical information
matrix, given the data, which is simply a positively weighted sum of cross-products of
the first derivatives of the response functions and easy to compute; if the number of
distinct answer patterns in the sample exceed the number of free-parameters and the
model is of full rank, the empirical information matrix will be positive-definite. For
those item response models that have sufficient statistics (see Section 3), the Hessian
matrix is just the negative of the information matrix; otherwise, it includes the term in-
volving the second-derivatives of the response functions and the residuals, and could in
principle be indefinite if the sample size is not large. The empirical information matrix
is to be distinguished from the theoretical information matrix, which is an expectation
of all possible response patterns and is not readily calculable with large numbers of
items. Even personal computers are now sufficiently fast for a Newton solution with
one-dimensional models involving perhaps as many as 100 items having fewer than 10
response categories. In general, Newton methods require starting values not too far re-
moved from the solution point. For this reason a number of EM steps to obtain improved
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provisional values of the parameters is a good computing strategy. It is the basis of the
IRT implementations of Muraki and Bock (1991) and Zimowski et al. (1996).

EM algorithm
The EM algorithm (Dempster et al., 1977) consists of an expectation step in which

the expected score function of the model parameters is computed. The expectation is
with respect to the posterior distribution of θ given the observations f (θ | u). In the
maximization step updated parameter estimates are obtained.

More specifically, the complete density in group v for an individual i is:

(98)fv(ui , θi) = fv(ui | θi)gv(θi).

Taking into account the conditional independence assumption, the complete log-
likelihood for a random sample of size N is:

(99)L =
N∑

i=1

log f (ui , θi) =
V∑

v=1

Nv∑
i=1

[
log

n∏
j=1

fvj (uij | θi) + log φv(θi)

]
.

The form of fvj (uij | θi) can be different for different types of items. For dichoto-
mous items:

(100)fvj (uij | θi) = Pvj (θ)uij Qvj (θ)1−uij ,

where Pvj (θ) takes different forms depending on the model (see section).
For polytomous items:

(101)fvj (uij | θi) =
m∏

h=1

P
uijhk

vjh (θ),

on condition that Σm
�=1Pvj�(θ) = 1, where uijhk takes the value 1 when h �= k and 0

otherwise.
To resolve the indeterminacy of location and scale, the mean and variance of the

latent variable θ in one of the groups may be set arbitrarily. The item parameters (thresh-
olds and slopes) are constrained to be equal across groups but we are interested in
estimating group differences for the latent variable.

From (99), we see that the parameter vector av is in the first component of the log-
likelihood and the parameter vector bv in the second component. Therefore, estimation
of av can be done separately from bv .

The expected score function with respect to the parameter vector avj for an individual
i and item j takes the form:

(102)ESi(avj ) =
∫

Si(avj )fv(θ | ui ) dθ,

where fv(θ | ui ) denotes the posterior distribution of the latent variable given what has
been observed:

(103)fv(θ | ui ) = fv(ui | θ)gv(θ)

fv(ui )
,
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and

Si(avj ) = ∂ log fv(uij | θ)

∂avj

.

Under the equality constraints of the item parameters the likelihood equations will be
summed up with respect to the groups.

There are different ways of approximating the integral in (102) such as Gauss–
Hermite fixed quadrature points (Bock and Aitkin, 1981), adaptive quadrature (Schilling
and Bock, 2005), Monte Carlo methods (Sammel et al., 1997), and Laplace approxima-
tions (Huber et al., 2004).

The Gauss–Hermite method approximates the integral over θ by a weighted summa-
tion over a finite number of points giving:

(104)ESi(avj ) =
T∑

t=1

Si(avj )fv(θt | ui ).

The points for the integral approximations are the Gauss–Hermite quadrature points
given in Straud and Sechrest (1966). This approximation in effect treats the latent
variables as discrete with values θ1, . . . , θT and their corresponding probabilities
φ(θ1), . . . , φ(θT ). To avoid the computational burden as the number of factors increases
we need to use a small number of points on each dimension. The implication is that we
lose in precision as well as obtaining biased and unstable estimates (see Huber et al.,
2004; Schilling and Bock, 2005).

The Monte Carlo approximation generates a large sample of θ1, . . . , θT values from
f v(θ | ui ) which does not come in a closed form. The expectation becomes

(105)ESi(avj ) =
∫

Si(avj )fv(θ | ui ) dθ =
∫

Si(avj )fv(ui | θ)gv(θ) dθ∫
fv(ui | θ)gv(θ) dθ

.

Generating θ1, . . . , θT values from gv(θ), (105) is approximated by

(106)ESi(avj ) =
∑T

t=1 Si(avj )fv(ui | θt )∑T
t=1 fv(ui | θt )

.

Note that a large number of T is required to obtain precise estimates with the implication
of slowing down the convergence of the EM algorithm. Meng and Schilling (1996)
proposed to draw directly from the posterior distribution f v(θ | ui ) using a Gibbs
sampler. They showed that the Gibbs sampler can produce nearly independent samples
by retaining every fifth value of the posterior. This is known in the literature as a Monte
Carlo EM (MCEM) algorithm.

In adaptive quadrature, points and weights are adapted to the location and disper-
sion of the likelihood surface for each response pattern during parameter estimation.
Schilling and Bock (2005) show that this method of numerical integration can produce
fast and accurate solutions using as few as two points on each dimension.

Let us assume that we adopt the Gauss–Hermite quadrature points for the integral ap-
proximation. For the dichotomous case, for example, (104) after summing with respect
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to all sample members becomes:

ES(avj ) =
T∑

t=1

Nv∑
i=1

Si(avj )fv(θt | ui )

=
T∑

t=1

Nv∑
i=1

(uij − Pvj (θt ))

Pvj (θt )(1 − Pvj (θt ))

∂Pvj (θt )

∂avj

fv(θt | ui )

(107)=
T∑

t=1

∂Pvj (θt )

∂avj

rvjt − NvtPvj (θt )

Pvj (θt )(1 − Pvj (θt ))
,

where

(108)rvjt =
Nv∑
i=1

uvij fv(θt | ui ),

and

(109)Nvt =
Nv∑
i=1

fv(θt | ui ).

The ML equations become:

(110)ES(âvj ) =
T∑

t=1

θ l
[
rvjt − NvtPvj (θt )

] = 0, l = 0, 1.

Similarly, one can obtain the ML equations for the case of nominal and ordinal items.
When items are categorical, the ES(avj ) = 0 does not provide a closed form solution

for the elements of avj , j = 1, . . . , n. Updating estimates are obtained using one or
more Newton or Fisher scoring iterations.

The estimation of the parameters in bv depends on the second component of equation
(99). The latent variable in each group is assumed to be normally distributed with mean
μv and variance σ 2

v . We are interested in estimating group means and variances of the
latent variable θ .

The expected score function of the parameter vector bv where the expectation is
taken with respect to fv(θ | ui ) is:

(111)ESi(bv) =
∫

Si(bv)fv(θ | ui ) dθ, i = 1, . . . , Nv,

where

Si(bv) = ∂ log gv(θ)

∂bv

, j = 1, . . . , n,

and

gv(θ) = 1

σ 2
v

√
2π

exp
[−(θ − μv)

2/2σ 2
v

]
.
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Summing up with respect to all sample members and approximating the integral using
Gauss–Hermite quadrature points we obtain the ML equations:

ES(μv) =
T∑

t=1

Nv∑
i=1

Si(μv)fv(θt | ui )

(112)=
T∑

t=1

Nv∑
i=1

(θ − μ̂v)fv(θt | ui ) = 0

and

ES
(
σ 2

v

) =
T∑

t=1

Nv∑
i=1

Si

(
σ 2

v

)
fv(θt | ui )

(113)=
T∑

t=1

Nv∑
i=1

(
σ̂ 2

v − (θ − μ̂v)
2)fv(θt | ui ) = 0.

The steps of the EM algorithm are defined as follows:

Step 1. Choose initial estimates for the model parameters avj and bv , where j =
1, . . . , n.

Step 2. Compute the quantities rvjt and Nvt (E-step).
Step 3. Obtain improved estimates for the parameters by solving the ML equations

(110), (112) and (113) where the quantities rvjt and Nvt as treated as fixed (M-step).
Step 4. Return to Step 2 and continue until convergence is attained.

At the M-step, a Newton or Fisher scoring iteration used to solve the non-linear ML
equations in (110). The EM converges very slowly in the neighborhood of the maxi-
mum point but it performs well far from it (just the opposite of Newton solutions). This
justifies the hybrid approach combining EM and Newton steps mentioned above.

4.1. Sampling properties

The fact that in the EM algorithm there is no need to compute the information ma-
trix does not help to compute standard errors for the estimates. Approximations to the
information matrix as well as extensions of the EM have been proposed in the literature.

Following the results from asymptotic theory for ML estimators, sampling variances
and covariances for the ML estimates are taken to be the elements of the inverse of the
information matrix evaluated at the ML solution. For a set of parameters ζ ′ = (a, b):

(114)
[
cov(ζ̂ )

]−1 = E
[
− ∂2L

∂ζj ∂ζk

]
ζ=ζ̂

,

where

(115)
∂2L

∂ζj ∂ζk

=
N∑

i=1

[
1

f

∂2f

∂ζj ∂ζk

− 1

f 2

∂f

∂ζj

∂f

∂ζk

]
,
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and f ≡ f (ui ). Replacing (115) into (114) and taking the expectations we have:

(116)
[
cov(ζ̂ )

]−1 = nE
[

1

f

∂f

∂ζj

∂f

∂ζk

]
ζ=ζ̂

.

The computation of the covariance matrix encounters the problems of having to in-
vert a large matrix as the number of items increases as well as dealing with response
patterns ui with small probabilities. A full rank parameterization is required; otherwise,
a generalized inverse would have to be used. Bock (1989, p. 338) make use of the em-
pirical information matrix:

(117)
[
cov(ζ̂ )

]−1 

N∑

i=1

1

f (ui )

∂f (ui )

∂ζj

∂f (ui )

∂ζk

.

The dimension of this matrix is equal to the number of parameters estimated in the
model. In the case of more than one latent variable, constraints need to be imposed
to justify a unique maximum solution before the inversion. Otherwise the information
matrix will be singular.

Alternatively, one can use re-sampling or bootstrapping techniques to compute stan-
dard errors. However, that requires substantive computational time and will not be
feasible for models with more than two or three latent variables.

Louis (1982) proposed a way of computing the observed information matrix within
the EM algorithm. His procedure requires the evaluation, in the last iteration of the EM,
of the first and second derivatives of functions of the complete-data. He defined the
observed information matrix (Io) as:

(118)Io = −E
(
B(ζ , ζ ) | u; ζ

) − E
(
b(ζ )b(ζ )′ | u; ζ

) + Δ(ζ )Δ(ζ )′,

where Io = −[ ∂2L(ζ |u)

∂ζ∂ζ ′
]
, B((ζ , ζ ) | u; ζ ) = ∂2L(ζ |u,z)

∂ζ∂ζ ′ , b(ζ ) = ∂L(ζ |u,z)
∂ζ , Δ(ζ ) =

E(b(ζ ) | u; ζ ). Note that Δ(ζ ) is 0 at the maximum likelihood solution. The terms de-
fined in (118) can be easily computed in the last iteration of the EM algorithm. Verhelst
and Glas (1993) implemented Louis’s method for the Rasch model with missing data.

4.2. Goodness-of-fit measures

As in any type of modelling, in IRT too, is crucial to be able to check the appropriate-
ness of the model fitted using a goodness-of-fit test. We would like to see how well a
model fits a particular data set or predicts the associations among a set of items. In IRT
modelling, goodness-of-fit can be seen in two different ways. One way is to investigate
the overall fit of the model, in other words, how well the model predicts the whole re-
sponse pattern. The second way is to investigate how well the model fits the one- two-
and three-way margins. Those statistics on the margins are considered as measures of
fit rather than goodness-of-fit statistics.

We could compare the observed (O) and expected (E) frequencies of the response
patterns in total by means of a X2 Pearson goodness-of-fit or a likelihood ratio test G2.

X2 =
R∑

r=1

(Or − Er)
2

Er

,
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G2 = 2
R∑

r=1

Or log
Or

Er

,

where R denotes the total number of response patterns. When N is large, n small and the
model is correct the above statistics are asymptotically distributed as χ2 with degrees of
freedom equal to the number of patterns minus the number of independent parameters.
As the number of items increases the χ2 approximation to the distribution of either
goodness-of-fit statistic ceases to be valid. However, parameter estimates are still valid
but it is difficult to assess the fit of the model. Haberman (1977) derived the conditions
for log-linear models under which the asymptotic distribution of the above goodness-
of-fit statistics remains the chi-square in the presence of sparseness.

Usually, sparseness is present when the ratio of sample size to the total number of
patterns is small (Agresti and Yang, 1987) and there are many response patterns with
expected frequency less than 1. Under this condition, tests of fit based these statistics
cannot be used. Solutions have been proposed for overcoming the problem of sparseness
such as pooling response patterns with small expected frequencies or adding a small
number to each response pattern or even considering other distributions such as the
normal (Morris, 1975; Koehler and Larntz, 1980) when the number of items increase
together with the sample size. Finally, parametric bootstrapping has been also proposed
(Bartholomew and Tzamourani, 1999).

Alternatively, we can compute the Pearson chi-square statistic or likelihood ratio sta-
tistic or any other measure of discrepancy between observed and expected frequencies
(standardized or unstandardized residuals) only for pairs and triplets of responses. The
pairwise distribution of any two variables can be displayed as a two-way contingency
table, and chi-squared residuals can be constructed in the usual way by comparing the
observed and expected frequencies. As a rule of thumb, if we consider the residual in
each cell as having a χ2 distribution with one degree of freedom, then a value of the
residual greater than 4 is indicative of poor fit at the 5% significance level. A study of the
individual margins provides information about where the model does not fit and suggest
ways of improving scales (deleting items or collapsing categories). A detailed discus-
sion on the use of those goodness-of-fit measures for ordinal variables can be found in
Jöreskog and Moustaki (2001) and Bartholomew et al. (2002, pp. 213–234). However,
for the model with covariate effects the Pearson chi-square statistic or likelihood ratio
statistic for pairs and triplets of responses have to be computed for different values of
the explanatory variables, which may make the use of these residuals less informative
with respect to goodness-of-fit.

In the literature, formal tests have also been developed based on lower order mar-
gins by Christoffersson (1975), Muthén (1978), Reiser and VandenBerg (1994), Reiser
(1996), Bartholomew and Leung (2002), Maydeu-Olivares and Joe (2005). The hypoth-
esis and tests are formulated as follows:

H0: ε = 0

where ε can be a vector of first- and second-order marginals with elements:

εi = √
n(pi − πi) and εij = √

n(pij − πij ),
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where pi and pij are the true first- and second-order proportions and πi and πij are the
ones under the model.

Most tests are based on a statistic defined as:

W = e′Σ̂−1e,

where Σ̂ is the estimated covariance matrix of ε and

ei = √
n(p̂i − π̂i ) and eij = √

n(p̂ij − π̂ij ),

where p̂i and p̂ij are the observed first- and second-order proportions and π̂i and π̂ij

are the estimated ones under the model. The tests differ with respect to the way the
covariance matrix of the residuals is estimated, whether they account both for first- and
second-order margins, whether they use standardized or unstandardized residuals and
whether the parameters are taken to be known or not.

Finally, instead of testing the goodness-of-fit of a specified model we could use cer-
tain statistics for selecting among a set of different models. They provide information
about the goodness-of-fit for each model in comparison with other models. That can
be useful for the determination of the number of factors or for comparing models with
and without covariate effects in addition to latent variables. Sclove (1987) gives a re-
view of some of the model selection criteria used in multivariate analysis such as those
due to Akaike, Schwarz and Kashyap. These criteria take into account the value of the
likelihood at the maximum likelihood solution adjusted for the number of parameters
estimated, the sample size and other factors.

Some of those statistics commonly used are: the Akaike Information Criterion (AIC):

AIC = −2L + 2ν,

where L is the log-likelihood, and ν is the number of estimated model parameters, the
Schwarz Bayesian Information Criterion (SBC) also known as Bayesian information
criterion BIC:

SBC = −2L + ν ln(N),

where N is the total number of observations, and the CAIC:

CAIC = −2L + ν
(
1 + ln(N)

)
.

In comparing different models for the same data, then, one will prefer models with
lower values on these statistics since they lead to more parsimonious models.

5. Estimation of respondent scores

An distinct advantage of item response theory over classical test theory is that, given
suitable item response models, respondent scores with known optimal properties can
be estimated for mixtures of item formats. Following common conventions in the field,
IRT scores are referred to here as scale scores, to be distinguished from item scores (0,
1 for right-wrong scored items and integers 1, 2, . . . , mj for category scores) and test
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scores (number-right). In this section we discuss scale score estimation in general terms
that apply to all of the models in Section 3.

At the present time there are three widely used methods of estimating scale scores:
maximum likelihood (ML), Bayes modal, also called MAP (maximum a posteriori),
and Bayes, also called EAP (expected a posteriori). All three methods as described here
assume that the item parameters are fixed quantities known in advance. This assumption
is broadly justified in practical work because item parameter estimation is typically
based on very large samples of respondents – often hundreds or thousands. Data from
these samples can also be used to estimate, either parametrically or nonparametrically,
the latent distributions on which the Bayes methods depend (see Mislevy, 1984).

5.1. ML estimation

Although sufficient statistics may exist for all items in the measuring instrument and can
be used in estimating respondent scores by likelihood methods, for greater generality
we express the likelihood of θ given the respondent’s complete pattern of item scores.
We make the usual assumption of conditional independence of item responses given θ

(but relax it in certain situations; see Section 5.5) and write the likelihood for an n-item
pattern as follows:

Let uijhk = 1 if the response of respondent i is assigned to category k of an mj -
category item j and h = k, and 0 otherwise. The likelihood is

(119)li (θ) =
n∏
j

mj∏
h

P
uijhk

jh (θ),

where Pjh(θ) is the response function for category h of item j .
The quantity to be maximized is

(120)Li(θ) = log li (θ) =
n∑
j

mj∑
h

uijhk log Pjh(θ),

and the likelihood equation for θ is, say,

(121)G(θ) =
n∑
j

mj∑
h

uijhk

Pjh(θ)

∂Pjh(θ)

∂θ
= 0.

The information with respect to θ conveyed by the response pattern is

(122)I (θ) =
n∑
j

mj∑
h

1

Pjh(θ)

[
∂Pjh(θ)

∂θ

]2

.

Assuming that the location and scale of the item parameters has been determined
during their estimation by specifying the mean and standard deviation of the latent dis-
tribution, the maximum likelihood estimate of θ for respondent i can be obtained by
Newton–Gauss iterations:

(123)θ
(t+1)
i = θ

(t)
i + I−1(θ(t)

i

)
G

(
θ

(t)
i

)
.
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Excluding the forbidden patterns in which responses are all in category 1 or all in
category mj , which have no finite solution, the iterations,

I−1(θ(t)
i

)
G

(
θ

(t)
i

)
< 10−C,

will almost always converge to a precision criterion C from a starting value of θi = 0.
Convergence is guaranteed for the purely logistic models with their concave likelihood,
but at very low values of θ and small n, the 3-PL or nominal multiple-choice model
may encounter difficulties. In this situation, and also when the forbidden patterns occur,
it is necessary either to assign default values to θ or turn to EAP estimation, which is
non-iterative and makes use of information in the latent distribution to determine plau-
sible values of θ . That the pattern information function is the sum of item information
functions is useful when developing measuring instrument by selecting items from a
larger pool of pre-calibrated items. The plot of the information function (or correspond-
ing standard error function, I−1/2(θ) shows whether a putative instrument has sufficient
precision at cutting points where decisions about respondents will be made. Informa-
tion in the neighborhood of θ -values at those points should be greater than elsewhere.
A general purpose instrument, on the other hand, needs relatively uniform information
levels over as wide a range of the latent distribution as possible.

5.2. MAP estimation

The MAP estimator (Birnbaum, 1967) maximizes the posterior probability of θ , given
the item scores uijhk ,

(124)pi(θ) =
n∏
j

mj∏
h

P
uijhk

jh (θ)g(θ),

where g(θ) is an assumed unimodal proper density function in the population to which
respondent i belongs. If this “prior” distribution depends only on location and scale
parameters, they are already specified by the arbitrary scaling of the IRT models.

In the corresponding MAP equation,

(125)Gi =
n∑
j

mj∑
h

[
uijhk

Pjh(θ)

∂Pjh(θ)

∂θ

]
+ ∂ log g(θ)

∂θ
= 0,

the second term is in effect a stochastic constraint that conditions the estimation of θ .
The most common choice of prior is N(μ, σ), in which case the second term of the

MAP equation becomes

−(θ − μ)/σ

or just −θ when the standard normal prior is assumed.
The corresponding posterior information function,

(126)I (θ) =
n∑
j

mj∑
h

1

Pjh(θ)

[
∂Pjh(θ)

∂θ

]2

+ 1

σ
,
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includes information conveyed by knowledge of the population to which the respondent
belongs. The MAP method has the advantage of providing plausible determinate values
of θ for the forbidden patterns. When the data or the response model are unfavorable,
convergence can be guaranteed by setting σ to some value less than 1 to increase the
influence of the prior.

5.3. EAP estimation

The EAP estimator (Bock and Mislevy, 1982) is the mean of the posterior distribution,

(127)θi =
∫ +∞

−∞
θ

n∏
j

mj∏
h

Pjh(θ)uijhk g(θ) dθ,

and its variance is

(128)σ 2
θi

=
∫ +∞

−∞
(θ − θi)

2
n∏
j

mj∏
h

Pjh(θ)uijhk g(θ) dθ.

For the item response models assumed here, these integrals do not have a closed
forms, but they are nevertheless easily evaluated numerically – for example, by Gauss–
Hermite quadrature when g(θ) is standard normal. The quadrature formulas are then

(129)θi =
Q∑

q=1

θ

n∏
j

mj∏
h

P
uijhk

jh (θ)A(Xq),

(130)σθi
=

Q∑
q=1

(θ − θi)
2

n∏
j

mj∏
h

P
uijhk

jh (θ)A(Xq),

where A(Xq) is the quadrature weight for point Xq (see Straud and Sechrest, 1966).
The number of points, Q, required depends upon σθi

. The rule of thumb is that at least
three points should fall between θi − σθi

and θi + σθi
over the effective range of the

prior.
EAP is the most numerically robust of the three methods and has the advantage of

not requiring a functional form for the latent distribution. Any point masses summing to
1 can be employed as weights on equally spaced points. The optimal properties of the
Gaussian quadrature formula are lost, but that is of little consequence when the number
of quadrature points is reasonably large.

Although the mean of the EAP estimates in the sample is an estimator of the popu-
lation mean – that is, the mean of the prior – the variance of the estimates is reduced by
regression to the mean. In the population, the sum of the score variance and the error
variance equals the variance of the latent and distribution; that is,

(131)E(θi − μ)2 + E(θi − θ)2.

The corresponding mean squares in the sample, say MST and MSE, provide an estimate
on of the classical reliability coefficient expressed as the intraclass correlation:

(132)R = MST

MST + MSE
.
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5.4. Multiple matrix sampling

The most extensive application of item response theory at present is the National Assess-
ment of Educational Progress (NAEP), a nationwide survey of educational outcomes
reporting to the states and the general public. The Assessment makes use of specialized
scoring procedures exploiting the unique properties of IRT methodology. During each
assessment year a probability sample of schools is drawn in the participating states;
within each school, a random sample of students is then drawn at each of several grades
levels. In group testing sessions, each of these students is randomly assigned a form of
a multi-form assessment instrument appropriate to his or her grade level.

The instrument is constructed by assigning items covering several areas of the cur-
riculum to forms in a balanced incomplete block design in which each area of all forms
share an equal number items in common. Because of the item overlap between forms,
the methods in Section 4 make it possible to estimate item parameters for the entire
instrument on single scale in each area. The item formats consist of both machine-
scorable multiple-choice items and open-ended items hand-scored in graded categories.
Although there are too few items in each area of a form to support reliable reporting of
achievement scores to individual students, the aggregation of results gives dependable
estimates of average achievement at the state level. Aggregation to the national level
allows reports of average performance and also for various demographic and other sub-
samples of the national population. This method of obtaining item data from individual
respondents in more than one area of item content to assess outcomes at the group level
is called multiple matrix sampling.

The assessment forms also include a certain number of items held over from previous
assessment years in order to express assessment results on the same scale from year to
year. Estimated parameters for the current year are used in estimating EAP scores and
corresponding posterior standard deviations for each student tested. In order to make
these scores suitable for conventional least squares analysis of various effects in the data,
they are returned to their full variability in the population by the addition of a random
deviant drawn from the assumed normal posterior distribution for each student. These
augmented scores, referred to as “plausible values”, are used in all subsequent analysis
of the results; standard errors are estimated by the jackknife resampling method. For
purposes of communicating to the general public in easily understood terms, the reports
include the proportions of students whose plausible values fall into arbitrarily defined
achievement categories labelled Basic, Proficient, and Advanced. (See Mislevy et al.,
1992, for further details.)

5.5. Failure of conditional independence

Certain situations arise in educational and psychological testing where the assumption
of conditional independence is not tenable. The following are two important examples.

Testlets
Tests of reading comprehension typically consist of a number of text passages con-

taining information that the intended examinees are unlikely to know. Each passages is
followed by a number of multiple choice items based on specific facts mentioned in the
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text. These and similar exercises have been called “testlets” (Wainer and Kiely, 1987).
Because an examinee’s grasp of the overall meaning of the passage will affect his or her
ability to answer any of the following items, it is unlikely that items within the testlet
will have the same degree of association as items in different testlets.

The effects of testlets on response association can be investigated by item factor
analysis (see Section 6.2). If association within testlets is greater than that attributable
to a general factor of reading comprehension, additional specific item-group factors
will be found. IRT based item factor analysis provides statistical tests for existence
of these “nuisance” factors. The most serious problem they created independence is
underestimation of the scale-score standard errors. This occurs because the ignored in-
creased association within the testlet inflates the variance of the test score relative to
the measurement error variance. Fortunately, the procedure called item bifactor analysis
described in Section 6.2 provides a solution to this problem. On the assumption that
the factor structure of a test containing, say, n items divided among m testlets consists
of a general factor and m independent item-group factors. This constrained structure
has a total of only 2n none-zero factor loadings compared to n(m + 1) loadings of an
unstructured factor model of the same size. The fit of the bifactor model compared to
the full model can also be tested in the IRT analysis. Although the number of additional
factors may be large in this type of application, the computational burden is not pro-
hibitive because the bifactor model requires only two-dimensional quadrature (Gibbons
and Hedeker, 1992).

The bifactor analysis provides estimates of the item factor loadings and the corre-
sponding intercept parameters. Converting the general factor loadings to item slopes
provides the discriminating power parameters required for estimating respondent
scores. On the assumption that the posterior distribution of the latent factor variables is
multivariate normal, the mean of the general factor marginal distribution estimated by
the EAP method is the respondent’s proficiency scale score; the corresponding posterior
standard deviation then provides a valid measurement-error estimate.

Other approaches to the treatment of testlet effects have been considered by Glas et
al. (2000) and Wang et al. (2002).

Multiple ratings
When educational achievement tests contain open ended items (written essays,

problem-solving exercises, etc.) that require subjective grading, they are usually graded
independently by more than one reader – especially if the results influence student ad-
vancement or qualification. As readers are rarely in one-hundred percent agreement,
there is additional information in the multiple ratings that should be utilized in score
estimation. If the identity of the raters is retained and each rater grades the responses of
a sufficient number of examinees, a straightforward approach is to treat the raters of the
same item as if they were items of a testlet and to apply the item bifactor analysis de-
scribed above. Each distinct item-rater set comprises an item-group factor in the model.
If the test also contains objectively scored items, they are assigned loadings only on the
general factor. This approach makes optimal use of the information in the data while
allowing for the considerable association expected in multiple ratings. It also accounts
for rater effects, i.e., the tendency of given raters to be consistently lenient or severe.
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5.6. Component scores

Bartholomew and Knott (1999) developed the notion of sufficiency principle directly re-
lated to the dimension reduction in latent variable analysis. One would aim to find, for
example, p functions of the data u named U1, . . . , Up such that the conditional distrib-
ution of the latent variables θ given the functions Ui not to depend on θ . This dimension
reduction is achieved under weak regularity conditions when at least n − p of the con-
ditional distributions fj (uj | θ) are from the exponential family (see Bartholomew and
Knott, 1999, p. 20). Writing down the one-parameter exponential family:

(133)fj (uj | θ) = Fj (uj )Gj (ψj ) exp
[
ψjdj (uj )

]
, j = 1, . . . , n,

where ψj is usually a linear function of the latent variables θ . For example in the two
parameter model (single factor), ψi = αj θ + cj where αj are the factor loadings.

All the information about the latent variables in the observed items is found in the
posterior distribution:

(134)φ(θ | u) = φ(θ)

n∏
j=1

fj (uj | θ)/f (u).

Substituting (134) into (133) we have:

(135)φ(θ | u) ∝ φ(θ)

n∏
j=1

Gj(ψj ) exp
p∑

i=1

θiUi,

where Ui = ∑n
j=1 αjdj (uj ), i = 1, . . . , p. The Ui are called components and they

provide a weighted score of the items for each individual in the sample. The components
Ui are considered in the Bayesian sense as minimal sufficient statistic for θ .

More specifically, the components for the two parameter logistic model are

Ui =
n∑

j=1

αjuj , i = 1, . . . , p,

and for the nominal logistic model are

Ui =
n∑

j=1

mj∑
h=1

αjhujh.

Component scores do not exist in the case of the probit model and the cumulative
models used for modelling ordinal items. In the ordinal case, the parameter ψj is not a
linear function of the latent variables.

6. Item factor analysis

The most important application of multiple latent variable models discussed in Sec-
tion 4 is factor analysis of the association among items in the measuring instrument
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(Bartholomew, 1980; Bock et al., 1988). Item factor analysis makes the methodology
of multiple factor analysis of test scores (Thurstone, 1947; Jöreskog, 1967) applicable
at the item level. The estimation methods based on maximum marginal likelihood de-
scribed in Section 4 provide likelihood ratio tests that serve to answer the fundamental
assumption of unidimensional of IRT – namely, that all of the association among item
responses be accounted for by a single latent variable. Although conventional goodness-
of-fit tests apply when the number of items is small enough to permit counting the
frequencies of all patterns and relatively few are zero (Bock and Aitkin, 1981), those
tests are of little help with instruments of practical size. Haberman (1977) shows, how-
ever, that likelihood ratio tests of nested models for sparse contingency tables are valid
for testing the significance of improvement in fit of the item factor model when an ad-
ditional latent variable is assumed. Thus, only one- and two-dimensional item factor
analyses are required to test the assumption of unidimensionality.

Classical methods of item factor analysis apply test-score factoring to the matrix
of tetrachoric or polychoric correlations (Jöreskog, 1994). As pointed out below, these
methods remain valuable in providing starting values for the iterative estimation proce-
dures of Section 4. Because the classical method works with only pairwise association
in the data, it is referred to as “limited information” – as opposed to the “full informa-
tion” IRT method that works with association of all orders.

In maximum likelihood methods of factor analysis for test scores and other obser-
vations treated as continuous, both the observed variables and the latent variables are
assumed standard normal. When applied to item responses, this leads to “loadings” in
the form of correlations αjl between the N(0, 1) response process Yj of item j and
the latent variable θl . When the latent variables are assumed uncorrelated, the sum of
squares of the loadings over the factors is called the item common factor variance, or
communality. The remaining residual variance, one minus the communality, is called
uniqueness. In IRT it is uniqueness that is assumed N(0, 1), and the relationships are
expressed as regression coefficients, or factor slopes, ajl called factor discriminating
powers. The relationships between these two quantities are

(136)ajl = αjl√
1 − ∑p

�=1 α2
j�

,

and

(137)αjl = ajl√
1 + ∑p

�=1 a2
j�

.

Inasmuch as item category thresholds do not exist in multiple factor models, only the
factor slopes and item intercepts are estimated when fitting the response models.

Because large numbers of items are typical in item factor analysis, Newton–Gauss
solution of the likelihood equations is not deemed practical. The EM solution described
in Section 4 is, however, quite feasible with large data sets, but it raises the question of
starting values. A good approach is to perform a MINRES (Harman, 1967) principal fac-
tor analysis of the matrix of tetrachoric or polychoric correlations while simultaneously
estimating the communality’s in the diagonal. Highly efficient one-matrix eigen-vector
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and eigen-value procedures for this purpose are widely available. The eigen-vectors in
the descending order of the corresponding eigen-values, when multiplied by the square
root of the value, gives the factor loadings in their conventional order. The number of
vectors to be calculated equals the assumed dimensionality of the common factor space.

As a result of the rotational indeterminacy of the multiple factor model, there are only
p(p + 1) free parameters among the factor loadings. Although the EM solution is un-
affected by over-parameterization, it is important after each EM step to reorthogonalize
the solution to prevent it from wandering away from the original orthogonal principle
factors. This can be done by computing the EAP scores of the respondents in the sam-
ple, converting them to a correlation matrix, and performing a new eigen-problem to
obtain factor loadings for the next EM step (see Schilling and Bock, 2005). At the end
of the EM estimation the expected inter-item correlations should be subjected either to
another principal factor analysis or to some other rotation to a preferred factor pattern.
During the EM steps, the factor loading must be constrained to have communality less
than 1. For this purpose Bock et al. (1988) used a stochastic constraint based on a beta
distribution.

Provided the matrix of factor loadings is orthogonal with respect to the columns,
multiple factor scores for the respondents can computed by the MAP or EAP method
generalized to p dimensions. The MAP requires the functional form of the multivariate
latent density. If the posterior distribution is assumed multinormal, one-dimensional
EAP estimation in the respective margins is possible; otherwise, (p − 1)-dimensional
integration to the desired margin is necessary before EAP estimation. The usual MAP
standard errors and EAP posterior standard deviations apply.

6.1. Multidimensional item response models

Extending the response models in Section 3 to multiple latent variables is straightfor-
ward for those models that have an item discriminating power parameter but do not
require parameters that account for guessing. These models include the normal ogive,
2-PL, graded, and generalized partial credit models. Their extension to multiple latent
variables requires only the substitution of a, say, p-vector latent variable for the scalar
latent variable assumed in Section 3; similarly, a p-vector of discriminating power pa-
rameters replaces the scalar parameter.

The multiple latent variable extension of the nominal model is complicated by the
presence of the separate discriminating power parameters for the mj categories. How-
ever, on the assumption that only the relative spacing of an item’s a-parameters varies
and not their magnitude, they could be expressed as the product of an item specific fac-
tor and a category specific factor, with the former being a function of the factor slopes.
Item factor analysis with the nominal model would then be possible.

6.2. Item bifactor analysis

In addition to the general unstructured model with np factor loadings, structured models
with certain loadings assumed zero may be of interest. The most important of these is
the bifactor model (Gibbons and Hedeker, 1992) alluded to in the previous section in
connection with item testlets. This model was first proposed for test scores by Holzinger
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and Swineford (1937) but was soon superseded by the multiple factor model. The ver-
sion at the item level assumes a general factor representing the respondent’s overall
proficiency in the item domain, plus, say, s independent item-group factors, where the
assignments of items to groups is specified beforehand; that is, items have one loading
on the general factor and one, and only one, loading on the mutually exclusive item-
group factors.

Stuart (1958), among other special cases for the multivariate normal distribution,
showed that, when the covariance matrix is determined by the loadings of the group
factors (referred to in the factor analysis literature as the “simple structure” pattern),
the probability of the n-vector of item scores, ui = [uijhk], j = 1, 2, . . . , n, can be
evaluated in terms of one-dimensional integrals,

(138)P(ui | θ) =
s∏

l=1

∫
R(θl)

n∏
j=1

mj∏
h=1

Φ
wjluijhk

jh (θl)g(θl) dθl,

with l indexing the groups, wjl = 1 when item j has a non-zero loading on factor l

and 0 otherwise. Items that have loadings only on the general factor are considered to
belong to group 0.

Gibbons and Hedeker (1992) generalized this to the bifactor model by adding the
general factor:

P(ui | θ0, θ)

(139)=
∫

R(θ0)

[
s∏

l=0

∫
R(θl)

(
n∏

j=1

mj∏
h=1

Φ
wjluijhk

jh (θ0, θl)

)
g(θl) dθl

]
g(θ0) dθ0.

The two-dimensional numerical integration is very favorable for evaluating the re-
sponse pattern probabilities: with modern computing facilities, sufficient quadrature
points can be used in each dimension to avoid the need for adaptive quadrature. The
procedure is readily implemented for both dichotomous and polytomous item responses.

The bifactor model applies wherever respondent scores on the general dimension are
of interest and the variation specific to the item groups is included only two satisfy the
requirement of multidimensional conditional independence of item responses. Whether
the model has accounted for all association in the data can be tested by likelihood ratio
with the unstructured model as the alternative. Only the number of free parameters in
the constrained and unconstrained models are counted in determining the degrees of
freedom.

7. Response relations with external variables

Recently, IRT models have been extended to account for external variables in addition
to latent variables (Sammel et al., 1997; Moustaki, 2003). The inclusion of external vari-
ables as covariates in IRT modelling can be done in two different ways. One way is to
assume that covariates affect directly some function of the response variables and there-
fore together with the latent variables account for the relationships among the items. In
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that context, a covariate plays the same role with the latent variable though the covari-
ate is taken to be observed and fixed. Another way is to have covariates affecting items
indirectly through the latent variables. For example, when the effect of a categorical
covariate is fitted on a latent variable through a simple linear relation is as if we allow
for different means of the latent distribution in the groups defined by the covariate. The
variability of the latent distribution needs to be fixed for the model to be identified. Al-
ternatively, one could fit the same IRT model within groups defined by the categories
of a covariate or by combinations of covariates and allow for measurement invariance
(item parameters to be equal across groups) but latent distributions to have different
means and variances.

The direct incorporation of covariates has already been defined in (1) via the condi-
tional density (fv(u | θ , x)). The complete log-likelihood for a random sample of size
N becomes:

(140)L =
N∑

i=1

log f (ui , θi | xi ) =
V∑

v=1

Nv∑
i=1

log fv(ui , θi | xi ).

The parameter vector avj is now extended to include the regression coefficients:
avj = (cv

j (0), . . . , c
v
j,(mj −1), αvj , βvj1, . . . , βvjr ), where j = 1, . . . , n. The parameter

vector b remains as before.
The expected score function for the parameter vector avj for an individual i and item

j is given by

(141)ESi(avj ) =
∫

Si(avj )fv(θ | ui , xi ) dθ,

where fv(θ | ui , xi ) denotes the posterior distribution of the latent variable given what
has been observed in group v,

f v(θ | ui , xi ) = fv(ui | θ, xi )gv(θ)

fv(ui | xi )
,

and

Si(avj ) = ∂ log fv(uij | θ , xi )

∂avj

.

The steps of the EM algorithm remain as before.
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Rasch Models

Gerhard H. Fischer

1. Some history of the Rasch model

Georg Rasch (1901–1980) showed remarkable mathematical talent already at school.
In 1919 he decided to study mathematics at the Faculty of Science of the University of
Copenhagen and graduated in 1925 with a master’s degree in mathematics. In 1930 he
defended his dissertation on the application of matrix algebra to difference and differen-
tial equations and became Doctor of Science in mathematics. At that time, in Denmark a
doctorate was considered a qualification for becoming a full professor. Academic posi-
tions for mathematicians, however, were scarce in Denmark in the 1930s, so Rasch had
to seek employment as a statistical consultant, amongst others, for the University De-
partment of Hygiene and for the Danish Serum Institute in Copenhagen. To learn about
the latest developments in statistics, he 1935/36 spent a year with R.A. Fisher at the
Galton Laboratory in London, where he followed the lectures of R.A. Fisher, E. Pear-
son, and J. Neyman. What impressed him most was Fisher’s concept of sufficiency;
sufficiency henceforth became a central issue in his thinking.

After World War II, Rasch became involved in psychometrics, both in his capacity
as a consultant for projects of the Military Psychology Group at the Danish Ministry of
Defense and of the Danish Ministry of Social Welfare. The starting point for the devel-
opment of his models came in 1952 when he was to analyze follow-up data based on
reading tests for adolescents who in elementary school had held a poor reading record.
Rasch introduced multiplicative Poisson models where the number of words of a text Ti

read within a fixed time by testee (subject) Sv , denoted avi – or, similarly, the number of
reading errors Sv made when reading text Ti – was considered a realization of a Poisson
variable. In the case of reading speed, for instance, the parameter λvi of the Poisson
variable was assumed to express the latent reading speed of testee Sv on text Ti . To ex-
plain reading performance, however, in terms of both an individual and a text property,
Rasch split λvi into a person factor ξv , the reading ability of Sv , and a text factor εi , the
easiness of Ti , so that his model became

(1)P(avi) = λ
avi

vi

avi ! exp(−λvi) = (ξvεi)
avi

avi ! exp(−ξvεi).

Analogously, if the same person had to read another text Tj under otherwise similar
conditions, and if stochastic independence of the outcomes in both tests was assumed,
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the probability of Sv reading avj words of text Tj was assumed to be

(2)P(avj ) = (ξvεj )
avj

avj ! exp(−ξvεj ).

As a mathematician, Rasch was of course familiar with the following property of two
independent Poisson variables (with parameters λvi and λvj , respectively): the proba-
bility of jointly observing the outcomes avi and avj , given their sum avi + avj =: av.,1

follows a binomial probability function with parameters av. and λvi/(λvi+λvj ) =: πvij .
Inserting ξvεi for λvi and ξvεj for λvj , respectively, Rasch saw that the person parame-
ter ξv canceled, yielding πvij = εi/(εi + εj ) =: πij . Thus, he obtained the remarkable
result that the conditional distribution of avi and avj , given their sum av., was binomial
with a probability function no longer involving ξv ,

(3)P(avi, avj |av.) =
(

av.

avi

) (
εi

εi + εj

)avi
(

εj

εi + εj

)avj

.

The implications of this somewhat surprising result were not immediately clear to
Rasch (cf. Wright, 1980, p. xviii), but eventually he began to realize the significance
of his finding with respect to measurement in behavioral science: data from all testees
who had read the same two texts Ti and Tj could be pooled to obtain a (maximum like-
lihood) estimate of πij , from which in turn an estimate of the quotient of the two text
easiness parameters, εi/εj , could be derived. This meant a complete separation of the
text parameters εi from the person parameters ξv and thus enabled a measurement of
the relative difficulties of the texts that generalized over the individual testees. In other
words, the result was – albeit in a very specific sense – independent of the sample of
testees. Symmetrically, testees (i.e., their person parameters) could be compared inde-
pendently of the sample of texts that happened to be used as test material. Instrumental
for this was that each parameter λvi was conceived as a product of the respective testee’s
ability and the text’s easiness, which had the consequence that a ‘comparator’ – namely,
the conditional probability function (3) – existed depending only on the εi .

When Rasch in 1952/1953 came to analyze intelligence test data for the Military Psy-
chology Group, he sought to carry the same principles over to the area of item analysis.
First, he looked for a suitable item response function (IRF) P(+|Sv, Ii) = f (ξv, εi),
where ‘+’ denoted a correct response, ξv the testee’s ‘ability’, and εi the ‘easiness’
of item Ii . A particularly simple algebraic function mapping the positive reals x on the
open interval (0, 1) appeared to be f = x/(1+x), for x > 0 (cf. Rasch, 1960, pp. 74–75,
or Andersen and Olsen, 2001, p. 15). Starting from this function and inserting for x the
product ξvεi , with ξv > 0 and εi > 0, Rasch arrived at the model

(4)P(+|ξv, εi) = ξvεi

1 + ξvεi

,

which actually shares with the multiplicative Poisson model the property of separa-
bility of the two classes of parameters, item and person parameters (see Sections 2–4
below). This model is now generally denoted the ‘Rasch Model’ (RM), but is usually

1 The notation ‘y := x’ or ‘x =: y’ means that y is defined by x.
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presented in reparameterized form, using a logarithmic scale for item and person para-
meters: θv := ln(ξv) as testee ability and βi := − ln(εi) as item difficulty.

Generalizing the statistical property of separability of these two classes of para-
meters, Rasch later formulated the general methodological or epistemic principle that
scientific comparisons between objects of interest should be carried out independently
of the set of agents which are instrumental for the comparisons, and vice versa. Compar-
isons satisfying this demand he denoted ‘specifically objective’ (Rasch, 1967). During
the last two decades of his life, he dedicated all his efforts to the further development
and study of specific objectivity (SO; Rasch, 1968, 1972, 1977).

For a detailed account of Rasch’s life and work, cf. Andersen and Olsen (2001), and
on the more general concept of ‘Rasch Models’, cf. Rost (2001).

2. Some basic concepts and properties of the RM

The RM for dichotomous responses (in the following denoted ‘+’ and ‘−’) is usually
written as

(5)P(Xvi = 1|θv, βi) = exp(θv − βi)

1 + exp(θv − βi)
,

where Xvi denotes the binary (Bernoulli) response variable with realization xvi = 1
if testee Sv gives response ‘+’ to item Ii , and xvi = 0 if Sv’s response to Ii is ‘−’.
Parameter θv is Sv’s latent ability, and βi the difficulty of item Ii ; both parameters are
defined on the entire real axis. It is assumed that each response is either ‘+’ or ‘−’,
whence it follows that P(Xvi = 0|θv, βi) = 1 − P(Xvi = 1|θv, βi), or more explicitly,

(6)P(Xvi = 0|θv, βi) = 1

1 + exp(θv − βi)
.

The IRFs (5) will be denoted by fi(θ) for short where convenient. These IRFs, for
i = 1, . . . , k, are parallel curves, they are continuous in both parameters, increasing2

in θv and decreasing in βi . This corresponds to the intuitive notion that, for any fixed
item, the probability of a right response increases with the testee’s ability, and for any
fixed person, the probability of a right response decreases when the difficulty of the
item is increased. Moreover, the definition of the IRFs (5) implies limθ→−∞ fi(θ) = 0
and limθ→∞ fi(θ) = 1 for all Ii , that is, sufficiently able testees solve any item with
a probability close to 1, while guessing of the right response is excluded. It is easy to
show that all IRFs have the same maximum slope at θ = βi (i.e., the same amount of
‘discrimination’).

For fixed parameters θv and εi , all item responses are assumed to be stochastically in-
dependent; therefore, the probability of any response pattern of a testee in a test of length
k is the product of k probabilities (5) (for responses ‘+’) or (6) (for responses ‘−’), re-
spectively. In psychometrics, this kind of independence is denoted local independence.

2 In this chapter, ‘increasing’ always means ‘strictly monotone increasing’, ‘decreasing’ means ‘strictly
monotone decreasing’.
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A consequence of (5) is that the RM defines the person parameters θv and the item
parameters βi only up to an arbitrary additive normalization constant c; the latter is
usually specified by either setting one item parameter to zero (e.g., β1 = 0, thus mak-
ing item I1 the anchor or ‘normalization’ item), or setting

∑
i βi = 0, or assuming

E(Θ) = 0 for some population of testees. This does not yet fully answer, however, the
question of the uniqueness of the scales of θ and β; as will be seen below, this problem
is more complicated.

Based on the definition of the RM in (5), a number of useful formulas will now be
given, both to illustrate characteristic properties of the RM and to free the derivation
and discussion of estimation equations and tests of fit in later sections from too many
elementary algebraic manipulations.

Consider the parameters θv , v = 1, . . . , n, and βi , i = 1, . . . , k, to be fixed con-
stants, and assume local independence. Then the likelihood of response pattern xv =
(xv1, . . . , xvk) of testee Sv can be expressed in terms of θv and vector β = (β1, . . . , βk)

′
as

L(xv|θv,β) =
∏
i

fi(θv)
xvi

[
1 − fi(θv)

]1−xvi

(7)=
∏

i exp[xvi(θv − βi)]∏
i[1 + exp(θv − βi)] = exp(rvθv − ∑

i xviβi)∏
i[1 + exp(θv − βi)] ,

where rv = ∑
i xvi denotes the ‘person marginal sum’ or ‘raw score’ of Sv , and si =∑

v xvi the ‘item marginal sum’ of Ii . The likelihood function of a complete (n × k)

item score matrix X therefore becomes

(8)L(X|θ ,β) =
∏
v

∏
i

exp[xvi(θv − βi)]
1 + exp(θv − βi)

= exp
(∑

v rvθv − ∑
i siβi

)
∏

v

∏
i[1 + exp(θv − βi)] ,

with θ = (θ1, . . . , θn)
′ the n-vector of person parameters, and the log-likelihood,

(9)ln L(X|θ ,β) =
∑

v

rvθv −
∑

i

siβi −
∑

v

∑
i

ln
[
1 + exp(θv − βi)

]
.

As can be seen from (8) and (9), the likelihood function depends on the data only
via the raw scores and item marginal sums, that is, these quantities are jointly sufficient
statistics for the parameter vectors θ and β. This is not only a remarkable property of
the RM, it even characterizes the RM (within a framework of locally independent items
with increasing IRFs that have upper limits 1 and lower limits 0; see Section 3). In view
of the tradition in psychological assessment of utilizing the raw score as a quantification
of a testee’s test achievement, it is of considerable relevance to ascertain whether the RM
fits a given set of data – at least with a sufficient degree of approximation; if this is the
case, then the use of the raw score as a summary of an individual’s test achievement is
grounded on a solid footing. Being able to replace the complete item response vector
(xv1, . . . , xvk) by one single number rv means an enormous data reduction and enables
an immediate intuitive comparison of test performances: the greater rv , the better the
achievement.

Another remarkable immediate consequence of the form of likelihood (8), which is
independent of the entries in X except for the marginal sum vectors r and s, is that
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all item score matrices with the same marginal sums must have also the same likeli-
hood (probability). Hence the latter is equal to K−1

rs , where Krs denotes the number of
feasible item score matrices with marginal sum vectors r and s.

It has been mentioned above that G. Rasch intended the RM to have the following
property: a nontrivial likelihood function should exist which is a function of the item
parameters but is independent of the person parameters and is thus serviceable for a
specifically objective comparison of the items. Indeed, he showed that this requirement
is satisfied by the conditional likelihood of the data given the raw scores of all testees.
To see this, consider first the probability that testee Sv obtains raw score r , which is
obtained by summing the probabilities (7) over all response patterns y = (y1, . . . , yk)

that are compatible with a given raw score r = ∑
i yi ,

(10)L(r|β) = exp (rθv)
∑

y

∏
i exp(−yiβi)∏

i[1 + exp(θv − βi)] ,

which can be written more compactly, with εi := exp(−βi) for short, as

(11)L(r|β) = exp(rθv)γr(ε)∏
i[1 + exp(θv − βi)] ,

where

(12)γr(ε) =
∑
y

∏
i

exp(−yiβi) =
∑
y

∏
i

ε
yi

i .

This expression is a function of fundamental importance in algebra, the so-called ‘ele-
mentary symmetric function’ of order r of ε1, . . . , εk; the latter parameters are abbrevi-
ated as vector ε. More explicitly, the elementary symmetric functions are

(13)

γ0(ε) = 1,

γ1(ε) = ε1 + ε2 + · · · + εk,

γ2(ε) = ε1ε2 + ε1ε3 + · · · + εk−1εk,
...

γk(ε) = ε1ε2 · · · εk.

For formal completeness, it is useful to define γr(ε) = 0 for r < 0 and r > k.
Now the conditional likelihood of a response pattern xv , given its raw score r , is ob-

tained by dividing the likelihood function (7) by (11): thereby, both the terms exp(rθv)

and
∏

i[1 + exp(θv − βi)] cancel, leaving

(14)LC(xv|β, r) = exp
(− ∑

i xviβi

)
γr(ε)

=
∏

i ε
xvi

i

γr (ε)
.

And the conditional likelihood of the item score matrix X, given the vector of all raw
scores, r = (r1, . . . , rn)

′, results from taking the product of (14) over v = 1, . . . , n,

(15)LC(X|β, r) =
∏

v exp
(− ∑

i xviβi

)
∏

v γrv (ε)
= exp

(− ∑
i siβi

)
∏

r γr (ε)nr
,
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where nr denotes the number of testees with raw score r . This is the desired comparator
function which does not contain the person parameters and thus can serve as a basis for
an estimation of the parameters βi , in other words, for a ‘specifically objective compar-
ison’ (or ‘measurement’) of the item difficulties (see Section 4). Its logarithm is

(16)ln LC(X|β, r) = −
∑

i

siβi −
∑

r

nr ln γr(ε).

Within this framework, the following formulae will also be useful. The probability
of response Xi = 1, given that the raw score is r , is obtained by summing (14) over all
response patterns y∗ that have y∗

i = 1 and are compatible with raw score r ,

(17)P(Xi = 1|β, r) =
∑
y∗

∏
i ε

y∗
i

i

γr (ε)
= εiγ

(i)
r−1(ε)

γr(ε)
=: πri .

The summation actually runs over all combinations of responses to items Il with l �= i

and with raw score r − 1. This yields the factor γ
(i)
r−1(ε) which denotes the elementary

symmetric function of order r − 1 of the k − 1 parameters εl with l �= i.
If the number of responses ‘+’ given to item Ii in the subsample of testees with raw

score r is denoted by sri , it follows from (17) that the conditional expectation of Sri ,
given that the number of testees with raw score r is nr , is E(Sri |β, nr) = nrπri . Notice
that (17) implies

(18)
∑

i

πri =
∑

i εiγ
(i)
r−1(ε)

γr(ε)
= r,

which in turn yields, as a byproduct, that
∑

i εiγ
(i)
r−1(ε) = rγr(ε).

Analogously, the conditional probability of Sv having response combination Xvi = 1
and Xvj = 1, given that Sv’s raw score is r , can be seen to be

(19)P(XviXvj = 1|β, r) = εiεj γ
(ij)

r−2(ε)

γr(ε)
=: πrij ,

where γ
(ij)

r−2(ε) denotes the elementary symmetric function of order r − 2 of the εl with
l �= i, j ; and the expected number of testees with raw score r having XviXvj = 1,
is nrπrij .

G. Rasch used to consider the person and item parameters as constants (‘fixed ef-
fects’) and strongly favored the conditional likelihood approach – based on the condi-
tional likelihood function (15) – to estimating the item parameters and to testing of fit
of the RM. Another way to look upon the data, however, is to consider the sample of
testees a random sample from some population with latent distribution G of the para-
meters θ . Then the likelihood function of the observed response vector xv , its so-called
‘marginal likelihood function’, is different from (7): the likelihood of response pattern
xv now is the integral
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LM(xv|β,G) =
∫ ∞

−∞
L(xv|θ,β) dG(θ)

(20)=
∫ ∞

−∞

k∏
i=1

fi(θ)xvi
[
1 − fi(θ)

]1−xvi dG(θ),

where the person parameters θ are ‘integrated out’ of the likelihood function.
Two ways of dealing with G(θ) are possible: (a) either some parametric form of the

distribution is assumed (mostly a normal distribution), or (b) G(θ) is conceived as a
discrete distribution defined on a set of support points θl , l = 1, . . . , m (for details, see
Section 4). But even in case (a) with a continuous distribution, the integral G(θ) has
to be approximated, for all practical purposes, by a sum over m quadrature points with
weights gl , for instance, if Gauss–Hermite quadrature is used for the normal distribution
(cf. Abramowitz and Stegun, 1974), or if adaptive quadrature (cf. Skrondal and Rabe-
Hesketh, 2004) is applied. In this case (‘parametric MML’), only a few parameters of the
distribution have to be estimated, for instance, σ 2 of the normal distribution G (μ being
set to zero for normalization; see Section 4 below). In case (b) (i.e., ‘semiparametric
MML’), the θl and their weights gl have to be estimated.

In either case, the marginal likelihood of response vector xv can be written, analo-
gously to (7),

LM(xv|β,G) =
m∑

l=1

gl

k∏
i=1

fi(θl)
xvi

[
1 − fi(θl)

]1−xvi

=
m∑

l=1

gl

exp(rvθl − ∑
i xviβi)∏

i[1 + exp(θl − βi)]

(21)= exp

(
−

∑
i

xviβi

)
m∑

l=1

gl

exp(rvθl)∏
i[1 + exp(θl − βi)] .

From this, the marginal probability of observing score r is derived by summing (21)
over all score patterns y with the same raw score r ,

(22)PM(r|β,G) =
∑
y|r

LM(y|β,G) = γr(ε)

m∑
l=1

gl

exp(rθl)∏
i[1 + exp(θl − βi)] .

Finally, the marginal log-likelihood of item response matrix X is obtained as the sum
over testees of logarithms of terms (21),

ln LM(X|β,G) = −
∑

i

siβi +
∑

r

nr ln

[∑
l

gl

exp(rθl)∏
i[1 + exp (θl − βi)]

]

(23)= −
∑

i

siβi +
∑

r

nr ln

[
PM(r|β,G)

γr(ε)

]
.

An interesting relationship between this marginal log-likelihood function and the
conditional log-likelihood function (16) is seen when (23) is rewritten as
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ln LM(X|β,G) = −
∑

i

siβi −
∑

r

nr ln γr(ε) +
∑

r

nr ln PM(r|β,G)

(24)= ln LC(X|β, r) + ln LM(n|β,G),

where n = (n0, n1, . . . , nk) denotes the vector of raw score frequencies, and LM(n|β,

G) is the multinomial marginal likelihood of n. As (24) reveals, the marginal log-
likelihood of the item score matrix X can be written as the sum of the conditional
log-likelihood (16) and the marginal log-likelihood of the raw score frequencies. This
plays an important role for understanding the relationship between conditional and non-
parametric marginal maximum likelihood estimation (see Section 4).

It will turn out useful to have formulae analogous to (17) and (19) also under the
marginal likelihood framework. The probability that testee Sv attains raw score r and
gives response Xvi = 1 is obtained by multiplying (17) by (22),

PM

[
(Xvi = 1) ∧ (Rv = r)|β,G

]
= P(Xvi = 1|r,β)PM(r|β,G)

(25)= εiγ
(i)
r−1(ε)

∑
l

gl

exp(rθl)∏
i[1 + exp(θl − βi)] =: πM(r, i).

Therefore, the expected number of testees being in raw score group r and giving re-
sponse Xvi = 1, is nπM(r, i). Similarly, the probability that testee Sv attains raw score
r and gives responses Xvi = Xvj = 1 is obtained by multiplying (19) with (22),

PM

[
(XviXvj = 1) ∧ (Rv = r)|β,G

]
= P(XviXvj = 1|r,β)PM(r|β,G)

(26)= εiεj γ
(ij)

r−2(ε)
∑

l

gl

exp(rθl)∏
i[1 + exp(θl − βi)] =: πM(r, i, j),

and the expected number of testees with raw score r and XviXvj = 1, is nπM(r, i, j).
Notice that (25) and (26), other than (17) and (19), are unconditional (marginal) proba-
bilities.

3. Characterizations and scale properties of the RM

As a next step it is now obvious to ask whether there are any other IRT models that
share the remarkable properties of sufficiency of raw scores and item marginals and/or
of specific objectivity with the RM. To deal with this question, it is necessary first to
define a formal framework within which IRT models are considered. We shall look at
models with increasing IRFs with lower limits 0 and upper limits 1. Within that realm,
the answer to the above question is ‘no’: a family of RMs follows both from sufficiency
of the raw score and from SO. To state this result precisely, however, we have to in-
troduce a notational convention: as long as no specific metric has been established for
the latent trait dimension, the person parameters will be denoted by ξ , and the IRFs
by gi(ξ) or g(ξ, δi) with item difficulty parameters δi . Notice that in this case the pa-
rameters ξ and δi can at any time be subjected to increasing scale transformations,
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entailing changes of the form of the IRFs. If, however, person and item parameters have
been transformed such that the IRFs attain the form f (φ(ξ)−ψ(δi)), where f , φ, and ψ

are suitably chosen increasing functions, the resulting IRFs with subtractive parameters
will be denoted as fi(θ − βi), with new parameters θ := φ(ξ) and βi := ψ(δi). The
test length k is always assumed to be k � 2.

Let a unidimensional item response model be assumed for a set of items Ii , satisfying
the following assumptions:

ASSUMPTION i. Continuous increasing IRFs gi(ξ) defined on R, for all Ii ;

ASSUMPTION ii. Lower limits limξ→−∞ gi(ξ) = 0 and upper limits limξ→+∞ gi(ξ) =
1, for all Ii ;

ASSUMPTION iii. Local stochastic independence of the item responses.

These assumptions are rather general and hardly restrict the mathematical form of the
IRFs. In fact, the present approach is nonparametric because it leaves the IRFs un-
specified. The following more specific assumption, however, will be seen to lead to a
surprisingly narrow parametric family of item response models:

ASSUMPTION iv. Given a test of length k, the raw score variable Rv = ∑k
i=1 Xvi is a

sufficient statistic for parameter ξv .

Based on these assumptions the following result can be proved:

THEOREM 1. Assumptions i, ii, iii, and iv imply that the item response model must be
equivalent to an RM with IRFs (5).

‘Equivalent to an RM’ means that there exist an increasing scale transformation
φ(ξ) =: θ and constants βi such that all IRFs fi(θ) attain form (5). Models equiva-
lent to an RM are empirically indistinguishable from an RM.

A proof of this result, which is fundamental for the RM, can set out from the defi-
nition of sufficiency of the raw score R (dropping index v for short): for any response
vector x and corresponding raw score r , the conditional likelihood function L(x|r) sat-
isfies

(27)L(x|r) = L(x|ξ)

L(r|ξ)
= c(x),

where c depends on the response vector x but is independent of ξ . By choosing a suitable
x and inserting the gi(ξ) in (27), it can be shown that, for any pair (Ii, Ij ),

(28)
gi(ξ)[1 − gj (ξ)]
[1 − gi(ξ)]gj (ξ)

= dij ,

where dij is a constant independent of ξ and of x (cf. Fischer, 1995a, pp. 16–18). Since
no assumptions about the scale of ξ have been made so far, an increasing scale transfor-
mation ξ → θ is admissible which carries the hitherto unspecified IRF of item Ii , gi(ξ),
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over into the logistic function fi(θ) = exp(θ)/[1 + exp(θ)]. Inserting this in (28) and
rearranging terms yields fj = exp(θ − βj )/[1 + exp(θ − βj )], with βj := ln dij , for
all j �= i. This shows that any model satisfying Assumptions i–iv can be transformed
into an equivalent RM with item parameters βi = 0 (normalization) and βj for j �= i;
therefore it is empirically indistinguishable from an RM. Another proof was given by
Fischer (1968, 1974), employing complete induction. It rested on the obvious property
that sufficiency of the raw score R(k) in a test of length k implies sufficiency of the
raw score R(k−1) in any subtest of length k − 1. (An explicit formal proof of the latter
property is found in Fischer, 1995a.)

A result similar to Theorem 1 is due to Birnbaum (1968), who defined ‘optimal
weights’ αi for right responses such that the weighted score R = ∑

i αiXi discriminates
optimally at a specified point ξ0 of the latent continuum. Birnbaum asked: What family
of IRT models has the same optimal weights at all ξ0 ∈ R? He showed that any such
model must be equivalent to a model with IRFs

(29)fi(θ) = exp[αi(θ − βi)]
1 + exp[αi(θ − βi)] , αi > 0.

This is usually referred to as the ‘Birnbaum Model’ or ‘Two Parameter Logistic Model’
(2PL). The parameters αi , which are proportional to the slopes of the respective IRFs
at the points of their maximum steepness, are in psychometrics denoted discrimination
parameters. If Birnbaum’s result is specialized by putting all αi = 1, it is seen that
models compatible with the optimality of equal and constant weights of all items at all
ξ0 ∈ R are equivalent to RMs.

A different derivation of the RM from sufficiency is due to Andersen (1973a, 1977).
He made the following stronger assumption about the IRFs, but a slightly weaker as-
sumption about sufficiency:

ASSUMPTION v. All IRFs are of the form gi(ξ) = g(ξ, δi), where g is a continuous
R

2 → (0, 1) function, such that g(·, δi) is a bijective increasing R → (0, 1) function,
and g(ξ, ·) a bijective decreasing R → (0, 1) function.

ASSUMPTION vi. There exists a nontrivial sufficient statistic T for ξ that does not de-
pend on the item parameters δ1, . . . , δk .

THEOREM 2. Let Assumptions iii, v and vi hold for items I1, . . . , Ik . Then there exist
increasing scale transformations φ : ξ → θ and ψ : δ → β such that the IRFs attain
form (5).

Another variation on the theme of raw score sufficiency is found in Kelderman’s
(1995) derivation of the RM from the methodological principle of ‘measurement inter-
changeability’ (i.e., interchangeability of the item scores within a response vector).

A derivation of the RM similar to that from sufficiency of the raw score R has been
given by Roskam and Jansen (1984). Generalizing the notion of composite ordering by
Ducamp and Falmagne (1969), they defined the stochastically consistent ordering of
items by means of the following axiom:
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ASSUMPTION vii.

P(Ii → Ij ) := P(Xi = 0 ∧ Xj = 1|Rij = 1) = cij ,

where “Ii → Ij ” denotes a dominance relation between Ii and Ij (i.e., indicates that
item Ii is more difficult than item Ij ), Rij is the raw score of a testee in the subtest
of length k = 2 composed of items Ii and Ij , and cij is a constant independent of ξ .
This is just a special case of Assumption iv, however, because it expresses that Rij is a
sufficient statistic for ξ in that subtest.

A striking feature of the RM is that the ability and the difficulty parameters are
concatenated in a particularly simple subtractive form, P(+|θ, β) = f (θ − β). (The
RM shares this property, however, with other models, like the so-called Normal Ogive
Model.) It appears useful to take a look at models with subtractive person and item
parameters in general. We therefore start out from the following assumption:

ASSUMPTION viii. There exists a universe of items with IRFs of the subtractive form
f (θ−β) for all θ, β ∈ R, where β is the item difficulty parameter and f (·) a continuous
bijective increasing R → (0, 1) function.

What class of transformations of the parameters θ and β are compatible with this sub-
tractive form of the IRFs? This is answered by the following

LEMMA 1. Assumption viii implies that, as long as the subtractive form of the IRFs is
preserved, the θ and β parameters are unique up to linear transformations aθ + b1 and
aβ + b2, with a > 0 and arbitrary constants b1 and b2.

This result is due to Pfanzagl (1971, p. 171), see also Pfanzagl (1994a, p. 249) and
Falmagne (1985, p. 192). The proof utilizes a result on a generalization of the well-
known ‘functional equation of Cauchy’ (Aczél, 1966, p. 142), which requires continuity
of f (·) everywhere on its support. The universes of persons and items have therefore
to be conceived as ‘dense’ in the sense that the sets of person and item parameters
are compact on R. Under this premise – and using the term ‘interval scale’ for a scale
that is unique up to positive linear transformations – the following can be concluded:
Assumption viii implies that testee ability and item difficulty are measurable on two
interval scales with a common unit of measurement. This conclusion applied to the RM
is in accordance with Colonius (1979), Hamerle (1979), and Fischer (1987, 1995a) as
well as with the literature on ‘additive conjoint measurement’, cf. Krantz et al. (1971).
It contradicts, however, many propositions that can be found in psychometric literature
where everything has been claimed from a simple ordering of persons and items, on the
one hand, to ratio scale properties of person and item parameters, on the other.

Summarizing the results of Theorems 1 and 2 and Lemma 1, we arrive at the follow-
ing general form of the RM:

(30)P(Xvi = 1|Sv, Ii) = exp[a(θv − βi) + b]
1 + exp[a(θv − βi) + b] ,
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with arbitrary constants a > 0 and b := b1 − b2, where a is the discrimination common
to all items, and b defines the origin of the β-scale relative to that of the θ -scale. We shall
denote this a ‘family of Rasch models’. Clearly, for any practical purpose one may set
a = 1 and b = 0, but (30) is useful as a reminder that the scales of θ and β are unique
only up to positive linear transformations (and hence can be called ‘interval scales’)
with a common multiplicative constant (or unit of measurement) and arbitrary additive
constants (or zero points).

Assumption viii is quite strong, of course, because it assumes subtractivity in terms
of the parameters θ and β. It can be shown that, under this premise, a still weaker
condition on the existence of a sufficient statistic for θ suffices to deduce the RM.

ASSUMPTION ix. There exists a nontrivial sufficient statistic for θ .

THEOREM 3. Assumptions iii, viii, and ix imply that f (·) is the logistic function

f (x) = exp(ax + b)

1 + exp(ax + b)
.

In other words, the model must belong to the family of RMs (30). The proof can be
found in Pfanzagl (1994a, pp. 257–258). This characterizes the RM as the only model
with IRFs of the form f (θ − β) having some nontrivial sufficient statistic for θ .

Assumptions about the IRFs made so far are very strong not only because they im-
ply subtractivity of the parameters θ and β, but also because unrestricted continuous
variation of both parameters is posited. Test constructors, however, might consider it
unrealistic to assume that for any pre-specified constant, c0, an item can be constructed
with difficulty parameter β = c0. Therefore, it appears more realistic to assume that the
item parameters are certain discrete constants. The person parameters θ , on the other
hand, can more easily be imagined to vary continuously, because development of intel-
ligence or effects of cognitive training or treatment are usually conceived as continuous
in time or dosage, respectively. Therefore, the following assumption as an alternative to
Assumption viii seems to make sense:

ASSUMPTION x. The universe of items consists of a finite number of items, k, with
k � 3, where the IRFs are of the form f (θ − βi), for all θ ∈ R and i = 1, 2, . . . , k, and
f (·) is a continuous bijective increasing R → (0, 1) function.

Moreover, we formulate the following assumption about the item parameters.

ASSUMPTION xi. There exists a triplet of items, Ii , Ij , Il , such that the quotient
(βi − βl)/(βj − βl) is irrational.

LEMMA 2. If Assumptions x and xi hold true, the θ -scale has interval scale properties.

The proof was given by Fischer (1995a) who analyzed also the consequences if, for a
given test of k items, all the quotients addressed in Assumption xi are rational: then the
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interval scale properties hold only for an infinite sequence of equally (narrowly) spaced
points on the latent scale, leaving room for nonlinear transformations between these
points. Therefore, strictly speaking, the scale level of θ can never be ultimately decided
on empirical grounds because there is no empirical way of determining whether quo-
tients (βj −βi)/(βq −βp) are rational or irrational numbers. For all practical purposes,
the scale can be considered an interval scale, though.

Another characterization of the RM under the perspective of identifiability of the
parameter vector β within a semiparametric marginal maximum likelihood (MML)
framework is due to Pfanzagl (1994a, 1994b). (On parametric and semiparametric
MML estimation, see Section 4 below.) The aspect of identifiability is very important
as a necessary prerequisite for consistency. The parameter β is denoted ‘identifiable
from the semiparametric mixture likelihood’ LM(x|β,G) if, for all x and any β,G,
LM(x|β,G) = LM(x|β0,G0) implies β = β0.

THEOREM 4. If Assumptions iii, x, and xi hold true, the only class of IRT models
where β is identifiable by means of the semiparametric MML approach with probability
tending to 1 as n → ∞, is the ‘family of RMs’ (30).

A completely different approach to deriving the RM is that of Rasch (1967, 1968):
he introduced the concept of specific objectivity (SO) as a fundamental methodologi-
cal desideratum. First he defined a frame of reference 〈O,A,R〉, consisting of a set
O = {Ov} of objects, a set A = {Ai} of agents to which the objects are exposed, and
a set R of possible reactions, whereby he assumed that for each pair (Ov,Ai) a unique
reaction Rvi is observable. Comparisons between any two objects should be feasible, ac-
cording to Rasch, on the basis of the observed reactions of these objects to any Ai ∈ A,
that is, independently of which agent(s) is (are) actually used. In other words, com-
parisons between objects should be generalizable over agents. Similarly, comparisons
between any two agents should be feasible when any object Ov is exposed to these
agents, and the result should be independent of the particular choice of (one or more)
objects for the experiment. Scientific results satisfying this generalizability requirement
Rasch denoted specifically objective. He called them ‘objective’ because an arbitrary (or
‘subjective’) choice of one or more agents (or objects) would not bias the comparison of
the objects (or agents). He stressed, however, that this concept of objectivity is specific
for a given frame of reference, which fact explains the term ‘specific objectivity’.

Two features seem indispensable in scientific statements: they deal with comparisons,
and they must be objective. To complete these requirements I have to specify the kind of
comparisons and the precise meaning of objectivity. When doing so I do not feel confident
that all sorts of what can justifiably be called ‘science’ are covered, but certainly a large
area of science is. (Rasch, 1967, p. 4.)

Rasch’s favorite example of specific objectivity stemmed from classical mechan-
ics: the comparison of masses based on observed accelerations which occur when the
masses are exposed to certain forces (as, for instance, in experiments with devices like
‘Attwood’s machine’, used as teaching material in physics). Let the objects of interest
be rigid bodies, Ov , each of them characterized uniquely by its respective mass, Mv .
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Let the objects be exposed to suitable experimental conditions Ai where forces Fi are
applied, producing in each case an observable acceleration Avi . According to the Sec-
ond Newtonian Axiom (force = mass × acceleration), acceleration is proportional to
force and inversely proportional to mass, so that a comparison between two objects Ov

and Ow with respect to their masses can be carried out as follows:

(31)
Avi

Awi

=
(

Fi

Mv

)(
Fi

Mw

)−1

= Mw

Mv

,

which is independent of Fi . Therefore, the outcome of the comparison is generalizable
over the agents (i.e., forces Fi) that are instrumental for the comparison. The quotient
Avi/Awi is the ‘comparator (function)’ by which the comparison can be carried out.3

To apply the same concepts in psychometrics, Rasch (1967) defined the following
frame of reference:

ASSUMPTION xii. Let testees Sv be characterized by one parameter ξv ∈ R each, items
Ii by one parameter δi ∈ R each, and let a random variable Xvi exist for each pair
(Sv, Ii), which is characterized by a reaction parameter ρvi ∈ R. Moreover, let the
reaction parameter be determined by the function ρ = g(ξ, δ), where g is continuous
R

2 → R, with g(·, δ) a bijective increasing R → R function and g(ξ, ·) a bijective
decreasing R → R function.

Note that, in the present case, the ‘unique reaction R’ assumed as part of the frame of
reference is the distribution of the random variable Xvi rather than a single realization
(item response) xvi .

The postulate of specific objectivity is the following

ASSUMPTION xiii. A comparator U(ρvi, ρwi), R
2 → R, increasing in ρvi and decreas-

ing in ρwi , is assumed to exist for all ρvi, ρwi ∈ R, satisfying the functional equation

(32)U
[
g(ξv, δi), g(ξw, δi)

] =: V (ξv, ξw),

for all ξv , ξw, δi ∈ R, where V is independent of δi .

V denotes the comparator function which is assumed to be independent of the item (or
agent) parameter δi .

A strong result about the structure of function U , about the IRF g(ξ, δ), and about
the comparator V can be derived from Assumptions xii and xiii. The result is due to
Rasch (1968, 1972, 1977); however, one of these articles contains no proofs, and two of
them give only sketches of a proof, using stronger assumptions than necessary. A more
general proof is found in Fischer (1995a), based on results from the theory of functional
equations (Aczél, 1966, pp. 310–312). Related earlier work is due to Fischer (1987),
Hamerle (1979), Irtel (1987, 1993, 1995), Neuwirth (1987), and Tutz (1989).

3 Literally speaking, this holds only if the accelerations can be observed without measurement error; in a
practical experiment, the results would be only approximately constant across agents. It also deserves mention
that acceleration is defined independently of the concepts of mass and force, namely, as the second derivative
with respect to time of the distance covered; hence, neither the masses nor the forces need be known in order
to carry out the described comparisons.
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THEOREM 5. Assumptions xii and xiii imply that there exist continuous bijective in-
creasing functions φ,ψ , u, and f , all R → R, such that

(33)U(ρvi, ρwi) = V (ξv, ξw) = u
[
φ(ξv) − φ(ξw)

] = u(θv − θw),

(34)g(ξv, δi) = f
[
φ(ξv) − ψ(δi)

] = f (θv − βi),

where θv := φ(ξv) and βi := ψ(δi).

This shows that the postulate of SO, together with the technical assumptions of conti-
nuity and monotonicity, implies a certain latent additivity (Rasch, 1968; or subtractivity,
in the present notation) of both the IRF g(ξ, δ) and the comparator U . This property ob-
tains from applying suitable scale transformations φ(ξ) and ψ(δ) to the original latent
scales, yielding new scales θ and β. Since the latter are unique up to positive linear
transformations, so are the functions φ(ξ) and ψ(δ); a surprising result, considering
that the original scales of ξ and δ were defined only ordinal. This can be summarized
by stating that the resulting subtractive representation has interval scale properties.

It has to be emphasized that this result is completely general, it holds for any frame of
reference 〈O,A,R〉 that allows specifically objective comparisons, irrespective of the
particular scientific domain. It applies to the case of force and mass in physics (namely,
with ln Avi = ln Fi − ln Mv) in the same way as to ability and item difficulty in psy-
chology.

Latent subtractivity of ability and difficulty, however, does not yet determine an IRT
model. But as far as IRT is concerned, more concrete assumptions about the comparator
function U can be added to SO, namely, a specification of the kind of reactions observed
plus the assumption that the comparator should be a function of some nontrivial likeli-
hood of the observations: let A = {(+ +), (+ −), (− +), (− −)} be the sample space
of the possible patterns of responses of two testees Sv and Sw to one item Ii , and let B

and C be subsets of this sample space, with C ⊂ B ⊆ A.

ASSUMPTION xiv. For any two subjects Sv and Sw, and any item Ii with diffi-
culty parameter δi , there exists a comparator U : (0, 1) × (0, 1) → R of the form
U [g(ξv, δi), g(ξw, δi)], where g(ξ, δi) is the IRF and U satisfies the following con-
ditions:

(a) U(x, y) is continuous increasing in x for all y, and decreasing in y for all x;
(b) U [g(ξv, δi), g(ξw, δi)] =: V (ξv, ξw) is independent of δi , for all ξv, ξw, δi ∈ R

(i.e., the comparison of any Sv and Sw is always possible based on any item Ii and
is specifically objective);

(c) Likelihood principle: U is a function of some unconditional likelihood P(B) or of
some conditional likelihood P(C|B).

Rasch (1968) showed that under these assumptions the family of RMs (30) is the
only solution. His proof was based on an enumeration of all possible sets B and C

within the defined sample space A. (The number of cases that had to be discussed was
not quite as large as one might think because many cases are symmetric.) The proof is
sketched also in Fischer (1995a).
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THEOREM 6. Assumptions iii, v, and xiv imply that there exist continuous increasing
functions φ : ξ → θ and ψ : δ → β, both R → R, such that all IRFs assume form (30).
The θ and β are unique except for positive linear transformations with a common mul-
tiplicative constant.

Common elements in the formulation of the multiplicative Poisson model and the
(dichotomous) RM by G. Rasch were (a) the multiplicative (or, equivalently, addi-
tive/subtractive) concatenation of person and item parameters and (b) SO in the form
of conditional inference procedures with respect to the item parameters independent
of the true values of the person parameters, and vice versa. It suggests itself to ask:
What class of psychometric models possesses these properties? For dealing with this
question, it has to be specified, though, what kind of reactions are observed. In order
to cover such diverse cases as ratings of subjective well-being or of pain of patients,
subjects’ attitudes toward or aesthetic values of certain objects, the numbers of epileptic
or migraine attacks of patients throughout an observation period, the numbers or near-
accidents of driving learners observed on given stretches of roads, responses of testees
to multiple choice questions or other polytomous test items with ordered categories, or
simply testees’ responses to dichotomous intelligence test items, Fischer (1995e) made
the following assumptions. The general setting is that of the observation of a person S

at two time points or under two observational conditions (which may be two items, for
instance).

ASSUMPTION xv. Let a person S be observed at two time points (or under two condi-
tions), T1 and T2; let the observations be realizations of positive integer-valued random
variables H1 and H2, both with support {0, 1, 2, . . .}, and with probability functions
P1(j |θ) > 0 and P2(j |θ + η) > 0, respectively, for j = 0, 1, 2, . . . , where θ and θ + η

denote S’s positions on trait Θ at time points T1 and T2, respectively, with θ, η ∈ R and∑
j P (j |θ) = ∑

j P (j |θ + η) = 1.

Parameter η is denoted the ‘amount of change’ of S between T1 and T2. The additive
concatenation of θ and η, which has the consequence of interval scale properties of
these parameters, is chosen in view of the previous results about SO.

Define local stochastic independence of H1 and H2, analogous to (iii), as stochastic
independence when parameters θ and η are fixed. The following technical assumptions
about the probability functions are also needed:

ASSUMPTION xvi. Let P1(j |x) and P2(j |x) be continuous functions of x and let both
variables H1 and H2 be stochastically increasing in their parameters in the sense that
P1(j + 1|x)/P1(j |x) and P2(j + 1|x)/P2(j |x) are increasing in x, for all j = 1, 2, . . .

(denoted ‘monotone likelihood ratio property’); moreover, let

(35)lim
x→−∞

P1(j |x)

P1(0|x)
= lim

x→−∞
P2(j |x)

P2(0|x)
= 0,

for all j > 0.
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These assumptions assure that H1 and H2 are stochastically increasing in θ and that
η can be deduced uniquely if at least two probabilities, say P(0|θ) and P(1|θ), are
known. This will allow application of the results even in cases where the distributions
are assumed to be truncated.

The result of Fischer (1995d) can now be formulated as follows:

THEOREM 7. Let Assumptions xv and xvi hold true and assume local stochastic inde-
pendence of H1 and H2. If the conditional probability P(h1, h2|h1 +h2 = h), for all h1

and h2, is a function V (η) independent of θ , thus enabling conditional inference on η,
then P1(j |θ) and P2(j |θ+η) must be probability functions of power series distributions

(36)P1(j |θ) = m1jμ
j∑∞

l=0 m1lμl
and P2(j |θ + η) = m2j (μδ)j∑∞

l=0 m2l (μδ)l
,

with μ = exp(cθ), c > 0, δ = exp(cη), and m1j ,m2j > 0 for all j .

In statistical literature, the distributions in (36) are called ‘power series distributions’.
They are exponential families which have been studied in some detail (Noack, 1950),
and are well-known to allow conditional inference procedures (cf. Johnson and Kotz,
1969, vol. 1, p. 36). Many elementary distributions, like the binomial or the Poisson, are
special cases thereof.

Fischer (1995e) showed that (a) if S is observed at two time points and the variables
H1 and H2 are truncated above j = m, the model is equivalent to the so-called ‘Partial
Credit Model’ (PCM; Masters, 1982) for two polytomous ordered response items with
m + 1 categories; (b) if moreover the probability functions at both time points are as-
sumed to be the same, P1(j |x) = P2(j |x) for all j , then the model is equivalent to the
so-called ‘Rating Scale Model’ (RMS; Rasch, 1965; Andrich, 1978); (c) if, as a spe-
cial case of (b), m is equal 1 (two response categories), the model becomes the RM; and
(d) for P1(j |x) = P2(j |x) combined with a certain ‘ignorability condition’ or combined
with the assumption that E(H1) and E(H2) are proportional to θ and θ +η, respectively,
the model must be equivalent to the multiplicative Poisson model (cf. Fischer, 1995d).
This complements the derivation of the RM from SO in Theorem 6.

Summarizing all this, it can be said that three essentially different approaches to de-
riving – and hence justifying the choice of – the RM have been taken: (a) postulating
sufficient statistics for the person parameter; (b) assuming identifiability of parameters
within a marginal maximum likelihood framework; and (c) postulating SO and the fea-
sibility of conditional inference as general methodological principles. The first two of
them have a statistical motivation, in other words, practical consequences are brought to
the fore; the third is an epistemic principle that seems to be typical for natural sciences.
Psychometricians and research workers may have different attitudes or motives for em-
phasizing or deemphasizing either of these properties; but in any case, these properties
are strong arguments for attempting to apply, wherever this appears to be justified, the
RM as a measurement model. Yet a warning is indicated already here: the RM is a very
restrictive model that is not easily fitted to empirical data. It should therefore serve as an
ideal in the development or improvement of test scales rather than as a tool for post hoc
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analyses of test data. If a researcher has the choice between (a) improving his/her ob-
servations (i.e., the test instrument) so that the RM can be fitted and (b) making his/her
model more complex in order to fit it to imperfect observations (thus losing the advanta-
geous properties of the RM), the first of these two strategies is recommended. Many ‘test
scales’ with dichotomous items, however, are in use in psychology, education, clinical
sciences, etc., where fitting an RM does not make sense because some of the assump-
tions are obviously violated. The RM thus cannot serve as an omnibus method for the
analysis of arbitrary collections of dichotomous items that happen to be employed with
the hope of assessing some hypothetical trait.

4. Item parameter estimation

Since (unidimensional) IRT relates the item responses to an abstract latent variable Θ ,
it allows to compare testees who have taken different subtests4 on the same scale.
Major recent studies like the ‘Program for International Student Assessment’ (PISA;
see Adams and Wu, 2002) make use of this possibility. Technically, all subsamples
of testees who have responded to different subtests can jointly be considered one in-
complete sample of data. Note, however, that this refers to incompleteness by design.
If data are missing for other reasons like, for instance, non-response occurring when
testees skip subjectively difficult items or because some items are not reached in a
time-limited achievement test, the present derivations are not applicable (on ‘ignorable
non-response’, see Rubin, 1987).

To deal effectively with incomplete data matrices, we generalize the notation by in-
troducing a design matrix B = ((bvi)) with elements bvi = 1 if testee Sv has responded
to item Ii , and bvi = 0 otherwise. In order to allow unrestricted algebraic manipula-
tions, it is convenient to complete X by inserting some arbitrary value xvi = x with
0 < x < 1 whenever bvi = 0 (Fischer, 1981; see also Molenaar, 1995). Then the raw
scores rv and the item marginals si can be evaluated as

(37)rv =
k∑

i=1

bvixvi

and

(38)si =
n∑

v=1

bvixvi,

and the generalized form of the log-likelihood (9) becomes

ln L(X|θ ,β,B)

(39)=
n∑

v=1

rvθv −
k∑

i=1

siβi −
n∑

v=1

k∑
i=1

bvi ln
[
1 + exp(θv − βi)

]
.

4 Throughout this chapter, the term ‘subtest’ is used synonymously with ‘subsample of items from a given
set of items or from an item universe’.
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The double sum in the right-hand side of (39) does not depend on the data X except
through the sufficient statistics rv and si . Clearly, (39) is an exponential family log-
likelihood.

Similarly, the logarithm of the conditional likelihood, analogous to (15), becomes

(40)ln LC(X|β, r,B) = −
k∑

i=1

siβi −
n∑

v=1

ln γrv (ε, bv),

where bv = (bv1, . . . , bvk)
′ denotes the design vector for Sv , the elementary symmetric

functions γrv are defined in terms of the variables εibvi rather than of the εi alone, and si
and rv are defined as in (37) and (38), respectively. Again, the form of the likelihood (40)
reveals that the conditional model is an exponential family.

4.1. Joint maximum likelihood estimation

In the early days of IRT, a popular method for the estimation of the item parameters was
the Joint Maximum Likelihood (JML) method which maximizes (39) as a function of
both the βi and the θv (Birnbaum, 1968; Wright and Panchapakesan, 1969; Wingersky
et al., 1982). The JML estimation equations are obtained by taking the partial derivatives
of (39) with respect to the θv and βi and putting them to zero:

(41)
k∑

i=1

bvi exp(θv − βi)

1 + exp(θv − βi)
− rv = 0,

(42)
n∑

v=1

bvi exp(θv − βi)

1 + exp(θv − βi)
− si = 0.

According to the theory of exponential families (Barndorff-Nielsen, 1978; Andersen,
1980), the ML equations equate the observed values of the sufficient statistics with their
expectations; this is obviously the case in (41) and (42).

In the complete data case (all bvi = 1), there are n equations (41) and k equa-
tions (42). Obviously, (41) cannot be solved whenever rv = 0 or rv = k; therefore,
all testees with zero or perfect score have to be removed from the data. Observing that
Eqs. (41) with equal raw score rv are identical, which is a consequence of the suffi-
ciency of Rv , there are at most k − 1 independent equations (41), for rv = 1, . . . , k − 1.
Similarly, if si = 0 or si = n, equation (42) cannot be solved; therefore, items with ex-
treme si have to be removed. Since one of the Eqs. (42) becomes superfluous when the
item parameters are normalized, for instance, by putting βa = 0 for some normalization
item Ia , there remain at most k − 1 equations (42). Summarizing this, provided that the
data are complete, that all si are different, that each raw score r = 1, . . . , k − 1 has oc-
curred at least once, and that there are no extreme item or person marginals, the number
of independent JML equations is 2(k − 1). In the incomplete data case, the discussion
of the number of estimators and independent equations is in principle analogous, how-
ever, there will generally be many more equations (41) because identical raw scores rv
resulting from different design vectors (bv1, . . . , bvk) yield different estimators θ̂v .
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To answer the question of the uniqueness of the normalized JML estimator (θ̂ , β̂),
Fischer (1974; see also 1981) interpreted the RM as an incomplete ‘Bradley–Terry–
Luce (BTL) Model’ for the comparison of testees with items and applied a n.s. condition
for the uniqueness of the ML estimator of the BTL which goes back to Zermelo (1929).
This condition was much later rediscovered by Ford (1957), see also David (1963) and
Harary et al. (1965). The uniqueness result for the RM was independently derived also
by Haberman (1977). The crucial condition on the item score matrix X that has to be
satisfied for the estimator (θ̂ , β̂) to be unique, is well-conditionedness. It is defined as
follows:

ASSUMPTION xvii. X is denoted ‘well-conditioned’ iff in every possible partition of
the items into two nonempty subsets T1 and T2, some testee has given response ‘+’ to
some item Ii ∈ T1 and response ‘−’ to some item Ij ∈ T2.

If X fails to be well-conditioned, it is denoted ‘ill-conditioned’. Fischer (1981) showed,
however, that well-conditionedness is a property of the marginals of X rather than of the
matrix itself. A practical method to determine whether a (complete or incomplete) item
score matrix X is or is not well-conditioned makes use of a directed graph (or ‘digraph’
for short), D. Assign one-to-one vertices Vi to the items Ii and define the corresponding
k × k adjacency matrix D as follows: for i �= j , put dij = 1 if some testee Sv has given
response ‘+’ to item Ii and response ‘−’ to item Ij , and dij = 0 otherwise; and put
dii = 1 for all i. The uniqueness of the JML estimator can now be determined by means
of digraph D.

LEMMA 3. The (complete or incomplete) item score matrix X is well-conditioned iff
digraph D is strongly connected.

THEOREM 8. The JML estimation equations (41)–(42) possess a unique finite normal-
ized solution (β̂, θ̂) iff the following two conditions hold true: digraph D is strongly
connected and no rv is extreme.

Very efficient algorithms for determining whether a given digraph is strongly connected
are known in graph theory, for instance, taking Boolean powers Dl , l = 1, . . . , k − 1,
of D (cf. Harary et al., 1965, pp. 111–122):

LEMMA 4. Digraph D is strongly connected iff Dk−1 contains no zero element.

For practical purposes, it suffices to consider the powers D2,D4, . . . ,D2t
, until 2t �

k − 1; for further details see Fischer (1981).
The JML equations are easily solved iteratively by an alternating application of the

Newton–Raphson method to each of the Eqs. (41) and (42), respectively. It does not
pay, however, to go into more technicalities about the JML estimation equations here
because the JML approach has more or less been given up. The reason is that, as An-
dersen (1973b, 1980) has shown, the JML estimates are inconsistent for n → ∞ and
k fixed, although consistency does hold for n → ∞ and k → ∞, with n/k → ∞
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(Haberman, 1977). Mostly the number of subjects is much larger than that of the items,
which is fixed and often even small; hence, the estimator β̂ is inconsistent. Wright and
Panchapakesan (1969) proposed the correction factor (k − 1)/k for the βi which ap-
pears to approximately remove the bias, but no rigorous results seem to exist regarding
that question. But even if the corrected JML estimates should be acceptable approxima-
tions to the parameters, the problem remains that their asymptotic behavior is unknown,
hence no asymptotic (e.g., likelihood ratio) tests can be based on them.

4.2. Conditional maximum likelihood estimation

In Section 2 it has been shown that the conditional likelihood of X, given the raw
scores rv , is independent of the person parameters θv and thus can be used for a
‘specifically objective’ estimation of the item parameters. This approach is called the
Conditional Maximum Likelihood (CML) method. The CML estimator β̂ is obtained
by putting the partial derivatives of (40) with respect to βi , i = 1, . . . , k, to zero. Doing
so, two properties of the γr -functions in (40) should be taken into account. The function
γr(ε) by definition is the sum of products of εi for all r-tupels of parameters εi . This is
the sum of two terms: the sum over all r-tupels which do not contain εi , denoted γ

(i)
r (ε),

plus the sum over all r-tupels containing εi ; the latter sum is εi times the sum over all
(r − 1)-tupels that do not contain εi , yielding εiγ

(i)
r−1(ε). Hence,

(43)γr(ε) = εiγ
(i)
r−1(ε) + γ (i)

r (ε).

Using this, and remembering that εi = exp (−βi), we get

(44)
∂γr(ε)

∂βi

= ∂γr(ε)

∂εi

dεi

dβi

= −εiγ
(i)
r−1(ε).

Now the CML estimation equations are easily obtained by taking the partial deriva-
tives of (40) with respect to the βi (remembering that now the γ -functions are defined
in terms of the arguments bviεi , not just of the εi) and equating them to zero,

(45)
n∑

v=1

bviεiγ
(i)
rv−1(ε, bv)

γrv (ε, bv)
− si = 0,

for i = 1, . . . , k. Again, these equations could alternatively be obtained from the rule
that the observed values of the sufficient statistics, si , are equated to their (conditional)
expectations, E(Si |r1, . . . , rn), employing (17).

Looking at the CML equations, two observations can be made. First, if we consider
a subgroup Gg of testees with identical design vectors (bv1, . . . , bvk) =: bg for all
Sv ∈ Gg , the data form a complete item score matrix with respect to the subset of items
presented to that group. In other words, the incomplete data can always be viewed as
a collection of smaller complete item score matrices for subgroups Gg of testees and
subtests Tg . Therefore, the computations can be simplified by suitable grouping of the
testees. Second, within such subgroups Gg , the left-hand terms of the CML equations
do not depend on the individual testees, but only on their raw scores, so that the testees
can be grouped by their raw scores. Hence, the CML equations assume the form, for
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i = 1, . . . , k,

(46)
∑
g

∑
r

ngr

bgiεiγ
(i)
r−1(εg)

γr(εg)
− si = 0,

where bgi := bvi for all Sv ∈ Gg , r runs from 0 to the maximum possible score
∑

i bgi

within group Gg , εg denotes the vector of those εi which correspond to items given to
all Sv ∈ Gg , and ngr is the number of testees Sv ∈ Gg who have raw score r . Note that
response vectors with extreme raw scores rv = 0 or rv = ∑

i bvi have no effect on the
CML equations and thus need not be removed from the data.

Eqs. (46) are most efficiently solved by applying either the Newton–Raphson method
or a suitable quasi-Newton method. For the former approach, the second-order partial
derivatives of the log-likelihood function (40) are needed, which involve the second
order partial derivatives of the γ -functions, obtained from (44),

(47)
∂2γr(ε)

∂βi∂βj

= εiεj γ
(i,j)

r−2 (ε)

and

(48)
∂2γr(ε)

∂β2
i

= εiγ
(i)
r−1(ε).

Using (47), it can be shown that

∂2 ln LC(X|β, r,B)

∂βi∂βj

(49)= −εiεj

∑
g

bgibgj

∑
r

ngr

[
γ

(i,j)

r−2 (εg)

γr(εg)
− γ

(i)
r−1(εg)γ

(j)

r−1(εg)

γr(εg)

]
,

for i �= j , and

∂2 ln LC(X|β, r,B)

∂2βi

(50)= −
∑
g

bgi

∑
r

ngr

[
εiγ

(i)
r−1(εg)

γr(εg)
−

(
εiγ

(i)
r−1(εg)

γr(εg)

)2
]
,

for i = 1, . . . , k. Since, for fixed r , these derivatives are independent of X, they imme-
diately yield the elements of the information matrix. Moreover, they allow one to solve
the CML equations (45) by means of the Newton–Raphson procedure. (One of the equa-
tions, however, is superfluous because of the necessary normalization of the β̂i .) But to
do so in practice, first a few technical issues need to be addressed.

One problem involved is the evaluation of the elementary symmetric functions. A
direct enumeration of all the summands

∏
i ε

yi

i in (12) is impractical, but the γ can
be computed by means of serviceable recurrence relations. A reasonably fast and nu-
merically stable method is the following. Suppose that the set of items {I1, . . . , Ik} is
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partitioned into two subtests T1 = {I1, . . . , Ik1} and T2 = {Ik1+1, . . . , Ik}. Then it im-
mediately follows from the definition of γr that

(51)γr(ε1, . . . , εk) =
b∑

l=a

γr−l(ε1, . . . , εk1)γl(εk1+1, . . . , εk),

with a = max(0, r −k1) and b = min(k −k1, r). (These summation limits immediately
follow from the obvious relations 0 � r − l � k1 and 0 � l � k − k1.) Recurrence
(51) can be used for an efficient computation of the γr (Verhelst and Veldhuijzen, 1991),
building the γr for a test of length k from the γl for subtests T1 and T2; however, opti-
mizing this approach requires a substantial programming expenditure. A simpler special
case is the following: consider a test of length t composed of the items I1, . . . , It , and
split it in two subtests T1 = {I1, . . . , It−1} and T2 = {It }. Applying (51),

(52)γr(ε1, . . . , εt ) = γr(ε1, . . . , εt−1) + γr−1(ε1, . . . , εt−1)εt ,

for 0 � r � t and t = 1, . . . , k, where γ0 = 1 and γr = 0 for r < 0 or r > t . Starting
with t = 2 and using (52) repeatedly, the following recursive method is established:

(53)

γr(ε1, ε2) = γr(ε1) + γr−1(ε1)ε2,

γr(ε1, ε2, ε3) = γr(ε1, ε2) + γr−1(ε1, ε2)ε3,

etc.

The partial derivatives γ
(i)
r−1 can be obtained by means of the same recurrence rela-

tions, rotating the item sequence appropriately. Notice that this procedure is numerically
robust because it involves only summations. This method has first been proposed by
Andersen (1972) and is sometimes denoted the ‘summation method’. A faster method
for the γ

(i)
r−1 that combines this summation method with an older ‘difference method’

is described in Fischer and Ponocny (1994); on further details of these methods and on
references, cf. Fischer (1995b).

The second order partial derivatives (49) and (50) can be computed by means of
the same algorithms, deleting each time one pair of items (Ii, Ij ), which, however, re-
quires a considerable amount of computation. To avoid this expense, the software LPCM
Win (Fischer and Ponocny-Seliger, 1998) uses the Broyden–Fletcher–Goldfarb–Shanno
(BFGS) algorithm which does not need the matrix of second order partial derivatives,
yet produces it as a by-product of the iteration process. Each BFGS iteration is there-
fore much faster than one Newton–Raphson iteration, but the BFGS method requires
approximately three to four times more iterations. Another computer program for CML
estimation is OPLM (Verhelst et al., 1994).

The properties of the CML estimator are well understood. In finite samples, essen-
tially the same weak condition as in JML estimation suffices for the existence of a
unique finite normalized CML estimator (Fischer, 1981):

THEOREM 9. The normalized CML estimator β̂ is unique iff digraph D of the item
score matrix X is strongly connected.
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If all item parameters are within the range of the person parameters, strong connected-
ness of D is almost always attained even in small samples. This shows that, while n

increases beyond the point of strong connectedness of D, the additional statistical in-
formation contributes to the precision of the estimator, providing favorable asymptotic
properties.

THEOREM 10. The normalized CML estimator β̂ is consistent and asymptotically nor-
mal around β with asymptotic covariance matrix equal to the inverse of the information
matrix iff the sequence of θv satisfies the condition

(54)
n∑

v=1

exp
(−|θv|

) → ∞, for n → ∞.

The consistency and asymptotic normality of the CML estimator was first proved by
Andersen (1970, 1973a, 1973b) under somewhat stronger conditions on the distribu-
tion of the θ . The n.s. condition (54) is due to Hillgruber (1990), cf. Pfanzagl (1994a,
1994b). It expresses the idea that not too many |θv| should be very large because, in the
latter case, almost all raw scores would be zero or perfect, so that not enough statistical
information could accumulate as n → ∞.

Therefore, estimates of the asymptotic variances of the estimators βi are computed
by taking, at the point of the CML solution, the inverse of the information matrix with
elements obtained by means of (49) and (50); this matrix is approximated iteratively
both in the Newton–Raphson and in the BFGS method.

Conditioning on the rv necessarily leads to some loss of information. Using the con-
cept of ‘F-information’ (Liang, 1983), a generalization of the Fisher information, Eggen
(2000) investigated the loss of efficiency of CML estimation in the RM. He showed,
among other results, that this loss of efficiency of CML as compared to MML, as-
suming a normal latent distribution of θ and a test length of k � 20, is always less
than 1%. From a practical point of view, this is negligible. In the case that the latent
ability distribution is completely unknown, Pfanzagl (1994a, 1994b) showed that the
CML estimators are even asymptotically efficient. Still more important is the fact that
several conditional likelihood ratio (CLR) tests for controlling the model and for testing
useful null hypotheses can be conveniently based on the CML estimators (see Sections 5
and 7). All these results support the use of CML.

An observation sometimes alarming users of the RM is that estimated standard er-
rors of the β̂i depend on the normalization chosen. The paradox resolves, however, by
recalling that the RM does not allow to estimate the βi as such, but only the differences
βi−βj . Suppose, for the purpose of illustration, that k = 3 items are given to a sample of
testees with the same ability parameters and that I1 is solved only by approximately 1%
of the sample, whereas I2 and I3 are solved by approximately 50% each. Then the dif-
ference β̂2 − β̂3 is approximately zero, and if β2 is put to zero for normalization, the
standard error of β̂3 = β̂3 − β̂2 is relatively small because the data are very informative
about items with a response probability near 0.5. The standard error of β̂1 = β̂1 − β̂2,
on the other hand, is much larger because little statistical information is available about
the position of that item (which has been rarely solved) relative to the position of the
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other items. Suppose now that alternatively item I1 is designated as the normalization
item, β1 = 0. Then the standard error of β̂1 technically becomes zero, and both item
parameter estimates β̂2 and β̂3 have large (but quite substantially correlated) standard
errors because both differences β2 − β1 and β3 − β1 are poorly estimated. This shows
that the standard errors must depend on the normalization. Unfortunately, users of the
RM often believe they are estimating item difficulties, while they actually are estimating
only difficulty differences between items.

4.3. Marginal maximum likelihood estimation

An approach to estimation that has become very popular in recent years is the Mar-
ginal Maximum Likelihood (MML) method (cf., Bock and Aitkin, 1981; Thissen, 1982;
Follmann, 1988). It maximizes the marginal log-likelihood function (23). To be more
precise, two MML methods have to be distinguished, parametric and semiparametric
MML. They differ with respect to the assumptions about and approximation of the la-
tent distribution G(θ).

The parametric approach introduces assumptions about the latent distribution im-
plying, strictly speaking, an extension of the RM. The enhanced model has, however,
the same item parameters. The person parameters are no longer considered fixed ef-
fects, rather realizations of a random variable Θ with distribution G(θ), where G is
some parametric family of distributions; most typically, G is chosen to be normal. It
has to be emphasized that this approach diverges from Rasch’s (1960, 1977) philosophy
concerning the separation of item and person parameters. Yet many researchers see an
advantage in the consequence that now the data of testees with zero or perfect scores
need no longer be ignored; these testees yield serviceable information regarding the
latent distribution G(θ), and finite person parameter estimates are assigned to them.

In the semiparametric MML, the form of the latent distribution is not restricted and
is estimated along with the item parameters. Under certain conditions, this approach can
even be employed as an alternative technique for obtaining CML estimates of the item
parameters, which is of practical relevance in cases of large item samples (say, beyond
k = 200).

On the other hand, if the assumptions about the latent distribution are wrong (in the
parametric case), or if the raw score distribution cannot be fitted perfectly (in the semi-
parametric case), the item and person parameter estimates may become considerably
biased.

We shall deal with the parametric version of MML first, assuming a latent normal
distribution G(θ) with mean zero (which amounts to a normalization of the item para-
meters) and unknown variance σ 2; the latter will be estimated from the data. Consider
the θl , for l = 1, . . . , m, to be fixed quadrature points for the numerical computation of
G(θ). For formal convenience, however, we transform all θl by dividing them through
σ , that is, θ∗

l := θlσ
−1, so that the distribution becomes the N(0, 1), and correspond-

ingly we put β∗
i := βiσ

−1. To compensate for this transformation, we have to write
the RM in its slightly generalized form (30), with a = σ and b = 0 (dropping the as-
terisks for convenience). With these conventions, the marginal log-likelihood, see (23),
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becomes

ln LM(X|β,G)

(55)= −σ
∑

i

siβi +
∑

r

nr ln

[∑
l

gl

exp(rσθl)∏
i{1 + exp [σ(θl − βi)]}

]
.

To obtain estimation equations for the βi , partial derivatives of (55) with respect to
βi have to be taken and put to zero. This requires some algebra which is not presented
in detail here. An expression occurring in these logarithmic derivatives is

gj exp(rσθj )∏
i{1 + exp[σ(θj − βi)]}∑

l

gl exp(rσθl)∏
i{1 + exp[σ(θl − βi)]}

= gjL(x|θj ,β, σ )∑
l glL(x|θl,β, σ )

(56)=: P(θj |x,β, σ ) = P(θj |r,β, σ ),

which can be interpreted as the posterior probability of Sv having person parameter θj

(i.e., belonging to a homogeneous class Cj of testees with person parameter θj ), given
Sv’s response vector xv; it does not depend on the response vector, though, but only on
the raw score r . Other quantities occurring in the derivation are

(57)
∑

v

P (θj |xv,β, σ ) =: ñj ,

the expected numbers of testees with person parameters θj (or the expected sizes of
classes Cj ), for each j = 1, . . . , m. Using (56) and (57), the estimation equations
become, after some algebra,

(58)
∑

l

ñlfi(θl) − si = 0,

for i = 1, . . . , k, where fi(θl) is as defined in (29), with αi = σ .
Similarly, the estimation equation for σ is obtained by taking the partial derivative

of (55) with respect to σ and equating this to zero. Using the quantities

(59)
∑

v

P (θj |xv,β, σ )xvi =: ẽj i ,

the expected numbers of responses ‘+’ to item Ii of all testees with person parame-
ter θj (i.e., of all testees in class Cj ), for each pair (j, i), the estimation equation for σ

becomes, again after some algebra,

(60)
∑

i

∑
l

[
ñlfi(θl) − ẽli

]
(θl − βi) = 0.

These k + 1 equations (58) and (60) are to be solved for the k + 1 parameter es-
timates β̂i and σ̂ . (Recall the transformations θl → θlσ

−1, β → βσ−1, and the
normalization E(Θ) = 0; the inverse transformations θ̂l → θ̂lσ , β̂ → β̂σ will repro-
duce the parameters in their original form.) As a practical procedure for solving these
equations, one may follow the proposal of Bock and Aitkin (1981) to apply a variant
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of the so-called expected marginals (EM) algorithm (cf. Dempster et al., 1977). On the
basis of some initial values for the β̂i and σ̂ , compute, by means of (56), approximate
values for the expectations ẽli and ñl (this is the so-called E-step of the procedure), and
solve Eqs. (58) and (60) numerically for the β̂i and σ̂ (the so-called M-step), and so
forth. The procedure is easy and numerically stable because each β̂i appears in only
one of Eqs. (58); these equations can be solved one at a time, so that no problems arise
with long tests. The convergence of the EM-algorithm is rather slow, however, in the
neighborhood of the solution. MML software was first published by Mislevy and Bock
(1986).

Now let the semiparametric approach be considered. The unspecified latent distribu-
tion G(θ) is approximated by a discrete distribution with values (support points) θl and
weights gl := g(θl), for l = 1, . . . , m. Both the gl and the θl have to be estimated from
the data. The parameter σ can again be set to 1 and thus dropped from all formulae.
This approach is equivalent to applying so-called ‘Latent Class Analysis (LCA)’ (cf.
Lazarsfeld and Henry, 1968) where each person is assumed to be member of one latent
class Cl , l = 1, . . . , m, with parameters θl and class sizes gl , subject to

∑
l gl = 1, and

where the response probabilities for persons Sv ∈ Cl are the logistic IRFs (5) and (6),
with θv = θl (Formann, 1982, 1985, 1995). The log-likelihood (55), with σ = 1, is
maximized as a function of the parameter vectors β, g, and θ , under the constraint∑

l gl = 1 with 0 < gl < 1. In order to satisfy the last inequality, Formann introduced
the auxiliary parameters zl := ln[gl/(1 − gl)].

Employing the method of Lagrange multipliers, the enhanced function F =
ln LM(X|β, θ ,g) + λ

∑
l gl is maximized, where λ is a Lagrange multiplier. Since

the second term in F is independent of the βi , the partial derivatives with respect to
the βi are the same as before, yielding again the estimation Eqs. (58), with σ = 1. To
derive estimation equations for the θl , the partial derivative of (55), with σ = 1, has to
be taken with respect to some θj . Again, we do not present the full derivation, we just
sketch the major steps. First consider the term

∂

∂θj

∑
l

gl exp(rvθl)∏
i[1 + exp(θl − βi)]

(61)= gj exp(rvθj )∏
i[1 + exp(θj − βi)]

[
rv − E(R|θj ,β)

]
,

with
∑

i fi(θj ) =: E(R|θj ,β), the expected raw score for a testee with θv = θj .
Using (61) and (56), it is found that equating ∂F/∂θj to zero yields

∂F

∂θj

=
∑

r

nr

∂

∂θj

ln LM(xv|β, θ ,g)

(62)=
∑

r

nrP (θj |r,β,g)
[
r − E(R|θj ,β)

] = 0,

for j = 1, . . . , m. These are the desired estimation equations for the support points θj .
Finally we turn to the estimation of the gl . To ensure that they are positive quantities,

we set gl = exp(zl). Remembering (55) and (56), put to zero the partial derivatives
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of F = LM(X|β, θ ,g) + λ
∑

l gl with respect to zl ,

∂F

∂zl

= ∂

∂zl

ln LM(X|β, θ ,g) + λ
∂

∂zl

∑
j

exp(zj )

(63)=
∑

r

nrP (θl |r,β,g) + λ exp(zl) = 0.

Summing (63) over l, we get
∑

l

∑
r nrP (θl |r,β,g) + λ

∑
l exp(zl) = 0, which in

virtue of
∑

l exp(zl) = 1 yields λ = −∑
l

∑
r nrP (θl |r,β,g) = n. Inserting this

in (63) and rearranging terms,

(64)gl = n−1
∑

r

nrP (θl |r,β,g).

These are the estimation equations for the gl , for l = 1, . . . , m.
So there are three sets of estimation equations: (58) for the βi , (62) for the θl , and

(64) for the gl . Several approaches to solve these equations have been discussed in the
literature, for instance, gradient, Newton–Raphson, and quasi-Newton methods. The
simplest, albeit not most efficient, way is the following. Begin with trial values for
the βi and θl and solve equations (64) iteratively for provisional values for the ĝl ; using
these values and the provisional βi , solve equations (62) for improved values for the θ̂l ;
and using the current ĝl and θ̂l , solve (58) for improved β̂i estimates, and so forth. The
convergence of this algorithm is slow, but its relative efficiency becomes the better the
greater k. Its most outstanding virtue is that k is practically unlimited.

Since only the first k moments of the latent distribution can be uniquely estimated,
even for n → ∞ the distribution G cannot be determined in great detail; the information
about G is exhausted if at most [(k + 2)/2] support points (or latent classes) have been
introduced5. For that case, a surprising result about the equivalence of semiparametric
MML and CML has been established by De Leeuw and Verhelst (1986), building upon
previous results of Tjur (1982) and Cressie and Holland (1983) (see also Follmann,
1988; Lindsay et al., 1991; Pfanzagl, 1993, 1994a, 1994b; and Formann, 1995):

THEOREM 11. Let β̂C denote the CML estimator of β. If there exists a distribution
G such that PM(r|β̂C, θ ,g), see (22), equals the observed relative score frequencies
nr/n, for all r = 0, . . . , k, then (β̂C, θ ,g) maximizes also the semiparametric marginal
likelihood function LM(X|β, θ ,g), making the (normalized) semiparametric MML esti-
mator β̂M identical to the (equally normalized) CML estimator, β̂M = β̂C . The solution
is unique if the normalized CML estimator is unique.

This version of the theorem is taken from Lindsay et al. (1991). If the condition stated in
the theorem is satisfied, the relative score frequencies and their marginal estimators are
said to be ‘concordant’. For k items, k independent relative raw score frequencies are
observed and are to be matched. If G has m support points, the number of independent
parameters of G is m + (m − 1) = 2m − 1 (namely, m parameters θl and m − 1 inde-
pendent gl); therefore it is plausible that 2m − 1 should become � k, whereas a further

5 Here and in the sequel, the symbol ‘[x]’ denotes ‘entier (x)’.



Rasch models 543

increase of m should not improve the fit. If k is odd, concordance – if attainable – should
therefore occur with m = (k + 1)/2, and if k is even, with m = (k + 2)/2. This is in-
deed the most that is needed, but there are ‘discordant’ cases where the condition of the
theorem cannot be satisfied with any m. An example is a raw score distribution where
nr = 0 for some r; then, obviously, PM(r|β̂, θ ,g) cannot fit nr/n with any finite θl and
any gl . On the other hand, there exist cases where concordance is attained even with m

smaller than [(k + 2)/2]. Therefore, n.s. criteria for the concordance condition are not
trivial. Such a criterion was first given by De Leeuw and Verhelst (1986). The following
more readily applicable results are due to Lindsay et al. (1991). Their criterion is based
on the ratio statistics

(65)q(r) = nr/n

PM(r|β̂C, θ̂0)
,

for r = 0, . . . , k, where θ̂0 is the estimator of θ0 resulting from the maximization of
the marginal likelihood under the ‘homogeneity model’ which assumes m = 1, that is,
where all testees are have the same ability θ0 (i.e., belong to the same class C0).

THEOREM 12. The concordance condition is satisfied if and only if the sequence
q0, . . . , qk corresponds to the moments of a nonnegative measure.

A well-known criterion for identifying whether the sequence of qr statistics is a moment
sequence makes use of the determinants of the following matrices (cf., e.g., Karlin and
Studden, 1966): for each integer l, l = 1, . . . , k, construct the matrices

Ql =

⎛
⎜⎜⎜⎝

q(0) q(1) · · · q(h)

q(1) q(2) · · · q(h + 1)

...
...

. . .
...

q(h) q(h + 1) · · · q(2h)

⎞
⎟⎟⎟⎠ when l is even, l = 2h,

and

Ql =

⎛
⎜⎜⎜⎝

q(1) q(2) · · · q(h)

q(2) q(3) · · · q(h + 1)

...
...

. . .
...

q(h) q(h + 1) · · · q(2h − 1)

⎞
⎟⎟⎟⎠ when l is odd, l = 2h − 1.

COROLLARY 1. If Qk−1 and Qk are positive definite, or equivalently, if det(Ql ) > 0
for l = 0, . . . , k, then there exist infinitely many semiparametric (concordant) MML
solutions for G fitting the raw score frequencies perfectly, and hence β̂C = β̂M under
the same normalization of both estimators.

The next theorem of Lindsay et al. (1991) indicates that, for fixed k and large n, the
concordance condition will usually be satisfied, provided that the population of testees
has sufficient heterogeneity.
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THEOREM 13. Let the true latent distribution G have m � [(k + 2)/2] finite support
points. Then the concordance condition will be satisfied on a set whose probability tends
to 1 for n → ∞, implying that the probability of identity of the (equally normalized)
semiparametric MML and CML estimators of β tends to 1.

What these theorems amount to can be summarized as follows: If to a given set of
data X the semiparametric MML method is applied with m = 1, . . . , [(k+2)/2] support
points (latent classes) and if the raw score frequencies can be fitted perfectly with one
of these models, then the MML estimator β̂M of that model and the CML estimator
β̂C are identical (assuming the same normalization in both cases). If this concordance
condition is not attained, then it is impossible to fit the raw score distribution perfectly
with any m.

These results do not make semiparametric MML and CML ‘almost’ equivalent for all
practical purposes, though. Often researchers want to compare item parameter estimates
of, for instance, ‘high’ and ‘low’ scoring testees (see Section 6). If testees are selected
from the total sample on the basis of their raw scores, however, a subset of the nr will
become zero and hence the semiparametric MML solution will no longer be identical
with the CML solution.

4.4. An approximate estimation method

Especially in the early days of the RM, various approximate estimation methods have
been in use (e.g., Rasch, 1960). Their disadvantage is that they are not based on a like-
lihood function and do not have known asymptotic behavior so that (a) no standard
errors are estimable and (b) no asymptotic hypothesis tests can be grounded on them.
Since, however, exact combinatorial and Monte Carlo tests of fit have become available
in the last decade which do not require asymptotic theory and which even appear to be
robust with respect to a slight estimation error in the β̂i (see Section 6), approximate
methods might again become interesting alternatives to CML and MML. Nevertheless,
consistency is a must even for such methods. From this perspective, one promising ap-
proximate estimation method will be briefly described.

Fischer (1974) presented a procedure – in the sequel denoted Approximate Method
(AM) – based on the numbers nij of testees with answer ‘+’ to item Ii and ‘−’ to item Ij

(implying nii = 0). For a single pair of items (Ii, Ij ), it is well known that nij /(nij +
nji) is a consistent ML estimator of εi/(εi + εj ) (cf. Rasch, 1960, p. 172). (This is
a conditional approach that does not involve the person parameters and, in the special
case where the test consists of just Ii and Ij , even yields the CML estimates.) Hence
it follows that nij /nji estimates εi/εj , and it is easy to show that the random variable
Nij ε

−1
i − Njiε

−1
j has expectancy zero and variance (nij + nji)(εiεj )

−1. Therefore,
consider all pairs of items (Ii, Ij ) jointly and minimize the variance-weighted sum of
squares,

(66)
∑
i<j

(
nij ε

−1
i − njiε

−1
j

)2

(nij + nji)(εiεj )−1
=

∑
i<j

(nij εj − njiεi)
2

(nij + nji)εiεj

.
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The summation in (66) is to be taken with the understanding that pairs (i, j) with nij +
nji = 0 are omitted. This estimation method is not rigorously founded, though, because
the terms in the sum of (66) are not independent. The estimation equations resulting
from the minimization of (66) are (cf. Fischer, 1974; Molenaar, 1995; Zwinderman,
1995)

(67)ε2
i =

∑k
j=1 yij εj∑k

j=1 yjiε
−1
j

,

for i = 1, . . . , k, with yij := n2
ij /(nij + nji) for nij + nji > 0 and yij = 0 for

nij + nji = 0. Eqs. (67) are easily solved by inserting, on the right-hand sides, trial
values for the parameters and obtaining improved values from the left-hand sides, etc.
The AM approach has the advantage of (a) being consistent and (b) conditional, that is,
independent of the person parameters, (c) requiring very little computational expense
both per iteration and in terms of number of iterations, and (d) allowing the data to
be incomplete. The disadvantages are (e) that the estimator is not efficient and (f) has
unknown asymptotic properties. De Gruijter (1987) reported the method to be extremely
fast and accurate as long as the RM holds, but to lack robustness under violations of the
model assumptions.

EXAMPLE 1. Item parameter estimation.

To illustrate and compare the results of the application of different item parameter
estimation methods, a data sample of n = 1160 testees who have taken Gittler’s ‘3DW’
cubes test of spatial abilities (Gittler, 1991) is analyzed.6 The item parameters of the k =
17 items are estimated via CML, AM, parametric MML (where the latent distribution
of the θv is assumed to be normal) and semiparametric MML (with m = 15 > [(k +
2)/2] = 9 support points). The item marginals si and the raw score frequencies nr for
the total group and three subgroups are given in Table 1, and the results of the item
parameter estimation are shown in Table 2.

Table 1
Item and person marginals for Examples 1, 2, 3

i 1 2 3 4 5 6 7 8 9
si 786 682 553 476 326 787 502 556 504

i 10 11 12 13 14 15 16 17
si 389 488 695 686 695 589 768 487

r 0 1 2 3 4 5 6 7 8
nr 80 33 40 57 52 68 84 73 73

r 9 10 11 12 13 14 15 16 17
nr 70 90 76 70 73 72 54 50 45

6 The author thanks G. Gittler for making these data available for the present demonstration.
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Table 2
Item parameter estimates by CML, AM, parametric MML, and semiparametric MML for the data of Exam-
ples 1, 2, 3

Total sample Low scor. group Med. scor. group High scor. group

i CML AM MLn MLe CML MLn MLe CML MLn MLe CML MLn MLe

1 −1.06 −1.06 −1.06 −1.06 −1.08 −1.09 −1.11 −0.93 −0.99 −0.99 −1.39 −1.40 −1.40
2 −0.48 −0.49 −0.49 −0.48 −0.24 −0.25 −0.25 −0.59 −0.54 −0.54 −0.66 −0.66 −0.66
3 0.17 0.17 0.17 0.17 0.10 0.10 0.10 0.24 0.13 0.13 0.17 0.18 0.17
4 0.56 0.56 0.57 0.56 0.48 0.49 0.49 0.52 0.69 0.69 0.73 0.74 0.74
5 1.38 1.34 1.39 1.38 1.05 1.07 1.08 1.31 1.22 1.22 1.59 1.58 1.59
6 −1.06 −1.08 −1.06 −1.06 −0.91 −0.92 −0.93 −1.13 −1.10 −1.10 −1.47 −1.48 −1.48
7 0.43 0.45 0.43 0.43 0.72 0.73 0.74 0.32 0.40 0.40 0.49 0.50 0.50
8 0.16 0.15 0.16 0.16 0.03 0.02 0.03 0.23 0.36 0.36 0.21 0.22 0.22
9 0.42 0.45 0.42 0.42 0.69 0.70 0.71 0.30 0.38 0.38 0.51 0.51 0.51

10 1.02 1.03 1.03 1.02 1.13 1.15 1.15 1.00 0.92 0.92 1.07 1.07 1.08
11 0.50 0.49 0.50 0.50 0.48 0.49 0.50 0.52 0.68 0.68 0.54 0.55 0.55
12 −0.55 −0.52 −0.56 −0.55 −0.63 −0.64 −0.64 −0.57 −0.59 −0.59 −0.26 −0.26 −0.26
13 −0.50 −0.48 −0.51 −0.50 −0.61 −0.63 −0.63 −0.49 −0.54 −0.54 −0.23 −0.23 −0.24
14 −0.55 −0.56 −0.56 −0.55 −0.42 −0.43 −0.43 −0.53 −0.59 −0.59 −0.92 −0.92 −0.93
15 −0.01 −0.01 −0.01 −0.01 −0.02 −0.03 −0.03 0.13 0.03 0.03 −0.26 −0.26 −0.26
16 −0.95 −0.94 −0.95 −0.95 −1.03 −1.04 −1.06 −0.88 −0.99 −0.99 −0.82 −0.83 −0.83
17 0.51 0.50 0.51 0.51 0.26 0.26 0.26 0.53 0.54 0.54 0.70 0.71 0.71

Legend: ‘MLn’ denotes ‘MML with normal prior’, ‘MLe’ denotes ‘MML with empirical prior’ (semipara-
metric MML), and the abbreviations CML and MML are as elsewhere.

The CML estimates were computed by means of LPCM Win (Fischer and Ponocny-
Seliger, 1998), the MML estimates using BILOG-MG (Zimowski et al., 1996; Du Toit,
2003). There is an almost perfect concordance between CML and MML results, both
in the parametric (normal prior) and semiparametric (‘empirical prior’) MML, except
for the Low Scoring Group: for these data, the BILOG-MG program flagged a warning
that the semiparametric MML did not reach convergence (up to a pre-specified degree
of accuracy of ±0.01), but the parameter estimates are nevertheless inconspicuous. The
AM estimates, given here only for the Total Sample, are seen to be acceptable approxi-
mations to the CML estimates.

5. Person parameter estimation

Once reliable item parameter estimates β̂i are available, the estimation of the person pa-
rameters θ can proceed via straightforward maximum likelihood, using equation (41).
The estimator θ̂ is denoted the MLE of θ .7 If the data are complete, only k − 1 such
equations are to be solved. If a finite MLE exists, it is unique because the sum of proba-
bilities in (41) is increasing in θ . Finding the MLE is therefore easy; a proven numerical

7 Since person parameter estimation refers to one parameter at a time, index v can be omitted in this section.
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procedure that avoids ‘spider-web phenomena’ is to obtain an approximate solution by
means of a simple bisection method and then to improve it via a few Newton iterations.

The MLE has attractive asymptotic properties for k → ∞ but performs poorly in
tests of realistic length. Lord (1983) derived the asymptotic (i.e., for k → ∞) variance
and bias of the ML estimator:

(68)Var(MLE) = 1

I + o
(
k−1),

(69)Bias(MLE) = − J
2I2

,

where I = ∑
i fi(θ)[1 − fi(θ)] is the Fisher information and J = ∑

i ∂2fi(θ)/∂θ2 =∑
i[1 − 2fi(θ)]fi(θ)[1 − fi(θ)], both evaluated at θ = MLE. The bias of the MLE is

of order O(k−1), which is considerable. In addition to this, many researchers view it as
a disadvantage of the MLE that no finite estimates exist for extreme raw scores. If, for
instance, a study intends to compare test achievements across subpopulations, infinite
parameter estimates prevent the application of many standard statistical tools.

Warm (1989) proposed a class of estimators of θ defined as those values of θ which
maximize the weighted likelihood

(70)L(x|θ,β)h(θ) =
∏
i

fi(θ)xi
[
1 − fi(θ)

]1−xi h(θ),

where h(θ) is a suitably chosen weight function. Taking the derivative of the logarithm
of (70) with respect to θ and setting it to zero yields the estimation equation

(71)r −
∑

i

fi(θ) + d ln h(θ)

dθ
= 0.

If h is constant, the root of (71) is the MLE. If h(θ) is a prior density function, then (70)
is proportional to the posterior density function of θ , so that the value θ̂ maximizing (70)
becomes a Bayesian Modal Estimator (BME) of θ , with bias

(72)Bias(BME) = Bias(MLE) + d ln h(θ)

dθ
I−1,

where θ = BME; this bias is of order O(k−1) (Warm, 1989).
Warm (1989) suggested a new estimator of θ choosing h(θ) such that the bias (72)

is removed. Putting Bias(BME) = 0 and inserting (69) in (72) gives d ln h(θ)/dθ =
J /(2I), which inserted in (71) yields the estimation equation

(73)r −
∑

i

fi(θ) + J
2I = 0.

Eq. (73) can be solved by means of the same numerical methods as (41). The solution
is denoted Warm Likelihood Estimator (WLE). It exists for all r , including extreme
scores. Concerning the bias of WLE, Warm (1989) proved the following result:
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THEOREM 14. WLE(θ) is unbiased to order k−1, that is, Bias(WLE(θ)) = 0+o(k−1).
WLE(θ) is asymptotically normally distributed with asymptotic variance equal to the
asymptotic variance of MLE(θ), that is, Var(WLE(θ))  Var(MLE(θ))  I−1.

The asymptotic properties of MLE, BME, and WLE are of limited importance be-
cause k in most applications will be small. The smallness of the bias of the WLE and
the existence of a finite estimator for r = 0 and r = k are often considered criteria by
which the WLE should be preferred over the MLE and the BME. It must be mentioned,
though, that the application of the estimation equation (73) to extreme scores r = 0 or
r = k leads to arbitrary estimates θ̂ because Warm’s (1989) derivation rests on Lord’s
(1983) formula (69), which was derived under assumptions excluding the extreme cases
r = 0 and r = k. This is clear also because the bias of an infinite estimator cannot be
determined.

Yet another possibility is to use the parameter estimates obtained via MML estima-
tion for computing the mean value of the θl from the posterior distribution characterized
by the probability function (56), yielding

(74)θ̂ =
∑

l θlP (θl |r,β,G)∑
l P (θl |r,β,G)

,

with MML estimates instead of parameters on the right-hand side of (74). This estimator
is denoted Bayesian Expected A Posteriori Estimator (EAP). It has the advantage that
finite EAPs result for all values of r . Little seems to be known, however, about their
theoretical properties (cf. Hoijtink and Boomsma, 1996).

A basically different approach to assessing the uncertainty (or precision) of θ̂ is inter-
val estimation instead of point estimation. Klauer (1991a) worked this out in detail for
the MLE: he constructed randomized Uniformly Most Accurate (UMA) confidence in-
tervals which are formally equivalent to Uniformly Most Powerful Unbiased (UMPU)
tests of hypotheses about θ . They are very convenient to test, for instance, the null-
hypothesis that an observed θ̂ does not exceed a fixed cutoff or threshold score.

EXAMPLE 2. Person parameter estimation.

Returning to Example 1, we use the CML and MML results of the Total Sample to
compute the MLEs, WLEs, and EAPs of θ (shown in Table 3).

The distribution of the MLEs has no finite variance because, for extreme scores r = 0
and r = k, the MLEs are −∞ and ∞, respectively. Comparing the MLEs and WLEs
illustrates that the bias of the MLEs, for 0 < r < k, becomes the greater the nearer
the raw score is to one of the extremes, 0 or k. The EAPs computed under the normal
(parametric MML) and empirical (semiparametric MML) priors are so similar that the
figures rounded to two figures after the decimal point do not reveal any differences.
As was to be expected, the EAPs are biased toward the mean and thus have a smaller
variance than the WLEs.
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Table 3
MLEs, WLEs, and EAPs of the Person Parameters for Examples 1, 2, 3

rv 0 1 2 3 4 5 6 7 8

MLE −∞ −2.98 −2.20 −1.69 −1.31 −0.97 −0.68 −0.40 −0.13
WLE −3.80 −2.62 −2.01 −1.58 −1.23 −0.93 −0.65 −0.38 −0.13
EAP −2.20 −1.85 −1.54 −1.28 −1.02 −0.76 −0.54 −0.34 −0.12

rv 9 10 11 12 13 14 15 16 17

MLE 0.13 0.40 0.67 0.97 1.30 1.69 2.20 2.97 ∞
WLE 0.12 0.38 0.64 0.92 1.23 1.58 2.02 2.62 3.81
EAP 0.12 0.34 0.54 0.76 1.01 1.27 1.54 1.85 2.20

6. Testing of fit

The problem of testing of fit in the RM is closely related to the methods of parame-
ter estimation: most of the powerful test methods for assessing fit and/or testing other
structural hypotheses about the parameters require consistency of their estimators and
knowledge of their asymptotic behavior. Although many approximate tests for item
and/or person fit, based on plausibility, have been proposed in the literature, the pre-
vailing methods of current interest are tightly connected to CML or MML estimators
and their known asymptotic properties. Some heuristic methods, like Rasch’s (1960)
graphical control of the model and ‘empirical’ IRFs, are useful complements to these
tests. Tests of fit can be grouped by (a) the type of statistic used (Likelihood Ratio (LR)
tests, Pearson-type statistics, Wald-type tests, Lagrange Multiplier (LM) tests, random-
ization tests, nonparametric methods), (b) the power of the tests with respect to specific
alternative hypotheses (violations of sufficiency of the raw score, of increasing parallel
IRFs, of specific objectivity, of unidimensionality, of local stochastic independence),
and (c) whether they are exact, asymptotic, approximate/heuristic. Space limitations
prevent, however, discussing all available methods. So the focus of the following will
be on a few rigorously established and sufficiently general methods.

6.1. Conditional likelihood ratio tests

G. Rasch generally showed a preference for heuristic graphical methods over signifi-
cance tests (see, e.g., Rasch, 1960; Andersen and Olsen, 2001). Since SO (i.e., inde-
pendence of the item parameter estimates of the distribution of the person parameters)
is a central feature of the RM, for Rasch an obvious way of controlling the RM was to
compare the item parameter estimates per score group (or per score region) to the over-
all item parameter estimates. Such graphs revealed whether some – and if so, which –
of the items violated SO. Andersen (1973c) constructed a conditional likelihood ratio
(CLR) test statistic that follows the same rationale. Let the sample of testees be split
into score groups Gr , r = 1, . . . , k − 1, of respective sizes nr , and estimate the item
parameters via CML in each of these groups as well as in the total sample. Let the con-
ditional likelihoods, each evaluated at the respective CML estimate, be denoted L

(r)
C ,
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r = 1, . . . , k − 1, and LC , respectively. Under H0 the same RM holds for all groups,
under H1 a separate RM (with different item parameters) holds in each group.

THEOREM 15. The test statistic for H0 against H1,

(75)−2 ln λ = −2

(
ln LC −

k−1∑
r=1

ln L
(r)
C

)
,

is asymptotically (nr → ∞ for all r) χ2-distributed 8 with df = (k − 1)(k − 2).

The degrees of freedom follow the general rule ‘number of independent parameters
under H1 minus number of independent parameters under H0’. The proof was given by
Andersen (1973c). The same test was independently suggested by Martin-Löf (1973).

Since an RM has to be fitted in each score group separately, each of them should be
‘large’. In practice, often some of the score groups are small, so that ‘score regions’ have
to be formed by collapsing the data from adjoining score groups. The resulting CLR
test, with appropriate reduction of the degrees of freedom, is a somewhat conservative
test of the above H0 against the H1 of heterogeneous item parameters because, within
score regions, variances of the item parameters between score groups are ignored. The
test moreover remains applicable if the testees are grouped by some external criterion
like gender, age, schooling, etc., instead of by raw scores. Note that this type of model
test, which has been employed routinely in many applications of the RM since the early
1970s, is equivalent to testing all items simultaneously for DIF. If such a test turns
out significant, graphical plots of the item parameter estimates of each of the testee
subgroups against the overall estimates and/or graphs of so-called ‘empirical’ IRFs can
give a lead to understanding more clearly possible sources of misfit.

It has to be stressed that the validity of this CLR test hinges on the assumption of
model fit under H1, that is, an RM has to fit in each person group Gg separately. This
is not a trivial requirement, often ignored in testing nested models. The danger lies in
the possibility that the CLR test statistic is nonsignificant, but that the RM does not
fit even under H1 – which sometimes passes unnoticed: many users seem prone to the
erroneous conclusion that the H0 model fits whenever the CLR test is nonsignificant.
Apart from the general principle that null-hypotheses cannot be proved, the problem
is that there may be factors causing lack of fit that are not strictly related to the raw
scores. The same misunderstanding may happen if the sample is split into two or more
subgroups on the basis of, say, type of schooling, gender, age, or the like, if these tests
turn out nonsignificant: counting on fit of the RM can go seriously wrong in the presence
of factors causing model violations that are unrelated to the splitting criteria. Lack of
power of the described CLR tests in such cases has been reported in the literature (cf.,
e.g., Stelzl, 1979).

Another CLR test aims at detecting departures from the unidimensionality assump-
tion. Suppose the items are partitioned a priori in two subsets (henceforth denoted
‘subtests’) T1 = {I1, . . . , Ik1} and T2 = {Ik1+1, . . . , Ik) with test lengths k1 � 2,

8 In this chapter, ‘χ2-distributed’ always means ‘centrally χ2-distributed’.



Rasch models 551

k2 = k − k1 � 2, and scores r1 and r2. Denote the number of testees with score com-
bination (r1, r2) by nr1r2 , of testees with total score r = r1 + r2 by nr , and let L

(1)
C ,

L
(2)
C , LC be the conditional likelihoods for subtest T1, subtest T2, and the total test, re-

spectively. The H0 assumes that one RM fits the total test; under H1, two separate RMs
(i.e., with two independent person parameters per testee) are assumed to fit subtest T1
and T2, respectively. Martin-Löf (1973) proved the following result:

THEOREM 16. The test statistic for H0 against H1,

X2 = −2

(∑
r

nr ln

(
nr

n

)
−

∑
r1

∑
r2

nr1r2 ln

(
nr1r2

n

)

(76)+ ln LC − ln L
(1)
C − ln L

(2)
C

)
,

is asymptotically (nr → ∞ for all r) χ2-distributed with df = k1k2 − 1.

Again it has to be pointed out that unidimensionality cannot be concluded from a non-
significant χ2; the H0 can at best be retained. Note that the two subsets of items must be
known beforehand and that in each subset an RM must fit. The test is not admissible as a
technique for searching for unidimensional subsets in a given pool of items. To apply the
test, a rather large sample is required, otherwise some frequencies nr might be too small.

EXAMPLE 3. CLR tests of fit.

In order to apply Andersen’s CLR test of fit to the 3DW data, an RM should be
fitted in each score group Gr , for r = 1, . . . , 16. Obviously, trying to do so would
not be successful in the present case, as can be seen from the raw score distribution in
Table 1. The sample would have to be app. five to ten times as large to enable parame-
ter estimation in each score group separately. What has widely become practice is to
partition the testee sample into just two groups, below vs. above the mean (or median)
raw score. Obviously, this entails a loss of power to detect departures from the RM.
In the present case, splitting the data into groups ‘Below’ (the mean), n1 = 560 tes-
tees with raw scores r = 0, . . . , 8, and ‘Above’ (the mean), n2 = 600 testees with
raw scores r = 9, . . . , 17, leads to the following log-likelihoods: −3573.21 for ‘Below’
and −3916.91 for ‘Above’; and the log-likelihood for the total sample is −7500.95. The
CLR test statistic therefore becomes χ2 = −2(−7500.95+3573.21+3916.91) = 21.66
with df = 2(17−1)−(17−1) = 16, with χ2

16;1−α
= 32.00 for α = 0.01,9 which is non-

significant. Similar tests can be carried out splitting the sample by Gender (n1 = 861
males, n2 = 299 females; χ2 = 17.80), Age (n1 = 574 testees aged 13–16, n2 = 586
testees aged � 17; χ2 = 28.57) and Education (n1 = 902 high-school or college stu-
dents, n2 = 258 university students or graduates; χ2 = 16.40), each with df = 16
and χ2

16;1−α
= 32.00 for α = 0.01. All these tests are nonsignificant. Hence the null-

hypothesis of absence of DIF with respect to the splitter variables can be retained.

9 The critical χ2-values are based on the Wilson–Hilferty approximation and thus may deviate slightly from
the exact values.
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Given these results, an applied research worker might be inclined to conclude that
“the RM fits the data”. Statisticians are usually more reserved: they know that models
never fit; models can at best fit to some degree of approximation. If the sample is large
and the test powerful enough, the model will always be refuted. This can be nicely
demonstrated with the present data by splitting the sample in three subgroups ‘Low’
(n1 = 414, scores r = 0, . . . , 6), ‘Mid’ (n2 = 382, scores r = 7 . . . , 11), and ‘High’
(n3 = 364, scores r = 12 . . . , 17). The CLR test is χ2 = −2(−7500.95 + 2234.46 +
3422.59+1816.95) = 53, 90 with df = 3(17−1)−(17−1) = 32 and χ2

32;1−α
= 53.50

for α = 0.01, which is just significant. Hence, increasing the power of the test by
partitioning the sample into narrower raw score regions reveals a significant departure
from the assumptions of the model.

Nevertheless, Gittler’s 3DW test is a good example of a test that has been constructed
to fit the RM: for all practical purposes, the degree of fit is sufficient. This can be demon-
strated more convincingly by some graphics in addition to the above CLR tests. A nice
tool for the assessment of fit is the comparison of so-called ‘empirical IRFs’ with the
‘theoretical IRFs’ that are functions of the CML item parameter estimates. The empiri-
cal IRFs are constructed as follows: the relative frequencies of right responses per item
and score group are smoothed using a sample-size corrected ‘normal kernel smoother’
(cf. Hart, 1997) with a bandwidth of three adjacent frequencies. Through the resulting
points (ordinates: relative frequencies; abscissae: θ̂r ), a smooth line is drawn employ-
ing the \setquadratic command of the PiCTeX/LaTeX language which lays local
quadratic splines through given points. To the smoothed ordinates, confidence intervals
(with α = 0.01) are attached so that the deviation of the empirical from the theoretical
IRF can be evaluated.10 Figure 1 shows the results for three selected items (an easy item,
I1 with β̂1 = −1.06; an item of medium difficulty, I9 with β̂9 = 0.42; and a difficult
item, I5 with β̂5 = 1.38).

Fig. 1. Empirical and theoretical IRFs for items 1, 5, and 9 of the 3DW test.

10 A FORTRAN program that automatically produces the LaTeX-file as input for the TeX compiler was
written by the author.
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The theoretical IRFs lie everywhere within the approximate confidence band of the
empirical IRFs. One might speculate whether or not there is an indication of a departure
of the empirical from the theoretical IRF of I1 in low-scoring testees (possibly guessing)
or of I5 in high-scoring testees; but to delineate the lower and upper ranges of the IRFs
more precisely, a larger sample with many more low and high scoring testees would
be needed. As far as the present data go, the RM can be said to describe the response
behavior of the testees sufficiently well.

6.2. Pearson-type tests

When a testee takes a test of k items, the number of feasible response patterns x is
N = 2k . In IRT, an observed response pattern x can be considered a realization of
a multinomial variable with parameters π1(φ), . . . , πN(φ), where φ is a q-vector of
parameters (depending on the type of IRT model). Testing the RM can therefore be
carried out within the framework of a general multinomial model. A Pearson-type sta-
tistic of the form X2 = n

∑N
l=1(pl − π̂l)

2/π̂l , which is asymptotically χ2-distributed
with df = N − 1 − q, should in principle catch all possible deviations from the model
assumptions. Unfortunately, such a test is not practical because many observed pattern
frequencies would be zero and the corresponding expectations extremely small, even
in tests of moderate length and large samples of data. Therefore, Glas (1988) and Glas
and Verhelst (1989, 1995), building upon general results about tests of the multinomial
distribution (cf. Rao, 1973), developed a class of test statistics composed of certain
quadratic forms of deviations between observed and expected frequencies. These statis-
tics are also asymptotically χ2-distributed, but have the advantage of being applicable
in spite of the smallness of the pattern frequencies.

Assume local stochastic independence, let p = (p1, . . . , pN)′ and π = (π1, . . . ,

πN)′ denote vectors of the observed and expected relative pattern frequencies, b =√
n(p− π̂) a vector of deviations, and Dπ a diagonal matrix with diagonal elements πl ,

l = 1, . . . , N . With this notation, the Pearson-type statistic can be written as

(77)X2 = b′D−1
π b.

The class of tests considered is based on a vector d = U ′b, where U is a
(N,m)-matrix of contrasts which condenses the N deviations into a much smaller num-
ber m of differences between certain statistics and their expectations. The choice of U

should be guided by two practical requirements: m has to be sufficiently small, and the
linear combinations of the deviations must reflect the model violations of interest. More-
over, U has to satisfy two formal conditions: (i) the N -vector with all elements equal
to 1, denoted 1, belongs to the column space of U , that is, there exists an m-vector of
constants, c, such that Uc = 1, and (ii) the columns of matrix D

−1/2
π ∂π/∂φ =: A

belong to the column space of D
1/2
π U .

THEOREM 17. If conditions (i) and (ii) are satisfied, under H0 the statistic

(78)X2 = b′U
(
U ′D̂πU

)−
U ′b = d ′W−d

is asymptotically χ2-distributed with df = rank(U ′DπU) − q − 1.
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W− denotes a generalized inverse of U ′D̂πU =: W . For a proof of the theorem, see
Glas and Verhelst (1989).

The question is how to find a suitable matrix U of contrasts. Glas and Verhelst (1995)
point out a useful strategy: construct U from two building stones, U = (T |Y ), where
Y is a matrix that, via Y ′b, generates the observed and expected frequencies to be com-
pared, and T satisfies the two conditions (i) and (ii), that is, T c = 1 and the columns
of A belong to the column space of D

1/2
π T ; moreover, the condition T ′b = 0 should

be satisfied. If T satisfies (i) and (ii), so does U ; and T ′b = 0 implies that the contrasts
contained in T have no effect on the test statistic. Glas and Verhelst (1995) describe in
more detail how to construct such matrices.

One particular test fitting into this framework is the R1C-test of Glas (1988). The
name of this statistic is meant to express that it is a ‘first order realization’ (refer-
ring to response frequencies per item rather than interactions between two or more
items) of the construction principles mentioned above and is based on the CML esti-
mator of β. It was developed to have power against violations of the assumption of
parallel increasing IRFs. The focus is on deviations between observed frequencies of
responses ‘+’ to items Ii conditional on raw score r , denoted sri , and their conditional
expectations nrπri , obtained from (17).

Let P r be a
(
k
r

)×k matrix whose rows are the response patterns with raw score r; let

D̂π |r denote the diagonal matrix whose diagonal elements are the conditional pattern
probabilities (14) for these response patterns, in the same order, evaluated at the CML
estimator ε̂; let f r be the column vector of length

(
k
r

)
whose elements are the observed

frequencies of the same patterns; sr the column vector of length k with elements sri ,
the frequencies of right responses to items Ii in score group r; dr the column vector
of length k with elements n

−1/2
r (sri − nr π̂ri), where the probabilities πri are evaluated

at ε̂. It is easy to verify that P ′
rf r = sr , that is, the vector sr containing the statistics

of interest per score group r is produced from the vector of pattern frequencies, f r , by
means of the matrix of contrasts, P r . The H0 to be tested states that the item parameters
generalize over the score groups.

THEOREM 18. Under H0, the statistic

(79)R1C =
k−1∑
r=1

d ′
r

(
P ′

rD̂π |rP r

)−
dr =

k−1∑
r=1

d ′
rŴ

−
r dr

is asymptotically (nr → ∞ for r = 1, . . . , k−1) χ2-distributed with df = (k−2)(k−1).

From a technical point of view, it appears inconvenient that D̂π |r and P r have
(
k
r

)
rows and therefore become unwieldy in long tests. Fortunately, it can be shown that
P ′

rD̂π |rP r = W r has elements π̂ri in the diagonal and π̂rij in the off-diagonal cells.
Ŵ r can therefore be computed directly using (17) and (19), with ε̂ inserted for ε.

The same test had already been suggested by Martin-Löf (1973), however, derived
under more restrictive assumptions, and it can also be understood as a special case of a
family of tests for probabilistic latent trait models proposed by Hamerle (1982). It en-
ables one to test the H0 that the RM is valid across all score groups, implying that the
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IRFs are parallel. If some nr are too small, adjacent score groups can be collapsed into
score regions and the frequencies and expectations added over scores within regions,
with appropriate reduction of the degrees of freedom (cf. Glas, 1988). This makes the
test somewhat conservative, of course.

To develop this test of fit, the general approach of Glas and Verhelst (1989) to con-
structing tests within the multinomial distribution would not have been needed, but it
proved very helpful for devising several other tests of fit for the RM. Within the MML
framework, for instance, a similar statistic, denoted R1M test (‘first order frequencies’,
‘marginal’), was also established. It again compares observed frequencies sri to their
expectations E(Sri |β,G) = nπM(r, i), computed by means of (25). The procedure
applies both to the parametric and semiparametric MML methods. Let the vector of de-
viations in score group r be defined as dr with elements n−1/2[sri − nπ̂M(r, i)], where
π̂M(r, i) is the MML estimator of (25), for r = 1, . . . , k − 1. Let n0 and nk be the
numbers of response patterns with raw scores r = 0 and r = k, respectively, and define
d0 = n0 −E(N0|β̂,G) and dk = nk −E(Nk|β̂,G), based on the marginal pattern prob-
abilities (22). Moreover, let Ŵ r be the matrix with diagonal elements π̂M(r, i), given
in (25), and off-diagonal elements π̂M(r, i, j), given in (26). Finally, suppose that the
distribution G is characterized by a q-vector of parameters ω. As in R1C , the H0 to be
tested is the validity of the same RM across score groups, implying parallel IRFs.

THEOREM 19. Under H0, the statistic

(80)R1M = d2
0

E(n0|β̂, ω̂)
+

k−1∑
r=1

d ′
rŴ

−
r dr + d2

k

E(nk|β̂, ω̂)

is asymptotically (i.e., for nr → ∞) χ2-distributed with df = k(k − 2) + 2 − q.

If some nr are small, adjacent score groups may again be collapsed into score regions
and the frequencies and expectations summed over score groups within score regions,
with appropriate adjustment of the degrees of freedom (cf. Glas, 1988).

If a testee’s position on the latent trait is fixed, the principle of local stochastic inde-
pendence makes the association between items vanish. Hence, within raw score groups,
there will be little association between pairs of items. If the items are multidimen-
sional, the raw score is no longer a sufficient statistic, so that there remains a substantial
variance of the latent trait parameters within raw score groups; thus, there will be a
considerable association between items. Glas (1988) and Glas and Verhelst (1989) pre-
sented asymptotically χ2-distributed test statistics (namely, R2C and R2M for the CML
and MML framework, respectively) for testing the unidimensionality assumption based
on the association between pairs of items, again building upon the general principles
outlined above.

6.3. Wald-type tests

Glas and Verhelst (1995) described yet another class of tests of fit, the so-called Wald-
type tests for testing restrictions on an H1 model. Suppose, for instance, that the RM
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is applied independently in two populations of testees, that is, with a total of p =
2(k − 1) independent item parameters in the CML framework, and p = 2(k − 1 + q)

parameters in the MML framework. Let the column parameter vectors for the RM in
the two populations be denoted φ1 and φ2, respectively, and define φ = (φ′

1,φ
′
2)

′.
The null-hypothesis could be, for instance, that some item parameters are equal in both
populations, formulated as restrictions on the parameters,

(81)hj (φ) = φ1j − φ2j = 0, for j = 1, . . . , m.

Let h(φ) = (h1(φ), . . . , hm(φ))′, and Σ the variance-covariance matrix of the estima-
tor φ̂ = (φ̂

′
1, φ̂

′
2)

′, which in this case is a super-diagonal matrix with Σ1 and Σ2 as
diagonal elements; and let T (φ) be the matrix with elements tlj = ∂hj (φ)/∂φl . Then
the Wald statistic is the quadratic form

(82)TW = h′(φ̂)
[
T ′(φ̂)Σ̂T (φ̂)

]−1
h(φ̂),

which under H0 is asymptotically χ2-distributed with df = m.

6.4. Lagrange multiplier tests

Finally, Glas and Verhelst (1995) discussed a class of so-called Lagrange multiplier
(LM) tests for the RM where the H0 is obtained from the H1-model by equating some
parameters with certain constants. The LM test of H0 yields an asymptotic χ2-statistic
with df equal to the number of fixed parameters. A convenient feature of this test is that
the model needs to be evaluated only at the ML estimator under the H0-model. Glas
(2001) demonstrated the usefulness of such LM tests for the analysis of differential
item functioning (DIF).

Some of the tests mentioned are implemented in the software OPLM (Verhelst et al.,
1994). More about the construction of Wald-type and Lagrange multiplier tests for the
RM can be found in Hamerle (1982) and Glas and Verhelst (1995).

6.5. Exact tests and approximate Monte Carlo tests

Very powerful approaches to the testing of hypotheses within the RM framework are
possible when the item parameters are given. Suppose the item parameters for a set of
items (in the following denoted ‘item pool’) conforming to the RM have been estimated
by means of a large calibration sample, so that for practical purposes the parameters can
be assumed to be known. Under that assumption, Klauer (1991b) presented a uniformly
most powerful unbiased (UMPU) standardized person-fit test of the null-hypothesis that
a testee’s ability parameter is constant across two subsets of the items (‘subtests’ T1
and T2, respectively, with person parameters θ1 and θ2, H0: θ1 = θ2 = 0). It is important
to stress that this is a single-case approach referring to one testee at a time. The method
of the test is grounded on the Neyman–Pearson lemma and employs randomization
to make the discrete scores continuous. Fischer (1995e, 2001, 2003) suggested also a
direct CML estimation of the amount of change between pretest T1 and posttest T2,
η = θ2 − θ1, and extended Klauer’s method to a family of generalized RMs (i.e., Partial
Credit Models). This approach has some quite attractive properties.
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The index v can be dropped because only one testee is being considered. Subtests T1
and T2 may be any two samples of items from the pool; they can be disjoint or partially
overlapping or even identical subsets, so that there is a great flexibility with respect to
applications. Employing again the notation εi = exp(−βi) for the item parameters, let
the item parameter vectors of T1 and T2 be denoted, w.l.g., ε1 = (ε1, . . . , εk1)

′ and
ε2 = (εk1+1, . . . , εk)

′; according to assumptions, some or all of the components of ε1
may be identical with some or all components of ε2. Let θ1 be denoted by θ , and θ2 by
θ + η. The ‘change parameter’ η, however, can immediately be absorbed into the item
parameters, βi → βi − η for all Ii ∈ T2, or equivalently, with the notation δ = exp(η),
ε2 → δε2. This is convenient because now the person parameter is kept constant, so
that it can be conditioned out of the likelihood.

Let r1 and r2 be the subtest scores of T1 and T2, respectively. The hypothesis test
for H0: η = 0 (or, equivalently, H0: δ = 1) is based on the exact conditional distribution
of the change score R2 − R1, given the total score over both subtests, R1 + R2 = r .
Its probability function Pδ(r2 − r1|r) is obtained by summing the likelihoods (7) of all
response patterns yielding fixed subtest scores r1 and r2 with r1 + r2 = r , divided by
the sum of the likelihoods of all response patterns with total score r . Doing so, it is seen
that both the term exp(rθv) and the product term in the denominator of (7) cancel, so
that

Pδ(r2 − r1|r) = Pδ(r2|r) = γr−r2(ε1)γr2(δε2)

γr(ε1, δε2)

(83)= γr−r2(ε1)γr2(ε2)δ
r2∑b

l=a γr−l(ε1)γl(ε2)δl
,

where the γ are elementary symmetric functions, and a and b are as in (51). A CML es-
timation equation for δ (and η = ln δ) is immediately obtained by setting the derivative
of the logarithm of (83) with respect to δ equal to zero, which yields

(84)
b∑

l=a

Pδ(l|r)l =
∑b

l=a γr−l(ε1)γl(ε2)δ
l l∑b

l=a γr−l(ε1)γl(ε2)δl
= r2.

It can easily be shown that the discrete distribution defined by (83) is a one-
parametric exponential family. Therefore, the CML estimation equation should equate
the expected score, E(R2|r) = ∑b

l=a Pδ(l|r)l, with the observed score, r2, which ex-
actly gives (84). This equation is conveniently solved by means of numerical bisection.
Considering only cases with 0 < r < k (because for r = 0 and r = k, the con-
ditional probability is trivially equal to 1 and thus uninformative), the question of the
existence and uniqueness of the CML estimator of η is answered as follows (Fischer,
1995e, 2001):

THEOREM 20. Let 0 < r < k. Then, for 0 < r1 < k1 and 0 < r2 < k − k1, the CML
equation (84) has a unique positive root δ̂ = exp η̂. For r1 = 0 or r2 = k − k1, the
root δ̂ (and thus also η̂) diverges to +∞, and for r1 = k1 or r2 = 0, the root is δ̂ = 0
(and thus η̂ diverges to −∞).

Pδ(r2|r) being a one-parametric exponential family implies that powerful methods
for the construction of uniformly most accurate (UMA) confidence intervals for η can
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be applied, which is formally equivalent to carrying out uniformly most powerful un-
biased (UMPU) tests about η (cf., e.g., Lehmann, 1986). Unfortunately, for discrete
variables such UMA confidence intervals are not feasible, but randomization of the dis-
crete variable R2 makes the distribution continuous, thus allowing an optimal solution.
Randomization means adding, to the observed score r2, a random number u drawn from
a uniform distribution on the semi-open interval [0, 1), yielding the randomized score
r̃2 = r2 + u. Consider the hypothesis H0: η = η0 (or, equivalently, H0: δ = δ0).
A UMPU test of the H0 is carried out by means of a decision function φ(r̃2),

(85)φ(r̃2) =
{

1, for r̃2 � c1 or r̃2 � c2,

0, otherwise,

where c1 and c2 are cutoff-scores for the randomized variable R̃2, φ = 1 means reject-
ing, and φ = 0 retaining the H0. These cutoff-scores are determined by the equations

(86)
Eδ0

[
φ(R̃2)

] = α,

Eδ0

[
R2φ(R̃2)

] = αEδ0(R2),

where, for instance, η0 = 0 (and δ0 = 1) in the case of the null-hypothesis of ‘no
change’. Those values η∗ and η∗ for which the given r̃2 falls exactly on the cutoff-scores
c1 and c2, respectively, are the boundaries of the confidence interval for the unknown η.
Eqs. (86) have to be solved by numerical bisection methods. A detailed exposition of
such tests and related ‘uniformly most accurate’ (UMA) confidence intervals is given
by Witting (1978), see also Mood et al. (1974); applications to the RM in particular
have been carried out by Klauer (1991b) and Fischer (2001, 2003).

This method, elegant as it may be from a theoretical point of view, has two draw-
backs: First, the two equations from which the cutoff scores have to be determined are
a mix of discrete and continuous quantities and thus can be solved only by numerical
methods, requiring the user to have the respective computer software at hands. Sec-
ond, the outcome depends on the randomization. This implies that, for given subtests T1
and T2 and same fixed scores r1 and r2, it may happen that sometimes H0 is retained
and sometimes rejected, depending on the random number u. This is not easy to explain
to the empirical researcher who wants to decide whether a treatment or a training has or
has not had an effect on a person’s ability parameter θ . Moreover, if the observed score
r̃2 happens to fall short of c2 and if the researcher is interested to show that there is a
positive effect η, he/she might be tempted to repeat the randomization until the desired
significance occurs.

Therefore Fischer (2003) suggested to apply the so-called ‘Mid-P Method’ (cf., e.g.,
Lancaster, 1961) where the random variable U is replaced by the fixed constant u = 0.5.
The rationale is as follows: the boundaries of the confidence interval, η∗ and η∗, are
monotone functions of u. The value u = 0.5 is the median of the random variable U ,
therefore the boundaries found in that manner are the medians of all boundaries one
would obtain if the randomization were repeated infinitely many times. This seems easy
to communicate and probably is exactly what users would like to have. If u is fixed, so
are the boundaries for fixed tests T1 and T2 and a given H0, so that the boundaries and
the p-values of all feasible raw scores r2 can be tabulated, for one-sided and two-sided
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alternatives. The p-value of a score r2 is the largest α level for which zero is still within
the confidence interval. All the user has to do is to look at the appropriate table and to
read the p-value corresponding to his/her result. (Only if subtests T1 or T2 vary between
testees, the researcher would have to resort to computer software for carrying out these
tests.)

The described randomized tests can moreover be generalized to groups of testees,
for instance, patients under treatment. To test the typical H0: η = 0 against a one- or
two-sided alternative, it is possible to proceed as follows: determine the pv-values for
all testees Sv and aggregate them by means of a well-known formula by R.A. Fisher,

(87)−2 ln(p1p2 . . . pn) ∼ χ2 with df = 2n,

cf. Hedges and Olkin (1985). This yields a test for the H0 of no change. Formula (87)
is exact (i.e., not based on any asymptotic approximation), so that the hypothesis test is
also exact and can thus be used in groups of any size n � 1.

A more general approach to testing for person fit is due to Liou and Chang (1992)
and Liou (1993). It was generalized and algorithmically improved by Ponocny (2000).
Let the RM hold with parameters εi under H0, and with εidi under H1. The di , with
di > 0, are correction coefficients transforming the null-model into H1. Within the
conditional likelihood framework, for any given response vector x, a UMPU test of H0
against a single H1 can be constructed by application of the Neyman–Pearson lemma.
It focuses on the ratio of conditional likelihoods (14),

(88)
L1(x|d, ε, r)

L0(x|ε, r) = γr(ε)
∏

i ε
xi

i d
xi

i

γr (ε, d)
∏

i ε
xi

i

∝
∏
i

d
xi

i ,

where d denotes the vector of correction coefficients. All that matters is the right-hand
term in (88) since the γ -functions are independent of x.

A UMPU test now follows a simple strategy: for all feasible response vectors, com-
pute the CLRs (88) and order the response vectors by decreasing magnitude of (88).
This results in a sequence of ordered subsets Cj , j = 1, . . . , u, of response vectors
x with identical CLRs. Let the sum of the conditional probabilities for all x ∈ Cj be
denoted Pj . The rejection region of the UMPU test is constructed by accumulating the
conditional probabilities under H0, beginning with those Cj for which the likelihood
ratios are highest, and proceeding through the sequence of the Cj as long as the partial
sum of the conditional probabilities, P +

l := ∑l
j=1 Pj , is � α. If P +

l for some l hap-
pens to be equal α, the rejection region is {C1, . . . , Cl}. If, however, the desired α-level
cannot be realized exactly in this manner, randomization experiments are carried out
on the response vectors x ∈ Cl+1 as follows: select vectors x ∈ Cl+1 with probability
π = (α − P +

l )/Pl+1 and add them to the rejection region. The test procedure is unique
for all response vectors except for x ∈ Cl+1.

A problem of this person fit test is to generate all possible response vectors. Ponocny
(2000) described a procedure that runs on a standard PC up to k = 30 items. For k > 30,
he suggested a Monte Carlo approximation. Both procedures are implemented in the
software T-Rasch (Ponocny and Ponocny-Seliger, 1999).

The attractive feature of this approach is that the tests of fit are exact and a fairly
wide range of alternative hypotheses is covered. Some examples are: (i) All response
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vectors have the same probability; put di = ε−1
i . (ii) Different subgroups of testees, Gg ,

have different item parameter vectors ε; put di = ε̂
(g)
i /ε̂i , where the ε̂

(g)
i are the CML

estimates for group Gg , and the ε̂i are the overall CML estimates. This allows one to test
for DIF of several or all items simultaneously. The procedure is applicable even in cases
where no alternative item parameter estimates are available. Suppose, for instance, it
is hypothesized on the basis of psychological reasoning that items I1, . . . , Il are easier
for female than for male testees: put di = d with some d > 1, i = 1, . . . , l, for the
female group. The factor d can be chosen arbitrarily because the resulting UMPU gives
the same result for all d > 0. (iii) A change of θ occurs between two subtests T1 and T2.
The change parameter can be absorbed into the item parameters of T2: for instance,
put di = d > 0 for all items Ii ∈ T2, as in (ii). This corresponds to the exact test
of H0 : η = 0 described above. (iv) Certain patterns of item responses are expected
to occur more frequently than predicted under H0. (v) Certain patterns of responses
occur more frequently than predicted under the RM in certain subgroups of testees, Gg .
(vi) The item parameters underlie constraints as in the LLTM described in Section 7
below. (On the di required in cases (iv) through (vi), see Ponocny, 2000, or Ponocny
and Ponocny-Seliger, 1999.)

Another family of exact conditional tests of fit of the RM was proposed by Besag
and Clifford (1989), drawing on the so-called ‘switching algorithm’ of Ryser (1963)
for the generation of random (0, 1)-matrices with given margins. Later variations of
the same approach are due, amongst others, to Rao et al. (1996) and Ponocny (2001).
Considerably faster algorithms are the ‘unequal probability sampling algorithm’ by
Snijders (1991) and the ‘sequential importance sampling (SIS) algorithm’ of Chen and
Small (2005), see also Chen et al. (2005). Software has been published by Ponocny and
Ponocny-Seliger (1999). The present exposition follows Ponocny (2001).

These exact conditional tests make use of the fact that in the RM all item score ma-
trices X compatible with given marginal sums r and s have the same probability K−1

rs .
A family of UMPU conditional tests against directed noncomposite alternatives H1
can be grounded again directly on the Neyman–Pearson lemma. Critical regions are
obtained by aggregating item score matrices in the rank order of their quotients of like-
lihoods under H1 and H0, respectively, such that the number of these matrices divided
by Krs does not exceed α. (Such nonparametric tests of fit had already been advocated
by Rasch, 1960, 1961, 1965, by the way, but at that time the computational problems
involved prevented their practical implementation.) Since the H0 implies equal proba-
bility K−1

rs of all matrices of interest, the rank order of their likelihood ratios depends
only on the likelihoods under H1. If, moreover, the conditional probability of a ma-
trix X under H1 increases with a certain test characteristic of interest, T , the procedure
for constructing a test of H0 against H1 is as follows: generate all matrices with given
marginals and count how often the observed value T = t is reached or exceeded. If that
relative frequency is > α, reject H0.

An insurmountable obstacle for carrying out such tests in complete form are the
computational problems involved: the number of matrices to be generated increases
tremendously with n and k. Therefore, Monte Carlo approximations have to be em-
ployed. The switching algorithm mentioned above randomly selects a pair (v,w) of
rows and a pair (i, j) of columns of X, which jointly define a tetrad of elements, and
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performs the following operation: if xvi = xwj = 0 and xvj = xwi = 1, change the
tetrad to xvi = xwj = 1 and xvj = xwi = 0; otherwise, leave the tetrad as is and proceed
with a new random tetrad, etc. These tetrad operations obviously leave the marginal vec-
tors of X invariant. Besag and Clifford (1989), Rao et al. (1996), and Ponocny (2001)
showed how, by means of an infinite sequence of tetrads, each feasible item score matrix
with given marginal vectors r and s can be produced with equal probability. Therefore
it suffices to count the occurrence of statistics T � t in a sufficiently long series of
such matrices for a consistent estimation of the p-value of a given item score matrix
with T = t . The software T-Rasch by Ponocny and Ponocny-Seliger (1999) carries
out the algorithms necessary for such tests of fit and specifically supports testing the
RM against the following alternative hypotheses: (i) violations of local stochastic in-
dependence; (ii) increased inter-item association within subscales; (iii) differential item
functioning (DIF); (iv) violations of the axiom of sufficiency of the raw score; (v) al-
ternative hypotheses combined of the aforementioned; (vi) increased or decreased item
discrimination; (vii) single-peaked IRFs; (viii) satiation or fatigue effects near the end
of a test; (ix) cheating. The presently available program version of T-Rasch, however,
does not provide an estimate of the Monte Carlo standard error and limits the item score
matrices to maximal sizes of 100 × 30 or 50 × 50 or 30 × 100. For larger matrices,
the authors recommend to split the sample into subsets and to combine the p-values
obtained into a global statistic by means of (87). Chen and Small (2005) demonstrate
that their SIS algorithm can handle much larger matrices and estimates both the p-value
and its Monte Carlo standard error.

Finally, some nonparametric tests of the monotonicity, unidimensionality, and local
independence assumptions of the RM should be mentioned. Scheiblechner (2003) pro-
posed test statistics for ‘Isotonic Ordinal Probabilistic’ (ISOP) models, which are gen-
eral unidimensional nonparametric polytomous rating scale models essentially based
on the assumption co-monotonicity of the items. A test for violations of the co-
monotonicity assumption for item subsets and a procedure for item selection were
given, based on the Goodman and Kruskal (1954) ‘gamma index’ (cf. also Mielke,
1983). Other nonparametric tests of fit were proposed by Junker (2001), Molenaar and
Hoijtink (1990), Sijtsma (1998), Sijtsma and Van der Ark (2001), and Stout (1990), to
mention a few examples. The advantage of these nonparametric tests of fit is that they
can be carried out prior to fitting any parametric IRT model (for instance, the RM) to
the data: if the H0 specified is rejected, so is the parametric model. (A more thorough
discussion of the interplay between nonparametric and parametric IRT is beyond the
scope of this chapter.)

EXAMPLE 4. Measurement and significance of change.

To illustrate the measurement of and significance testing for change by means of an
RM, suppose that two subtests are composed of items from the pool of 60 Standard
Progressive Matrices Plus (SPM+) of Raven et al. (2000) and are given to applicants
for jobs of bus drivers before and after a strenuous driver training by night (denoted
pretest T1 and posttest T2, respectively). The aim is to filter out applicants whose test
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performance changes significantly under conditions of strain. Based on ample experi-
ence with the SPM and similar matrices items, it is assumed here (without debate of
this admittedly nontrivial question) that the RM fits the SPM+ items. The item para-
meters βi , which are estimated on the basis of a sample of n = 2582 testees,11 will
henceforth be considered given constants (see Table 4).

Let T1 be composed of all odd-numbered, and T2 of all even-numbered items. The
estimates of the amounts of change η for all raw score combinations, the corresponding
p values, and their exact two-sided confidence intervals for α = 0.05 are given here only
for total score r = 30 (selected arbitrarily for demonstration, see Table 5; the results are

Table 4
Item parameters estimates for the 60 SPM+ items

i β̂i i β̂i i β̂i i β̂i i β̂i

1 −5.75 2 −5.81 3 −4.32 4 −3.85 5 −2.97
6 −3.29 7 −2.24 8 −1.66 9 −2.77 10 −1.59

11 −0.63 12 −0.44 13 −3.97 14 −3.42 15 −2.61
16 −0.83 17 −1.00 18 −0.34 19 −0.34 20 −0.20
21 −0.37 22 −0.71 23 −0.15 24 0.37 25 −0.79
26 −1.33 27 −0.46 28 −1.33 29 0.10 30 −0.74
31 0.50 32 0.11 33 1.87 34 2.49 35 1.99
36 2.18 37 −0.07 38 0.56 39 0.66 40 1.62
41 2.06 42 1.38 43 1.95 44 1.83 45 1.53
46 2.14 47 1.98 48 2.64 49 0.67 50 1.16
51 0.90 52 1.71 53 2.17 54 2.02 55 2.58
56 3.26 57 2.66 58 3.08 59 2.62 60 3.18

Table 5
CML estimates, two-sided P -values under the H0 of no change, and two-sided confidence intervals at α =
0.05 for the change parameter η, for total score r = 30 in Example 4

r1 r2 η̂ p Conf. Int. r1 r2 η̂ p Conf. Int.

30 0 −∞ 0.000 (−∞, −9.28) 14 16 0.26 0.713 (−1.14, 1.66)
29 1 −10.39 0.000 (−∞, −7.61) 13 17 0.74 0.306 (−0.66, 2.14)
28 2 −8.74 0.000 (−12.23, −6.48) 12 18 1.21 0.091 (−0.19, 2.63)
27 3 −7.57 0.000 (−10.03, −5.57) 11 19 1.70 0.018 (0.29, 3.15)
26 4 −6.62 0.000 (−8.73, −4.77) 10 20 2.19 0.002 (0.77, 3.68)
25 5 −5.80 0.000 (−7.75, −4.06) 9 21 2.70 0.000 (1.26, 4.24)
24 6 −5.07 0.000 (−6.90, −3.42) 8 22 3.24 0.000 (1.76, 4.82)
23 7 −4.41 0.000 (−6.12, −2.82) 7 23 3.81 0.000 (2.29, 5.46)
22 8 −3.79 0.000 (−5.43, −2.27) 6 24 4.43 0.000 (2.84, 6.22)
21 9 −3.22 0.000 (−4.80, −1.73) 5 25 5.13 0.000 (3.44, 7.05)
20 10 −2.68 0.000 (−4.21, −1.22) 4 26 5.92 0.000 (4.10, 8.05)
19 11 −2.16 0.003 (−3.65, −0.72) 3 27 6.86 0.000 (4.87, 9.32)
18 12 −1.65 0.022 (−3.11, −0.24) 2 28 8.05 0.000 (5.78, 11.53)
17 13 −1.17 0.105 (−2.60, 0.24) 1 29 9.78 0.000 (6.92, ∞)
16 14 −0.69 0.338 (−2.10, 0.72) 0 30 ∞ 0.000 (8.71, ∞)
15 15 −0.21 0.765 (−1.61, 1.19)

11 The author thanks J. Raven Jr. for making the data available for the present item calibration.



Rasch models 563

based on the Mid-P Method). Cases with other total scores as well as one-sided intervals
could be computed and tabulated in the same manner but have to be omitted for space
considerations. The conditions for existence and uniqueness of finite estimators η̂ were
given above; the respective conditions for the boundaries of the confidence intervals
are more complicated, they can be found in Klauer (1991a) and Fischer (2001, 2003).
An estimate η̂ is to be interpreted as the distance of migration of the individual on the
latent ability dimension between the pretest and posttest time points. The two-sided
significance for level α = 0.05 can be deduced from the confidence interval: the H0 of
no change is rejected if zero lies outside the confidence interval.

Tabulating all possible results would obviously require much space. The signifi-
cances can easily be summarized in a single table, though, see Figure 2 (which again is

Fig. 2. Significances of posttest scores r2 for given pretest score r1, at α = 0.05.
Note: ‘.’ denotes ‘significance at α = 0.10’, ‘s’ denotes ‘α = 0.05’, ‘S’ denotes ‘α = 0.01’, and ‘T’ denotes

‘α = 0.001’. Blank spaces mean ‘no significance’.
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based on the Mid-P method). For each score combination, it shows the two-sided signif-
icances for levels α = 0.10, 0.05, 0.01, 0.001. The present author holds that such tables
should be part of tests manuals if tests have been found to suffice the requirements of
the RM. (For an application, cf. Raven Jr. et al., 2000, Section 3, Appendix 3.)

7. The linear logistic test model

An extension of the RM that has many useful applications is the Linear Logistic Test
Model (LLTM). It assumes that the item parameters βi of the RM can be decomposed
into a weighted sum of ‘basic parameters’, αl , plus a normalization constant, c. The
LLTM has many roots, particularly the linear logistic model of Cox (1970) and re-
lated models in biometrics and psychology (Micko, 1969, 1970; Kempf, 1972). One
intention was to analyze change under the impact of experimental or testing conditions,
treatments given prior to testing, so called ‘trend effects’, cognitive development, and
other factors that may influence response behavior (Fischer, 1972, 1974), another was
to describe item difficulty in terms of rules, cognitive operations, or other facets of the
item material (Scheiblechner, 1972; Fischer, 1973, 1974).

The LLTM can be conceived as an RM where the item parameters βi , i = 1, . . . , k,
are subject to the linear constraints

(89)β = Wα + c1,

where W = ((wil)), i = 1, . . . , k, l = 1, . . . , p, with p � k − 1, is a given matrix
of weights, α a column vector of p ‘basic’ parameters, 1 the column vector of k ones,
and c the usual normalization constant. The role of c can be explained as follows: if the
normalization of β in (89) is changed, say, βi → βi+c0, then this is compensated by the
transformation c → c+c0 on the right-hand side of (89). In other words, changes of the
normalization of the underlying RM do not affect the structural part of (89): W and α

remain invariant. Applying (89) to two items Ii and Ij , it is seen that the difference of the
item difficulty parameters becomes βi − βj = ∑

l(wil − wjl)αl , which is independent
of c. Suppose the αl are measures of the difficulty of cognitive operations, Oe, and the
weights are wil = 1 if operation Oe is needed for item Ii , and wil = 0 otherwise. Then
the difficulty difference between two items Ii and Ij is explained as the sum of the
difficulties of those operations that are needed for item Ii but not needed for Ij , minus
the sum of the difficulties of the operations needed for Ij but not needed for Ii .

To understand the LLTM, it is important to realize its relation to the RM: since (89)
is a constraint on the βi , in typical applications the LLTM is more restrictive than the
RM in the sense of being harder to fit empirically. But as far as formal considerations
are concerned, the LLTM is more general than the RM: the RM results from the LLTM
by putting, for instance, p = k − 1 with wil = δil , for i = 1, . . . , k and l = 1, . . . ,

k − 1, where δil is the Kronecker symbol, together with c = 0, implying βk = 0
as normalization. Thus, the RM is an LLTM with a particular (rectangular) diagonal
weight matrix. (This is not the only way of parameterizing an RM as a special case
of an LLTM, though.) The LLTM, on the other hand, cannot be formally derived from
the RM. This relation will be further illustrated by showing that the uniqueness result
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of Theorem 9 concerning the RM follows from a more general theorem on uniqueness
of the CML estimator in the LLTM (see below).

The most popular estimation methods for the RM – JML, CML, MML – have also
been implemented for the LLTM. The most attractive one with respect to the testing of
hypotheses, and also the method whose properties are known in all relevant details, is
CML. Therefore, and for space considerations, only CML will be treated here.

To simplify the derivation of the CML equations, it is convenient to adopt a partic-
ular normalization of the item parameters: for a given LLTM with fixed weights wij ,
there exists one normalization of the item parameters such that c in the right-hand side
of (89) vanishes, namely, β∗ := β − c1 = Wα. Assuming that this normalization has
been adopted, one may write w.l.g. (dropping asterisks for simplicity),

(90)β = Wα,

keeping in mind, however, that now the βi in (90) cannot be subjected to any other
normalization unless the weight matrix W is changed also.12

In view of typical applications, it is necessary to formulate the conditional log-
likelihood function and the CML estimation equations for incomplete data. With the
notation as in Section 4, the conditional log-likelihood function of the LLTM is imme-
diately obtained from (40) by inserting (90),

(91)ln LC(X|α,W , r,B) = −
∑

l

tlαl −
n∑

v=1

ln γrv (ε, bv),

where tl = ∑
i

∑
v bvixviwil = ∑

i siwil , for l = 1, . . . , p, are the sufficient statistics
for the basic parameters αj . This still is an exponential family, with canonical parame-
ters αl and sufficient statistics tl .

As in the case of the CML equations for the RM, let the testees be grouped by their
common design vectors bv =: bg for all Sv ∈ Gg . Let εg be the vector of parameters εi

of items Ii given to all Sv ∈ Gg , ng the size of group Gg , and ngr the number of testees
Sv ∈ Gg with raw score r . Then the CML equations for α are, analogous to (46),

(92)
∑

i

wil

[∑
g

∑
r

ngr

bgiεiγ
(i)
r−1(εg)

γr(εg)
− si

]
= 0,

for l = 1, . . . , p. They actually are weighted sums of the expressions in (46). For the
second-order partial derivatives, one gets

(93)
∂2 ln LC

∂α∂α′ = W ′ ∂2 ln LC

∂β∂β ′ W ,

where the derivatives can be obtained by means of (49) and (50). Note that (92) is
independent of the normalization chosen, so that assumption (90) does not imply any
loss of generality. From the exponential family property of (91) it follows that any finite
solution α̂ of (92) must be unique if the model is in canonical (or ‘minimal’) form (cf.

12 Some authors define the LLTM in the form of (90), without a normalization constant. This entails com-
plicated algebraic transformations of W whenever the normalization is changed.
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Barndorff-Nielsen, 1978; Andersen, 1980). As in the RM, the estimation equations can
be solved, for instance, by means of the Newton–Raphson or the BFGS algorithm (see
Section 4). A computer program using the latter is LPCM Win by Fischer and Ponocny-
Seliger (1998).

A trivial necessary condition for the uniqueness of α̂ is that the vector of item pa-
rameters in (89), β, can be decomposed uniquely into α and c. This implies that the
matrix of system (89),

(94)W+ =
⎛
⎝ w11 · · · w1p 1

...
. . .

...

wk1 · · · wkp 1

⎞
⎠ ,

must have full column rank, that is, rank p + 1. If this necessary condition is violated,
the LLTM contains too many basic parameters, so that the exponential family is not in
minimal form.

A n.s. condition for the existence and uniqueness of a finite CML solution α̂, how-
ever, is more complicated. It again involves digraph D defined in Section 4. Let the
strong components13 of D be Ct , t = 1, . . . , u.

THEOREM 21. The CML equations (92) possess a unique finite solution α̂ iff the (‘al-
ternative’) linear system of equations (95) with inequality constraints (96),

(95)
p∑

l=1

wilyl = dt , for all vertices Vi ∈ Ct , for t = 1, . . . , u,

where the dt are unknown constants satisfying

(96)ds � dt if a diline
−→

VaVb exists for some Va ∈ Cs and some Vb ∈ Ct ,

has only the trivial solution y = 0.

A self-contained proof was given by Fischer (1983), another proof, employing a theo-
rem of Jacobsen (1989), by Fischer (1995b).

System (95)–(96) is denoted the alternative system, because either the CML system
(92) possesses a unique finite solution α̂ and the system (95)–(96) has only the trivial
null-solution y = 0, or the CML system (92) does not possess a unique finite solution
and the system (95)–(96) has some non-null solution y �= 0. Therefore, it suffices to
look at the alternative linear system (of equations and inequalities) to decide whether
the nonlinear CML equations are uniquely solvable. If this is not the case, either a finite
CML solution does not exist, or the solution is not unique; the latter case occurs only if
the model is not in minimal (or canonical) form, entailing that there are infinitely many
solutions.

A special case of practical importance arises if the (complete or incomplete) data
matrix X is well-conditioned, as may be expected in most empirical applications. Well-
conditionedness, see Assumption xvii in Section 4, implies that D has only one strong

13 The strong components are the maximal subsets of strongly connected vertices.
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component, which is identical with D. In that case, the alternative system (95)–(96)
reduces to the system of linear equations

∑
l wilyl = d , for all i, which has only the

trivial solution y = 0 iff matrix W+ defined in (94) is of full column rank, that is, iff
rank(W+) = p + 1. This is summarized as follows:

COROLLARY 2. Let the data matrix X be well-conditioned. A unique solution α̂ of the
CML equations (92) exists iff matrix W+ has full column rank, rank(W+) = p + 1.

A similar result can be proved also if u = 2 (see Fischer, 1995b).
Now it is easy to see that the uniqueness result of Theorem 9 for the RM is a con-

sequence of Theorem 21 and Corollary 2, but the latter results could never be deduced
from Theorem 9 alone. This again shows that, from a formal point of view, the RM is a
special case of the LLTM.

It is an attractive feature of the CML approach to estimating an LLTM that the as-
ymptotic behavior of the estimator is known: α̂ is asymptotically multivariate normal
around the true α with an asymptotic covariance matrix equal to the inverse of the infor-
mation matrix I evaluated at α̂. As prerequisite for this to hold it is necessary, though,
that (a) the matrix W+ is of full column rank p + 1 and (b) condition (54) is satisfied
by the sequence of person parameters.

These results can also be applied to a related class of psychometric models: El-
Helbawy and Bradley (1977) extended the Bradley–Terry–Luce (BTL) model (Bradley,
1984) by imposing linear constraints on the parameters analogous to (89) and gave
a sufficient condition for uniqueness of the ML estimator. Fischer and Tanzer (1994)
proved the equivalence of this ‘Linear Bradley–Terry–Luce (LBTL) Model’ with a
special LLTM and thereof derived a weaker n.s. condition for uniqueness of the ML
estimator of the LBTL.

7.1. Testing the fit of an LLTM

To obtain fit of an LLTM requires that (a) an RM fits the item response data and
(b) the item parameters of the RM satisfy the linear constraints (89). Provided that
(a) holds true, the H0 of the validity of (89) can be tested against der H1 of unrestricted
item parameters of an RM by means of a conditional likelihood ratio test: compute
ln LC(X|β̂, r) =: ln L1, given in (40), under the RM, and ln LC(X|α̂,W , r) =: ln L0,
given in (91), under the LLTM. It then follows from general rules for likelihood ratio
tests that

(97)−2[ln L0 − ln L1] as.∼ χ2, with df = k − p − 1.

Alternatives to this CLR test of fit are the LM test suggested by Glas and Verhelst
(1995) or Ponocny’s (2001) exact combinatorial test, both outlined in Section 6 above.

Estimation and testing of fit with the LLTM (and also some generalizations thereof)
can be carried out (a) with specialized software: within the CML framework, by means
of LPCM Win (Fischer and Ponocny-Seliger, 1998); within the MML framework, by
means of ACER ConQest (Wu et al., 1998) and with a straightforward ML approach,
by means of FACETS (Linacre, 1994, 1996); or (b) with general-purpose software (e.g.,
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GLIM, S-PLUS): Tuerlinckx et al. (2004) recently gave an overview of the applicability
of the latter class of software products for what they call ‘Explanatory Item Response
Models’ (of which the LLTM is one example).

Experience has shown that the CLR test (97) turns out significant in most applica-
tions. When this is the case, the question comes into focus whether the LLTM is still
useful. Suppose the linear model (89) of item difficulty is at least approximately valid
for some universe of items, then it is possible to predict – at least approximately – the
relative item difficulty for new items of the same universe even for new samples of tes-
tees. The LLTM is then still valuable both as a psychological theory of the cognitive
complexity of the item material and as a technique for theory-guided design of items
with pre-defined difficulty levels. The interest in such technologies has been growing
rapidly in recent years (cf. Embretson, 1999; Irvine and Kyllonen, 2002). The LLTM
is one tool that appears to be specifically suited for such tasks (cf. Hornke and Habon,
1986).

Extensions of the LLTM have been guided by the aim of improving the fit (espe-
cially in cases of partial misspecification of W ): estimation of some of the weights wil

along with the basic parameters αj (Bechger et al., 2002; Butter et al., 1998; Fischer,
2004), or the inclusion of nonlinearity of the parametric structure (Bechger et al., 2001;
Molenberghs and Verbeke, 2004), or the addition of random components (Adams et al.,
1997; Mislevy, 1987; Rijmen and De Boeck, 2002; Rijmen et al., 2003), or the model-
ing of individual differences in solution strategies (Mislevy and Verhelst, 1990), or the
extension of the linear structure to the person parameters (Wilson and De Boeck, 2004).
Such generalizations are not treated here both for space considerations and because
many of them deviate significantly from the basic principles of Rasch models.

7.2. Differential item functioning (DIF)

DIF is closely related to cross-cultural differences in test behavior. If the LLTM is
successful as a cognitive model explaining the relative difficulty of items in terms of
cognitive operations, it can also be employed to monitor cultural differences of the dif-
ficulty or ‘availability’ of cognitive functions. An exemplary early study of that kind
was made by Piswanger (1975) (see also in Fischer and Formann, 1982) who gave the
WMT matrices test14 (Formann and Piswanger, 1979) to Central-European (i.e., Aus-
trian) and African (i.e., Nigerian and Togolese) samples of adolescents. One of the most
interesting results was that, in spite of the completely nonverbal nature of the test mate-
rial, a surprising – yet interpretable – difference occurred with respect to the ‘direction’
of rules: if a rule had to be applied in a ‘horizontal’ direction (i.e., from left to right), this
made the respective items relatively easier for the Austrian testees; if the direction was
‘vertical’ or ‘horizontal and vertical’, this made the respective items relatively easier for
the African samples. This result can be understood as the effect of culture: Arabian is
written from right to left, and Arabian culture was still quite influential in Africa. Work-
ing from right to left, however, was impossible owing to the item format. Therefore, to

14 ‘Wiener Matrizen Test’, a matrices test similar to Raven’s well-known SPM test, however, designed sys-
tematically on the basis of a pre-defined set of operations. In the following it is important to know that in each
item the empty space that has to be filled in by the testee is in the lower right-hand corner of the matrix.
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detect and apply a rule in the horizontal direction was somewhat less obvious for the
African than for the Austrian sample and, as a consequence, vertical or horizontal and
vertical directions were relatively easier for the Africans. Other similar LLTM studies
on ‘item bias’ or cross-cultural differences are due to Tanzer et al. (1995), Whitely and
Schneider (1981), and Van de Vijver (1988).

The LLTM allows one to test for DIF, however, in another way also. Let a test of
length k comprise two disjunctive item subsets T1 and T2, consisting of k1 and k2 items,
respectively, with corresponding item parameter vector β = (β ′

1,β
′
2)

′. Suppose that
the items Ii ∈ T2 are suspected to be susceptible to DIF in testee group G1 relative to
testee group G2. Under H0 (‘no DIF’), let an RM hold with common item parameter
vector β for both groups. Under H1, subtest T1 has common β1 in both groups, but T2

has different parameter vectors β
(1)
2 and β

(2)
2 in G1 and G2, respectively. The H1 model

clearly is an LLTM because it restricts β1 to be equal in both groups. The H0 model is
an RM, namely, that special case of the LLTM where β

(1)
2 = β

(2)
2 . A CLR test of H0

against H1 is readily carried out by computing the CLR statistic

−2
[
ln LC(X|β̂, r) − ln LC

(
X1|β̂1, β̂

(1)

2 , r1
)

(98)− ln LC

(
X2|β̂1, β̂

(2)

2 , r2
)] as.∼ χ2,

with df = k2. If the H0 : β(1)
2 = β

(2)
2 is rejected, one may wish to test another null-

hypothesis H0 : β(1)
2 = β

(2)
2 + η, with η = (η, . . . , η)′, hypothesizing that the amount

of item bias, η, is uniform (i.e., constant across items Ii ∈ T2). The test statistic for this
H0 against the former H1 is analogous to (98), however, with df = k2 − 1.

On the relationship of the Mantel–Haenszel procedure for the detection of DIF and
tests of fit in the RM, cf. Holland and Thayer (1988) and Fischer (1995e).

EXAMPLE 5. Measurement and testing of DIF.

To illustrate the use of the LLTM for the study of DIF, we reanalyze a subset of
the data of Seliger (1993), taken from Section 2.2.2 of Fischer and Ponocny-Seliger
(1998). Seliger used certain construction rules to generate 104 nonverbal letter series;
from them, she built several shorter testlets, each of which was presented to a number of
school classes (age: 14–17; total sample: n = 514). She found that the RM fitted these
data reasonably well. On that premise, a subset of k = 56 of these items will be used to
show how the LLTM can be employed for the assessment of DIF.

In an example of realistic size and, moreover, with an incomplete design like in the
present case, the weight matrix W needed for the analysis of DIF is rather large. It is
therefore impractical to present it here. The principle of its construction, however, can
be demonstrated as follows. Suppose there were only k = 5 items, two of which were
suspected to be gender-biased, item I2 presumably favoring males, I5 favoring females.
Under H1, from a formal point of view, the LLTM has k = 10 items, namely, two blocks
of five (real) items when given to males and females, respectively, the item parameters of
the first, third and fourth item in either block being restricted to be identical. Therefore,
the H1 model has 10 ‘virtual’ (V-) items with parameters β∗

i , i = 1, . . . , 10, which are
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linear functions of the following basic parameters: β1, . . . , β5, η2, η5, where η1 and η5
are the ‘effect’ parameters of DIF with respect to items I2 and I5, respectively. For
item I2 in the male group, we put β∗

2 = β2 − η2, where η2 is the ‘distance’ between
the difficulties of item I2 in males vs. females. Analogously, for item I5 in the female
group, we put β∗

10 = β5 − η5. We expect positive values of both η̂2 and η̂5. Under H0,
it is assumed that one RM fits all items in both groups, with common item parameters,
that is, η2 = η5 = 0. Here, unlike in many typical LLTM applications, the LLTM is
the H1, with 5 + 2 − 1 = 6 independent parameters, whereas the RM is the H0, with
5 − 1 = 4 parameters.

To make the item parameters unique, it is necessary to normalize the βi , for instance,
by putting β5 = 0. Then the structure of the weight matrix W results as shown in Table 6
(empty cells are zero).

In terms of the real items, this design is complete because all items are given to all
testees. In terms of the V-items, however, the design is incomplete because each testee
is presented with only 5 of the 10 V-items. Designs with V-items like the present were
the main reason for introducing the incomplete data notation.

Returning now to the empirical example, the test comprises 56 (real) items, so that
the number of V-items is k = 112. Four items are assumed to favor males, items I3,
I13, I18, I20, and another four to favor females, I1, I16, I30, I37. Hence, in addition to
the item parameters βi , i = 1, . . . , 56 (with β56 = 0 for normalization), we introduce
bias parameters ηi , for i = 3, 13, 18, 20; 1, 16, 30, 37; all of them are expected to be
positive. The LLTM under H1 therefore has 56 + 8 − 1 = 63 independent parameters.

Applying this LLTM with a weight matrix analogous to Table 6 to the Seliger data
yields the following estimates and asymptotic standard errors (the latter are given in
parentheses; asterisks denote significance at α = 0.05): η̂3 = 0.56∗ (0.17), η̂13 =
0.87∗ (0.31), η̂18 = 0.75∗ (0.26), η̂20 = 0.76 (0.41); η̂1 = 0.54∗ (0.25), η̂16 = 0.79∗

Table 6
Structure of a weight matrix for DIF analysis in Example 5

β1 β2 β3 β4 β5 η2 η5

G1

β∗
1 1

β∗
2 1 −1

β∗
3 1

β∗
4 1

β∗
5

G2

β∗
6 1

β∗
7 1

β∗
8 1

β∗
9 1

β∗
10 −1

Note: G1 and G2 denote ‘Males’ and ‘Females’, respectively. Empty cells are
zero.
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(0.38), η̂30 = 1.12∗ (0.26), η̂37 = 1.05∗ (0.50). So there is ample evidence of the
presence of DIF in these items. An over-all test of the H0 of no DIF can be made
by comparing the log-likelihoods for the RM (under H0) and the LLTM (under H1):
χ2 = −2[ln LC(RM) − ln LC(LLTM)] = −2[−4320.80 + 4304.87] = 31.86, with
df = 8 and χ2

8;1−α
= 15.51 for α = 0.05, which clearly rejects the H0.

Next, we test a less restrictive H0 against the same LLTM (H1 model) as before:
to see whether the absolute size of DIF can be assumed to be constant over items
(‘uniform item bias’), we set all DIF parameters equal to η, collapsing those columns
of the weight matrix of the LLTM which correspond to the item bias parameters.
(In Table 6, this would have been the last two columns.) This yields another LLTM
with 56 + 1 − 1 = 56 independent parameters. Then the likelihood ratio test gives
χ2 = −2[−4305.97+4304.87] = 2.20, with df = 7 and χ2

7;1−α
= 14.07 for α = 0.05,

which is nonsignificant. The H0 of a constant amount of DIF over the items in question,
η̂ = 0.71∗ (0.11), can therefore be retained.

8. Longitudinal linear logistic models

The LLTM described in Section 7 enables the customization of Rasch-type models to
many designs where experimental or testing conditions, development, learning, treat-
ments, or testing occasions (time points) influence the abilities of the testees. For brevity,
all these conditions or influences will be denoted ‘treatments’. Suppose there are several
treatment groups, Gg , receiving certain treatments Bj , j = 1, . . . , m, or combina-
tions of such treatments. Let the amounts of treatments given to group Gg up to time
point Tt be described by a row vector of dosages, qgt = (qgt1, . . . , qgtm), and assign
treatment effects ηj to the treatments, collected in a treatment effect (column) vector
η = (η1, . . . , ηm)′; ηj measures the effect of one dosage unit of treatment Bj on the trait
parameters θv of testees Sv ∈ Gg , corresponding to the transformation θv → θv − ηj .
The total effect of a treatment combination qgt given to Gg up to Tt is assumed to be
θv → θv − qgtη. (Treatment interaction terms are excluded here for simplicity; the
linear additive structure of the model, however, makes the introduction of interaction
effects easy.) A fairly general unidimensional model of change for items conforming to
an RM can be formulated in terms of V-item parameters as follows.

8.1. A unidimensional LLTM of change

Let there be u different dosage vectors qgt ; let D denote a supermatrix consist-
ing of u unit matrices I of dimension (k × k) each, stacked vertically, such that
D = (I , I , . . . , I )′; let Q consist of the u vectors qgt as rows, where each row is
repeated k times, so that the total number of rows becomes ku; let β∗

gti be ku V-item
parameters measuring the relative difficulty of the test items when given after a cumu-
lative treatment combination qgt in group Gg at time point Tt ; and finally let 1 be a
column vector with all elements equal 1 and length ku. The linear part of the model is
then written compactly as

(99)β∗ = Dβ + Qη + c1 = Wα + c1.
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Model (99) is an LLTM where β∗ denotes the column vector of V-item parameters,
β∗ = (β111, . . . , β11k; β121, . . . , β12k; . . . ; βgt1, . . . , βgtk; . . . . . .)′, β = (β1, . . . , βk)

′
the column vector of (real) item parameters, W = (D,Q) the weight matrix, and
α = (β ′, η′)′ the vector of basic parameters. The latter comprises both the item and
effect parameters. Change of the latent trait parameter θv under the impact of the treat-
ment(s) is projected into the V-item parameters. This has the advantage that the person
parameters θv formally remain invariant, implying that the over-all raw score Rv re-
mains a sufficient statistic for θv and that the latter can again be eliminated via CML.

All the results and techniques described above for the LLTM apply here too. The
CML method again is an effective tool to estimate the basic parameters of the model
and to perform tests of hypotheses about the effect parameters. The number of V-items
can become quite large, of course, but the model looks much more hideous than it is:
it is important to recognize that, for parameter estimation and hypothesis testing, the
total number of V-items in the model is not a critical quantity; what counts regarding
the computability is the number of V-items given to the same testees (i.e., the virtual
test length). In a design where all items are given to all testees on o testing occasions,
the virtual test length would be k × o; for instance, if the test had 25 items and were
given on 6 occasions, the number of V-items per testee would be 150, which would pose
no problem at all for CML estimation and for carrying out CLR tests. The criteria for
uniqueness of the CML solution given in Theorem 21 and Corollary 2 apply here also,
provided that the data are arranged as one incomplete item score matrix X of dimension
‘testees × V-items’. Although by conventional standards the present design appears to
be complete, from the LLTM perspective the data are structurally incomplete: since
groups differ by their treatment combinations and dosages, they also differ with respect
to the subsample of V-items presented. A smooth technology for incomplete data is
therefore of paramount importance.

Examples of applications can be found in Fischer (1995c), Fischer (1997), and
Fischer and Ponocny-Seliger (1998).

8.2. A multidimensional LLTM of change

Let the pool of items consist of several subtests Tl , l = 1, . . . , h, where the items
Ii ∈ Tl are unidimensional and conform to one RM each with respective item parameter
vectors β l , but where the subtests measure different latent traits. Hence, each testee has
h person parameters θvl , l = 1, . . . , h. A model of change can again be written as

(100)β∗
l = Dlβ l + Qηl + cl1l ,

for l = 1, . . . , h, where the vectors β l and β∗
l contain the item and V-item parame-

ters, respectively, of the items Ii ∈ Tl , the vector ηl = (η1l , . . . , ηml)
′ the treatment

effects with respect to the latent dimensions measured by the subtests Tl , and the 1l

are vectors with all elements equal to 1 and appropriate length. There is a one-to-one
correspondence of subtests and subdimensions.

If the treatment effects with respect to the h subtests are considered independent pa-
rameters, the model in (100) is no more than a collection of h independent models (99),
each of which can be estimated separately, and the total conditional likelihood is the
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product of the h likelihoods. If, on the other hand, some or all of these effect parameters
are the same for some or all subtests, (100) becomes a null-model with a smaller number
of basic parameters. Note that the basic parameters comprise both the item parameters
and the independent effect parameters. The H0 specifying ‘generalizability of (some or
all) effects over subtests’, can now again be tested against the H1 of independent effects
per subtest by means of a CLR test within the LLTM framework.

Technically, the step from (99) to the multidimensional model (100) is a very sim-
ple one: to estimate the basic parameters of (100) and to test hypotheses on them,
treat the response vectors of each testee Sv on the subtests Tl , l = 1, . . . , h, as if
they stemmed from different virtual testees (V-testees) S∗

vl , l = 1, . . . , h, and were
responses given to item subsets of one unidimensional test, so that the item score matrix
becomes structurally incomplete. Eliminate all person parameters θvl , for l = 1, . . . , h

and v = 1, . . . , n, via CML, conditional on one raw score rvl per V-testee. This is
admissible in virtue of the assumption of local stochastic independence and highlights
once more the advantages of the CLM approach. Examples of such multidimensional
LLTMs of change are given in Fischer and Ponocny-Seliger (1998).

A special kind of treatment effect is the so-called ‘trend’. Trend means a migration,
between T1 and Tt , of all testees on one or all latent dimensions, in addition to the trans-
formations of the person parameters caused by the treatments. In the present context,
trend can formally be considered a treatment given to all testees with the same dosage,
defined as the time interval between Tt and T1, denoted Tt − T1 for short. This additive
effect is assumed to occur in all treatment groups, including untreated control group(s).
Formally, however, there is no need to distinguish between treatment and trend effect(s);
if there are m−1 (real) treatments, trend can simply be defined as an mth treatment with
dosages Tt−T1 in all groups. Such trend effect(s) is (are) often explicitly denoted τ (or τl

for l = 1, . . . , h) in order to emphasize its (their) particular role and to allow for a more
explicit formulation of hypotheses.

Typical hypotheses within the framework of LLTMs of change are: (i) ‘no change’,
ηl = 0 and τl = 0 for all l; (ii) ‘no treatment effects’, ηl = 0 for some or all l;
(iii) ‘no trend effects’, τl = 0 for some or all l; (iv) ‘equality of treatment effects’,
e.g., ηjl = ηkl for certain treatments Bj and Bk with respect to some or all subtests Tl ;
(v) ‘generalizability of treatment and/or trend effects over subtest dimensions’, e.g.,
ηa = ηb for some or all pairs of subtests (Ta, Tb); (vi) ‘generalizability of treatment
effects over subgroups of testees’, e.g., η

(g)
l = η

(f )
l for some person groups Gg and Gf

and some or all Tl . For more details about possible hypothesis tests, cf. Fischer (1995c)
or Fischer and Ponocny-Seliger (1998).

Longitudinal designs bear remarkable advantages over designs with only one time
point, as far as IRT modeling is concerned: multidimensional extensions of LLTMs for
modeling change are easy to realize, and even the elimination of both item and person
parameters via CML techniques becomes feasible under certain conditions, so that only
the treatment effect parameters have to be estimated; thus the precision of their estimates
and the power of the respective CML tests is increased considerably. This conforms
ideally with Rasch’s principle of freeing ‘measurement’ – here, of the treatment effect –
of influences of all other factors (items, persons). Such favorable cases occur in designs
where the testees are tested repeatedly with the same (or parallel) items, as is often done
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in clinical studies. On a formulation of SO with special reference to treatment effects
and on an algebra of such effects, see Fischer (1987).

Suppose, for instance, that the items are symptoms of depression, which certainly do
not form a unidimensional scale conforming to the RM: it is well known from clinical
psychology that patients may express their depression in the form of individually dif-
ferent patterns of symptoms, such as: sleep disorders; emotional lability; various forms
of anxieties; withdrawal; reduction of concentration, abilities, and cognitive functions;
impairment of social and occupational abilities; etc.15 Therefore, it makes sense to for-
mally assume a separate latent trait dimension for each symptom (or item). It has to
be stressed, however, that nothing is postulated concerning the probable mutual (lin-
ear, nonlinear, or functional) dependence or even the possible independence of these
dimensions. Since all person parameters will again be eliminated via CML, the mu-
tual relationship of the latent dimensions may be of any level of complexity, without
impairment of the estimation of the effect parameters.

Let patient Sv be characterized by k latent trait parameters θvi , i = 1, . . . , k, where
k is the number of items of a depression inventory. Let the inventory be filled in by each
patient at time points Tt , t = 1, . . . , s, let the total amount of treatment(s) given to Sv ∈
Gg up to time point Tt be described by the dosage vector qgt = (qgt1, . . . , qgtm), and
the treatment effects by vector η = (η1, . . . , ηm)′, possibly including a trend parameter,
ηm =: τ with qgtm = Tt − T1. Then the argument of the logistic function of an LLTM
for the responses of patient Sv to one item Ii at time point Tt is assumed to be

(101)θvi − βi − qgtη = θ∗
vi − qgtη.

The item parameter βi in (101) is not identifiable, but it can immediately be eliminated
by amalgamating it with the person parameter, putting θvi −βi =: θ∗

vi . The latter person
parameters – k of them per testee – are denoted ‘virtual person (V-person) parameters’.
Technically, the model comprises nk V-persons, each of which corresponds to one com-
bination of a (real) testee Sv with a (real) item Ii . Apart from the θ∗

vi , (101) contains the
terms qgtη; they formally play the role of V-item parameters. Their number equals the
number of person groups by time points, say, k∗. Because of the linear structure of (101)
as a function of the effect parameters ηj , the model is a unidimensional LLTM for nk V-
persons and k∗ V-items, with weight matrix W consisting of k∗ row vectors qgt . Hence,
all one has to do is to arrange the item response matrices of (real) testees by (real) items
obtained at time points Tt , t = 1, . . . , s, as one incomplete item score matrix X of di-
mension ‘V-persons × V-items’, and then to apply the LLTM, conditioning on the raw
scores of the V-persons. Notice that again the data matrix is structurally incomplete.

The nature of the multidimensionality in this model deserves some more comments.
Each (real) patient Sv is a point in a k-dimensional parameter space, with coordi-
nates θvi , i = 1, . . . , k. This enables an appropriate modeling of the responses even for
an inventory where all feasible response patterns occur with sizable proportions; person
misfit is not possible at a single time point because any response pattern of a testee Sv

15 In spite of this, clinical psychologists often work with so-called ‘depression scales’ where the raw score
is defined as the number of statements endorsed by the patient. The expression ‘depression inventory’ is
preferable because a collection of questions addressing various symptoms of a disease will in most cases fail
to make a unidimensional scale.
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can be explained perfectly by means of the parameters θv1, . . . , θvk . In terms of the V-
persons, the model becomes a unidimensional LLTM because the multidimensionality
is fully accounted for by the concept of V-persons with independent parameters θvi .
The true dimensionality of the latent space may be smaller than k, which happens if
the dimensions assigned to the items are dependent. In principle, the items could even
be unidimensional, so that all θvi lie on one line in k-space. The dependence or inde-
pendence of the dimensions is not the question of interest, though, since the person
parameters are again eliminated via CML. The model focuses on the estimation of and
hypotheses testing about the treatment effect parameters ηj as modeled by Eq. (101).
Item parameters cannot be identified because they have been amalgamated with the per-
son parameters. Owing to the CML approach, only m basic (or effect) parameters ηj

remain to be estimated (including a possible trend effect). The CML estimator is unique
provided that the conditions of Theorem 21 or Corollary 2 are met when applied to the
incomplete item score matrix X of V-testees × V-items, and the estimator is asymptot-
ically normal around the true η. CLR tests concerning the effect and trend parameters
are straightforward (see above). Treatment interaction effects can immediately be added,
without any change of the model structure, provided that the treatment design permits
doing so: if some group(s) Gg had both treatments Bj and Bl , say, with respective
dosages qgtj and qgtl , it is possible to introduce an additional treatment-interaction (ef-
fect) parameter ρjm with respective dosages qgtj qgtl , and so forth.

It should be stressed that in this model, in spite of its multidimensionality, no iden-
tification or rotation problems occur. The effect parameters of interest are estimated
consistently if the conditions on the rank of the dosage matrix and on the sequence of
latent V-person parameters, analogous to (54), are satisfied for all groups as ng → ∞.
A software focusing on measurement of treatment effects by means of generalized
LLTMs is found in Fischer and Ponocny-Seliger (1998).

8.3. The special case of two time points: The LLRA

A particularly simple special case arises if the design comprises just two time points
(‘pretest’ and ‘posttest’). Denote the responses of Sv to Ii by xvit , for t = 1, 2, and
the dosages of the treatments Bj given to Sv between T1 and T2, by qvj . Now the V-
persons have given only two responses each, and their raw scores are the sums rvi =
xvi1 + xvi2. Conditioning on these rvi implies that the conditional likelihood for the
pair of responses (xvi1, xvi2) becomes uninformative whenever rvi is extreme, namely,
if rvi = 0 or rvi = 2; in either case, conditioning on the statistic rvi implies xvi1 = xvi2.
Therefore, the conditional likelihood depends only on the pairs with rvi = 1, that is,
where the two responses given by Sv to item Ii at time points T1 and T2 are different. It
can be shown that for this special case the CML estimation equations simplify to

(102)
∑
v

qvl

∑
i

(xvi1 − xvi2)
2
[
xvi2 − exp

(∑
j qvj ηj

)
1 + exp

(∑
j qvj ηj

)]
= 0,

for l = 1, . . . , m, where the term (xvi1 − xvi2)
2 acts as a sort of ‘filter’ for selecting

the pairs of responses with rvi = 1, ignoring all pairs with rvi ∈ {0, 2}. Apart from
that filter, the CML equations are ML equations for a simple logit model. Solving them,



576 G.H. Fischer

for instance, by means of the Newton–Raphson method, is straightforward and requires
very little computational expense. This model, allowing again for multidimensionality
of the item set, was denoted ‘Linear Logistic Test Model With Relaxed Assumptions’
(Fischer, 1983).

The question of uniqueness of the CML estimator of (102) can once more be
answered by means of Theorem 21. Let the design comprise a set G of treatment
groups Gg with different dosage vectors qg , G = {G1, . . . ,Gf }, such that the dosage
matrix QG = ((qgj )), g = 1, . . . , f ; j = 1, . . . , m, has rank(QG) = m. (The design
will typically contain the ‘null-treatment’ given to an untreated control group, formally
represented by a treatment combination with weights qgj = 0 for j �= m, that is, except
for the trend parameter τ = ηm.) Corollary 3 states the uniqueness condition for the
CML estimator that follows from an application of Corollary 2.

COROLLARY 3. Let QG have full column rank m. Then the CML equations (102) of
the LLRA have a unique finite solution η̂ if, within each treatment group Gg , at least
one response sequence (0, 1) has been observed on some (real) item Iig , and at least
one response sequence (1, 0) on some (real) item Ihg .

Evidently, the uniqueness conditions of Corollary 3 are very weak. In most cases of
applications, they are likely to be satisfied even in small groups. Experience has shown
that about ng � 30 testees per treatment group suffice both for parameter estimation and
for testing typical hypotheses as mentioned above. This holds in spite of the fact that a
large portion of the statistical information in the data is ignored by the ‘filter’ mentioned.
Only tests for generalizability over subgroups of patients, for instance, defined on the
basis of age, gender, illness record previous to T1, etc., require larger treatment groups
because the latter have to be split by these external variables and parameter estimates
have to be obtained within the subsets of data. These surprising findings regarding the
required sample sizes owe to the small number of basic effect parameters that need to be
estimated: the statistical information remaining after the ‘filtering’ is used exclusively
to estimate these few effect parameters and to test hypotheses about them. The vast
majority of the parameters, namely, the V-person parameters θvi , have been eliminated
beforehand via the CML approach. Applications are mentioned, for instance, in Fischer
and Ponocny-Seliger (1998) and Spiel and Glück (1998).

9. Some remarks on applications and extensions of the RM

Applying the RM has recently become quite popular not only in psychology and educa-
tion, but also in many other scientific domains. It is tempting to use the RM whenever
a ‘scale’ consists of dichotomous observations (‘items’) and the raw score suggests it-
self as a useful data reduction or ‘measure’. More often than not, such enterprises are
futile, however, because the strict limitations of the RM are violated: unidimensional-
ity, no guessing, parallel IRFs (or SO), no DIF with respect to gender, age, education,
etc. Unidimensionality of the items requires, on the substantive level, that the items are
of very homogeneous content; this often conflicts with psychologists’ diagnostic aims.
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The requirement of no guessing strictly speaking excludes the popular multiple choice
item format; in particular, it is hopeless to fit a RM to personality or attitude question-
naires with two (‘yes’ vs. ‘no’) answer categories, because answers determined by the
latent trait to be measured are indistinguishable from random responses. Absence of DIF
is also a very hard criterion: experience with many intelligence and achievement tests
shows that all verbal items – or items having a substantial verbal component – are prone
to DIF with respect to the subpopulations mentioned above. Even elementary arithmetic
or science problems often show considerable DIF with respect to gender, depending on
their content. Therefore, the RM can by no means be considered as an omnibus method
for the analysis and scoring of all sorts of tests. Rather, it should be viewed as a guide-
line for the construction or improvement of tests, as an ideal to which a test should be
gradually approximated, so that measurement can profit from the unique properties of
the RM.

The difficulties of fitting an RM have strongly and effectively stimulated the devel-
opment of relaxations and generalizations of the RM. Space only permits to shortly
mention some directions of development here.

9.1. Dichotomous generalizations

The LLTMs have been discussed sufficiently in Sections 7 and 8. Related to the LLTM
are the complete multifactorial RM (Micko, 1969; Kempf, 1972; Fischer, 1974) and the
FACETS model of Linacre (1994). Computer programs are LPCM Win 1.0 (Fischer
and Ponocny-Seliger, 1998) and FACETS (Linacre, 1996). These models implement
linear parametric structures within the RM and can thus be subsumed under the LLTM.
Recently, the further development of RMs with linear constraints on the parameters is
merging with the mainstream of literature on logistic, loglinear, and generalized linear
modeling (cf. De Boeck and Wilson, 2004; Molenberghs and Verbeke, 2005; Skrondal
and Rabe-Hesketh, 2004).

Another direction of generalization is the Mixed RM by Rost (1990, 1997), Von
Davier (1998), and Rost and Von Davier (1995), which assumes the existence of latent
classes between which the item parameters of the RM are allowed to vary. This model
appears particularly well suited for cases where there are latent groups of testees with
DIF. Fundamental questions concerning the identifiability of mixed models, however,
are still unanswered.

One more line of development relaxes the assumption of equal discrimination of
all items: the ‘One Parameter Logistic Model’ (OPLM) by Verhelst et al. (1994), see
also Verhelst and Glas (1995), posits that each item belongs to one of a few classes of
items with different discrete rational discrimination parameters. Each item is first as-
signed to one of the classes by means of a heuristic procedure, then its discrimination
parameter is considered as fixed and given. The difference between the OPLM and the
Two-Parameter Logistic (2PL) Model lies in the nature of the discrimination parame-
ters: in the 2PL, they are free parameters, while in the OPLM they are fixed a priori.
Software for the estimation and testing of the OPLM has been published by Verhelst et
al. (1994).

Yet another generalization of the RM allows to cope with ‘dynamic’ processes (e.g.,
learning) during testtaking (Kempf, 1977; Verhelst and Glas, 1993).
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9.2. Polytomous generalizations

Andrich (1978) and Masters (1982) have proposed unidimensional polytomous models
for items with ordered response categories (like “strongly agree”, “rather agree’, “rather
disagree”, “strongly disagree”), namely, the Rating Scale Model (RSM) and the Partial
Credit Model (PCM), see also Andersen (1995). The RSM assumes equal response cat-
egories for all items, whereas the PCM allows for a different number and/or a different
definition of the response categories per item. The PCM contains the RSM, and the
RSM contains the RM as special cases. Fischer and Ponocny (1994) have embedded a
linear structure in the parameters of these models, analogous to the LLTM, and have
developed CML estimation, conditional hypothesis tests, and multidimensional repa-
rameterizations. Glas and Verhelst (1989) have dealt with the same models within an
MML framework, and Muraki (1992), with a generalization. These models are partic-
ularly well suited for longitudinal and treatment effect studies; a software especially
designated to analyzing change is LPCM Win 1.0 (Fischer and Ponocny-Seliger, 1998).
Another software for generalized PCMs – named PARSCALE – is due to Muraki and
Bock (1991). The individual-centered exact conditional tests of change also remain ap-
plicable (cf. Fischer, 2001, 2003).

A still more general class of multidimensional IRT models with embedded linear
structures has been developed by Adams et al. (1997) and Meiser (1996), cf. Wilson and
De Boeck (2004); the latter authors mainly rely on parametric MML methods (ACER
ConQuest by Wu et al., 1998; for an overview of general-purpose software and its use
for IRT models, see Tuerlinckx et al., 2004).

Müller (1987), moreover, has proposed an extension of the RM for continuous re-
sponses.
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Hierarchical Item Response Theory Models

Matthew S. Johnson, Sandip Sinharay and Eric T. Bradlow

1. Introduction

Item response theory (IRT) models (see Chapter 15 by Bock and Moustaki in this
volume) are a class of statistical models used by researchers to describe the response
behaviors of individuals to a set of categorically scored items. The most common IRT
models can be classified as generalized linear fixed- and/or mixed-effect models. Al-
though IRT models appear most often in the educational testing literature, researchers
in other fields have successfully utilized IRT models in a wide variety of applications.
For example, Rice (2004) applied an IRT model in a matched case-control study and
Bradlow and Zaslavsky (1999) applied IRT models to customer satisfaction survey data.
Fienberg et al. (1999) utilized an IRT model to estimate population sizes from multiple
non-independent captures in a multiple capture–recapture setting.

To formalize the IRT models, let the random variable Xij denote the ordered cat-
egorical response of individual i ∈ {1, . . . , N} to item j ∈ {1, . . . , J }. Further let
Pjm(θi) ≡ Pr{Xij = m | θi}, denote the mth category response function for item j ,
m ∈ {1, . . . , nj }. When item j is dichotomous the function Pj (θ) = Pj1(θ) is called
the item response function (IRF) for item j .

A number of IRT models exist in the statistics and psychometrics literature for the
analysis of multiple discrete responses. The models typically rely on the following as-
sumptions:

• Unidimensionality (U): There is a one-dimensional, unknown quantity associated
with each respondent in the sample that describes the individual’s propensity to en-
dorse the items in the survey (or exam). Let θi denote the propensity of individual i.

• Conditional Independence (CI): Given an individual’s propensity θi , the elements of
the item response vector for respondent i, Xi = (Xi1, . . . , XiJi

)t, are independent.
• Monotonicity (M): Pr{Xij > t | θi} is a non-decreasing function of an individual’s

propensity θi , for all j and all t . Respondents with high propensities are more likely
to endorse items than those with low propensities.

In educational testing psychometricians often refer to the propensity θi as the latent
ability, or proficiency of individual i.
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IRT analyses typically have at least one of the following two goals:1 (a) to estimate
the set of category response functions, denoted P = (P11, . . . , PJkJ

)′; (b) to estimate
the propensities θ = (θ1, θ2, . . . , θN)′. Simple item response analyses make conditional
independence assumptions in order to define the likelihood function. A Bayesian analy-
sis assumes that the item responses are independent conditional on the item response
functions P and the vector of propensities θ . That is,

(1)Pr(X = x | P, θ) =
∏
i

∏
j

Pr(Xij = xij | θi,P j ) =
∏
i

∏
j

Pjxij
(θi),

where P j = (Pj1, . . . , Pjkj
)′ denotes the set of category response functions for item j .

The Bayesian treats both the response functions and the propensities as random vari-
ables, so it makes sense to talk about conditional distributions. Frequentist item response
analyses typically treat the response functions as fixed but unknown, and treat the
propensities as nuisance parameters. Although not required, we focus on the Bayesian
formulation of hierarchical IRT models below. In our opinion, the Bayesian approach
has the advantage that it allows for exact finite sample inferences.

Under the Bayesian paradigm prior distributions must be placed on the set of model
parameters in addition to defining the data model or likelihood in (1). Let π(θ ,P) de-
note the joint prior distribution function on the model parameters. Simple IRT analyses
typically assume that individuals are a priori independent and identically distributed
(iid), the items are a priori iid, and individuals and items are a priori independent, in
which case the joint prior can be written as

(2)π(θ ,P) =
∏
i

πΘ(θi)
∏
j

πP (P j ).

In many real-world problems the iid assumptions placed on the model parameters are
unreasonable. Some examples where the assumptions of iid propensities fail include:

• In assessments where students are clustered within school, students from the same
school are likely to have related propensities.

• Students with similar background characteristics are going to have similar propensi-
ties, e.g., students whose parents finished college will tend to have higher propensities
than students whose parents did not finish high school.

Examples of when the assumption of independent response functions fail include:

• When questions are created using templates. The response functions for items created
from the same template may be statistically related to each other.

• When multiple raters are used to score items, we can treat each item×rater combi-
nation as a pseudo-item. Clearly, it is reasonable to assume that each pseudo-item
constructed from the same item (rater) is related. That is, the response functions for
the pseudo-items will be clustered by item and by rater.

The prior distribution π(θ ,P) must incorporate the structure/context of a given test and
we describe a number of these approaches next.

1 Note that other analyses may not have as their final goal either of these two, but rather a function of either
(a) or (b); e.g., the probability that θi > c where c is a passing score.
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One way to incorporate dependence into the model is with the use of a hierarchical
Bayes model, which decomposes the prior distribution into conditional distributions

π1(θ ,P | η1), π2(η1 | η2), . . . , πm(ηm−1 | ηm),

and a marginal distribution πm+1(ηm) such that

π(θ ,P) =
∫

η1×···×ηm

dπ1 (θ ,P | η1) · · · dπm(ηm−1 | ηm) dπm+1(ηm).

We call ηk the hyperparameters at level k.
Although the decomposition of the prior distribution π(θ ,P) described above may

be theoretically unnecessary, there may be a number of practical reasons for construct-
ing the prior distribution in this fashion. Reasons for decomposing the prior distribution
with a hierarchical model include:

• There is a substantive reason for modeling the parameters in a hierarchical fash-
ion. For example, in the National Assessment of Educational Progress (NAEP, see
Chapter 32 by von Davier, Sinharay, Beaton, and Oranje in this volume), schools are
sampled from primary sampling units and students are sampled within schools. A
simple way to incorporate this clustered structure is:

θi ∼ N
(
μs(i), σ

2), μs ∼ N
(
νp(s), τ

2), νp ∼ N
(
0, ω2),

where s(i) is individual i’s school and p(s) is the primary sampling unit containing
school s.

• A hierarchical model can be used to borrow information across observational units
(individuals or items), thereby making the results more robust. Suppose an exam-
ination is made up of several five-option multiple choice items, and that a three-
parameter logistic (3PL) model is used for analysis of the data, that is, Pj (θ) =
cj + (1 − cj ) logit−1(aj (θ − bj )). In most applications there is little information
about guessing parameter cj as compared to the other parameters. A non-hierarchical
analysis might assume a flat normal prior on the logit of the guessing parameter,
e.g., logit(cj ) ∼ N(logit(1/5), 100), while a hierarchical analysis might assume
logit(cj ) ∼ N(λ, ζ 2), λ ∼ N(logit(1/5), 100), ζ 2 ∼ χ2

1 . Both the hierarchical
and non-hierarchical priors have the same prior mean and are relatively flat. How-
ever, the hierarchical prior does not allow guessing parameters to vary as far from the
population average across items and results in more stable estimates.

Several studies (e.g., Adams et al., 1997; Kamata, 2001; Van den Noorgate et al., 2003)
have noted that commonly used IRT models can be formulated as multilevel logistic
models.

2. Developing the hierarchical IRT model

Spiegelhalter et al. (1996) identify three steps for the construction of hierarchical
Bayesian models. The steps are summarized below:

http://dx.doi.org/10.1016/S0169-7161(06)26032-2
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• The first step defines all model quantities, both observed and unobserved, and de-
scribes how those model quantities are related to one another. The relationships are
qualitatively defined in terms of the conditional independence structure. This step is
called the structural modeling step.

• The second step defines the parametric form of the relationships that have been de-
fined in the structural step. This step is called the probability modeling step.

• The third step defines the prior distributions for all model parameters. This step is
called the prior modeling step.

To help clarify the concepts, consider an assessment administered state- or nation-
wide with respondents having outcome scores X. It is quite reasonable to assume that
the abilities or outcomes of students from the same school are going to be more closely
related than those of students from different schools. That is, students are clustered
within school. Describing this clustering would be done in the structural step of the
model. If we assume that the distribution of the outcome measures (X) is defined by a
specific model, e.g., a 3PL model, that would be done as part of the probability mod-
eling step. Finally, the relationship assumed among the model parameters (individual,
school-level, etc.) would constitute the prior modeling step. These steps are described
below through the use of what are commonly called directed acyclic graphs (DAGs; see
Anderson, 2003, for a thorough discussion of directed acyclic graphs).

2.1. Structural modeling – The directed acyclic graph

We begin by making the standard IRT assumption that student i’s item responses are
conditionally independent given the students ability θi . However, we must relate the
abilities of all students within the same school. One way to model this dependence is to
assume the existence of a parameter μs (which could, e.g., be a school mean parame-
ter) associated with each school s, such that conditional on μs , the students’ responses
within the school are independent, and that students across different schools are inde-
pendent; that is, abilities are exchangeable within school. Mathematically we write:

π(θ | μ) =
S∏

s=1

∏
i∈Is

π(θi | μs),

where S in the number of schools in the sample, Is is the index set for examinees in
school s, and μ = (μ1, . . . , μS)′.

We could make similar structural assumptions about the data in mathematical form
as we have done above for the ability parameters. However, we find it advantageous
to describe the structural form of the model graphically. Figure 1 shows the directed
acyclic graph representing the structural equations for the data. Each model quantity is
represented by a node in the graph, and the conditional relationships are defined by the
directional edges, which are represented by arrows. For example, the arrow from σ to
θi in the above figure indicates that σ influences θi . Observed quantities (e.g., Xij ) are
represented by squares and unobserved quantities (e.g., θi) are represented by circles.

The class of probability distributions defined by a graph assume that a quantity ν

is conditionally independent of all nondecendent quantities (i.e., those that can not be
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Fig. 1. A directed acyclic graph describing the structural form of the item response data where students
(indexed by i) are clustered within schools (indexed by s).

reached by following the directed edges) in the graph given its parents, which are de-
fined as all nodes pointing to the node ν. For example, the model quantity pij has two
parents, θi and Pj . Conditional on these two parent nodes the probability vector pij is
independent of pi′j for all i′ �= i, pij ′ for all j ′ �= j , σ , μs for all s, and ηj for all
j = 1, . . . , J .

Figure 1 represents a class of models that assume that the distribution of response
Xij of individual i on item j depends only on the probability mass function pij . The
model further assumes that the probability mass function is defined by an individual’s
propensity θi and the form of the item response function, denoted Pj . The propensities
within a school s are conditionally independent given the school mean μs and the within
school variance σ 2; the item response function Pj is defined by a parameter vector ηj .

2.2. The probability model

Once all model quantities, and the relationships between these quantities have been de-
scribed, the second step in constructing a hierarchical model is to define the parametric
form of each conditional distribution of each model quantity given its parents.

In the students-within-school example displayed in Figure 1, we must describe the
conditional relationships of four child nodes: Xij , pij , θi and Pj given their parents. For
the data model we assume that Xij has a discrete distribution defined on the Kj + 1 in-
tegers 0, . . . , Kj ; the probability mass function is defined by the vector of probabilities
pij = (pij0, . . . , pijKj

)′. The vector pij = Pj (θi), where Pj describes the functional
form of an IRT model reasonable for the data set at hand (e.g., the 3PL model for multi-
ple choice data, the GPCM for polytomous data etc.; see, e.g., Chapter 15 by Bock and
Moustaki in this book); the vector ηj denotes the vector of item parameters for item j .
Finally, in order to describe the correlation among abilities within the same school, we
could assume that abilities are normally distributed with a mean μs which depends on
the school for individual i and a variance that is constant across schools; albeit constant
variance is not needed and sometimes overly restrictive.

http://dx.doi.org/10.1016/S0169-7161(06)26015-2
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2.3. The prior model

The final stage of defining a hierarchical model is where the frequentist and Bayesian
formulations of the hierarchical model differ. A frequentist statistician would treat the
parentless nodes (e.g., σ , μs , ηj in Figure 1) as fixed, but unknown parameters; a
Bayesian treats the parameters represented by these nodes as random quantities, and
therefore must posit a probabilistic model to describe the random nature of the para-
meters. There is no universally accepted approach for defining prior distributions, but
Diaconis and Ylvisaker (1985) discuss three general methodologies for defining prior
distribution.

One method, most closely related to the frequentist approach, assumes a noninfor-
mative prior that should have only a minimal effect on the final results of an analysis.
Noninformative priors can be proper (i.e., non-negative densities that integrate to unity),
or improper (i.e., integrate to ∞). Common improper priors include a prior density that
is proportional to Lebesgue measure (i.e., f (σ ) ∝ 1) and Jeffrey’s prior, which forces
the posterior to be invariant to one-to-one transformations of any parameter.

The use of improper prior distributions can lead to improper posterior distributions.
The only way to be certain that a posterior distribution will be proper is by assuming a
proper prior distribution. One popular class of proper prior distributions is the class of
conjugate priors, which ensure that the posterior (or conditional posterior) distribution
of a model parameter will be a member of the same family of distributions as the as-
sumed prior probability model. For example, if we assume that θi ∼ N(μs, σ ), then the
conjugate prior distribution on μs leads to a normal posterior distribution.

The final way in which prior distributions are specified is by utilizing prior infor-
mation, or prior knowledge about the problem at hand. For example, researchers may
have learned over several years of an assessment that the within-school variance σ 2 is
approximately 0.25. A Bayesian analysis of the current assessments data might place a
Gamma(0.25, 1) prior on σ 2; the prior mean and variance are both 0.25. Depending on
the strength of the prior information, the Gamma distribution could be modified to be
either more or less informative.

3. Estimation

3.1. Maximum marginal likelihood and empirical Bayes

A non-Bayesian approach for estimating the parameters of an hierarchical Bayes IRT
model might leave the prior distributions of some or all of the hyperparameters unspec-
ified. The classical statistician then treats these hyperparameters as fixed and unknown
parameters, the same way parameters are treated in non-hierarchical models. For ex-
ample, assume a hierarchical model with a single hierarchical level describing the
variability of the distribution of abilities:

Xij ∼ Bernoulli
(
Pj (θ)

)
,

Pj (θ) = (
1 + exp{βj − θi}

)−1
,
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θi ∼ N
(
0, σ 2).

A Bayesian would assume a hyperprior for the level-1 hyperparameter σ 2. The empiri-
cal Bayes approach treats σ 2 as a fixed but unknown parameter estimated by maximiz-
ing the marginal likelihood found by integrating the nuisance parameter θi out of the
likelihood. The marginal likelihood for the parentless nodes σ 2 and β is

(3)LM

(
σ 2,β; X

) ∝
N∏

i=1

∫
Θ

[
J∏

j=1

exp{xij (t − βj )}
1 + exp{t − βj }

]
exp

{−t2/2σ 2} dt.

The marginal likelihood in (3) is maximized with respect to the parentless hyper-
parameters σ 2 and β to derive the maximum marginal likelihood (MML) estimates σ̂ 2

and β̂. However, all descendent parameters (e.g., all θi’s) have been integrated out of
the likelihood, and therefore, cannot be estimated using the likelihood defined in (3).

The empirical Bayes approach takes the MML estimates σ̂ 2 and β̂ and then treats
them as if they were known a priori, thus defining the individual posterior distributions
for each observations latent propensity θi given β = β̂ and σ 2 = σ̂ 2,

f (θi | X = xi ,β = β̂, σ = σ̂ ) ∝
J∏

j=1

exp{xij (θi − β̂j )}
1 + exp{θi − β̂j }

exp
{−θ2

i /2σ̂ 2}.
The empirical Bayes maximum and expected a posteriori (MAP, EAP) estimates of θi

are then defined as the mode and the expected value of the empirical Bayes conditional
posterior defined above.

3.2. Bayesian estimation via Markov chain Monte Carlo

The goal of Markov chain Monte Carlo (MCMC) methods is to draw a sample of pa-
rameter values from the joint posterior distribution. MCMC accomplishes this goal by
simulating a random walk process in the parameter space φ = (θ ,P, η1, η2, . . . , ηm)

that converges to the joint posterior distribution. The following sections review the two
most popular MCMC algorithms encountered in the psychometric literature, the Gibbs
sampler and the Metropolis–Hastings algorithm.

3.2.1. Gibbs sampler (Geman and Geman, 1984; Gelman et al., 2003)
The parameter vector φ is split into d components, or sub-vectors, φ = (φ1, . . . , φd).
For each iteration of the simulation, the d sub-vectors of φ are simulated from the
posterior distribution of the sub-vector conditioned on the values of the other d − 1
sub-vectors. The following pseudo-code describes the process to simulate T steps from
the Gibbs sampler:

For t = 1, 2, . . . , T

For s = 1, . . . , d

Sample φ(t)
s ∼ f

(
φs | φ

(t−1)
−s ,X

)
,
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where φ
(t−1)
−s represents all sub-vectors of the parameter vector, except for sub-vector φs ,

at their current value.

φ
(t−1)
−s = (

φ
(t)
1 , . . . , φ

(t)
s−1, φ

(t−1)
s+1 , . . . , φ

(t−1)
d

)
.

Because the distribution of φ(t+1) given the current state of the parameter vector φ(t)

does not depend further on the history of the sequence {φ(1), . . . ,φ(t−1)}, the sequence
{φ(1),φ(2), . . .} is a Markov chain. As the length of the chain (T) increases, the distri-
bution of parameter vectors φ(t) converges to the posterior distribution of φ given the
observed data X.

The Gibbs sampler requires a method to draw the parameter vector φs from the
conditional posterior f (φs | φ

(t−1)
−s ,X). In some cases, this can be done directly. For

instances where simulation from the conditional posterior is not straightforward, an
alternative method is used. One alternative, discussed here, is the Metropolis–Hastings
algorithm.

3.2.2. Metropolis–Hastings algorithm within Gibbs (Metropolis and Ulam, 1949;
Metropolis et al., 1953; Hastings, 1970; Chib and Greenberg, 1995)

Given a target distribution G(ψ | X) (e.g., the conditional posterior distribution in the
Gibbs sampler), which can be computed up to a normalizing constant, a sequence of
random values can be simulated whose distribution converges to the target distribution
using the following algorithm.

For t = 1, . . . , T

1. Simulate a candidate ψ∗ from a candidate distribution that depends on the previous
value of the parameter.

ψ∗ ∼ Jt

(
ψ∗ | ψ(t−1)

)
.

2. Calculate the acceptance probability

α = g(ψ∗ | X)/Jt (ψ
∗ | ψ(t−1))

g(ψ(t−1) | X)/Jt (ψ(t−1) | ψ∗)
.

3. Set

ψ(t) =
{

ψ∗ with probability min(1, α),

ψ(t−1) otherwise.

Note that this particular instance, where a given draw is centered at the previous
value, is known as a random-walk Metropolis algorithm. Several authors have utilized
MCMC methods for the analysis of item response theory models (see, for example,
Albert, 1992; Albert and Chib, 1993; Patz and Junker, 1999; Johnson et al., 1999; Fox
and Glas, 2001, 2003). In the sections that follow we discuss three hierarchical models
that have been suggested for different situations encountered in testing. Section 4.1
discusses the hierarchical rater model suggested by Patz (1996) and Patz et al. (2002);
Section 4.2 reviews the testlet model (Bradlow et al., 1999); and Section 4.3 discusses
the related siblings model of Glas and van der Linden (2003) and Johnson and Sinharay
(2005).
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Although Bayesian analyses and MCMC algorithms are extremely flexible in terms
of the types of models that can be estimated, the procedures are not without their dif-
ficulties. One of the shortcomings is that MCMC procedures are specialized numerical
integration techniques, which can be quite time consuming for large data sets, and re-
quire extreme care to make sure that the Markov chain has converged to the posterior
distribution of interest (only then are the resulting estimates acceptable). For more on
monitoring convergence of MCMC algorithms see, e.g., Sinharay (2004) and the refer-
ences therein.

4. Examples

4.1. Hierarchical rater model

Consider the multiple ratings problem, where each (subjectively scored) item response
by an examinee has been evaluated by more than one rater. Let Xijr denote the score
assigned by rater r to individual i’s response to item j for i = 1, . . . , N , j = 1, . . . , J ,
r = 1, . . . , R. For example, consider a writing assessment where students write three
short essays (j = 1, 2, 3), where each essay is evaluated by four raters (r = 1, 2, 3, 4).

One way to treat the problem is to treat each item by rater combination as a
separate pseudo-item, and then perform standard item response theory analyses. Let
P(jr)k(θi) ≡ Pr{Xijr = k | θi}, where the subscript (jr) denotes that the item by rater
combination is treated as a pseudo-item. Linacre’s FACETS model (Linacre, 1994) and
the linear logistic test model (LLTM; Fischer, 1973, 1983) both model the response
functions P(jr)k with standard IRT models like the partial credit model of Masters
(1982). The approach suffers from the assumption of conditional independence of the
item–rater combinations given the ability of an examinee. In essence, the pseudo-item
approach presumes that an examinee’s ability can be perfectly estimated with a single
item response rated by an infinite number of raters (Mariano, 2002).

The shortcomings of the FACETS and LLTM approaches can be traced to the fact
that the vector of category response functions P (jr) (and therefore item responses) for
the item–rater pseudo-items are assumed to be independent within item and across raters
(i.e., P (jr) and P (js) are independent) and independent within rater and across items
(i.e., P (jr) and P (mr) are independent). Typically raters are given a scoring rubric for
each item they rate, and therefore, assuming independence across raters for the same
item is unreasonable.

In most situations it is more reasonable to assume that the distribution of the ran-
dom variable Xijr is determined by three components: (1) the ability of the student θi ;
(2) characteristics of the item ηj ; and (3) the behavior of the rater λr . The directed
acyclic graph in Figure 2 demonstrates the structural assumptions of the general hier-
archical rater model. Conditional on the examinee’s ability θi , the scores received by
the examinee on two different items rated by two different raters is independent, that
is, Xijr is conditionally independent of Xij ′r ′ given θi as long as j ′ �= j and r ′ �= r .
The ratings of a single rater are conditionally independent across items and examinees
given λr .
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Fig. 2. The directed acyclic graph for the general hierarchical rater model, where examinee i = 1, . . . , N is
being rated by rater r = 1, . . . , R on item j = 1, . . . , J .

Patz (1996) introduces one such model, which he calls the hierarchical rater model
(HRM; see also Patz and Junker, 1999; Patz et al., 2002). The HRM is a latent response
model (Maris, 1995) that treats the actual responses of examinees to items as latent.
The HRM assumes that the latent responses, denoted ξij , are conditionally independent
across items given the ability θi , and models the responses with a standard IRT model.
Patz et al. (2002), for example, utilize the partial credit model (Masters, 1982)

(4)logit Pr
{
ξij = � | θi, ξij ∈ {�, � − 1}} = θi − βj − γj�.

A similar model developed by Verhelst and Verstralen (2001) assumes that the latent
responses are continuous random variables.

The HRM goes on to assume that conditional on the latent response ξij , the ob-
served ratings Xijr are independent of the abilities θi and item characteristics ηj . The
distribution of the observed ratings Xijr is defined in terms of the latent responses ξij

and rater characteristics λr . Patz et al. (2002) compare the conditional probabilities
λ�kr ≡ Pr{Xijr = k | ξij = �,λr} to those used in discrete signal-detection problems.
The conditional probabilities are defined in terms of a matrix of transition probabilities.
For example, if a given item is scored on a three-point scale, then we would have the
following transition matrix

(5)

Observed rating (k)

0 1 2

Ideal 0 λ00r λ01r λ02r

rating 1 λ10r λ11r λ12r

(ξ) 2 λ20r λ21r λ22r

Each row of the transition matrix in (5) represents a discrete probability distribution.
Therefore,

∑2
k=0 λξkr = 1 for all ξ and r . Furthermore, in most cases it is safe to

assume that the probability distributions in (5) are stochastically ordered by the ideal
rating ξ , that is,

Pr{Xijr � c | ξij = t} � Pr{Xijr � c | ξij = s}
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for all t � s and all c. In this setup the transition probabilities are constant across all
items, but there could be situations where there is a rater by item interaction, in which
case the transition probabilities would also be indexed by the item j .

Patz et al. (2002) model the transition probabilities λξkr with the following two pa-
rameter model based on the kernel of the normal density:

λξkr = P [Xijr = k | ξij = ξ ] ∝ exp

{
− 1

2ψ2
r

[
k − (ξ + φr)

]2
}
,

(6)i = 1, . . . , N, j = 1, . . . , J ; r = 1, . . . , R.

The rater characteristic λr is now defined by two parameters φr and ψr . The parameter
φr describes the severity of rater r . The transition probabilities are maximal for the
category closest to ξ + φr ; when the severity parameter is zero (φr = 0), the maximal
transition probability is λξξr ; when φr < −0.5, the maximal transition probability is
for some category k � ξ , and when φr > 0.5 the maximal transition probability is for
some category k � ξ . The parameter ψr is a measure of how inconsistent the rater is; a
rater with a large value of ψr is more likely to give two individuals with the same ideal
score ξ different scores, than would be a rater with a small inconsistency parameter.

Patz et al. (2002) describe a Markov chain Monte Carlo algorithm for the estimation
of the item parameters β, and γ , the rater shift parameters φ, rater scale parameters ψ ,
and hyper-parameters of the latent ability distribution. The estimation procedure aug-
ments (see, for example, Tanner and Wong, 1987) the observed data with the latent
response, or “ideal” rating ξij of examinee i’s response to item j by drawing the ξij from
their complete conditional posterior distribution. Given the ξij , the MCMC estimation
procedure for the item parameters β and the examinee parameters θ is straightforward
(see, for example, Patz and Junker, 1999). To update the the rater shift and scale pa-
rameters φr and ψr , the Patz et al. (2002) algorithm compares the ideal ratings to the
ratings given by rater r across all items and subjects rated by the rater. Patz et al. (2002)
discuss simulated and real data applications of the model.

4.2. Testlet model

Another form of educational data that may violate the conditional independence as-
sumption is a test comprised of testlets. A testlet is a subset of items generated from a
single stimulus. For many testlets, it is difficult to construct examination questions that
are conditionally independent given the latent propensity θi being measured by the com-
plete test. For example, consider a reading comprehension passage which is the source
for five or six different items. Or, for example, consider a mathematical word problem
that is followed by a series of questions. In this case, (mis)understanding of the passage
or of the text is likely to lead to more (in)correct answers than otherwise expected.

To incorporate this sort of local dependence structure, Bradlow et al. (1999) and
Wang et al. (2002) develop the hierarchical Bayes testlet model. The structural assump-
tions for the testlet model are represented by the DAG in Figure 3.

The core assumption to the testlet model is that each testlet d is essentially a sepa-
rate mini-test constructed to measure the latent propensity γid(j) (item j is a member of
testlet d(j)); conditional on γid(j), the responses to the items within testlet d are inde-
pendent. The model further assumes that the testlet propensities γid(j) are conditionally
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Fig. 3. The directed acyclic graph for the testlet model.

independent across testlets given the overall ability of interest θi , which implies that
item responses across testlets are conditionally independent given the overall ability θi .

In general, any parametric IRT model can be utilized to define the item response
function Pj . For example, for multiple choice items we could assume as in Wang et al.
(2002), the three-parameter logistic model

(7)P(Xij = 1) = cj + 1 − cj

1 + exp{−aj (γid(j) − bj )} .

The probability model and prior model assumptions for the Bayesian testlet model
have gone through a number of “upgrades” from its initial inception in Bradlow et
al. (1999) to current practice. In the initial work, the assumption was that the testlet
propensities were normally distributed with mean θi and variance τ 2, i.e., γid(j) ∼
N(θi, τ

2). Further, it was assumed that θi ∼ N(μ, σ 2). Bradlow et al. (1999) also
assumed independent normal priors on (log(aj ), bj , logit(cj ))

′, and that μ = 0 and
σ 2 = 1 to constrain the location and the scale of the problem. However, this model was
found to be too restrictive in three important ways.

First, the assumption that τ 2
d(j) = τ 2 for all d(j) needed to be extended. That is,

some testlets exhibit more testlet dependence than others; hence, this was a crucial up-
grade to Bradlow et al. (1999) and is first contained in Wainer et al. (2000). Second,
assuming independent priors on (log(aj ), bj , logit(cj ))

′ is also restrictive and was ex-
tended in Wang et al. (2004) to allow for a general multivariate normal prior with mean
and covariance matrix. The final extension that was done, not to improve model fit but
rather to aid in the scientific understanding of testlet models, was to allow for covariates
to enter naturally at each stage of the model. That is, Wang et al. (2004) incorporated
covariates to explain why some respondents have higher or lower proficiencies, why
some items are easier, guessed more often, etc., and most importantly why some testlets
have higher within testlet dependence than others.

With this setup, test developers can examine the ratio of the overall ability variation
to the total testlet ability variation (i.e., σ 2/(σ 2 + τ 2

d(j))) to determine the severity of
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local dependence within the testlets. A decision could be made as to whether to correct
the items to reduce the amount of local dependence, or to simply use the estimates of
the overall abilities (θi) from this hierarchical model.

The hierarchical testlet model as given in Bradlow et al. (1999) and Wang et al.
(2002) can be implemented via an MCMC algorithm in a number of different ways;
however, as in the HRM, the conditional distributions are not easily sampled from.
The variety of approaches that can be used include Metropolis–Hastings within Gibbs
or data augmentation in which the latent linear predictor tij = aj (θi − bj − γid(j)) is
sampled within the Markov chain, which then leads to the other conditional distributions
mostly being in closed-form.

4.3. Related siblings model

4.3.1. Description of the model
Item models (e.g., Sinharay et al., 2003) are classes of models from which it is possible
to generate/produce items that are equivalent/isomorphic to other items from the same
model; they have the potential to greatly reduce costs regarding item-writing. The Grad-
uate Record Examination (GRE), one of the most well-known large-scale tests, recently
pretested a number of items automatically generated from item models in its quantita-
tive section. The major goal of the initiative is to be able to calibrate an item model
once, and then to use the items generated from it to score examinees on future tests
without the need to calibrate the items individually. A simple way to perform that is to
assume the same item parameters for all the items from an item model (e.g., Glas and
van der Linden, 2003); however, this approach ignores the variance between the item
parameters from the same item model. Conceptually, a superior model is the “Related
siblings model” (RSM, Glas and van der Linden, 2003; Sinharay et al., 2003; Johnson
and Sinharay, 2005), a hierarchical model (the type of which was first suggested by
Janssen et al., 2000, although in a different context) whose first component is a simple
IRT model, e.g., the 3PL model

(8)Pr(Xij = 1 | θi, aj , bj , cj ) = cj + (1 − cj ) logit−1(aj (θi − bj )
)
,

where Xij is the score of an examinee with ability θi on item j and logit−1(x) = ex

1+ex .
After making the transformations αj ≡ log(aj ), βj ≡ bj , and γj ≡ logit(cj ), one uses
a normal distribution to relate the item parameters of items within the same item model
as

(9)(αj , βj , γj )
′ | λI(j),T I(j) ∼ N3(λI(j),T I(j)),

where I(j) is the item model to which item j belongs. The DAG for the model is shown
in Figure 4.

The population distribution for the latent abilities is usually assumed to be N (0, 1).
The item model mean vector λI(j) can be partitioned as λI(j) = (λαI(j)

,λβI(j)
,λγI(j)

)′,
and the diagonal elements of the item model variance T I(j) will be referred to as τ 2

αI(j)
,

τ 2
βI(j)

, and τ 2
γI(j)

respectively.
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Fig. 4. A directed acyclic graph describing the structural form of the item response data where items (indexed
by j ) are clustered within item models (indexed by I(j)).

We assume

(10)λI(j) ∼ N (μλ,V λ), μλ = (
0, 0, logit(1/CI)

)′
, V λ = 100I ,

where CI is the number of multiple choices on item in family I, and I is an identity
matrix; independent inverse-Wishart prior distributions (see, for example, Gelman et al.,
2003, pp. 574–575) are placed on the item model variances:

(11)T −1
I(j)

∼ Wishartν(S).

The prior in (11) implies that the prior mean of T −1
I(j)

is νS, and that a priori there is in-
formation that is equivalent to ν observations of the item parameter vector ηj . Sinharay
et al. (2003) use ν = 4, the smallest number to ensure that the density is finite every-
where, and assume S = 10

ν
I3. An MCMC algorithm is used to fit the model (details

about fitting the RSM using an MCMC algorithm can be found in, e.g., Sinharay et al.,
2003).

To graphically summarize the output from an RSM for an item model, Sinharay et
al. (2003) suggested the family expected response function (FERF) that described the
probability that an examinee with ability θ correctly responded to a randomly selected
item from the item model. The FERF for item model k is obtained as

P(θ |k) ≡
∫

λk,T k

∫
η
P(θ |α, β, γ )φ3(η | λk,T k) dηf (λk,T k | X) dλk dT k,

(12)

where P(θ | α, β, γ ) ≡ logit−1(γ ) + (1 − logit−1(γ )) logit−1(eα(θ − β)), η =
(α, β, γ )′, φ3(η|λk,T k) is the density function of the multivariate normal prior dis-
tribution on η and f (λk,T k | X) is the joint posterior distribution of λk and T k given
the response matrix X.
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4.3.2. Data example
Let us consider the data from the GRE pretesting mentioned earlier in Section 4.3.1.
Sixteen item models were involved; there were four main content areas (remainders
or MRE, linear inequality or MLI, quadrilateral perimeter or MQP, and probability or
MPR) covered and one item model for each of four difficulty levels (very easy, easy,
hard, and very hard) for each content area. The automatic item generation tool generated
10 five-option multiple-choice items from each item model. All of the 160 items were
pretested operationally – they were embedded within an operational computer adaptive
test, or CAT (taken by 32,921 examinees), to make sure that the examinees were moti-
vated while responding to these items. Each examinee received only four model-based
items, one from each content area, and one from each difficulty level so that all four
content areas and all four difficulty levels are equally represented. To avoid potential
speededness and context effects, the within-section item positions were controlled. The
number of examinees receiving any single of these items varied from 663 to 1016.

A simple way to calibrate (i.e., estimating item parameters) in such a situation is to
assume the same item response function (the 3PL model for this example) for all items
belonging to the same item model. However, this approach ignores any variation be-
tween items within a model. If items generated from item models are administered in
a future CAT, an examinee receiving a comparatively easier (harder) item from an item
model may be getting an unfair advantage (disadvantage). The RSM is more compli-
cated and more difficult to fit, but rightly accounts for the variation between the items
in the same item model.

The 3PL model (assuming the same response function for all items in an item model)
and the RSM are separately fitted to the data containing the 160 pretested items. As each
examinee faced only four pretested items, the usual N (0, 1) prior distribution would
lead to unstable estimates; so the posterior means and standard deviations (SD) from
the operational CAT are used as the means and SDs respectively of the normal prior
distributions on the proficiency parameters.

Figure 5 shows the estimated FERFs and a 95% prediction interval for each item
model, along with the estimated item characteristic curves (ICCs), Pj (θ), for each item
belonging to the item model, all obtained by fitting the RSM. Figure 6, similar to one
used in Sinharay et al. (2003), shows the medians of the mean difficulty, the second
component of λk (along the x-axis), and the medians of the within-model variance, the
2nd diagonal element of T k (along the y-axis), for all item models. For each model, a
point (denoted by the model name) shows the mean difficulty versus the within-model
variance. A horizontal line around a point denotes an approximate 95% equal-tailed
credible interval for mean difficulty; a vertical line around a point denotes a similar
credible interval for within-model variance. For example, Figure 6 shows that on an av-
erage MLI-IV is the most difficult item model and that model MPR-IV has the greatest
within family variation. Different line types are used for different content areas.

Sinharay and Johnson (2005) demonstrate that the simple 3PL model, making a re-
strictive assumption, does not adequately predict the variance of item difficulties in any
of the 16 item models, while the RSM does. Because the variance of item difficulties is
an aspect of the data that is of primary interest in this context (one goal of the initiative
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Fig. 5. Estimated FERFs and ICCs for the 16 item models from RSM analysis. The item models are referred to as MRE-I (MRE, very easy), MRE-II (MRE, easy), etc.
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Fig. 6. Posterior summary of the mean and variance of the difficulty parameters for all the item models.

is to create from an item model items whose statistical characteristics vary little), the
RSM provides a better description of the data for this example.

4.4. Other works on hierarchical models

Mislevy and Bock (1989) laid out a general formulation of hierarchical IRT models.
More recently Bolt and Kim (2005) and Pastor (2003) provide (somewhat limited) re-
views of hierarchical IRT models. The chapter by von Davier, Sinharay, Oranje, and
Beaton on the National Assessment of Educational Progress (NAEP) in this volume
(Chapter 32) discusses the NAEP statistical model, which is one among the few hier-
archical IRT models that are used operationally in educational testing; the hierarchical
part of the NAEP model expresses the person ability parameters using a multivariate
linear regression model.

Several other models have been suggested in the IRT literature that are similar to the
NAEP model. For example, the three-level hierarchical model of Kamata (2001), which
deals with unidimensional abilities in a Rasch-type model (Rasch, 1960), is similar to
the NAEP model in the first level of the hierarchy. However, Kamata adds an extra level
of hierarchy to account for the fact that examinees may be nested in schools. Johnson
and Jenkins (2005) adds yet another level to the NAEP model to account for dependen-
cies within primary sampling units. Cheong and Raudenbush (2000) applied a model
similar to that in Kamata (2001) to study the dimensions of a child behavior scale across
different demographic groups and different neighborhoods. The hierarchical model of

http://dx.doi.org/10.1016/S0169-7161(06)26032-2
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Fox and Glas (2001) is similar to the NAEP model and the one presented in Kamata
(2001); this model employs a two-parameter normal-ogive model in the first level, adds
two more levels on the person parameters, uses data augmentation (Albert, 1992), and
uses an MCMC algorithm to estimate the model. The model presented in Maier (2001)
is similar to that in Fox and Glas (2001) except that the former used a Rasch model
(while the latter used a 2-parameter normal ogive model) with a single level of hier-
archy on the person level. The two-level model in Adams et al. (1997), as that paper
acknowledges, is similar to one used in NAEP. The model in Van den Noorgate et al.
(2003) is more general than the above models because it adds hierarchy to a regular IRT
model from both person and item side. Fox and Glas (2003) suggested a complicated
hierarchical model where proficiency variables at different levels (for example, at the
student level or teacher level) can be predictors of a response variable (which can again
be a test score, as in their real data example) in a multilevel linear regression model.

5. Conclusions

The examples in this paper demonstrate how hierarchical IRT models can be useful in
psychological measurement, especially in situations where simple IRT models fall short.
As computers become faster and access to data becomes easier, hierarchical IRT models
are sure to find more applications in educational measurement. However, this situation
also suggests the use of caution. An application of an MCMC algorithm, the estimation
method used most often to fit these models, often does not reveal identifiability prob-
lems with the model and unless the investigator is careful, the resulting inference may
be inappropriate. Therefore, before using a complicated over-parameterized model, a
researcher should always make sure that the model performs considerably better than
a simpler alternative, both substantively and statistically, and that the model is well-
identified. It is important to remember the following comment from Rubin (1983):

William Cochran once told me that he was relatively unimpressed with statistical work
that produced methods for solving non-existent problems or produced complicated meth-
ods which were at best only imperceptibly superior to simple methods already available.
Cochran went on to say that he wanted to see statistical methods developed to help solve
existing problems which were without currently acceptable solutions.

In the context of hierarchical IRT models, one should check if the model improves
over proper application of sampling theory with a simple model. Such attempts have
been rare in the literature.
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Multidimensional Item Response Theory

Mark D. Reckase

1. Introduction

Psychometric theory deals with the way that information in persons’ responses to a
series of test tasks, usually called test items, is used to estimate locations of the per-
sons (examinees) on a continuum1 of performance, aptitude, or other psychological
dimension. By continuum in this case is meant an ordering from low to high on the
characteristic of interest. One subclass of theories under the general heading of psycho-
metric theory focuses on the relationship between responses to individual items and the
locations of persons on the relevant continuum. This subclass is called item response
theory (IRT). IRT hypothesizes that a particular mathematical form describes the rela-
tionship. A mathematical expression relates the probability of a particular response, or
score, for an item to the location on the continuum. Once a mathematical form is hy-
pothesized, the characteristics of the continuum for locating individuals have properties
in addition to order – distances between locations become meaningful. Many different
mathematical forms have been proposed to represent the connection between the prob-
ability of a response to the location on the continuum and it is unclear if each of these
mathematical forms constitutes a single theory or if the general approach of using such
models is the theory. In general, however, hypothesizing a particular mathematical form
to describe the relationship between the probability of a response and the location of the
examinee on the continuum is called item response theory.

There is extensive literature on IRT including several excellent textbooks (e.g.,
Fischer and Molenaar, 1995; Hambleton and Swaminathan, 1985; Hulin et al., 1983;
Lord, 1980). Most of the models discussed in the literature on IRT make the assumption
that the goal of the measurement task is to locate the examinee on a single continuum.
This is usually called the unidimensionality assumption. This means that if the location
on this single continuum is known and the hypothesized mathematical form accurately
describes the relationship between the probability of a response and the location, then no
other information will improve the accuracy of the description of the response process.
This kind of assumption is common in many areas of science even though it likely is a
simplification of the real state of the world. For example, the speed of a falling object

1 Psychometric methods also exist for estimating the classification of individuals into discrete classes. These
methods are beyond the scope of this chapter.
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is usually assumed to be solely a function of the strength of the force of gravity. How-
ever, the actual speed of a falling object is influenced by the resistance of the air it falls
through, the shape of the object, and other factors. Physics texts are careful to indicate
that the equations that describe the speed of a falling object only apply in a vacuum, but
the equation for the speed of a falling object is regularly used for practical applications
even though it is not absolutely correct for the real life situation.

The unidimensional assumption of most IRT models is similarly a simplification
of reality. However, the IRT models might still be useful in the same way that the
mathematical equations from Newtonian physics are useful even though they are not
perfectly accurate. Test items are actually quite complex tasks that require multiple
skills and knowledge to generate a particular response. An example of this complexity
is a mathematics test item that presents a practical problem to be solved. Reading skills
are required to understand the description of the task. The mathematics task requires
problem solving and computational skills as well. Thus, several continua are needed
to describe the location of the examinee on the skills required by this item rather than
a single one. For these complex cases, the location of the examinee is thought of as a
point in a multidimensional space rather then as a point along a single continuum.

Because of the complexity of real test items and the multiple skills and knowledge
that examinees use when responding to items, a model based on multiple dimensions is
needed. A more realistic mathematical model of the relationship between the probability
of response and the location of a person uses a vector to represent the location of the
examinee in a multidimensional space. The location of examinee j is represented by
the vector θ j = [θj1, θj2, . . . , θjM ]′, where M is the number of continua (dimensions)
on which the examinees need to be ordered to describe the capabilities that come to
bear when responding to the test item. The elements of the vector provide coordinates
for the location of the examinee in a multidimensional space. Because the location of
the individual is given in a multidimensional space, the mathematical models that are
used to relate the probability of the response to the location of the examinee are called
multidimensional item response theory (MIRT) models. The mathematical expressions
for MIRT models will be described in Section 3. A general conceptual framework for
the use of MIRT models is given here.

In MIRT, examinees are assumed to be complex entities that differ in many different
ways. To totally describe the dimensions on which examinees vary, a large number of
dimensions would be needed. A vector whose elements are the coordinates on these
dimensions would describe an examinee in this high order space. When an examinee
responds to a test item, he or she will draw on the relevant dimensions to determine the
response to the item. In theory, if the examinee’s location in the full multidimensional
space were known, it might be possible to predict the response to a test item with a high
degree of certainty. However, the location in the fully specified multidimensional space
is never known in practice. At best, some relatively small subset of the dimensions is
available for the MIRT model. As a result the relationship between the response and the
location in the space is not a deterministic one with a specific form. Instead, the best that
can be done is to relate the probability of the response to the estimated location in the
multidimensional space and to the estimated test item characteristics. MIRT specifies
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the form of the mathematical relationship and uses it to estimate the locations of the
examinees and the characteristics of the test items.

MIRT was an outgrowth of two other statistics-based methodologies. One has al-
ready been mentioned – unidimensional item response theory. The other methodology
is factor analysis – a method for identifying the hypothetical dimensions that underlie
the relationships among variables in a set of data. MIRT differs from the traditional
applications of factor analysis in a number of important ways. First, factor analysis is
typically used to analyze a matrix of correlations. Because correlations are a unit free
statistic, analyzing a correlation matrix is effectively the same as analyzing variables in
z-score form, variables with mean 0 and standard deviation 1. MIRT does not standard-
ize the variables because the differences in item scores provide important information
about the characteristics of test items. In a sense, MIRT is a special form of unstan-
dardized factor analysis for special kinds of discrete variables – item scores. McDonald
(2000) emphasizes the relationships between the two methodologies.

Second, MIRT was designed for use with variables that are discrete transformations
of continuous variables such as the 0 and 1 scores for test items. The use of traditional
factor analysis techniques for data of this type has resulted in spurious difficulty factors
(Wherry and Gaylord, 1944), especially when the Pearson product-moment correlation
is used as the basis for the analysis. The early work of McDonald (1962) in particular
focused on devising ways to use factor analytic type methodologies on discrete data.
MIRT is an outgrowth of that work.

A third difference between MIRT and the exploratory version of factor analysis is
that the goal of exploratory factor analysis is often to identify the minimum number of
hypothetical factors that will recover the relationships in the data. Parsimony in descrip-
tion has been a goal of this type of analysis. MIRT procedures have a different goal –
the accurate representation of the form of the relationship between the probability of the
response and the location in the multidimensional space. The emphasis has not been to
minimize the number of dimensions. In fact, Reckase (1997b) analyzed item response
data with high numbers of dimensions (25 or more). However, most of the current ap-
plications of MIRT have used fewer dimensions because of limitations in estimation
programs or because it is useful to graph the results and it is difficult to graph more than
three dimensions.

Many of the statistical estimation procedures used for MIRT are very similar to those
used for factor analysis. In fact, the commonly used MIRT programs (e.g., NOHARM
and TESTFACT) provide results in a form similar to factor analysis programs. In gen-
eral, however, the results from the MIRT part of the analysis are quite different from
those from traditional factor analysis mainly because the variables being analyzed are
not standardized to have a mean of zero and a variance of one.

2. General forms of MIRT models

The basic premise of MIRT is that persons vary on many different dimensions. If full
knowledge is available on all of the dimensions of variation, a person’s characteristics
can be represented as a point in a high-dimensional space. The coordinates of the point
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are given by a vector of real numbers, θ j = [θj1, θj2, . . . , θjM ]′, where j is the index
for the person and M is the number of dimensions in the fully defined space. Differences
between persons are indicated by differences in locations in the space. Two assumptions
that are often unstated but that are critical to the use of the elements of the θ j -vector
are that the vector indicates a point in a Euclidean space and the elements represent
coordinates in a Cartesian coordinate system. The latter point indicates that the elements
of the vector represent values on orthogonal axes. These two assumptions allow the
use of the standard Euclidean distance formula to determine the distance between the
locations of two persons, j and k,

(1)�jk =

√√√√√ M∑
g=1

(θjg − θkg)2,

where �jk is the distance between the two points and the other symbols are previously
defined.

Without further assumptions or constraints on the process for estimating the elements
of the θ j -vector, the solution is indeterminate. The dimensions do not have zero points
(i.e., no origin) and units of measurement have not been defined. As a result, the out-
come of any order-preserving transformation of the points in the space represents the
relationships in the data as well as the outcome of any other such transformation. To
define the specific characteristics of the space of point estimates of persons’ locations,
typically called “defining the metric of the space,” three constraints are used. The first
two constraints are that the mean and variance of estimates of the coordinates for a
sample of persons are set to specific values. Any values can be used, but most computer
programs set the mean and variance to 0 and 1, respectively. Setting these values fixes
the origin and unit of measurement for the estimates of the elements of the θ j -vector.
The unit of measurement and origin could also be set by fixing the parameters of an
item, but this is a less commonly used approach.

The third constraint specifies the orientation of the coordinate axes in the multidi-
mensional space. The orientation of the coordinate axes is sometimes fixed by specify-
ing that the direction of best measurement of a test item coincides with the direction
specified by an axis. Different items fix the orientation of different axes. Other ap-
proaches are to specify a statistical criterion such as maximizing the number of test
items that have monotonically increasing probabilities of correct response correspond-
ing to increases in coordinate dimensions.

For realistic situations of modeling the relationship between item responses and
persons’ locations, the full vector of coordinates is not known. Instead, some smaller
number of coordinates is considered, m < M , with the value of m based on practi-
cal considerations. Often m is 2 or 3 to allow graphic presentation of results. Seldom
is m chosen to be more than 5, although there are a few notable examples using m as
large as 50 (e.g., Reckase et al., 2000). Because each person is not located in the full
M-dimensional proficiency space, it is not possible to develop a functional relationship
between the actual response to an item and the location of the person. Instead, MIRT
models the probability of response rather then the actual response to reflect that there
are likely sources of variation in people that are not included in the model.
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Additional constraints that specify the metric of the space are placed on the form of
the relationship between the probability of correct response and the location in the m-
dimensional coordinate space. Through the specification of the form of the relationship,
the specific characteristics of the metric for the space are defined.

The possible forms for the relationship between the probabilities of a correct re-
sponse to an item and the locations of persons in the space mathematical forms have
been proposed. However, for MIRT models for achievement or aptitude test items, the
mathematical form is often limited by an additional constraint. The constraint is that
the relationship between probabilities of correct response and locations in the space
should be monotonically increasing. That is, for an increase in the value of any of the
coordinates, the probability of correct response should increase.

MIRT models are typically models for the relationship between the probability of a
response to one item and the location of a person in the coordinate space. The model
only contains parameters for the characteristics of one item and the location for one
person. The item parameters are assumed to be constant. The probability of correct
response to the item changes with the location of the person. The model is not for sets
of items, although a number of items are analyzed at the same time during estimation of
item parameters and tests of fit of the models to item response data. An often unstated
assumption is that the model will simultaneously apply to all of the items. It is always
possible to fit a model to the data from one item. The simultaneously fitting of the model
to multiple items is a stringent test of the usefulness of the model.

Another assumption is often included as part of MIRT. The assumption is that the
probability of response to one item conditional on a person’s location is independent of
the probability of the response to another item conditional on the same location. This is
expressed mathematically as

(2)P(u1, u2, . . . , un|θ j ) =
n∏

i=1

P(ui |θ j ),

where ui is the response to item i, n is the number of items on the test, and the other
symbols are as previously defined. This assumption is important for the estimation of
parameters and it is assumed to hold only if θ j contains all dimensions needed to re-
spond to all of the items. If too few dimensions are included in θ j , the assumption of
local independence will not likely hold. This provides a means for testing if a sufficient
number of dimensions have been included in the modeling of the responses to the items.

The commonly used MIRT models were partly developed as extensions of item re-
sponse theory (IRT) models that had only a single parameter describing the locations of
the persons (see Reckase, 1997a for a brief summary of the development of the models).
That is, the persons are assumed to only vary along a single continuum. Accordingly,
most MIRT models have these “unidimensional” models as special cases. This feature
of the models will be described when specific forms of the models are described.
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3. Common forms of MIRT models

Although many types of MIRT models have been proposed, two basic forms appear
most frequently in the research literature and in applications of the methodology. The
first of these two models is usually called the compensatory MIRT model because high
values for one set of coordinates for a person’s location can offset low values of other
coordinates when computing the probability of correct response to an item. That is,
persons with quite different locations in the multidimensional space can have the same
probability of correct response to an item.

The logistic form of the compensatory MIRT model is given by

(3)P(ui = 1|θ j ) = ea′
iθj +di

1 + ea′
iθj +di

,

where e is the mathematical constant, 2.718 . . . , that is the base of the natural loga-
rithms, ai is an m-element vector of item parameters that indicates the rate the prob-
ability of a correct response changes as the location on the corresponding coordinate
dimension changes and di is a scalar item parameter that is related to the difficulty
of the test question. More intuitive meanings for these parameters will be provided in
Section 4.

The exponent in Eq. (3) is of the form:

(4)ai1θj1 + ai2θj2 + · · · + aimθjm + di,

where the second subscript indicates the coordinate dimension from 1 to m, i is the
index for items, and j is the index for persons. From this representation, it is clear that
if this sum is equal to a particular value, s, there are many combinations of θ -values that
will lead to the same sum, even if the a- and d-parameters are held constant. It is this
property of the exponent of the model that gives it the label of compensatory. Reducing
the value of θjv can be offset by raising the value of another person coordinate value,
θjw, to yield the same probability of correct response.

The general form of the relationship between the probability of a correct response,
ui = 1, and the location of a person in the θ -space can be seen from a plot of the model
when m = 2. The plot for the case when ai1 = 1.5, ai2 = .5, and di = .7 is presented
in Figure 1.

Several important features of the compensatory MIRT model can be noted from the
graphs in Figure 1. First, the item response surface increases more quickly along the
θ1-dimension than along the θ2-dimension. This is a result of the differences in the ele-
ments of the a-parameter vector. Also, note from the contour plot that the equiprobable
contours are straight lines. This is the result of the form of the exponent of e in the
model equation. For the example given here, the exponent of e is of the following form:

(5)1.5θj1 + .5θj2 + .7 = s.

If s is equal to 0, then the probability of a correct response is .5 and any combina-
tion of θs that result in a value of the expression being 0 define the coordinates of
the equiprobable contour of .5. It is clear from Eq. (5) that this is the equation for a
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Fig. 1. Graphic representations of the compensatory model – item response surface and equiprobable con-
tours for an item with ai1 = 1.5, ai2 = .5, and di = .7.

straight line. Different equiprobable contours are specified by changing the value of s.
The orientation of the equiprobable contours is dependent on the a-parameter vector
for the item and the distance the lines are from the origin is dependent on the d- and
a-parameters.

Two variations of the model given in Eq. (3) are often used. One variation includes
a parameter that indicates the probability of a correct response for persons who are
very low on all of the θ-coordinates. This model is specifically designed for use with
multiple-choice items. Such items have a non-zero probability of correct response even
when persons taking the items have very little skill or knowledge because it is possible
to guess at the answer. The parameter is usually labeled c and the form of the model is
given in Eq. (6).

(6)P(ui = 1|θ j ) = ci + (1 − ci)
ea′

iθj +di

1 + ea′
iθj +di

.

For this model, even if the term on the right (which is the same as that in Eq. (3)) is
very close to 0, the probability of correct response will still be ci or slightly greater.
The value of ci is a lower asymptote for the probability of correct response for the item.
The c-parameter is a scalar rather than a vector because the process used to respond
to items when a person has limited skills or knowledge is not expected to be related
to any specific ability. Although the actual psychological processes persons use for re-
sponding to items when they have limited ability are not known, they are assumed to be
related to guessing. However, the c-parameter estimates are often lower than the chance
guessing level for an item. Therefore, the parameter is often called the pseudo-guessing
parameter.

The second variation of the model given in Eq. (3) is derived from a family of mod-
els that have observable sufficient statistics for the item and person parameters. These
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models were developed based on the work of Rasch (1960, 1961). A typical character-
istic of the Rasch family of models is that the a-parameters for the set of items being
analyzed are assumed to have the same value, usually 1. However, if the a-parameters
in the model presented in Eq. (3) are assumed to be equal, the exponent of e simplifies
to

(7)ai(θj1 + θj2 + · · · + θjm) + di.

If the elements of ai are equal for all dimensions, there is only an observable sufficient
statistic for the sum of the elements of the θ-vector, or alternatively, the sufficient sta-
tistic for each of the elements is the same. Therefore, it is not possible to get a unique
estimate for each element of the θ -vector. Because unique estimates of the θs are not
available, this approach to creating a simplified version of the model in Eq. (3) is not
viable.

The approach that has been used is an extension of a general formulation of a model
with observable sufficient statistics that was presented by Rasch (1961). The model can
be applied to a wide variety of testing situations, but only the multidimensional version
for dichotomous items is presented here. The full version of the model is presented in
Adams et al. (1997) as well as other publications. The model using the same symbols
as defined above is given by:

(8)P(ui = 1|θ j ) = ea′
iθj +w′

id

1 + ea′
iθj +wid

,

where ai is a m × 1 vector of scoring weights that are not estimated but are specified
in advance by the person using the model; d is a p-dimensional vector of item charac-
teristics that is constant across all items; and wi is a p × 1 set of weights that are set in
advance that indicate the way the item characteristics influence the items.

The weight vectors for this model are usually set based on a logical analysis of the
content of the items. In many cases, the elements of ai and wi are 0s or 1s and the
vectors serve to select the person dimensions and item characteristics that apply for a
specific item. It is the fact that the ai and wi vectors are set in advance that results
in the observable sufficient statistics property of these models. Because the ai and wi

vectors are set in advance, the use of this model has close similarities to confirmatory
factor analysis and structural equation modeling. The predicted probabilities of correct
response can be compared to probabilities estimated from the observed data to get a
fit statistic. That statistic can be used to test hypotheses about the reasonableness of
the pre-specified weights. Briggs and Wilson (2003) provide an example of this type of
analysis.

The unidimensional logistic model is a special case of this model when θ is a scalar
rather than a vector. The model simplifies to aiθj + di = ai(θj − bi) when di = −aibi .
The right side of the first equation in the previous sentence is the usual exponent for the
unidimensional two-parameter logistic model with difficulty parameter bi .

To this point, the logistic form of the compensatory MIRT model has been pre-
sented. This form of the model is used because it is more mathematically tractable.
However, instead of using the cumulative logistic function as the basis of the model, the
cumulative normal distribution function could be used. In fact, the early development
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of these models assumed a cumulative normal form for the test characteristic surface
(e.g., McDonald, 1967). The equation for this compensatory MIRT model based on the
normal distribution is given by

(9)P(uij = 1|θj ) =
a′
i θj +di∫
−∞

1√
2π

e− t2
2 dt,

where all of the symbols have been defined previously.
The normal ogive model in (9) and the logistic model in (3) are very similar in form.

Birnbaum (1968, p. 399) indicated that the probability of correct response specified by
the two models with the same parameter values will differ by less than .01 over the
entire range of θ if the exponents of e in the logistic model in (3) are multiplied by 1.7.
When the constant 1.7 is included in the expression for the logistic model, parameters
estimated assuming the model in (9) are often used as estimates for the parameters of
the model in (3). The practical implication of this similarity of models is that more
computer programs are available for the estimation of model parameters.

The second of the two basic forms of the MIRT models is often called the non-
compensatory model, although it is more correctly labeled as the partially compensatory
model because it does not totally remove the compensation effect present in the model
in (3). The partially compensatory nature of the model will be described in more detail
below. The form of this model was first proposed by Sympson (1978) as an alternative
to the model given in (6). The mathematical form of the model is given in Eq. (10).

(10)P(ui = 1|θj ) = ci + (1 − ci)

m∏
�=1

e1.7ai�(θj�−bi�)

1 + e1.7ai�(θj�−bi�)
,

where � is the index for coordinate dimensions, bi� is a parameter that indicates the
difficulty of performing the tasks related to dimension �. Note that the initial version of
the model included the constant 1.7 so that each term in the product would be similar
to a normal ogive model. The item response surface and contour plot for this model are
presented in Figure 2 for the two-dimensional case with ai1 = 1.5, ai2 = .5, bi1 = −1,
and bi2 = 0. The c-parameter for the figure has been set to 0 so that it could be more
easily compared to Figure 1.

The partially compensatory nature of this model is shown by the curvature of the
surface. When the c-parameter is 0, the probability of correct response for an item based
on this model can never be higher than the lowest value in the product. An increase in
one of the coordinates can improve the overall probability somewhat, but only up to the
limit set by the lowest term in the product.

If the terms in the product are represented in this two-dimensional case as p1 and p2,
it is easy to see that the curves that define the equiprobable contours are hyperbolas in
terms of these probability values, h = p1p2, where h is the value for any one of the
contours, and p1 and p2 are the terms in the product in (10). The actual curves plotted
in Figure 2 are not hyperbolas because they are mapped through the logistic functions
to the θ coordinate system. However, like the hyperbola, they asymptote to a value as
the elements of θ approach infinity.
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Fig. 2. Graphic representation of the partially compensatory model – item response surface and equiprobable
contours for an item with ai1 = 1.5, ai2 = .5, bi1 = −1, bi2 = 0 and ci = 0.

The model in (10) can be simplified by setting ci to zero. Then the model parallels the
compensatory model given in (3). A further simplification of this model can be obtained
by setting all of the ai� equal to 1. This model is given by

(11)P(uij = 1|θ j ) =
m∏

�=1

e(θj�−bi�)

1 + e(θj�−bi�)
.

Whitely (1980) suggested this model as a way to describe the interactions among the
various cognitive components that enter into the performance on an item. In this case,
the terms in the product follow the Rasch model form with only a difficulty parameter
for each dimension. Note that if m is 1 in Eqs. (10) and (11), the special cases are the
unidimensional three-parameter logistic model and Rasch models, respectively.

The compensatory and partially compensatory forms of MIRT models have quite
different properties. For the compensatory model, as any element of θ j approaches pos-
itive infinity, the value of the exponent approaches positive infinity even if the other
elements of the θ -vector are very small negative values. Therefore, as any element of
the θ -vector increases, the probability of correct response approaches 1.0. For the par-
tially compensatory model, the product in (10) can never be greater than its lowest value
term. If one term of the product is .1 and all other elements of the θ -vector increase so
the other terms approach 1.0, the product will only approach .1. Therefore, for the par-
tially compensatory model, the probability of correct response to the item as a whole is
limited by the lowest probability of success on a component of the item.

Another difference between the two models is the influence of the number of dimen-
sions in the model on the scaling of the coordinate space. Suppose that the ci and di

parameters in (6) are all zero. Also, suppose that a person has elements of the θ-vector
that are all zero as well. The probability of correct response in that case is .5. Adding
another dimension with a θj� = 0 does not change the probability at all because the
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exponent remains zero. However, consider the same case for (11) with the b-parameters
equal to zero. For one dimension, the probability of correct response is .5, for two di-
mensions .25, for three dimensions .125, etc. In general, if the probability of correct
response for a test item that has a constant probability of mastery for each component of
the model, pc, then probability of correct response will be pm

c where m is the number of
dimensions. If the observed proportion of correct responses for 100 persons at the same
point in the θ -space is .5, the values of the item parameters needed to give that propor-
tion correct will change depending on the number of dimensions. That is, the estimates
of θ for a two-dimensional solution will be quite different in magnitude from estimates
of θ for a three-dimensional solution. This complicates the interpretation of the elements
of the θ -vector for the partially compensatory model. The range of values that is con-
sidered high or low changes depending on the number of dimensions used in the model.

Although the compensatory and partially compensatory MIRT models are quite
different in mathematical form and philosophical position on the way that skills and
knowledge interact when applied to test items, there is some evidence that the two mod-
els fit real test data equally well. Spray et al. (1990) identified item parameters for the
two models that gave similar classical item statistics. Although the item response sur-
faces were very different in some regions of the θ -space, for regions where the density
of an assumed bivariate normal distribution was the greatest, the surfaces were similar.
Figure 3 shows item response surfaces for the two models that resulted in similar pro-
portions of correct response when a standard bivariate normal distribution of examinees
was assumed. The parameters for the two models are given in Table 1.

The parameter values in Table 1 show that the parameters are quite different for the
two models even though they appear to have similar functions. The a-parameters for the
partially compensatory model are larger than those for the compensatory model. This is
an effect of the multiplicative nature of the partially compensatory model.

Fig. 3. Compensatory and partially compensatory models matched to yield approximately the same propor-
tion correct assuming a standard bivariate normal distribution with ρ = 0.
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Table 1
Parameters for matched compensatory and partially compensatory models

Compensatory model Partially compensatory model

Parameters Values Parameters Values

a1 .90 a1 1.26
a2 1.31 a2 1.60
d −.67 b1 −.92

b2 −.15

Note: The a-parameters for the two models do not have exactly the same meaning and are not comparable.
The d-parameter for the compensatory model is on approximately the same scale as –ab for the partially
compensatory model.

Fig. 4. Compensatory and partially compensatory surfaces on same axes (left panel) and contour plot of the
differences between the two surfaces (right panel). Note that the surfaces on the left panel have been rotated

to make the intersection of the surfaces more evident.

Figure 4 presents two graphs. The graph on the left shows the surfaces for both
models on the same set of axes so that they can be compared. The right pane of the
figure shows the contour plot for the difference between the two surfaces. The left panel
in Figure 4 shows that the two surfaces intersect in such a way that they are similar near
the origin of the θ-space. The surfaces diverge the most when the θ1 and θ2 coordinates
are opposite in sign and indicate points that are far from the origin. This can be seen
clearly in the contour plot in the right pane. In the region around the (0, 0) point in the
θ-space, the differences between the two surfaces are close to 0 in probability. However,
in the regions around (−2, 4) and (4,−1) the differences in probability are quite large,
approximately .7 and .6 respectively.
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The form of the contour plot for the difference in the two surfaces shows why the two
models yield similar results on classical test statistics (proportion correct of .40 and .38
for the compensatory and partially compensatory, respectively). The large differences
in the surfaces occur in regions where the density of the bivariate normal distribution
is very small. Further, most skills and knowledge measured by cognitive tests are posi-
tively correlated, making persons at locations (−2, 4) even less likely. The similarity of
the predicted probabilities for the high density region of the normal distribution and the
fact that the partially compensatory model is less mathematically tractable have led to
dominance of the compensatory model in the research literature.

4. Descriptions of item characteristics

If the MIRT models provide a reasonable representation of the data obtained from the
interaction of persons with a test item, then the characteristics of the test item are de-
scribed by the surface defined by the model and they are summarized by the parameters
of the model. For example, if the compensatory model given in (6) represents the rela-
tionship between locations in the θ -space and the proportion of correct responses to an
item for a sample of examinees, then the characteristics of the item can be summarized
by the a-vector, and the scalar c and d parameters.

Unfortunately, the model parameters do not have intuitive meaning. To help in the
interpretation of the MIRT models, several statistics have been derived from the pa-
rameters to help describe the workings of the models. These statistics indicate the
combination of skills best measured by the item, the difficulty of the item, and the use-
fulness of the item for differentiating between persons at different points in the θ -space.

Generally, the goal of measurement is to differentiate among objects using a partic-
ular characteristic of the objects. In this case the objects are people who are located at
different places in the θ -space. These locations are represented by vectors of coordi-
nates (e.g., θ j , θk , etc.). Test items are used to gain information about the differences
in locations of the persons. Assuming the MIRT model describes the functioning of the
test item, the probability computed from the model gives the likelihood of the item score
given the persons location in the θ -space. The .5 equiprobable contour is an important
feature of an item because the principle of maximum likelihood indicates that if per-
sons respond correctly to an item, they are estimated to be located on the side of the
.5 contour that has the higher probability of a correct response. If there is an incorrect
response to the item, the person is estimated to be on the side of the .5 contour that has
the lower probabilities of correct response. Therefore, the location of the .5 contour is
an important characteristic of the item.

Another important characteristic of a test item is how well it differentiates between
two persons located at different points in the θ -space. In the context of MIRT models,
differentiation is indicated by a difference in the probability of correct response to the
item. If the probability of correct response to the item for the locations of two persons
is the same, the item provides no information about whether the persons are at the same
point or different points. However, if the difference in probability of correct response is
large, then it is very likely that the persons are located at different points in the θ -space.
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Differences in probability of correct response for an item are largest where the slope of
the item response surface is greatest, and when points in the space differ in a way that
is perpendicular to the equiprobable contours for the item response surface.

These uses of a test item and the characteristics of the item response surface suggest
three descriptive measures for an item: (1) the direction of steepest slope for an item;
(2) the distance of the point of steepest slope from the origin of the space; and (3) the
magnitude of the slope at the point of steepest slope. These three descriptive measures
can easily be derived from the mathematical form of the item response surface.

Measures of direction and distance need to be taken from a particular location. For
convenience, the location that is used for these measures is the origin of the space – the
θ-vector with all zero elements. Also for mathematical convenience, the development of
these measures is done in polar coordinate system so that the direction is easily specified
as angles from a particular axis. The compensatory model with the c-parameter set to
zero will be used for this development.

The elements of the θ j vector in (6), θj�, represent the coordinates of a point in an
m-dimensional space. Let θj represent the distance from the origin to the point specified
by the θj vector. The point and distance are shown in Figure 5 for the two-dimensional
case. The angle between the line connecting the point to the origin and coordinate axis �

Fig. 5. Polar coordinate representation of person location θj .
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is given by αj�. From right triangle trigonometry, the cosine of angle αj� = θj�/θj .
Solving for θj� yields θj cos αj�. Thus, each element of the coordinate vector can be
represented by the distance from the origin times the cosine of the angle between the
line to the point and the coordinate axis.

In this two dimensional case, αj2 = 90−αj1. More generally, the relationship among
the angles between the coordinate axes and the line connecting the origin of the space
to the θ j -point is given by

(12)
m∑

�=1

(cos αj�)
2 = 1.

This relationship is a general property of the relationships of angles with a line repre-
sented in an orthogonal coordinate space.

The model in (6) can be reparameterized by substituting a vector composed of ele-
ments [θj cos αj�], the scalar value θj times the vector of cosines cos αj , for the vector
of coordinates θ j . After this reparameterization, the MIRT model takes the following
form

(13)P(ui = 1|θj ,αj ) = ea′
i θj cos αj +di

1 + ea′
i θj cos αj +di

,

where θj is a scalar parameter that gives the distance of person j from the origin of
the space and αj is a vector of angles between the coordinate axes and the line from
the origin to the person’s location in the space. This formulation of the model specifies
the probability of correct response for any angle from the axes given by αg and any
distance from the origin given by θg . The slope in any direction specified by αg can be
determined by taking the first derivative of (13) with respect to θg ,

(14)
∂P (ui = 1|θg,αg)

∂θg

= Pig(1 − Pig)a′
i cos αg,

where Pig = P(ui = 1|θg,αg), θg is a point on the line from the origin specified
by the angles in αg , and g is the index for the specific angle from the origin that is
being considered. The subscript for θ and α has been changed from j in (12) to g in
(14) because θj referred to a specific individual and θg refers to a point along a line in
direction αg .

The maximum slope in the direction specified by αg can be determined by taking
the second derivative of the item response function and solving for zero. The second
derivative is given by

(15)
∂2P(ui = 1|θg,αg)

∂θ2
g

= Pig

(
1 − 3Pig + 2P 2

ig

)
(a′

i cos αg)
2.

There are three solutions when (15) is set to zero, but two of them are for Pjg equal to
0 or 1 that lead to values of θg that are negative or positive infinity, respectively. The
only finite solution for 0 is Pjg = .5. This means that the slope is steepest along the
.5 contour for all directions from the origin. The expression for the steepest slope in
direction αg is simply ¼ a′

i cos αg . The slope of the surface along one of the coordinate
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axes is simply ¼ ai�, where � indicates the index for the axis, because the cosine is 1
when the angle is 0◦and the cosine is 0 when the angle is 90◦.

To determine the direction that gives the steepest slope overall, the expression in
(14) for the .5 contour is differentiated with respect to αg and solved for 0. However,
before performing the differentiation, the last element in the vector of cosines, cos αgm,
is replaced with the following term

(16)cos αgm =
√√√√1 −

m−1∑
h=1

cos2 αgh.

Adding this constraint insures that the sum of the squared cosines will be equal to 1.
This has the effect of making the coordinate axes orthogonal to each other.

Differentiating the expression with the added constraint with respect to each of the
angles in the αg-vector, rearranging terms and simplifying results in m − 1 expressions
of the form

(17)aih − aim

(
cos αgh

cos αgm

)
, h = 1, . . . , m − 1.

Setting these expressions equal to zero and solving for each cos αgh yields m expres-
sions of the form

(18)cos αih = aih√∑m
h=1 a2

ih

.

Note that in this equation, the subscript on α has been changed from g to i to indicate
that this is now a feature of the item. This expression gives the cosine of the angle
between each of the axes and the line that connects the origin to the point of steepest
slope on the item response surface. The cosines are called the directions cosines for that
line. This direction indicates the particular direction between two points in the space
that the test item provides the most information about differences in the points.

Another useful piece of information is the distance from the origin to the point of
steepest slope in the direction defined by (18). That distance can be determined by
substituting the vector of direction cosines from (18) into (14) and then solving for θg .
The result is the distance from the origin to the point of steepest slope. The equation for
the distance is:

(19)Di = −di√∑m
h=1 a2

ih

.

Di is often called the multidimensional difficulty, or MDIFF, of the item because it is
on a scale that is analogous to that used in unidimensional IRT models. In those models,
the exponent of e is of the form a(θ − b) = aθ − ab. The ab term is analogous to the
d-parameter in the MIRT model, with the sign reversed. To get the equivalent of the
b-parameter, the last term is divided by the discrimination parameter, a.
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The slope at the point of steepest slope in the direction specified by (18) can be
obtained by substituting (18) into (15) with the probability specified as .5. The result is

(20)Slope = 1

4

√√√√ m∑
h=1

a2
ih.

This expression without the constant ¼,
√∑m

h=1 a2
ih, is referred to as the multidimen-

sional discrimination (MDISC) for the item. Note that MDISC is in the denominator
of (18) and (19). The results in (18), (19), and (20) also apply to the model in (6) with
ci > 0. Changing that parameter only raises the item response surface, but does not
change the location of the equiprobable contour that has the steepest slope. However,
the probability value for that contour is (ci + 1)/2 rather than .5.

The values given in (18), (19), and (20) provide a convenient way to represent items
for two or three dimensional cases. Each item can be represented as a vector that points
in the direction of increasing probability for the item response surface. The base of the
vector is on the equiprobable contour that is the line of steepest slope. The base is a
distance MDIFF away from the origin. The length of the vector is a scaled value of
MDISC. The direction the vector is pointing is given by (18). An example of this vector
representation of an item is given on the contour plot of an item response surface in
Figure 6. Further discussion of the development of these measures is given in Reckase
(1985) and Reckase and Hirsch (1991).

The vector plot for the item with the parameters specified in the legend for Figure 6
has an MDIFF value of .66, and MDISC value of 1.26, and angles with the two axes
of 18◦ and 72◦, respectively. The use of item vectors allows many items to be graphi-
cally represented at the same time. It is also possible to show items in three dimensions,
something that is not possible with response surfaces or contour plots. Figure 7 shows
items from a science test using three dimensions. This graph shows that the items mea-
sure in different directions as the MDIFF values for the items change. Relatively easy
items measure along θ1, while more difficult items measure along θ2 and θ3.

Another way of representing the way that an item functions is its capability to dif-
ferentiate between two points in the space. This capability is usually labeled as the
information provided about the location of the examinee by the item. It is the ratio of
the rate of change of the item response surface over the variance of error of estimates at
that point in the space. The general equation for information (Lord, 1980) for item i is
given by

(21)Ii(θ) = [ ∂Pi(θ)
∂θ

]2

Pi(θ)[1 − Pi(θ)] .
When θ is a vector rather than a scalar, the information at the θ -point depends on the
direction taken because the slope of the surface depends on the direction, as was shown
above. Therefore, the numerator of (21) is changed to include the directional derivative
in angle α rather than the standard derivative:

(22)Iα(θ) = [∇αPi(θ)]2

Pi(θ)[1 − Pi(θ)] ,
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Fig. 6. Item vector representing MDIFF, MDISC, and the direction of best measurement of an item.
(a1 = 1.2, a2 = .4, d = −.84.)

Fig. 7. Vector plot of items in three dimensions.
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Fig. 8. Information functions for an item in three different directions.

where the directional derivative is defined as follows

(23)∇αPi(θ) = ∂Pi(θ)

∂θ1
cos α1 + ∂Pi(θ)

∂θ2
cos α2 + · · · + ∂Pi(θ)

∂θm

cos αm.

Figure 8 shows the information for an item with the same parameters as used in Fig-
ure 6 for directions that are 0◦, 45◦, and 90◦ from the θ1 axis. The information functions
have the same orientation over the θ -plane, but the heights differ. The orientation has
the highest point of the function over the .5-contour of the surface shown in Figure 6.
The angle of steepest slope for the surface is 18◦ which is closest to the 0◦ direction.
Therefore, the information is highest in the left most panel of Figure 8. The 90◦ direc-
tion has substantially lower information than the others because that direction is almost
parallel to the equiprobable contours for the surface.

5. Descriptions of test characteristics

IRT provides a number of useful ways to describe the characteristics of a test by combin-
ing the characteristics of items. For example, because the probability of correct response
to an item is the same as the expected score on an item and because the expected value
of a sum is the sum of the expected values, a test characteristic surface can be computed
by summing the item characteristic surfaces. The item parameters for 20 items that can
be modeled using a two-dimensional coordinate system are given in Table 2. For each of
the items on this test, the item characteristic surface was computed. These 20 surfaces
were summed to form the test characteristic surface. That test characteristic surface is
shown in Figure 9.

The height of the surface represents the estimated true score in the number-correct
metric for the test. For examinees who are high on both θ -values, the estimated true
score is near the maximum summed score on the test of 20. Those low on both
θ -values have estimated true scores near zero. The surface does not have linear equal
score contours because of the combination of multiple items. Overall, the surface shows
how number-correct scores are expected to increase with increases in the coordinate di-
mensions.
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Table 2
Item parameters for a 20 item test

Item
number

a1 a2 d Item
number

a1 a2 d

1 1.81 .86 1.46 11 .24 1.14 −.95
2 1.22 .02 .17 12 .51 1.21 −1.00
3 1.57 .36 .67 13 .76 .59 −.96
4 .71 .53 .44 14 .01 1.94 −1.92
5 .86 .19 .10 15 .39 1.77 −1.57
6 1.72 .18 .44 16 .76 .99 −1.36
7 1.86 .29 .38 17 .49 1.10 −.81
8 1.33 .34 .69 18 .29 1.10 −.99
9 1.19 1.57 .17 19 .48 1.00 −1.56

10 2.00 .00 .38 20 .42 .75 −1.61

Fig. 9. Test characteristic surface for items in Table 2.

The relationship between item information and the information for the full test is
similar to the relationship between the item characteristic surface and the test character-
istic surface. However, note that the test information is the sum of the item information
values in a particular direction. Figure 10 shows the test information for the set of items
given in Table 2 in the 0◦, 45◦, and 90◦ directions from the θ1 axis. The different test
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Fig. 10. Test information functions in directions 0◦, 45◦, and 90◦ from the θ1 axis.

information functions show that the form of the information surfaces is not the same for
the different directions. The set of items provides more information near the origin of
the space in a 45◦ direction than the other two directions. There are other more subtle
differences as well, such as having information higher along the θ2 dimension when
measuring in the 90◦ direction.

The amount of information provided by a test is related to the direction in the space
that the test best differentiates between nearby points. The test shown in Figure 10 is
very good at distinguishing between person locations between 0 and 1 on the θ1 dimen-
sion in a direction parallel to that dimension, but is best at distinguishing persons located
between 2 and 3 along the θ2 dimension in the direction parallel to that dimension.

The single direction best measured by this set of items was derived by Wang (1985).
She showed that the direction could be determined from the eigenvector of the a′a
matrix that corresponds to the largest eigenvalue from the eigenvalues/eigenvector de-
composition of that matrix. The values of the eigenvector are the equivalent of the
elements of the a-parameter vector for an item and can be used to find the direction
of measurement for a unidimensional calibration of the test. Wang (1985) labeled the
line defined by this eigenvector the “reference composite” for the test. In the case of the
set of items in Table 2, the reference composite is a line through the origin that has a
37◦ angle with the θ1 axis. The reference composite is shown by the long dashed vector
in Figure 11.

The concept of a reference composite can be used with sets of items as well as
the full test. For example, if the first ten items in the test measure one content area
and the second ten items measure a different content area, reference composites can
be determined for each set of items and the directions of the unidimensional scale for
those two item sets can be determined. Those two reference composites are shown in
Figure 12 by the vectors drawn with thick lines. Note that the item vectors for the
first ten items, the easier items, are much more tightly grouped around their reference
composite than those for the second set of ten items, the harder items. When the item
vectors for a set of items are all pointing in the same direction, that set of items can be
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Fig. 11. Item vectors and reference composite vector for the items in Table 2.

represented using a unidimensional model. The first ten items approximately meet that
condition.

The second ten items are much more widely dispersed in their directions of best
measurement. Although the reference composite for those items indicates the direction
of measurement for a unidimensional analysis of that set of items, the null hypothesis
that the item responses from this set of items were generated by a unidimensional IRT
model would likely be rejected.2

The reference composites in Figure 12 show an important relationship between
dimensions of sensitivity for test items and the coordinate axes that define the multi-
dimensional space. The coordinate axes for this analysis are a convenient orthogonal
frame of reference for representing the item vectors. The reference composites indicate
the directions of best measurement for the sets of test items. The dimensions of mea-
surement of sets of items generally do not correspond to the coordinate axes and they
are usually not orthogonal. The composites measured by sets of items are often fairly
highly correlated. When simulation studies are used to generate data of this type, it is
often suggested that the coordinate axes need to be non-orthogonal (i.e., correlated) to

2 Statistical procedures such as DIMTEST (Stout et al., 1996) are available to test the null hypothesis that
the data were generated using a model with a single person parameter. Such procedures were not used for this
example because the analysis of a ten item set would not give much power to test the null hypothesis.
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Fig. 12. Reference composites for the first ten and second ten items for the items in Table 2.

represent the correlation between the traits being measured. That is not the case. The di-
mensions of sensitivity for sets of items in the test can be correlated while the coordinate
axes are orthogonal. These two conditions can easily hold at the same time. A common
example is a scatter plot between height and weight. The coordinate axes for height and
weight are drawn orthogonal to each other. The correlation between height and weight
is shown by the form of the scatter plot. The angle between the coordinate axes is not
used to represent the correlation between the variables that are represented in the scatter
plot.

6. The estimation of model parameters

The most intuitively appealing and creative models are not very useful unless the pa-
rameters in the model can be estimated fairly accurately. Estimation procedures for
compensatory MIRT models have been available for some time based on the normal
ogive version of the compensatory model (see Eq. (9)). Because of the similarity of the
logistic model to the normal ogive model, the results of the normal ogive-based pro-
grams are often used as estimates of the parameters of the logistic models as well. This
is because the increase in estimation error caused by model misspecification is believed
to be small relative to other sources of estimation error.
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Initial estimation procedures for MIRT were implemented in two computer pro-
grams, NOHARM and TESTFACT. NOHARM (Fraser, 1988) is based on the work
by McDonald (1967, 1981) to estimate the parameters of the normal ogive model. The
method programmed in NOHARM uses a four term polynomial approximation to the
normal ogive model. The approximation is used to predict the joint frequency of item
scores on pairs of items using least squares polynomial regression. The item response
data from the test is tallied to provide the data in the cells of a two-by-two table of fre-
quencies of response combinations for each pair of items (Table 3). In the table, nijuv

gives the frequency of the response pair u, v where u and v can take on the values
of 0 and 1 for items i and j . The program uses ordinary least squares to estimate the
parameters a and d that minimizes

(24)
∑

i,j,u,v

(nijuv − n̂ijuv)
2,

where n̂ijuv is the value predicted from the polynomial equation. McDonald (1982) and
others have found this procedure to be computationally fast and robust. It has been used
to estimate parameters for up to 50 dimensions. However, this approach is only used to
estimate the item parameters. The θ-vectors are not estimated, but are assumed to be
distributed as multivariate normal with a specified variance covariance matrix. The pro-
gram allows c- and a-parameters to be fixed to specified values to support confirmatory
analyses.

The other commonly used program for the estimation of parameters is TESTFACT
(du Toit, 2003, Chapter 5). This program uses methodology developed by Bock et al.
(1988). Like the methodology used in NOHARM, this program assumes the normal
ogive formulation of the MIRT model. However, rather than predicting the elements of
the 2×2 table of frequencies, TESTFACT determines the parameter estimates that max-
imize the probabilities of the observed frequencies of the full response pattern on all of
the items for the examinees. Because the full response pattern is used, this methodology
has been labeled “full information factor analysis.” The maximization is done assuming
a multivariate normal distribution of proficiencies. The basic equation for the estimation
is given by

(25)P(U = Us) =
∫
θ

Ls(θ)g(θ) dθ,

where Us is a particular binary response pattern for a set of items, Ls(θ) is the likeli-
hood of response string at a particular point in the θ -space, and g(θ) is the multivariate

Table 3
Frequency of item score pairs for two items

Item j

0 1

Item i 0 nij00 nij01
1 nij10 nij11
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normal density for the proficiency values. This integral is approximated using m-fold
Gauss–Hermite quadrature. Because estimation is done assuming a known marginal dis-
tribution of proficiencies, this procedure is called marginal maximum likelihood (MML)
estimation. The actual implementation of the estimation procedure uses the EM algo-
rithm (Dempster et al., 1977). The details of the process are given in Bock et al. (1988).

Recently, there has been substantial interest in using Markov chain Monte Carlo
(MCMC) methods for the estimation of the parameters of MIRT models. At the time
this chapter was written (i.e., 2005), MCMC for MIRT estimation were relatively new,
so the properties of those estimates were not well documented. Bolt and Lall (2003) used
MCMC methods based on the Metropolis–Hastings algorithm to estimate the parame-
ters of both the compensatory and partially compensatory logistic models presented in
Eqs. (8) and (10). Generally, the procedure was able to recover the model parameters in
a simulation study, although the recovery was better for the compensatory model than
the partially compensatory model. A negative aspect of these methods was that estima-
tion took approximately 40 hours for 31 items and 3000 examinees. This should not
be taken as too serious a problem because computers are already substantially faster
than those used in 2002. Also, a number of researchers are currently working on the
use of this methodology. By the time this chapter is published, there likely will be a
number of additional journal articles that update the progress of this methodology. The
reader is encouraged to read current publications on these methodologies to get up to
date information on their usefulness for MIRT.

7. Applications

There have been relatively few applications of MIRT procedures to practical testing
problems, at least as compared to unidimensional IRT procedures. For example, as of
2005, no large scale testing program uses MIRT for test equating while several use uni-
dimensional IRT procedures for that purpose. There is a growing body of research on
such applications, but most of the research is on evaluating new procedures or checking
methodology through simulation. There are also some confirmatory analyses related to
the sensitivity of items to differences along specified dimensions. No doubt, the num-
ber of operational applications will increase in the coming years. A few of the areas
where applications are actively being developed will be highlighted here. As with any
dynamic research area, the current research literature should be checked for the newest
developments in this field.

The three areas that have received the most attention to date are (1) the detailed
analysis of test content, (2) equating/linking of test calibrations to put them into the
same solution space, and (3) computerized adaptive testing. Each of these applications
is described in turn.

The MIRT estimation of item parameters and the calculation of the direction of item
vectors give a convenient way to study the structure of test content. Item vectors that
point in the same direction indicate that the items measure the same composite of the
coordinate dimensions. Reckase et al. (1988) showed that when sets of items have item
vectors that point in the same direction they can be modeled using a unidimensional
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IRT model. Further, Reckase and Stout (1995) determined the general conditions when
sets of items that require multiple skills and knowledge to specify a correct response
can yield item response data that are well fit by unidimensional models. These findings
suggest that if items are clustered into sets with minimal angles between item pairs, the
resulting clusters are sets of items that are sensitive to differences on the same com-
posite of skills and knowledge. Miller and Hirsch (1992) demonstrated the process of
identifying sets of items sensitive to the same set of skills and knowledge using cluster
analysis procedures.

Miller and Hirsch (1992) used NOHARM to estimate the item parameters and then
computed the cosine of the angle between two item vectors using the equation

(26)cos αij = a′
iaj√∑m

k=1 a2
ik

∑m
k=1 a2

jk

=
m∑

k=1

cos αik cos αjk.

The matrix of cosines was then converted to the angles between the item directions.
The angles were used as the dissimilarity measure for a hierarchical cluster analysis
using Ward’s method (Ward, 1963). The number of clusters is difficult to determine
with precision, but considering a combination of the substantive meaning of clusters
and the standard errors of the parameter estimates can give reasonable guidance to the
number of clusters.

The parameters given in Table 2 are used to demonstrate this procedure. The angles
between the items were computed using Eq. (26) and the results were clustered using
Ward’s method. The results are shown in the dendrogram in Figure 13. In this diagram,
the item numbers that are connected together near the horizontal axis have small angles
between them. The horizontal bar connecting the items is at the level showing the an-
gular distance on the vertical axis. The dendrogram shows that the 20 items given in
Table 2 are generally of two different types. These two types generally are consistent
with the two reference composites in Figure 12.

The method of clustering using the angles between items has been used on a wide
variety of test data and it has been shown to yield a very fine grained summary of
item content (Reckase et al., 1997). The results in Miller and Hirsch (1992) show that
interpretable clusters can be identified even when there is a relatively small angle be-
tween clusters. Other analyses at ACT, Inc. (reported in Reckase, 1997c) were able to
detect item content clusters based on as few as four items. Traditional factor analysis
approaches would not detect these item clusters because they did not account for very
much variance out of a 60 item test. However, the clustering based on angular distances
was quite stable, being replicated on a number of parallel forms of the test.

A second area of the application of MIRT that has received substantial research effort
is the linking of MIRT calibrations. The linking of calibrations is important for equating
and vertical scaling of test forms and the development of item pools for computerized
adaptive testing. The methods for computerized adaptive testing with MIRT also depend
on the linking of calibrations for the development of item pools of sufficient size to
support sound implementation.

When items are calibrated using any one of the calibration approaches that are avail-
able, certain aspects of the calibration are not statistically determined from the data
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Fig. 13. Dendrogram of item clusters based on item parameters in Table 2.

and these indeterminacies are usually addressed by fixing/constraining certain features
of the parameter estimates. Li and Lissitz (2000) lay out these issues and indicate that
there are three types of indeterminacy in the solutions. First, the origin of the coordinate
system is not defined. This is usually addressed by setting the mean vector of the esti-
mated proficiencies to a vector of zeros. Second, the units along each of the coordinate
axes are not determined. This is usually addressed by setting the unit as the standard
deviation of the observed proficiencies. These first two types of indeterminacy also ex-
ist for unidimensional IRT models so a variety of procedures have been developed to
address those issues.

The third type of indeterminacy is the orientation of the axes of the coordinate sys-
tem in the space defined by the proficiency estimates. NOHARM addresses this type
of indeterminacy by fixing the coordinate axes to run parallel to the item vectors for
pre-selected items. The solution can later be changed using a variety of rotation proce-
dures to set the orientation of the coordinate axes according to other criteria. It is clear,
however, that using a different set of items to anchor the coordinate axes will give a so-
lution that appears different, even though it may be possible to make two solutions look
the same after rotation to a common criterion. Other estimation methods use different
constraints to set the orientation of the coordinate axes. This means that analyzing the
same set of data with two different programs will likely give different “looking” results,
different parameter estimates, even though they might be very nearly the same after an
appropriate rotation.

Because of these indeterminacies and the different ways that they are addressed by
different estimation programs, the estimates of parameters obtained from the programs
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are to some extent sample specific. That is, if a set of items are calibrated using sam-
ples that have different mean vectors and different variance/covariance matrices, the
procedures for resolving indeterminacies will cause the parameter estimates to be dif-
ferent when, in fact, they are simple transformations of each other. The goal of MIRT
linking/equating procedures is to determine the transformations that will convert a set
of item parameter estimates from one sample to estimates of the same parameters from
another sample. The transformation determined for items can be used to determine the
comparable transformation for abilities. That transformation will keep the person loca-
tions in the same place relative to each other, but convert the locations to a different
coordinate system.

To make the discussion of the indeterminacy of the solutions concrete, the para-
meters in Table 2 were used to generate item response data according to the com-
pensatory MIRT model based on two different θ -distributions. In both cases, 2000
simulated student response vectors were generated based on each assumed distribution
of θ . The first distribution has a mean vector of (0, 0) and the identity matrix for the
variance–covariance matrix. The second distribution has a mean vector of (.5,−.75)

and variance–covariance matrix
[

2.25 .45
.45 .5625

]
. The first distribution is consistent with that

specified in the TESTFACT estimation program. However, that distribution has a zero
intercorrelations between the θ1 and θ2 coordinates of the examinees’ locations in the
space. A zero correlation between coordinates is unlikely in practice because most cog-
nitive proficiencies are related to each other for typical testing populations.

The second distribution specifies a correlation between the θ -coordinates of .4 and a
standard deviation for the first set of coordinates that is twice that for the second set of
coordinates. Because of the close match to the assumptions built into TESTFACT, the
analysis of data generated from the item parameters and the first proficiency distribution
should result in parameter estimates that are similar to the generating parameters. The
analysis of the data generated from the second distribution should give results that are
quite different because the TESTFACT will set the estimated mean vector to a default
value of (0, 0) and the default variance covariance matrix to the identity matrix. Because
the person parameters have are estimated on a rotated and translated set of coordinates,
the item parameters are estimated with a compensating translation and non-orthogonal
rotation. For the second set of generated data, the item parameter estimates will not
appear similar to the generating parameters. However, the linking of the calibrations to
a common set of coordinate axes should show that these two sets of parameter estimates
are estimates of the same true parameters.

Table 4 gives the generating parameters and the two sets of estimated parameters side
by side so they can be conveniently compared. The estimates from TESTFACT have
been multiplied by 1.7 to put them on the logistic model metric because TESTFACT
assumes the normal ogive model when estimating parameters. The values are those ob-
tained using the Varimax rotation option from the TESTFACT program. The values
labeled Est 1 in the table come from the estimation of the generated data assuming the
standard normal distribution of θs with the identity matrix for the variance covariance
matrix. The values labeled Est 2 are for the estimates based on the distribution described
above. It is clear from a comparison of the parameter estimates that the Est 1 values are
fairly close to the values used to generate the data. The Est 2 values are quite different,
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Table 4
Item parameter estimate comparison

Item
number

a1-parameter a2-parameter d-parameter

True Est 1 Est 2 True Est 1 Est 2 True Est 1 Est 2

1 1.81 1.51 2.28 0.86 0.86 1.51 1.46 1.27 1.81
2 1.22 1.20 1.36 0.02 0.07 0.74 0.17 0.17 0.77
3 1.57 1.37 1.98 0.36 0.46 1.04 0.67 0.55 1.19
4 0.71 0.60 0.98 0.53 0.63 0.82 0.44 0.44 0.39
5 0.86 0.85 1.01 0.19 0.22 0.56 0.10 0.17 0.44
6 1.72 1.67 2.28 0.18 0.34 1.11 0.44 0.43 1.34
7 1.86 1.66 2.33 0.29 0.36 1.18 0.38 0.43 1.38
8 1.33 1.19 1.81 0.34 0.43 1.00 0.69 0.75 1.20
9 1.19 1.04 1.56 1.57 1.53 1.97 0.17 0.08 −0.33

10 2.00 1.98 2.93 0.00 0.15 0.91 0.38 0.50 1.77
11 0.24 0.18 0.29 1.14 1.07 1.07 −0.95 −0.92 −1.64
12 0.51 0.36 0.69 1.21 1.39 1.33 −1.00 −1.06 −1.64
13 0.76 0.64 0.99 0.59 0.67 0.79 −0.96 −0.99 −0.96
14 0.01 −0.07 0.04 1.94 1.64 1.31 −1.92 −1.81 −3.13
15 0.39 0.25 0.43 1.77 1.55 1.53 −1.57 −1.45 −2.70
16 0.76 0.66 0.92 0.99 1.05 1.14 −1.36 −1.54 −1.63
17 0.49 0.48 0.61 1.10 0.94 1.19 −0.81 −0.76 −1.36
18 0.29 0.15 0.48 1.10 1.08 1.00 −0.99 −1.01 −1.66
19 0.48 0.49 0.54 1.00 0.92 0.99 −1.56 −1.68 −1.97
20 0.42 0.37 0.56 0.75 0.68 0.67 −1.61 −1.66 −2.00

Mean 0.93 0.83 1.20 0.80 0.80 1.09 −0.39 −0.40 −0.44

Standard
deviation

0.62 0.59 0.82 0.57 0.48 0.33 0.98 0.97 1.60

with larger mean a-parameters and larger standard deviations for d-parameters. This
is not a surprising result because the second data set did not have characteristics that
matched the default origin and unit of measurement used in the TESTFACT program.
Because TESTFACT constrains the θ-estimates to be uncorrelated, the correlation be-
tween the θ -vectors used to generate the data must be accounted for in other ways. The
parameter estimates show that adjustment needed to account for the correlation is an
increase in the a-parameter estimates and an increase in variance for the d-parameter
estimates. However, the parameter estimates from both data sets represent the same cor-
relational structure among the items. To show that, the parameter estimates need to be
rotated and translated to be put on the same coordinate system as the generating values.

Approaches to determining transformations for putting all of the item parameters
on the same coordinate system have been developed by Li and Lissitz (2000) and Min
(2003). Both use Procrustes methods to determine a rotation matrix that rotates the
coordinate axes so that the item vectors point in the same directions in the coordinate
space. They then solve for translation constants that minimize the difference between
the target and estimated d-parameters. The approach presented here is an extension of
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those methods based on work by Martineau (2004) and Reckase and Martineau (2004).
This approach is more general than previously published methods.

The rotation matrix for the coordinate axes is computed using the oblique Procrustes
method as specified by Mulaik (1972, p. 297). That method determines the rotation
matrix from the following equation

(27)Rot = (a′
aaa)

−1a′
aab,

where ab is the n × m matrix of base form discrimination parameters that are the target
for the transformation, aa is the n×m matrix of discrimination parameters for the same
items on the alternate form, and Rot is the m × m rotation matrix for the discrimination
parameters.

For the examples given in Table 4, using the generating a-matrix as the target, the
rotation matrix for Est 1 is

[
1.06 −.09
.07 1.09

]
and that for Est 2 is

[
.75 −.49
.03 1.26

]
. The rotation ma-

trix for Est 1 is very close to an identity matrix. This is because the data were generated
according to the same model as is assumed by the TESTFACT program. The rotation
matrix for Est 2 is quite different than that for Est 1 because it must account for the dif-
ferences in variances of the generating θ parameters and the covariance between those
parameters. The difference in the diagonal values account for the different variances for
the generating θs and non-zero off-diagonal value accounts for the covariance between
the θs. The a-matrix on the coordinate system for the target set of parameters is given
by

(28)a	b = aaRot,

where a	b is the estimate of the a-parameters on the base form metric. The rotations for
Est 1 and Est 2 were applied to the estimated a-matrices and the results are presented
in Table 5 with the generating parameters. It is clear that the parameters after rotation
are much closer than those in Table 4. The means and standard deviations of the a-
parameters for the two dimensions after rotation are very similar to statistics for the
parameters used to generate the data.

The transformation of the d-parameters from the alternate form to the metric of the
base form is given by

(29)Trans = aa(a′
aaa)

−1a′
a(db − da),

where db is the n × 1 vector of d-parameters for the base form, da is the n × 1 vector
of d-parameters for the alternate form, and Trans is the n × 1 transformation vector
for the d-parameters. The other symbols have been defined above. The estimate of the
d-parameters on the base form from those on the alternate form is given by

(30)d
	

b = da + Trans.

The correlations between the parameter estimates and the true values are also very high.
For example, the correlation between the generating d-parameter and Est 2 is .994.

The transformation for the estimates of θ from the alternate form to the base form
metric is given by

(31)θ
	′

b = Rot−1θ ′
a + (a′

bab)
−1a′

b(da − db),
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Table 5
Item parameter estimate comparison after rotation

Item
number

a1-parameter a2-parameter d-parameter

True Est 1 Est 2 True Est 1 Est 2 True Est 1 Est 2

1 1.81 1.66 1.74 0.86 0.80 0.79 1.46 1.29 1.37
2 1.22 1.28 1.04 0.02 −0.03 0.27 0.17 0.18 0.35
3 1.57 1.48 1.50 0.36 0.37 0.35 0.67 0.57 0.55
4 0.71 0.68 0.75 0.53 0.64 0.56 0.44 0.45 0.35
5 0.86 0.92 0.77 0.19 0.16 0.21 0.10 0.18 0.14
6 1.72 1.79 1.73 0.18 0.22 0.29 0.44 0.45 0.53
7 1.86 1.78 1.77 0.29 0.25 0.35 0.38 0.45 0.57
8 1.33 1.29 1.38 0.34 0.37 0.38 0.69 0.76 0.67
9 1.19 1.21 1.22 1.57 1.57 1.72 0.17 0.11 0.24

10 2.00 2.11 2.21 0.00 −0.01 −0.28 0.38 0.52 0.25
11 0.24 0.27 0.24 1.14 1.15 1.20 −0.95 −0.90 −0.88
12 0.51 0.48 0.55 1.21 1.48 1.34 −1.00 −1.04 −0.97
13 0.76 0.72 0.76 0.59 0.67 0.51 −0.96 −0.98 −1.03
14 0.01 0.04 0.07 1.94 1.79 1.64 −1.92 −1.79 −1.95
15 0.39 0.38 0.37 1.77 1.67 1.72 −1.57 −1.43 −1.63
16 0.76 0.77 0.72 0.99 1.08 0.99 −1.36 −1.52 −1.31
17 0.49 0.58 0.49 1.10 0.98 1.20 −0.81 −0.75 −0.76
18 0.29 0.24 0.38 1.10 1.16 1.02 −0.99 −1.00 −1.12
19 0.48 0.58 0.43 1.00 0.95 0.90 −1.56 −1.66 −1.49
20 0.42 0.44 0.44 0.75 0.71 0.58 −1.61 −1.65 −1.82

Mean 0.93 0.94 0.93 0.80 0.80 0.79 −0.39 −.39 −.40

Standard
deviation

0.62 0.60 0.61 0.57 0.56 .56 0.98 .97 1.00

where θa is a 1 × m vector of estimates from the alternate form calibration, and θ
	′

b is
the 1 × m parameter estimate vector after transformation to the coordinate system from
the base form.

The transformations presented here are useful for linking calibrations of distinct sets
of items to form an item pool for computerized adaptive testing. They can also be used
for multidimensional generalizations of horizontal and vertical equating (see Reckase
and Martineau, 2004, for an example). In all of these cases, the goals of the analysis can
be accomplished by including a common set of items, often called an anchor set, in the
tests administered to different groups of examinees. When the groups are at the same
educational or grade level, the result is horizontal equating. When the groups differ in
educational or grade level, and the non-common items differ in difficulty, the analysis is
called vertical scaling. In any case, the set of common items must be sensitive to all of
the proficiency dimensions that are of interest. In many cases, the total number of pro-
ficiency dimensions is not known. In that case, Reckase and Hirsch (1991) showed that
overestimating the number of dimensions was less of a problem than underestimating
the number of dimensions. In the latter case, dimensions were projected on top of each
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other, losing important information. Therefore, calibrations should use enough dimen-
sions to capture all of the meaningful capabilities in all of the tests being administered.
This is especially important for vertical scaling because tests of differing levels of diffi-
culty may assess different skills and knowledge. The number of dimensions for analysis
should be the union of the dimensions in all of the tests being calibrated.

One of the more interesting applications of MIRT is as the basis for computerized
adaptive testing (CAT). CAT is a testing methodology that has strong connections to
the sequential design of experiments. In this case, the experiment is the administration
of one test item and the result is the response to that test item. The design of a CAT
addresses the problem of how to design the following experiments after obtaining the
results of prior experiments. The design of subsequent experiments requires the selec-
tion of the next test item with the goal of giving results that can be used to determine
the location of the examinee in the latent space.

The design of the n + 1 experiments is essentially the selection of the item that has
characteristics that will reduce the error in estimation of the examinee’s location in the
latent space by the greatest amount. In order to select the item, that is, to design the next
experiment, information must be available about the characteristics of the items that
could be used for the experiment. This information is obtained through the calibration
of test items using the procedures described above. The calibration results in a data
file of prospective test items along with estimates of the parameters that describe the
functioning of the item. This data file is typically called an item pool or item bank.

Numerous criteria have been suggested for selecting the next item when CAT is im-
plemented using MIRT models. The most frequently used method for unidimensional
versions of CAT is to select the item that provides the most information at the current
estimate of θ . In the multidimensional case, the information provided by the item is
given by Eq. (22). That formulation of information requires the specification of a direc-
tion that is the focus of the assessment. That direction is not easy to specify for a MIRT
CAT so other criteria for selecting items have been considered. The method for item
selection described here is directly related to the procedure for estimating the θ-vector
so that methodology will be described first.

Maximum likelihood estimation is frequently used to obtain the estimate of θ when
unidimensional models are used as the basis for CAT. In the unidimensional case, at
least one correct and incorrect response is needed before a finite maximum likelihood
estimate can be obtained. Before at least one of each response type is obtained, heuris-
tics are used to update the θ -estimates. For MIRT based CAT, the number of types
of response strings that do not lead to finite θ -vector estimates is greater than for the
unidimensional case, so more elaborate heuristics are required. Acceptable heuristics
have not yet been developed. Segall (2000) recommends using Bayesian estimation
procedures as an alternative to maximum information item selection and maximum like-
lihood θ estimation because it resolves the problem of infinite estimates and it makes
the estimation more efficient by using prior information about the distribution of θ . The
recommended methods are briefly described below.

The prior distribution for the θ -estimates is assumed to be multivariate normal with
a specified mean vector and variance–covariance matrix:

(32)f (θ) = (2π)−
m
2 |Σ |− 1

2 e− 1
2 (θ−μ)′Σ−1(θ−μ),
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where Σ is the variance/covariance matrix for the θ -values, μ is a vector of means for
the θ -values.

The other variables have been defined earlier. When Segall specifies the prior it is
common to use a vector of zeros as the mean vector and to set the variances to 1.0.
The covariances are set to values that are expected for the dimensions in the test data.
Because most cognitive dimensions are correlated in an unselected population, using a
value of .5 or .6 as prior correlations for the variables may be reasonable.

The posterior distribution of the θ -estimate is determined by multiplying the prior
distribution by the likelihood of the observed response vector given θ and then stan-
dardizing the distribution to have a total area of 1.0. The likelihood of the observed
response vector is given by Eq. (2) above assuming the compensatory MIRT model.
When θ is the parameter of interest and the vector of responses u is considered fixed,
the joint probability is represented by L(u|θ). The posterior density of θ given the re-
sponse vector u is given by

(33)f (θ |u) = L(u|θ)f (θ)

f (u)
,

where f (u) is the marginal probability of u given by

(34)f (u) =
∫ ∞

−∞
L(u|θ)f (θ) d(θ).

The mode of the posterior density is used as the estimate for θ because it is more
convenient to compute that value than the mean or the median, especially when the
number of coordinate dimensions is high. The differences in the various methods for
summarizing the posterior distribution are small when a reasonable number of items
have been administered.

Segall (2000) recommends using the characteristics of the posterior distribution for
θ to determine the next item to administer. Specifically, the item is selected that will
result in the “largest decrement in the size of the posterior credibility region” (p. 62).
The details of the mathematical derivation of the practical implementation of this cri-
terion would require more space than is available in this chapter. The interested reader
should refer to Segall (2000) for the details. He shows that maximizing the posterior
information matrix provides the most decrement in the posterior credibility region. The
information is computed for the already administered items, Sk−1, and each of the pos-
sible items that are candidates for administration, i. The criterion is evaluated at the
most recent estimate of the θ vector. The posterior information matrix is given by

(35)Ii,Sk−1(θ) = −E

[
∂2

∂θ∂θ ′ ln f (θ |uk)

]
.

When this value is determined in practice, a number of simplifying assumptions are
made. The posterior distribution is assumed to be normally distributed even though the
actual posterior distribution is not normal. The mean of the normal approximation is set
to the mode of the actual posterior.

When MIRT CAT is implemented in practice, the number of items administered
reaches a preset value, or the process continues until the posterior credibility region is
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smaller than some threshold value. When the stopping criterion has been reached, the
estimated θ -vector is assumed to indicate the location of the examinee in the multidi-
mensional space. The elements of the vector can be reported to provide results related
to the coordinate axes, or the point can be projected onto reference composites to give
estimates of performance on constructs defined by sets of items.

8. Discussion and conclusions

MIRT is a theory that indicates that the interaction between a person and a test item
can be represented by probabilistic models that represent the person by a vector of co-
ordinates in a multidimensional space. The application of that theory is through the
development and evaluation of the forms of the probabilistic models and the devel-
opment of statistical methodology for estimating the parameters of the models. If the
MIRT model provides a reasonable representation of the item response data from the
interaction of persons and test items, then the collection of related statistical methods
can be applied to challenging problems in educational and psychological measurement.

The most immediate problem is dealing with the fact that most educational and
psychological measurement instruments are not designed to be consistent with unidi-
mensional IRT models. Even those that report single scores and use unidimensional
IRT models for reporting scores typically have complex content specifications that im-
ply that multiple skills and knowledge are needed to successfully respond to the test
items. These specifications imply that multidimensional models are needed to properly
model the item response data. Robustness of the unidimensional models and essential
unidimensionality (Stout, 1987) are often used to support the use of the unidimensional
models, but there is also an extensive literature checking whether or not unidimension-
ality assumptions are reasonable for the data from a particular test.

My own perspective on the dimensionality problem is that all matrices of test data
need multidimensional models to accurately represent the interaction of persons and
test items, but sometimes the multiple dimensions are highly correlated in the examinee
sample or the set of items in the test are not very sensitive to differences in many of
the dimensions. In the latter cases, the use of unidimensional models may be more effi-
cient ways of getting at the major reference composite for the test, but it is still helpful
to understand that other dimensions are in play. That understanding helps put differ-
ential item functioning into a formal theoretical context and helps explain the formal
requirements for test parallelism.

MIRT is still in its infancy as a psychometric methodology. While there are few ap-
plications of MIRT within large scale testing programs as of 2005, there is a growing
body of research related to the development of practical methods. At the time of the
writing of this chapter, estimation procedures are fairly well developed and the practi-
cal issues of linking calibrations and representing analysis results are being addressed.
A few applications of MIRT to test design and analysis are beginning to appear.

It is tempting to predict that MIRT procedures will be widely used in large scale
testing programs within the next few years. Such predictions are difficult to support.
The history of the implementation of computerized adaptive testing shows that very
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elegant solutions to testing problems do not necessarily get put into practice because of
practical issues related to computer availability and test security. It appears that the use
of MIRT will improve test design and development, the reporting of test results, and the
efficiency of measurement. Whether or not the promise of this theory and methodology
becomes a reality will depend largely the level of motivation of researchers in this field.
It is hoped that this chapter will provide stimulus for progress in the practical application
of this MIRT methodology.
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Mixture Distribution Item Response Models

Matthias von Davier and Jürgen Rost

Abstract
This chapter provides an overview of research on mixture distribution models for
item response data. Mixture distribution models assume that the observed item
response data are sampled from a composite population, that is, a population con-
sisting of a number of components or sub-populations. In contrast to multi-group
models, mixture distribution models do not assume a known partition of the pop-
ulation but use an un-observed grouping variable to model the item response data.
Mixture distribution models do not typically assume that the mixing variable is ob-
served, but offer ways to collect evidence about this variable by means of model
assumptions and observed heterogeneity in the data.

The components of a mixture distribution can be distinguished by the differences
between the parameters of the assumed distribution model that governs the condi-
tional distribution of the observed data. In the case of item response data, it may be
assumed that either different parameter sets hold in different sub-populations or, in
even more heterogeneous mixtures, different item response models hold in different
sub-populations.

Item response models such as the Rasch model, the 2-parameter and 3-parameter
logistic model, and the generalized partial credit model have been extended to mix-
ture distribution IRT models.

This chapter introduces the derivation of mixture distribution models based on
different origins and gives an overview of current fields of application in educational
measurement, psychology, and other fields.

1. Introduction

This chapter gives an overview of research on mixture distribution models for item re-
sponse data. Mixture distribution models assume that the observed item response data
are sampled from a composite population, that is, a population that consists of a number
of components or sub-populations. In contrast to multi-group models, mixture distribu-
tions do not assume a known partition of the population but use an un-observed grouping
variable to model the item response data. Mixture distribution models do not typically

643

http://dx.doi.org/10.1016/S0169-7161(06)26019-X


644 M. von Davier and J. Rost

assume that the mixing variable is observed, but offer ways to collect evidence about
this variable by means of model assumptions and observed heterogeneity in the data.

The components of a mixture distribution can be distinguished by the differences be-
tween the parameters of the assumed distribution model that governs the conditional
distribution of the observed data. In the case of item response data, it may be as-
sumed that either different parameter sets hold in different sub-populations or, in even
more heterogeneous mixtures, different item response models hold in different sub-
populations.

Item response models such as the Rasch model, the 2-parameter and 3-parameter
logistic model, and the generalized partial credit model have been extended to mixture
distribution IRT models.

This chapter introduces the derivation of mixture distribution models based on dif-
ferent origins and gives an overview of current fields of application in educational
measurement, psychology, and other fields.

2. Different perspectives on mixture IRT

Mixture distributions take the form of a weighted sum of conditional distributions
(McLachlan and Peel, 2000). Therefore, mixture distributions can be defined in terms of
marginal distributions by integrating across mixing components and conditional distrib-
utions within the mixing components. The first publication about the analysis of mixture
distributions was probably Newcomb (1886), even though Pearson (1894) is often cited
as being the first individual to have used mixtures of normal distributions.

In the following, the necessary definitions and assumptions for the models and
applications introduced in this chapter will be developed. Assume random variables
xi ∈ {0, . . . , mi}, for i = 1, . . . , I , a random variable c with values in {1, 2, . . . , C}
and a k-dimensional real valued random variable θ , that is θ ∈ R

k . The xi will repre-
sent the observed variables, in this context the item response variables, the c variable
represents the unobserved mixing variable and may be interpreted as representing the
indicator of populations, the θ variable is an (unobserved) latent variable, that often
represents ability, proficiency or other constructs in educational and psychological ap-
plications of latent variable models such as item response theory. Let the count density
of c be π(c) and let the conditional density of θ given c be φ(θ | c). Denote the condi-
tional probability of response x to item i given θ in population c as pci(x | θ).

With the above definitions and assumptions, and the usual assumption of local in-
dependence (LI) of IRT, p(x1, . . . , xI | θ, c) = ∏

i pci(xi | θ), the marginal mixture
distribution of the observables x = (x1, . . . , xI ) is

(1)p(x1, . . . , xI ) =
C∑

c=1

π(c)

(∫
θ

∏
i

pci

(
xi | gi(θ)

)
φ(θ | c) dθ

)
.

The expression in parentheses in (1) represents the conditional probability of (x1, . . . , xI )

in population c, that is,

(2)p(x1, . . . , xI | c) =
∫

θ

∏
i

pci

(
xi | gi(θ)

)
φ(θ | c) dθ,



Mixture distribution item response models 645

so that the expression in (1) may be rewritten as

p(x1, . . . , xI ) =
C∑

c=1

π(c)p(x1, . . . , xI | c)

which conforms to the usual rules for calculations with conditional probabilities.
Applying Bayes’ rule allows to determine the posterior probability of class member-

ship as

(3)p(c′ | x1, . . . , xI ) = π(c′)p(x1, . . . , xI | c′)∑C
c=1 π(c)p(x1, . . . , xI | c)

for latent class c′. The posterior probabilities are important for classifying observations
during the estimation of model parameters as well as after the estimation, when obser-
vations are assigned to the most likely class (maximum a-posteriori classification) or
are assigned multiple imputations of class membership using the posterior distribution
as defined in (3).

Note that so far, only local independence (LI) and class dependent response probabil-
ities pc(· | θ) have been assumed, and no assumptions have been made about the density
φ(θ) of the ability variable or about the dimensionality of the projection gi(θ). For φ(θ)

it is often assumed to take on a specific convenient form such as the normal density. The
gi(θ) denote transformations or projections, which may be a uni-dimensional compo-
nent, i.e., gi(θ) = θk , of the multivariate θ = (θ1, . . . , θk, . . . , θK) for models assuming
simple structure.

2.1. Mixtures of homogeneous sub-populations

The statistical model behind latent class analysis (LCA; Lazarsfeld and Henry, 1968) is
also a discrete mixture distribution model. The model equation for LCA is

P(x1, . . . , xI ) =
C∑

c=1

π(c)

I∏
i=1

pci(xi)

and thus assumes independence of response variables x1, . . . , xI given class c, so that

p(x1, . . . , xI | c) =
I∏

i=1

pci(xi).

The latent class model may be understood as a mixture distribution IRT model with a de-
generate conditional ability distribution, i.e., the ability variance can be considered zero
within each class, since the pci(xi) are defined without an additional (ability) variable θ .

In LCA, the conditional response probabilities are constrained to be the same for
all members of a given class (sub-population) c, but are allowed to differ across sub-
populations.

It is often convenient to reparameterize the model equation in order to avoid the
estimation of bounded probability-based parameters. A useful approach is to choose the
logistic transformation and to write the conditional probabilities as
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(4)pci(x) = exp(βcix)

1 + ∑Mi

y=1 exp(βciy)
= exp(βcix − δci)

with δci = ln[1 +∑Mi

y=1 exp(βciy)]. This reparameterization does not change the model
assumptions, but makes it easier to estimate parameters when additional constraints are
to be met. In the form given in (4), the latent class model has obvious similarities to
logistic models of item response theory (IRT).

One constrained model derived from unconstrained LCA in (4) is of particular im-
portance for the derivation of mixture IRT models. The central idea is to disentangle
item effects and group effects that are confounded in the βcix parameters and therefore
require a relatively large set of parameters for each latent class. This means that many
parameters have to be estimated in each class, and therefore, the accuracy of these es-
timates will deteriorate when more classes are added to an existing model. A more
parsimonious approach can be taken when using a linear decomposition of the βixc into
item and class parameters such as

βixc = θc − αix,

for decomposition into one class-level parameter and an item-category parameter, or

βixc = x (biθc − ai)

which yields a model that shares many features with a 2PL IRT model. These linear
decompositions greatly reduce the number of necessary parameters. A linear logistic
version of LCA was described by Formann (1982, 1985). Haberman (1979) has intro-
duced linear constraints on the parameters and has shown that LCA is equivalent to a
log-linear model containing an unobserved variable.

A practical advantage of the linear decomposed version of the latent class model is
that each latent class is assigned an “ability level” θc and each item has one (set of)
parameter(s) (e.g., αix or (ai, bi) in the examples above) that remains the same across
latent classes.

2.2. Mixed Rasch models and mixture IRT models

The development of mixture IRT models has also been motivated by a number of dif-
ferent phenomena observed when modeling data from potentially non-homogeneous
populations. Rost (1990, 1991) developed the mixed Rasch model on the basis of ob-
serving different response styles and different test taker strategies. The integration of
quantitative ability differences into the modeling of student populations by means of
qualitative differences (style, strategy choice) was the goal of developing the mixed
Rasch model. The latent class and Rasch models share the local independence assump-
tion, but use quite different variables on which to condition. In the Rasch model, a count
of correct responses or credits is sufficient for estimating the ability parameter, whereas
the latent class model assumes that an unobserved nominal variable, that is more or less
implicitly defined by class profiles, explains all observed dependencies in the data.



Mixture distribution item response models 647

2.2.1. The conditional Rasch model
The conditional form of the mixed Rasch model is particularly simple, since it com-
bines the Rasch and latent class models in their most compatible forms. In the Rasch
model, the conditional expression for the probability of a response pattern allows one to
eliminate the person parameter in the equations necessary to estimate item parameters,
thus avoiding problems of inconsistency of the estimators (Neyman and Scott, 1948).

The mixed Rasch model can also adopt the Rasch model in conditional form, so that
item parameters can be estimated using this particularly useful approach (von Davier
and Rost, 1995). By using the definition of the Rasch model to verify the sufficiency of
the total score r = ∑

i xi we have

P(x1, . . . , xI | θ) = exp(rθ)
exp[∑I

i=1 βixi
]

δ(β··)
with δ(β··) = ∏I

i=1(1 + ∑mi

x=1 exp(xθ − βix)). Conditioning on r by using

p(r | θ) =
∑

{(x1,...,xI ):∑ xi=r}
P(x1, . . . , xI | θ)

yields

P(x1, . . . , xI | r, θ) = exp[∑I
i=1 βixi

]
γ (r)

,

where the γ (r) represents the symmetric function of order r . This function is defined as

γ (r) =
∑

{(x1,...,xI ):∑ xi=r}
exp

[
I∑

i=1

βixi

]

and represents a sum over terms based on all response patterns that share score r . Only
the left-hand side of the above expression depends on θ , so that integrating over θ using∫
θ
P (x1, . . . , xI | r, θ)p(θ) dθ = P(x1, . . . , xI | r) yields

P(x1, . . . , xI | r) = exp[∑I
i=1 βixi

]
γ (r)

,

and finally

P(x1, . . . , xI ) = πr

exp[∑I
i=1 βixi

]
γ (r)

,

since r is a function of the xi . The πr = P(R = r) represent the probability of observing
raw score r , which can be estimated from sample counts using π̂r = N(R=r)

N
. The

advantage of using this approach is that the integration over the ability variable θ can
be avoided by operating on the basis of the sufficient statistic r for that variable. This
approach is viable for models that, like the Rasch model, have sufficient statistics for θ

based on observed variables x1, . . . , xI and possibly pre-specified weight constants. If
weights are estimated, like in the 2PL, conditional maximum likelihood is infeasible,
since the statistic that would be used for conditioning depends on estimated parameters
in those cases.
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2.2.2. Combining Rasch model and latent class analysis
The Rasch model in the above conditional form is finally augmented by including provi-
sions to estimate the model parameters at the sub-population level and to combine these
sub-populations in a discrete mixture distribution. Consistent with the above definition
of a discrete mixture distribution, we may define

P(x1, . . . , xI | c) = πr|c
exp[∑I

i=1 βixic]
γc(r)

.

For the marginal probability of a response vector, we then have

P(x1, . . . , xI ) =
C∑

c=1

πcπr|c
exp[∑I

i=1 βixic]
γc(r)

,

where, as introduced above, the πc denote the mixing proportions for c = 1, . . . , C, and
the πr|c denote the probabilities of the latent score distribution for r = 0, . . . , Rmax. For
dichotomous items, the maximum score is Rmax = I if I denotes the number of items. In
the general case, let xi ∈ {0, . . . , mi} be the ith response variable, so that the maximum
score for this item is mi . The maximum raw score is obviously Rmax = ∑I

i=1 mi in this
case, and if estimated without restrictions, the number of parameters for the latent score
distribution also is Rmax per latent class c.

Figure 1 illustrates how mixtures of IRT models can be understood. Instead of one
graph, either several graphs, one for each sub-population need to be drawn. In this ex-
ample the cloud-shaped figures represent the two different sub-populations.

Within each of the cloud shapes, an IRT model is represented as a graph that connects
each observed variable, X1 to X7, with one latent variable, T 1. The lack of connection
between the two graphs in the figure represents the lack of constraints across the two
sub-populations. Hence, the models have the same structure, but need not (and are in
no way constrained to have) equal or even similar parameters, which in the case of
graphical models would be depicted as letters next to the arrows.

In non-mixture IRT, there would be only one graph, and there is no need to
include visual hints to show that separate populations are assumed. The graph as
given in Figure 1 does not make a distinction between multi-group IRT and mix-
ture IRT, since graphs usually represent only the structural relationships and variables
and do not include information about the availability or missingness of person vari-
ables.

2.2.3. Extensions of the mixed Rasch model
von Davier and Rost (1995) described the estimation of model parameters for differ-
ent polytomous mixed Rasch models, among these the mixture version of Andrich’s
(1988) rating scale model, the equidistance model (Andrich, 1978), Masters’ (1982)
partial credit model, and a model suggested by Rost (1988) that combines features of
the rating scale model and the equidistance model, using conditional maximum likeli-
hood (CML) techniques. As mentioned above, polytomous Rasch models may contain
a large number of parameters when the response format allows for many categories.
Polytomous models that constrain these parameters efficiently are especially useful in
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Fig. 1. A mixture IRT model as a graph.

reducing the large number of necessary threshold parameters for such mixture models,
while unconstrained models will add a complete set of item parameters for each of the
assumed sub-populations.

In addition to the potentially large number of item parameters in polytomous mixed
Rasch models, the unobserved class dependent score distributions πr|c for c = 1, . . . , C

contribute a considerable number to the total number of parameters to be estimated. von
Davier and Rost (1995) use a logistic restriction on the latent score distribution that
allows them to parameterize the mixed Rasch model using a discrete score distribution
similar to what is used in log-linear pre-smoothing in equating (Holland and Thayer,
2000; von Davier et al., 2003).

2.3. Log-linear mixture Rasch models

Kelderman (1984) introduced the log-linear Rasch model by using the raw score as an
additional variable making up the I + 1 dimensions in a table that is required to specify
a model for i = 1, . . . , I items. The log-linear version of the dichotomous Rasch model
can be defined as

(5)log
I∏

i=1

Pi(X = xi | r)

Pi(X = 0 | r)
=

(
rτr −

I∑
i=1

xiαi

)
,
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where i is the item index as introduced above and r is the raw score defined as
r = ∑I

i=1 xi . Note that this log-linear model contains structural zeroes, since r is a
function of the xi . The definition above is also suitable for polytomous data, i.e., for
x ∈ {0, . . . , mi}, so it also yields a log-linear version of the partial credit Rasch model.

Kelderman and Macready (1990) extend the log-linear Rasch model by introducing
a group level index c into (5), which then becomes

log
I∏

i=1

Pic(X = xi | r)

Pic(X = 0 | r)
=

(
rτrc −

I∑
i=1

xiαic

)

in the general case. Thus, by applying the rationale developed by Haberman (1979),
Kelderman and Macready (1990) were able to treat the mixture version of the log-
linear Rasch model as a log-linear model with a raw score effect and an unobserved
grouping variable c. This model may be subject to additional constraints on the τ·· and
α·· parameters. For example, the constraint τrc = τr + τc decomposes the τrc parameter
into a raw score effect τr , which is constant across classes, and an effect τc, which is
different across classes.

Expressing the Rasch model in the framework of log-linear models allows convenient
ways to introduce additional parameters that reflect effects of learning over time or
interaction of items with strategy choices. Meiser (1996) and Kreiner and Christensen
(2004) developed models that extend the (mixture) log-linear Rasch model in such ways.

2.4. Hybrid mixtures of IRT models

Yamamoto (1987, 1989) followed a path in deriving the HYBRID model that is quite
different from the typical way of extending the parameter space by employing an unob-
served grouping variable. In contrast to common practice in developing discrete mixture
distribution models that assumes the same type of model in all mixture components,
Yamamoto’s (1987, 1989) HYBRID model allows different models in the different com-
ponents of the mixture distribution. In the most simple HYBRID model, the probability
of a response pattern x = (x1, . . . , xI ) is given by

P(x1, . . . , xI ) = πLCA

I∏
i=1

πi(xi) + πIRT

∫
θ

[
I∏

i=1

p(xi | θ)

]
φ(θ) dθ

with class sizes (or mixing proportions) πLCA + πIRT = 1. This model assumes two
sub-populations, one in which independence of responses holds (guessing or random
responses on all items would be an obvious way to describe this class), and one class in
which an IRT model such as the Rasch model or the 2PL model holds.

The HYBRID model can easily be extended to more than two sub-populations.
von Davier (1997) presented a HYBRID model for polytomous data that enabled him to
use the partial credit model along with more restrictive polytomous Rasch models such
as Andrich’s (1988) rating scale model and other polytomous, constrained varieties of
the Rasch model (Andrich, 1978; Rost, 1988).

Yamamoto and Everson (1995) extended the HYBRID model to a model that can be
used for studying speededness effects and that potentially contains a large number of
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classes. Identifiability and a limit on the number of parameters in this type of HYBRID
model are facilitated by using multiple constraints across classes. These restrictions on
the parameter space ensure that each sub-population is defined by a switching point
1 < k < I . For members of the kth class, items located before the switching point
k are responded to by using the ability or proficiency according to the assumptions
of an IRT model. Items following after the switching point k are responded to in a
random fashion, and this sequence of responses can accordingly be modeled by the
independence assumption of LCA.

2.5. Mixture IRT models, with covariates, and partially observed mixtures

Mislevy and Verhelst (1990) developed a mixture IRT approach for modeling strategy
differences in student populations. Mislevy and Verhelst employed marginal maximum
likelihood estimation as implemented in the HYBIL software (Yamamoto, 1993) to
estimate a mixture IRT model using the 2PL (and constrained versions of the 3PL)
for strategy differences in solving mental rotation tasks. Instead of using conditional
maximum likelihood and a latent score distribution (πr|c)r=1..Rmax as introduced in the
preceding section, multi-parameter IRT mixture models also provide a way to integrate
out the ability distribution in each latent class by applying marginal maximum likeli-
hood methods. This can be done either assuming normality with class specific means
μc(θ) and variances σ 2

c (θ) or by using numerical quadrature over a discrete count den-
sity.

Smit et al. (1999, 2000) developed a dichotomous mixture IRT model where the pos-
terior probabilities of class membership were calculated using collateral information in
conjunction with item responses. von Davier and Yamamoto (2004a) developed a mix-
ture distribution generalized partial credit model (GPCM; Muraki, 1992) and extended
the estimation of mixture IRT models by developing a general method to incorporate
both observations with known group membership as well as observations with unknown
grouping information.

In latent class models, class membership is treated as an unobserved variable,
whereas multiple-group models treat class or group membership as observed without
error. The approach proposed by von Davier and Yamamoto (2004a) allows one to treat
class membership as a variable with partially missing observations, or observed with
error. Technically, this is handled by assuming different priors, one that is based on the
class sizes πc for observations with missing class membership and one that is deter-
ministic, i.e., π∗

c = 1 if the class membership g equals c and π∗
c′ = 0 for c′ �= g. A

more general approach can be taken by assigning each examinee an individual prior
distribution for class membership.

2.6. Diagnostic mixture IRT models

Mixture distribution models have been extended to models with more than one ability
variable. Recently proposed models fall under the term “skill profile models” or “diag-
nostic models” and assume multiple discrete latent variables, often latent dichotomies
that are labeled and interpreted as “mastery/non-mastery” of skills.
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von Davier and Yamamoto (2004b) have suggested a general diagnostic model
(GDM) that contains the latent class model, the (mixture) Rasch model, and the GPCM,
as well as diagnostic models such as multiple classification latent class models (Maris,
1999) and a compensatory version of the fusion (reparameterized unified) model (Hartz
et al., 2002), as special cases. This class of models can be viewed as discrete multidi-
mensional mixture IRT models. An estimation algorithm based on marginal maximum
likelihood techniques was developed and validated in a parameter recovery study using
simulated data (von Davier, 2005).

A central building block of most if not all diagnostic models is a matrix that is often
referred to as a Q-matrix (Tatsuoka, 1983), an I × K matrix that relates the I items
to the K skills/attributes/dimensions. The entries qik are integers in most cases, often
qik ∈ {0, 1}. The Q-matrix can be understood as the structural component of the model
defining a hypothesis as to which items require which skill or combination of skills.

von Davier (2005) uses a version of the GDM that implements a multidimensional
discrete version of the (mixture) generalized partial credit model. This model, pGDM,
is therefore suitable for dichotomous and ordinal responses x ∈ {0, 1, 2, . . . , mi}. The
model equation for a mixture version of the pGDM is

P(X = x | βi··, a·, qi·, γi··, c)

(6)= exp[βxic + ∑K
k=1 xγikcqikak]

1 + ∑mi

y=1 exp[βyic + ∑K
k=1 yγikcqikak]

with K attributes, or discrete latent traits, a = (a1, . . . , aK), latent class c, and a di-
chotomous design Q-matrix (qik)i=1..I,k=1..K . The βixc are difficulty parameters and
the xγikc term is a discrimination parameter for skill k parameterized like it is done in
the GPCM. The ak are discrete scores determined before estimation and can be chosen
by the user. These scores are used to assign real numbers to the skill levels; for exam-
ple a(0) = −1.0 and a(1) = +1.0 may be chosen for dichotomous skills. For ordinal
skills with sk levels, the ak may be defined using a(x) = x for x = 0, . . . , (sk − 1) or
a(0) = −sk/2, . . . , a(sk − 1) = sk/2.

Figure 2 illustrates how mixtures of diagnostic models can be understood. Diagnos-
tic models include an hypothesis of which items relate to which attributes or skills. In
a graph, such a hypothesis is represented such that certain arrows between latent vari-
ables and observed variables are drawn, whereas certain other potential relationships
are omitted. In the figure, the skill variable θ1 is related to the observed variables X1
to X5, but not to X6 and X7. The second latent variable, skill θ2, is related to X2, X4,
X5, X6, and X7 only.

In addition to the diagnostic structure as described above, mixtures of diagnostic
models allow that the strength of the hypothesized relations between skills and observed
response variables to differ in different sub-populations. This is depicted in Figure 2
as an additional variable denoted as group?class in the figure. This variable can be ob-
served, as in multi-group models, or unobserved or latent, as in discrete mixture models.

It can be seen in the graph that the group?class variable is not connected to all arrows
that go from the skill variables θ1 and θ2 to the observed variables. This is an indicator
that the skill variables not connected to group?class are assumed to be independent
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Fig. 2. A mixture general diagnostic model (GDM) with constraints across populations as a graph.

of this variable. What does that mean for the structural item parameters? They are the
same across groups or populations for those skill-item arrows that are not connected to
group?class. In the graph, this is represented by a missing arrow from group?class to the
connecting arrow. In the mathematical model, this would be indicated by assumptions
(constraints) of equality across item parameters.

This pGDM as implemented in the mdltm software (von Davier, 2005) has been
extended to estimate mixture diagnostic models. mdltm allows one to implement models
with equality constraints as depicted in the figure. In addition, since many common
models for item response data are special cases of the GDM, IRT models such as the
Rasch model, the 2PL model, and the GPCM, as well as multidimensional mixture
versions of these models, can be estimated with mdltm. Using this software, Xu and von
Davier (2006) applied different special cases of the pGDM to data from national and
international educational survey assessments.

2.7. Estimation

For conditional maximum likelihood (CML) and marginal maximum likelihood (MML)
estimates, the expectation maximization (EM) algorithm (Bock and Aitkin, 1981) has
proven to be very useful in the context of IRT models and mixture IRT models. The
mixed Rasch models can be estimated using conditional maximum likelihood tech-
niques with WINMIRA 2001 (von Davier, 2001). Hybrid IRT models can be estimated
using HYBIL (Yamamoto, 1993), and hybrid Rasch models can be estimated using
WINMIRA 2001 (von Davier, 2001). Log-linear (mixed) Rasch models can be esti-
mated using LOGIMO (Kelderman, 1988) and Lem (Vermunt, 1997). Mixture versions
of the general diagnostic model (GDM) can be estimated using marginal maximum
likelihood as implemented in the mdltm software (von Davier, 2005).
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Markov-chain Monte-Carlo (MCMC) estimation of IRT models has been suggested
(Junker, 1999; Patz and Junker, 1999 as an alternative to MML techniques in order
to allow for the estimation of more complex extensions of IRT models. The greater
ease of implementing models with MCMC results from the use of Bayesian estimation
techniques that do not require derivatives of likelihood functions or estimation equa-
tions. Instead, MCMC techniques iterate through thousands of systematic draws from
the model parameter space. This is conducted by following certain algorithmic schemes
and requires the specification of prior distributions for each type of parameter. Bolt et
al. (2001, 2002) have estimated mixed Rasch models (Rost, 1990) and variants of the
HYBRID model (Yamamoto, 1989; Yamamoto and Everson, 1997) using MCMC meth-
ods as they are implemented in WinBUGS (Gilks et al., 1996).

2.8. Testing mixture IRT models

Global goodness of fit indices used for checking model-data fit that are applicable to
LCA may also be used for mixture IRT models. Statistics from the power-divergence
family of goodness-of-fit statistics (Cressie and Read, 1984) can be calculated, since
mixture IRT models predict counts for each possible response vector. Therefore, fit
measures like the likelihood ratio chi-square statistic and the Pearson X2 are readily
computed. One important caveat is that these statistics cannot be tested using the well
known χ2 asymptotics, since the regularity conditions that allow one to use the χ2 are
often not met. Glas and Verhelst (1995) offered alternatives for testing the divergence
of observed and expected frequencies globally across all possible response patterns.
In this case, observed and expected frequencies of sets of response patterns that share
some criteria (e.g., all response patterns that have the same response to some item) are
compared.

Alternatives to fit statistics are information criteria like the AIC (Akaike, 1973) or
BIC (Schwarz, 1978) that provide a decision rule based on penalization of increases
in log-likelihood, done by balancing additional parameters in when increasing model
complexity. Increasing model complexity means here, in the case of mixture IRT mod-
els, either assuming a less restrictive IRT model within classes or estimating a mixture
model with more latent classes.

Mixture IRT models have been shown to provide a powerful test of population invari-
ance of item parameters and ability distribution. Rost and von Davier (1995) suggested
the use of the mixed Rasch model here and von Davier (1997) has shown that re-
simulation methods can be used to check how many populations are needed to achieve
conditional homogeneity and model fit. However, re-simulation based methods are a
computationally costly way to assess the accuracy of the model in predicting the ob-
served data. Langeheine et al. (1996) and von Davier (1997) have studied re-simulation
methods, more specifically the parametric bootstrap, for generating simulation based
null-distributions of goodness-of-fit measures for checking mixture distribution models.
For estimating mixture IRT using Bayesian methods, posterior predictive checks are a
similar method, which is based on drawing parameters from the stationary posterior
distribution of an MCMC chain and generating realizations of the observed variables
based on these draws (Sinharay, 2003).
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Similar to the generalized Pearson tests, fit diagnostics (Molenaar, 1983) deal with
some specific comparison of model prediction and observed data. Fit diagnostics are
often focused on single items; in this case they are referred to as item fit measures, or
single response patterns, then referred to as person-fit measures. There is a large variety
of measures in this category, and many of these are applicable to mixture IRT models, at
least as measures of class specific items or person fit. von Davier and Molenaar (2003)
described a normally distributed person-fit statistic for the latent class and mixture dis-
tribution Rasch models.

3. Applications of mixture IRT models

Research on strategy differences when solving cognitive tasks provided one of the ini-
tial applications of mixture IRT models. To name only a selection of research work
done along these lines, Mislevy and Verhelst (1990), Rost and von Davier (1993), and
recently Rijkjes and Kelderman (2006) fall into this category. The reason for choosing
mixture distributions for studying strategy differences is obvious, since the selection of
one out of a variety of strategies by different students is usually a choice that does not
get recorded. Therefore, strategy usage is in most cases an unobserved variable. Nev-
ertheless, different strategies result in differential item difficulties, since items that are
comparably easy under one strategy may prove difficult under an alternative strategy.
Rost and von Davier (1993) used the mixed Rasch model to analyze item response data
from a test on mental rotation tasks, which depict a cut-out dice as the target, an isomor-
phic version of the dice cut-out in a different way, along with a couple of non-matching
distracters. These tasks can be solved by what is known as either a rotation strategy or
an analytic strategy. Depending on strategy use, different items are relatively easier, so
that the mixed Rasch model was used in this case to determine two population based on
their different profiles of item difficulties that reflect preferred strategies.

Meiser (1996) describes a Mover–Stayer mixed Rasch model for analyzing develop-
mental data containing item responses from multiple assessment waves in longitudinal
designs. Movers are students who change their strategy to a more elaborate one, whereas
Stayers stick to their initial, often less sophisticated strategy over the assessment cycles.
In this application of the mixed Rasch model, there are two latent classes representing
two strategies, one more elaborate than the other. Across assessment waves, some indi-
viduals may “move up” to the next, more developed strategy, while other individuals in
the sample may stay (i.e., may keep using a less developed strategy to solve the items).

Recently, Rijkjes and Kelderman (2006) described a model for strategy shift us-
ing the log-linear formulation of mixture Rasch models. Their examples of items that
require analysis with mixture distribution item response models are balancing tasks con-
structed based on developmental theories. Rijkjes and Kelderman based their modeling
on theories that describe under which circumstances children may change their solution
strategies to maximize performance. In this paper, mixture IRT models are specifically
based on developmental theories in the log-linear framework and tested based on em-
pirical data from student performance on cognitive beam-balancing tasks.
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Self-reports on attitude measures using rating scales, as well as self-reported be-
havioral ratings, may vary according to preferred response styles or to the intention to
adjust the self-presentation towards an assumed ideal. Rost et al. (1997) presented an
application of the mixed Rasch model to the analysis of response styles in large scale
personality questionnaire data. The authors used data collected for a national adaptation
of a big-five personality inventory.

Eid and Rauber (2000) analyzed response tendencies in organizational surveys. The
authors were able to identify individual respondents based on person-fit measures (see
von Davier and Molenaar, 2003) that led to model misfit. von Davier and Rost (1995)
reanalyzed data from the revised self-monitoring scale (Gangestad and Snyder, 2000)
and found that a HYBRID Rasch model in large part confirmed the structure of the con-
struct that stands behind the construction of the self-monitoring scale. Eid and Zickar
(2006) gave an overview of the application of mixture IRT models in the analysis of
response styles and in the tendency to influence (fake) impressions in non-cognitive
tests.

The idea that helped in formulating the HYBRID model is that guessing or random
response behavior may be more appropriately modeled on the person level than on the
item level. The HYBRID model in its original form (Yamamoto, 1987) included a class
of subjects that utilize a random response style on all the items in a test. Later exten-
sions of this model allowed one to model a breaking point at which respondents move
from an ability, skill, or proficiency based response mode to a random response mode.
Yamamoto and Everson (1997), Boughton and Yamamoto (2006), and Bolt et al. (2002)
described applications of the HYBRID speededness model.

Recent extensions of mixture IRT models were aimed at allowing the model to be
used with sparse matrix samples of item responses, weighted data, and data that includes
prior information on class membership or partial grouping information (Von Davier and
Yamamoto, 2004c). These extensions were aimed at questions as to the appropriateness
of joint IRT scaling in complex student populations, where some school types are of un-
known performance level. The extensions made mixture IRT models suitable for scaling
tasks that contain anchor test linkage designs and multiple populations with partially
missing data. von Davier (2005) described a class of models for cognitive diagnosis
that can also be applied in the mixture distribution framework. Mixture distribution di-
agnostic models can be estimated using the EM-algorithm as implemented in the mdltm
software (von Davier, 2005), as can multiple group versions of diagnostic models (Xu
and von Davier, 2006).

4. Mixture IRT for large-scale survey assessments

Von Davier and Yamamoto (2004c) presented an application of a mixture distribution
generalized partial credit model to large scale survey assessment data from a national
version of an international assessment of 15-year-olds. This analysis used a complex
sample of students from different school types, consisting of three conventional school
types (A, B, and C) that were treated as observed data and five additional school types,
treated as missing, since the student proficiency in the school types of less traditional
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Table 1
Class proportions for the 3-group IRT model and the 3-group + 3-class model, including the previously
unclassified schools

School type Schools A, B, C only A, B, C schools plus others

N = 6,689 N = 9,339 rel. size
C 0.647 0.577 (−)
B 0.281 0.306 (+)
A 0.071 0.116 (+)

type can not be aligned a priori with the traditional schools. The non-traditional school
types generally admit a broader range of students. The absolute numbers of these types
of schools is quite small both in the sample as well as in the population, and this
makes it inevitable that these schools be combined with other types of schools for
reporting in many cases, but it is unknown as to which is the correct group of refer-
ence.

The scale in this application consists of 65 dichotomous and polytomous scored
math items that were suitable for all school types. The assessment was organized in
10 booklets in a matrix design with 14 anchor items. The booklets were administered
to approximately 9,400 students from about 180 schools that participated in a feder-
ally funded instruction improvement project. About 6,700 students came from the three
traditional school types (A, B, and C), and the remaining students came from non-
traditional and thus unclassified school types.1

The parameters of the 14 anchor items were constrained to be equal across all three
groups to establish identifiability and scale linkage across groups. The parameters for
the anchor test were taken from the operational calibration, whereas the remaining items
were estimated in a 3-class mixture distribution model with partially missing classifi-
cation information without further constraints. This relates to well-known IRT scale
linkage designs with an anchor test that is the same across populations.

The model with three separate school-type based ability distributions was estimated
twice, once without the students having missing values on the school type variable (i.e.,
only students from school types A, B, and C were included), and once including all
students (i.e., students from school types A, B, and C, and students from other schools
that were assumed to have missing school types and were classified into the known
types A, B, and C).

Table 1 shows the class proportions of the school types when computing the 3-group
model using only the all-known school type subjects (second column) versus using all
subjects, including those from the non-traditional schools (third column). The fourth
column indicates the change in size by (−) and (+) signs.

The changes in the class proportions indicate that the students with non-traditional
school type information are mainly classified into types A and B schools, as these class

1 A mixture IRT analysis with school type as an unobserved variable can also be considered, but Von
Davier and Yamamoto (2004c) opted for a mixture analysis with partially missing classifications to showcase
the applicability of this approach, and more importantly, because the three traditional schools are known to
exhibit three largely different low, medium, and high ability distributions.
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proportions increase while the proportion in school type C decreases from πC,6689 =
0.647 to πC,9339 = 0.577. Recall that the students with missing school type are clas-
sified by means of Bayes’ theorem, so that the class sizes play the role of the prior in
the classification. School type C dominates the class proportions, so the prior probabil-
ity is largest for school type C, meaning that school type C should receive 65% of the
students if no further information is available. When adding the students with missing
school type information, however, the relative proportion of type C decreases, indicat-
ing that more students than expected, based on the prior, are classified into the lower
performing school types A and B. Von Davier and Yamamoto (2004c) showed that all
conditional means decrease when adding the unclassified students to the students from
the traditional school types A, B, and C. The conditional standard deviations increase
slightly for school types B and C and decrease slightly for school type A. The decrease
in all conditional means in the augmented sample corresponds to the observation that
the latent distributions were augmented mainly in the lower proficiency levels when
adding the unclassified students to the sample of students with known school type.

The largest proportion of the traditional school type sample comes from type C,
which represents about 65% of this sample. However the analyses by Von Davier and
Yamamoto (2004c) showed that only between 44% and 56% of the students with miss-
ing school type are classified into this school type. The authors found that the students
from non-traditional schools are classified more according to their proficiency than ac-
cording to the prior probabilities given by the traditional school type sample. Additional
analyses of the data showed that when applying an uninformative prior instead of the
prior based on traditional school type proportions for classification, the students from
non-traditional schools are classified even more frequently as belonging to the low-
achieving school types A and B.

5. Conclusion

Mixture distribution models for item response data range from latent class models to
mixture versions of diagnostic models. Common to all such models is the assumption
that the observed data stems from a composite population with an unknown number of
components. The aim of mixture IRT models is therefore twofold, to identify homoge-
neous populations where the class specific model assumptions are met, and to unmix
the sample in these unobserved homogeneous components of the population.

The increasing level of complexity of models that are available within the mixing
component may counteract the necessity of mixtures to some extent. This is, from the
perspective of flexibility, desirable, but it may however prove less desirable from the
perspective of model selection. While a greater flexibility in choosing between differ-
ent model assumptions can be viewed as a good thing, the reality is that substantive
research seldom provides hypotheses exact enough to derive which model choice is
most appropriate. Therefore, many different alternatives may be chosen, estimated, and
checked. Among these, several models may provide comparable model-data fit and thus
challenge the researcher to make a conscious choice. Parsimony and the requirements
of the specific application provide some guidance here, so that the number of models
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that will actually be taken to the next level of selection is hopefully small enough, and,
in the ideal, equals one.
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Scoring Open Ended Questions

Gunter Maris and Timo Bechger

1. Introduction

Scoring open ended questions almost invariably involves the use of human raters. In this
chapter we consider how the scores assigned by multiple raters relate to the characteris-
tics of an item, the ability of the student, and the characteristics of the rater(s). The meth-
ods introduced in this chapter are an extension of the approach introduced in Maris and
Bechger (2003) and differ from earlier methods for the scoring of open ended questions
in the literature (e.g., Linacre, 1994; Patz et al., 2000; Verhelst and Verstralen, 2001;
Wilson and Hoskens, 2001) mainly in the fact that no attempt is (or needs to be) made
to model the behavior of individual raters.

In the first section, an example is introduced to highlight some of the difficulties asso-
ciated with scoring open ended questions. In the second section, a class of measurement
models is specified by a number of assumptions. In the third section, a particular mea-
surement model satisfying the assumptions from section two is developed. In the fourth
section we compare this new measurement model with the one that is introduced with
the motivating example. Finally, in the last section our results are discussed.

2. Motivating example

We consider an examination consisting of a number of short, longer, and long tasks
to which a spoken response is required. The responses of the students are scored on a
number of aspects. The aspects include things such as grammatical correctness, fluency,
content, vocabulary, . . . , and binary scores (correct/incorrect) are used. In our example,
the raters are assigned to students in a systematic manner, such that every student is
assessed by two raters.

We now consider how this exam is analyzed. To account for the influence of the
human raters on the graded responses one could consider a model where the probability
that rater r gives a positive rating for the answer to item i by person p, denoted as
Xpir = 1, is the following:

(1)P(Xpir = 1|θp, δi, ai, τpir ) = exp[ai(θp − δi − τpir )]
1 + exp[ai(θp − δi − τpir )] .
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Table 1
Data layout for the measurement model in Eq. (2)

Raters Students Xp+r
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This probability depends on the ability θp of the pth person, the difficulty of the ith item
δi , the discrimination of the ith item ai , and a person by item by rater interaction pa-
rameter τpir . Obviously, without further assumptions, this model leaves the parameters
unidentifiable from X.

In the examination we consider here, it is assumed that the interaction parameter
depends on the student and the rater only. That is, there is only an interaction possible
between the rater and the person. This gives the following measurement model:

P(Xpir = 1|θp, δi, ai, τpr ) = exp[ai([θp − τpr ] − δi)]
1 + exp[ai([θp − τpr ] − δi)]

(2)= exp[ai(μpr − δi)]
1 + exp[ai(μpr − δi)] .

If the item parameters are known, this measurement model is an exponential family
model with the weighted score:

Xp+r =
∑

i

aiXpir sufficient for μpr .

Observe that the unweighted score:

X+i+ =
∑
p

∑
r

Xpir is sufficient for aiδi .

Corresponding to this measurement model, we can depict the data as in Table 1.
With this measurement model, we can still not identify the ability of the student (θp)

from the observations (X). We now show how ability is estimated in our motivating ex-
ample. First, the measurement model in Eq. (2) is used to estimate the item difficulties,
to evaluate the fit of the measurement model, and to estimate the parameters μpr . In the
second step, it is assumed that:

(3)μpr = θp − τpr .
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If we substitute the estimate μ̂pr for μpr , and assume that the errors τp are a random
sample from a distribution with mean equal to zero and finite variance we obtain the
following estimate for θp:

θ̂p = 1

R

∑
r

μ̂pr .

This procedure is unsatisfactory for a number of reasons. First, and foremost, we
need to consider what happens if the number of raters increases. It is readily found that
the item difficulty parameters can be consistently estimated if the number of raters in-
creases. This follows because every rater by person combination is formally treated as
an additional student. This is of course a rather bizarre situation. With the responses
from only a single student we would be able to estimate to any desired degree of ac-
curacy the item difficulties by choosing an appropriate number of raters. Second, the
step that is used to relate the observed sufficient statistics to the estimated ability (see
Eq. (3)) is not very well motivated. As an alternative, consider the following procedure:
Rather than averaging the estimated parameters μpr over raters, we may also average
the sufficient statistics for these parameters:

Xpi+ = 1

R

∑
r

aiXpir

to obtain a single score which is then used to estimate the ability. These two procedures
may lead to very different results because the relation between the sufficient statistic
and the estimated ability is not linear. In Figure 1 this relation is depicted for two hypo-
thetical exams. Estimating the ability of a student corresponds to finding that ability for
which the corresponding score is equal to the score of the student.

Third, since raters are assigned to students in a systematic manner, the assumption
that the μpr are a random sample is hardly tenable. This means that the average of the
μpr for a particular student need not be equal to zero. As a consequence, the bias of the
raters is attributed to the student.

In the following section, a different procedure is developed for analyzing these data.
For ease of presentation we restrict attention to binary ratings where every student is
assessed by two raters. In the discussion section we consider the extent to which our
results generalize to more than two raters and to polytomous ratings.

3. Theory

An important concept that will be used throughout this section is that of a true rating.
We use Xpi (without a subscript r to identify the rater) to denote the true rating for the
response of person p to item i. The use of human raters creates a number of problems,
the most important ones of which (from a psychometric point of view) are:

1. Raters may not judge different items and/or aspects of the same candidate indepen-
dently (e.g., the halo-effect);

2. Raters don’t always agree: Xpi1 �= Xpi2.

In the following subsection these problems are addressed.
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Fig. 1. Relation between score (y-axis) and ability (x-axis) for two hypothetical exams.

3.1. Randomization

In the literature, several methods can be found for the measurement of ability from the
responses to open ended questions (Linacre, 1994; Patz et al., 2000; Verhelst and Ver-
stralen, 2001; Wilson and Hoskens, 2001). All these methods have in common that they
try to model the behavior of individual raters. This not only complicates the measure-
ment model but also introduces the risk of incorrect inferences about the ability of the
students because the behavior of the raters is not adequately modeled. An example of
this risk was seen when we introduced the motivating example. We saw that if the as-
sumption that the mean of the rater by person random effect τpr was not equal to zero,
the bias of the raters is attributed to the student.

In this chapter we use a simple way to remove the individual raters from the mea-
surement model. If raters are drawn at random from a (large) list of raters, and assigned
at random to person by item combinations, the individual raters become exchangeable
and hence their individual behavior need not be modeled. Formally, we obtain that the
ratings are partially exchangeable, which means that

P(Xpi1 = ypi1, Xpi2 = ypi2, Xpi = xpi |θp)

= P(Xpi1 = ypi2, Xpi2 = ypi1, Xpi = xpi |θp).

The purpose of assigning raters at random to person by item combinations is to guar-
antee that the ratings of different responses from the same student are independent.
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Without this precaution we run the risk that an overall impression of the rater about the
ability of the student, based on the responses to the first few items, influences the rat-
ings of the rest of the responses. This effect is known as the halo effect and it constitutes
a violation of the conditional independence assumption that is part of most, if not all,
measurement models for scoring open ended questions.

3.2. More of the same is better

The main idea that is developed in this section is the following: If two raters agree, there
is no immediate reason to doubt their judgment. However, if they disagree there is no
immediate reason to prefer the judgment of one over that of the other. Put differently,
if raters agree we accept their judgment; if raters disagree we accept neither of the two
judgments. This means that disagreement between raters is considered to generate, some
form of, missing data. We now give a more formal development of this main idea.

Under the assumption that raters are randomly assigned, the data can, without loss
of information, be written as follows:

Xpi1 Xpi2 X̂pi Cpi

1 1 1 1
1 0 Missing 0
0 1 Missing 0
0 0 0 1

It is seen that X̂pi contains the grade of the raters when both raters agree. Furthermore,
Cpi denotes whether or not the raters agreed. In this subsection we show that the filtered
ratings in X̂pi contain less observations than either of the original ratings Xpi1 or Xpi2;
but this information is of better quality. Formally, this means that the probability with
which X̂pi equals the true rating is larger than the probability with which either of the
individual ratings equals the true rating:

P(Xpi1 = Xpi |Xpi1 = Xpi2, θp) � P(Xpi1 = Xpi |θp).

In order to obtain this result, we make two assumptions. First, ratings are assumed to
be partially exchangeable, and second we assume that P(Xij = yi |θ) � 0.5. Partial
exchangeability is automatically satisfied if raters are assigned at random. Intuitively,
partial exchangeability follows because the probability that Xi1 refers to the judgment
of any rater is equal to the probability that Xi1 refers to the rating of any other rater.
The second assumption is a rather mild one. If the opposite were true, the raters would
systematically, and perhaps willingly, provide the wrong rating. Contrary to the first
assumption, the truth of which can be guaranteed by assigning raters at random to item
by student combinations, the second assumption is difficult to test. For instance, if raters
collectively decide to reverse their ratings, there is no way this can be detected.

Under these two assumptions, it can be shown that

P(Xi1 = Xi |Xi1 = Xi2, θ) � P(Xi1 = Xi |θ).



668 G. Maris and T. Bechger

The proof is as follows: First, note that if two raters disagree, one of the ratings equals
Xi . Under partial exchangeability, it is equally likely that this is the first rating or the
second rating and it follows that

P(Xi1 = Xi |Xi1 �= Xi2, θ) = 1

2
.

This implies that

P(Xi1 = Xi |θ)

= P(Xi1 = Xi |Xi1 �= Xi2, θ)P (Xi1 �= Xi2|θ)

+ P(Xi1 = Xi |Xi1 = Xi2, θ)P (Xi1 = Xi2|θ)

= 1

2

[
1 − P(Xi1 = Xi2|θ)

]
+ P(Xi1 = Xi |Xi1 = Xi2, θ)P (Xi1 = Xi2|θ)

= 1

2
+

[
P(Xi1 = Xi |Xi1 = Xi2, θ) − 1

2

]
P(Xi1 = Xi2|θ).

It follows that

P(Xi1 = Xi |θ) − 1

2
=

[
P(Xi1 = Xi |Xi1 = Xi2, θ) − 1

2

]
P(Xi1 = Xi2|θ).

Hence if P(Xi1 = Xi |θ) � 0.5 it follows that:

P(Xi1 = Xi |θ) − 1

2
� P(Xi1 = Xi |Xi1 = Xi2, θ) − 1

2
.

This implies, finally, that

P(Xi1 = Xi |θ) � P(Xi1 = Xi |Xi1 = Xi2, θ)

which had to be proven. If the raters were behaving as if they were throwing coins,
P(Xi1 = Xi |θ) = P(Xi1 = Xi |Xi1 = Xi2, θ) = 1

2 .
We have shown that for estimating the true rating, the consistent ratings X̂i are bet-

ter than either of the single ratings. Hence, we consider the consistent ratings X̂i as
estimates of the true ratings Xi :

(4)P(X̂i = 1|Ci = 1, θ) ≈ P(Xi = 1|θ).

Because raters can agree with each other about the wrong thing (e.g., X̂i = 1 whereas
Xi = 0), both probabilities in Eq. (4) are not exactly equal. When we introduce a par-
ticular model for scoring open ended questions in Section 4 we will give the conditions
under which both probabilities in Eq. (4) become exactly equal.

Since it is reasonable to assume that the IRF of the true rating Xi is increasing in θ

we assume that:

(5)A. P(X̂i = 1|Ci = 1, θ) increasing in θ.

The model specified by assumption A in Eq. (5) entails a loss of information to the
extent that the knowledge of whether ratings were consistent or not contains information
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about ability. The relation between Ci and ability is the subject of the ensuing section.
It will be shown that Ci and X∗

i can be analyzed simultaneously at the cost of an addi-
tional assumption about the relation between Ci and θ . Notice that any information that
remains in the identity of the rater is left unused because it would require a sound un-
derstanding of the behavior of individual raters. In general, however, we do not presume
to have such understanding.

3.3. Ability and agreement

Whether two raters agree depends upon the individual raters, which do not figure in the
present exposition, the assignments, and the ability of the respondent. It is reasonable
to assume that raters are likely to agree about the performance of extremely incom-
petent or extremely competent candidates and inconsistencies will occur mainly when
raters assess the performances of average candidates. Moreover, the qualifications “in-
competent”, “average”, and “competent” have meaning relative to the difficulty of the
assignment. These considerations lead us to model the probability P(Ci = 1|θ) as
a “single-dipped” function of θ that reaches its minimum at θ equal to δi , the item
difficulty. In Figure 2 an illustration is given. The probability P(Ci = 1|θ) may be
interpreted as a measure of the assessability of subjects with ability θ . It achieves its
lowest value at θ = δi , and δi represents the difficulty of the assignment.

3.4. Putting it all together

We now proceed by combining Ci and X̂i in a measurement model for the ratings. For
each subject, the ratings have as possible outcomes: negative consistent (X̂i = 0 and
Ci = 1), inconsistent (Ci = 0), and positive consistent (X̂i = 1 and Ci = 1). The

Fig. 2. The thick line is the plot of P(X∗
i

= 1|Ci = 1, θ). The thin line is a plot of P(Ci = 1|θ). Indicated
in the figure is the position of the difficulty of the item, δi .
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probabilities corresponding to each outcome are:

P(X̂i = 0, Ci = 1|θ) = P(X̂i = 0|Ci = 1, θ)P (Ci = 1|θ),

P (Ci = 0|θ),

P (X̂i = 1, Ci = 1|θ) = P(X̂i = 1|Ci = 1, θ)P (Ci = 1|θ).

If raters are exchangeable, these three outcomes correspond to the different values of
the sum of the two ratings Xi+ = Xi1 + Xi2. The relation between Xi+, Ci , and X̂i is
summarized in the following table:

Xi1 Xi2 X̂i Ci Xi1 + Xi2

1 1 1 1 2
1 0 Missing 0 1
0 1 Missing 0 1
0 0 0 1 0

It is seen, for instance, that Xi+ = 0 when the ratings are both negative. Thus, we may
proceed by analyzing Xi+ with any measurement model that satisfies our assumptions:

A. P(X̂i = 1|Ci = 1, θ) = P(Xi+ = 2|Xi+ �= 1, θ) increasing with θ,

(6)B. P(Ci = 0|θ) = P(Xi+ = 1|θ) is a single-peaked function of θ.

We now consider the extent to which our assumptions determine the properties of
the resulting measurement model for the summated ratings. Obviously, the probability
of a consistent rating is a single-dipped function of ability for any model meeting our
assumptions. It is however not clear how the probability of a consistent correct and a
consistent incorrect response relate to ability. It is, for instance, not true in general that
these probabilities are monotone functions of ability. In the following subsection we
further specify the measurement model to obtain more insight in the relation between
the probabilities for the different outcomes and ability.

3.5. To agree or to disagree . . .

It is easily found that any two of the following three probabilities completely determine
the distribution of Xi+:

(7)

A. P(Xi+ = 2|Xi+ = 2 or Xi+ = 0, θ),

C1. P(Xi+ = 2|Xi+ = 2 or Xi+ = 1, θ),

C2. P(Xi+ = 0|Xi+ = 0 or Xi+ = 1, θ).

In the earlier sections we assumed that the first assumption (A) in Eq. (7) is a monotone
increasing function of ability. Here we consider the remaining two assumptions (C1
and C2) in Eq. (7).
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The probability C1 in Eq. (7) can be re-expressed as follows:

P(Xi+ = 2|Xi+ = 2 or Xi+ = 1, θ) = P(Xi2 = 1|Xi1 = 1, θ)

= P(Xi1 = 1|Xi2 = 1, θ).

Similarly, we can re-express the probability C2 in Eq. (7) as follows:

P(Xi+ = 0|Xi+ = 0 or Xi+ = 1, θ) = P(Xi2 = 0|Xi1 = 0, θ)

= P(Xi1 = 0|Xi2 = 0, θ).

Hence, we see that the probability C1 in Eq. (7) is the probability that the second rater
gives a positive rating given that the first rater has given a positive rating. Similarly, the
probability C2 in Eq. (7) is the probability that the second rater gives a negative rating
given that the first rater has given a negative rating.

We assume that the probability that the second rater gives a positive rating given that
the first rater has given a positive rating is an increasing function of ability and that the
probability that the second rater gives a negative rating given that the first rater has given
a negative rating is a decreasing function of ability. Hence, the class of measurement
models we consider is characterized completely by the following three assumptions:

(8)

A. P(Xi+ = 2|Xi+ = 2 or Xi+ = 0, θ) increases with θ,

C1. P(Xi+ = 2|Xi+ = 2 or Xi+ = 1, θ) increases with θ,

C2. P(Xi+ = 0|Xi+ = 0 or Xi+ = 1, θ) decreases with θ.

As we observed earlier, any two out of these three assumptions are sufficient to deter-
mine the distribution of Xi+. Hence, we need to check whether these three assumptions
are consistent. Furthermore, we need to consider whether these three assumptions are
consistent with the assumptions A and B in Eq. (6).

First, we consider whether our assumptions are consistent. We not only show that the
assumptions in Eq. (6) are consistent, but also show that C1 and C2 together imply A
whereas any other combination (i.e., A and C1, or A and C2) does not necessarily imply
the third assumption. In order to simplify the presentation of our results we introduce
some shorthand notation. We use πk(θ) to denote the probability that Xi+ equals k and
πk|jk(θ) to denote the probability that Xi+ equals k conditionally on the event that Xi+
equals j or k. Moreover, we use ρk(θ) and ρk|jk(θ) to refer to the corresponding odds
ratios, defined as follows:

ρk(θ) = πk(θ)

1 − πk(θ)

and

ρk|jk(θ) = πk|jk(θ)

1 − πk|jk(θ)
.

Using this shorthand notation we may express our assumptions as follows:

A. π2|02(θ) increases with θ,

C1. π2|12(θ) increases with θ,

C2. π0|01(θ) decreases with θ.
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Obviously the conditional and unconditional probabilities are related as follows:

πk|jk(θ) = πk(θ)

πj (θ) + πk(θ)

and

πk(θ) = πk|jk(θ)

1 − πk|jk(θ)
πj (θ) = ρk|jk(θ)πj (θ).

Any two of the probabilities in Eq. (7) together with the property that the probabili-
ties of the three possible values for Xi+ have to sum to one:

π0(θ) + π1(θ) + π2(θ) = 1

yield a consistent system of three equations in three unknowns. For instance, if we
consider the probabilities C1 and C2 in Eq. (7) we find that

1 = π0(θ) + π1(θ) + π2(θ)

= ρ0|01(θ)π1(θ) + π1(θ) + ρ2|12(θ)π1(θ)

= (
ρ0|01(θ) + 1 + ρ2|12(θ)

)
π1(θ)

from which we may conclude that

π1(θ) = (
ρ0|01(θ) + 1 + ρ2|12(θ)

)−1
.

Hence we find that

π0(θ) = ρ0|01(θ)

ρ0|01(θ) + 1 + ρ2|12(θ)
,

(9)π1(θ) = 1

ρ0|01(θ) + 1 + ρ2|12(θ)
,

and

π2(θ) = ρ2|12(θ)

ρ0|01(θ) + 1 + ρ2|12(θ)
.

From the distribution of Xi+ we readily obtain the following expression for π2|02:

π2|02 = ρ2|12(θ)

ρ2|12(θ) + ρ0|01(θ)

and hence

ρ2|02 = ρ2|12(θ)

ρ0|01(θ)
= ρ2|12(θ)ρ1|01(θ).

Obviously, if a probability function is increasing (decreasing) with θ , the corresponding
odds ratio is also increasing (decreasing) with θ . Since by assumption C1 ρ2|12(θ) is an
increasing function of θ , and by assumption C2 ρ1|01(θ) is an increasing function of θ ,
it follows that also ρ2|02 is an increasing function of θ , which means that assumption A
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follows from assumptions C1 and C2. We have now not only shown that assumption A
follows from C1 and C2, but also that the three assumptions in Eq. (8) are consistent.
In the following section, we illustrate with an example that assumptions A and C1, or A
and C2 in Eq. (8) do not imply the third assumption. Moreover, we also show with an
example that assumption B in Eq. (6) and C1 and C2 in Eq. (8) are consistent.

4. A measurement model for scoring open ended questions

Here we consider a particular measurement model that meets the assumptions A, B, C1,
and C2. We assume a two parameter logistic model (2PL; Birnbaum, 1968) for C1 and
C2 in Eq. (8):

P(Xpi+ = 2|Xpi+ = 2 or Xpi+ = 1, θ) = exp(ai1θp − βi1)

1 + exp(ai1θp − βi1)

and

P(Xpi+ = 0|Xpi+ = 0 or Xpi+ = 1, θ) = 1

1 + exp(ai2θp − βi2)
.

Notice that in order to comply with our assumptions we need to assume that both ai1
and ai2 are nonnegative.

With these assumptions we readily find that also the conditional probability A in
Eq. (8) satisfies a 2PL model:

P(Xpi+ = 2|Xpi+ = 0 or Xpi+ = 2, θ)

= exp([ai1 + ai2]θp − [βi1 + βi2])
1 + exp([ai1 + ai2]θp − [βi1 + βi2])

which is necessarily monotone increasing in θ if both ai1 and ai2 are nonnegative.
If we allow ai2 to be negative, and impose the additional constraint that ai1 +ai2 > 0

we obtain that P(Xpi+ = 0|Xpi+ = 0 or Xpi+ = 1, θ) is an increasing function of
ability, contrary to our assumption C2. Similarly, if we allow ai1 to be negative, and
impose the additional constraint that ai1 +ai2 > 0 we obtain that P(Xpi+ = 2|Xpi+ =
2 or Xpi+ = 1, θ) is a decreasing function of ability, contrary to our assumption C1.
Hence, from this example we see that assumptions A and C1 or assumptions A and C2
do not imply the third assumption in Eq. (8).

Some straightforward algebra shows that with our present assumption we obtain the
following distribution for Xi+:

P(Xpi+ = 0|θ) = 1

1 + exp(ai1θp − βi1) + exp([ai1 + ai2]θp − [βi1 + βi2]) ,
P (Xpi+ = 1|θ)

(10)= exp(ai1θp − βi1)

1 + exp(ai2θp − βi2) + exp([ai1 + ai2]θp − [βi1 + βi2]) ,

P (Xpi+ = 2|θ) = exp([ai1 + ai2]θp − [βi1 + βi2])
1 + exp(ai1θp − βi1) + exp([ai1 + ai2]θp − [βi1 + βi2])
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which is recognized as a special case of the nominal response model (NRM; Bock,
1972).

It is readily found that if ai1 and ai2 are nonnegative, the probability of a consistent
response is a single-dipped function of ability. That is, we have now illustrated with
an example that assumptions C1 and C2 in Eq. (8) and assumption B in Eq. (6) are
consistent.

In the rest of this section we offer an interpretation for the parameters of this mea-
surement model, and show how for this particular model each of the assumptions in
Eq. (8) can be tested in isolation from the remaining assumptions.

4.1. Parameter interpretation

First, if the parameters ai1 and ai2 are known, this is an exponential family model with
the weighted sum:

Xp++ =
∑

i

[
ai1(Xpi+ = 1) + (ai1 + ai2)(Xpi+ = 2)

]
sufficient for θ . Put differently, a negative consistent response scores 0 points, an incon-
sistent response scores ai1 points, and a positive consistent response scores ai1 + ai2
points.

If θ is smaller than βi1/ai1, the probability of a negative consistent response is larger
than the probability of an inconsistent response. Similarly, if θ is larger than βi2/ai2,
the probability of a positive consistent response is larger than the probability of an in-
consistent response. If βi1/ai1 is smaller than βi2/ai2, the probability of an inconsistent
response is larger than the probability of either of the consistent responses for θ -values
larger than βi1/ai1 but smaller than βi2/ai2. If βi1/ai1 is larger than βi2/ai2, it is true
for every value of θ that one of the consistent responses is more likely than an inconsis-
tent response. Clearly, the smaller the number of inconsistent responses, the better. This
leads us to propose λi :

λi = βi1/ai1 − βi2/ai2

as a measure of the item assessability. A negative value indicates that there is an interval
of length −λi over which an inconsistent response is the most likely response; whereas
a positive value indicates that it is true for every value of θ that one of the consistent
responses is more likely than an inconsistent response.

If θ is smaller than δi :

δi = βi1 + βi2

ai1 + ai2

the probability of a negative consistent response is larger than the probability of a pos-
itive consistent response; whereas the opposite is true if θ is larger than δi . Because δi

is that value of θ at which the probability of a positive and that of a negative consistent
response are equal, we automatically obtain that as λi goes to infinity (there are no more
inconsistent responses), δi becomes the difficulty of the item. This leads us to propose
δi as a measure of the item difficulty.
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Notice that as λi goes to infinity, there are no more inconsistent responses, and the
raters produce the true rating. In this case we may equate the left- and right-hand side
of Eq. (5).

4.2. Checking the model assumptions

Here we show that if the scoring rule is considered to be known and the scores are
integer valued, each of the assumptions of the model may be tested in isolation from
the remaining assumptions. These additional assumptions are needed in order to make
statistical inferences conditionally on the sufficient statistic for the ability parameter
valid. As is well known for other exponential family IRT models, such as the Rasch
(1960) model, the partial credit model (Andersen, 1977), or the OPLM model (Verhelst
and Verstralen, 1997; Verhelst et al., 1984), statistical inferences can be based on the
distribution of the responses conditionally on the values of the sufficient statistic for θ

(Andersen, 1977). As we show, we can use the fact that our model is an exponential
IRT model to motivate a procedure where we first filter the data and than analyze the
filtered data to evaluate the model assumptions in isolation from the remaining model
assumptions.

First, we filter the responses according to one of the assumptions to be tested. For
ease of presentation we focus on assumption A. By filtering we mean that we only
consider those responses for which the conditioning event (Xpi+ �= 1) holds. The dis-
tribution of these responses is the distribution conditionally on the event that a response
is consistent. If we use, as before, Cpi to denote whether a response is consistent or not,
and X̂pi to indicate if a consistent response is positive or negative, we may express this
distribution as follows:

P(X = x|C = c, θ , δ,λ; a)

(11)=
∏
p

∏
i

(
exp(x̂pi[ai1 + ai2][θp − δi])
1 + exp([ai1 + ai2][θp − δi])

)cpi

.

It is clear that this likelihood does not depend on the item assessability λi and depends
on the scoring rule only via ai1 + ai2. Furthermore, observe that neither the truth of
assumption C1 or that of assumption C2 has a direct influence on this distribution. That
is, if we can evaluate the fit of this conditional distribution, we have effectively tested
assumption A in isolation from the remaining assumptions.

Statistical inference based on the conditional distribution in Eq. (11) is hampered by
the fact that the person parameters θp are incidental. That is, their number increases with
the sample size. It is known that in the presence of an increasing number of incidental
parameters it is, in general, not possible to estimate the (structural) item parameters
consistently (Kiefer and Wolfowitz, 1956; Neyman and Scott, 1948). This problem can
be overcome in one of two ways. First, for exponential family models we can base our
inferences on the distribution of the data conditionally on the sufficient statistics for
the incidental parameters. Obviously, this conditional distribution no longer depends on
the incidental parameters. This method is called conditional likelihood (CL) inference.
Second, if the students can be conceived of as a random sample from a well defined
population characterized by an ability distribution G, inferences can be based on the
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marginal distribution of the data. That is, we integrate the incidental parameters out of
the model. Rather than estimating each student’s ability, only the parameters of the abil-
ity distribution need to be estimated. This method is called marginal likelihood (ML)
inference. Under suitable regularity conditions both methods can be shown to lead to
consistent estimates of the item difficulty parameters.

If the scores ai1 and ai1 + ai2 are known constants, our model reduces to an ex-
ponential family model. More specifically, the conditional distribution of the response
conditionally on the event that it is consistent reduces to the one parameter logistic
model (OPLM; Verhelst and Eggen, 1989; Verhelst and Glas, 1995), if the scores are
assumed to be integer valued, for which statistical inference both from the marginal and
from the conditional likelihood perspective is implemented in the computer program
OPLM (Verhelst et al., 1993).

Here, we opt for the first approach and will base our statistical inferences on the
distribution of X conditionally on both C and the sufficient statistics for the ability
parameters. Corresponding to the distribution in Eq. (11) is the following sufficient
statistic for θp:

Xp++|c =
∑

i:cpi=1

[ai1 + ai2]Xpi+.

That is, sufficient statistic is a weighted sum score over the set of items for which a
consistent response is obtained. We opt for a conditional approach because in order
to base our inferences on the marginal likelihood we need to consider the following
likelihood:

p(X = x|C = c, θ , δ,λ; a)

=
∏
p

∫ ∏
i

(
exp(x̂pi[ai1 + ai2][θp − δi])
1 + exp([ai1 + ai2][θp − δi])

)cpi

f (θp|C = c, δ,λ; a) dθ.

It is seen that to specify the marginal likelihood correctly we need to specify the distri-
bution of ability conditionally on the consistency of the responses:

f (θp|C = c, δ,λ; a) ∝
∏
i

P (Cpi = cpi |θp, δi, λi; ai )f (θ),

where f (θ) is the distribution of ability in the population. Clearly, the correct mar-
ginal likelihood depends not only on assumption A but also on the remaining model
assumptions together with an additional assumption about the distribution of ability in
the population. Because we want to evaluate each of our assumptions in isolation we
therefore opt for inferences based on the conditional likelihood, which requires no ad-
ditional assumptions.

A routine but tedious derivation shows that the conditional likelihood can be ex-
pressed as follows:

P(X = x|C = c, X++|c = x++|c, δ; a)

(12)=
∏
p

∏
i exp(cpi x̂pi[ai1 + ai2]δi)

γxp++|c (δ, a)
,
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where γk is the following generalization of the infamous elementary symmetric function
(e.g., Verhelst and Verstralen, 1997; Verhelst et al., 1984):

γk(δ, a) =
∑

xp :xp++|c=k

∏
i

exp
(
cpi x̂pi[ai1 + ai2]δi

)
.

Having established that we can analyze the filtered data within the conditional like-
lihood framework, we can use the statistical tests that have been developed (see Glas
and Verhelst, 1995, for an introduction) for evaluating the fit of assumption A in Eq. (8)
in isolation from the other assumptions. Similarly, the assumptions C1 and C2 can be
evaluated.

5. Motivating example revisited

In this section, we compare the use of the model proposed in the previous section (the
new method or procedure, for short) for the sum of two ratings with the method that
was considered when we introduced our motivating example (the current method or
procedure, for short). For ease of presentation, we assume that the item discrimination
ai equals one with the old method, and that ai1 and ai2 both are equal to one with the
new method. Observe, that this reduces the new method to the use of the partial credit
model (Andersen, 1977) for the sum of two ratings.

Corresponding to the new method, the data can be depicted as in Table 2. In Table 2,
neg. cons, incons., and pos. cons. denote the number of negative consistent, inconsis-
tent, and positive consistent responses for item i, respectively. Any two of these three
numbers are the sufficient statistics for the item parameters of the model in Eq. (10). For
the estimation of the ability of the student we only need the sufficient statistic Xp++.

First, we consider how the item characteristics under the old and the new procedure
relate to each other. It is readily observed that the sum of the number of inconsistent
responses plus twice the number of positive consistent response equals the sufficient
statistic X+i+ from the current procedure. This implies that the difficulty in the cur-
rent procedure is a combination of the item difficulty and assessability from the new
procedure. Consider the following situation: with 205 students we obtain the following
results:

Table 2
Data layout according to the measurement model in Eq. (10)

Students Xp++

1 2 1 2 . . . 2 1 23
2 1 0 2 . . . 1 1
.
.
.

.

.

.
.
.
.

.

.

.
.
.
.

.

.

.
.
.
.

.

.

.

Neg. cons. 200
Incons. 16
Pos. cons. 84
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1. The raters disagree about 200 of the students (incons. = 200) and never give a
consistent positive rating (pos. cons. = 0); or

2. The raters always agree (incons. = 0) and give a positive consistent rating for 100
students (pos. cons. = 200).

For both these situations, the sufficient statistic X+i+ is equal to 200. Put differently,
both situations lead to the same estimated item difficulty. However, in the first situation,
the item is mainly difficult to judge whereas in the second situation the item is very
easy to judge and of moderate difficulty. The conclusion is that difficulty in the old
procedure has no clear meaning. In the new procedure, difficulty and assessability are
clearly separated which improves the interpretation of the results.

Second, we look at the relation between the estimated ability parameters. Looking
at the various scores assigned to students according to the new and the old procedure
we see that the sum of the two scores assigned to each student with the old procedure
(Xp+1 + Xp+2) is the sufficient statistic for the ability with the new procedure (Xp++).
When we dealt with the item characteristics, we argued that the confounding of diffi-
culty and assessability was a disadvantage of the old procedure. A similar reasoning can
be used here. Consider the following situations: With 20 items we obtain the following
scores:

1. The raters disagree on 10 responses and always give a negative judgment when they
agree; or

2. The raters always agree and give a positive consistent rating for 5 items.

In both situations, the score of the student according to the new procedure is 10. We see
that with the new procedure, the score is a combination of the ability and the assessabil-
ity of the student. This however does not pose any problems. We explicitly assumed that
there is a relation between assessability and ability. It is this assumption which merits
the confounding of assessability and ability.

At the beginning of this section we considered a variation on the old procedure in
which the scores are first averaged and then ability is estimated from this average score.
With this alternative procedure, the same statistic is used to estimate ability as with the
new procedure. As a consequence, the students are ordered in the same way based on
their estimated ability according to the new procedure and according to this variation of
the old procedure.

Third, we look at the goodness-of-fit of the two models. A key assumption under
the old procedure is that ratings of the answer to a question of the same student are
statistically independent. This assumption is difficult to maintain. First, consider the
case of perfect raters which always agree with each other (a perfect rater produces the
true rating). Such a case clearly violates the statistical independence assumption. In
general we expect the different ratings to be dependent because the same behavior is
being judged. Moreover, we expect this dependence to be positive in general. Second,
consider the case of raters that produce ratings by flipping a coin. Such a case clearly
satisfies the conditional independence assumption, and also satisfies the measurement
model used in the old procedure. The somewhat bizarre consequence of this is that
with the old procedure the model fails for perfect raters but holds if raters assign scores
completely at random.
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6. Discussion

We formulated a class of models for scoring open ended questions in a number of steps.
First, we argued that random assignment of raters to item by person combinations pro-
vides an easy method to improve the quality of the data and spread the negative effect
of a poor rater evenly across the population of students. Second, we showed that under
mild assumptions, it holds that consistent ratings are more likely equal to the true rating,
compared to using a single rating. This motivated our conception of the consistent rating
as an estimate of the true rating. The remaining part of the information (i.e., whether the
response was consistent or not) was addressed in the third step where we argued that
there is a relation between ability and agreement. Finally, we considered the probability
that a second rater judges the response to be (in)correct if the first rater has judged the
response as (in)correct.

After a general introduction to the class of measurement models for scoring open
ended questions, a particular model from this class was introduced. It was shown that
the data could be analyzed according to our assumptions with a NRM for the sum of the
individual ratings.

The class of models introduced in this chapter can easily be generalized to more
than two judges as well as to polytomous responses. When more judges are employed,
the random assignment of raters to item by student combinations still serves both as
a method to reduce the risk of violations of conditional independence and to remove
the need to model the behavior of individual raters. As a consequence of the random
assignment, the ratings are exchangeable, which means that all the relevant information
is contained in their sum. A model for the sum of the ratings can be formulated by con-
sidering the relevant conditional distributions. Hence, similarly to the case of two raters,
we use a filtering approach for formulating the model. The same filtering approach can
be used for evaluating the truth of individual assumptions in isolation from the remain-
ing assumptions. To illustrate how a model for multiple raters can be formulated we
consider the case with three raters. With three raters, there are four possible outcomes
that correspond to the different values for the some of the three ratings:

Xpi1 Xpi2 Xpi3 Xpi+

1 1 1 3
1 1 0 2
1 0 1 2
0 1 1 2
1 0 0 1
0 1 0 1
0 0 1 1
0 0 0 0

To formulate a model for three raters, we use the model for two raters together with the
law of total probability:
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P(Xi1 + Xi2 + Xi3 = 2|θ)

= P(Xi3 = 1|Xi1 = 1, Xi2 = 0, θ)P (Xi1 = 1, Xi2 = 0|θ)

+ P(Xi3 = 1|Xi1 = 0, Xi2 = 1, θ)P (Xi1 = 0, Xi2 = 1|θ)

+ P(Xi3 = 0|Xi1 = 1, Xi2 = 1, θ)P (Xi1 = 1, Xi2 = 1|θ).

The three terms in the right-hand side of this equation are necessarily equal because
with random assignment of raters to person by item pairs it is equally likely that it is the
first, the second, or the third rater who disagrees with the other two raters. Also, the first
two conditional probabilities, P(Xi3 = 1|Xi1 = 1, Xi2 = 0, θ) and P(Xi3 = 1|Xi1 =
0, Xi2 = 1, θ), are equal; as are the marginal probabilities P(Xi1 = 1, Xi2 = 0|θ) and
P(Xi1 = 0, Xi2 = 1|θ). This means we may rewrite this expression as follows:

P(Xi1 + Xi2 + Xi3 = 2|θ)

= P(Xi3 = 1|Xi1 + Xi2 = 1, θ)P (Xi1 + Xi2 = 1|θ)

+ P(Xi3 = 0|Xi1 + Xi2 = 2, θ)P (Xi1 + Xi2 = 2|θ).

The first term in the right-hand side of this equation is equal to two times the second
term. Hence, we can fully specify the model with an additional assumption regarding
either P(Xi3 = 1|Xi1 + Xi2 = 1, θ) or P(Xi3 = 0|Xi1 + Xi2 = 2, θ). For instance,
a reasonable assumption could be that P(Xi3 = 1|Xi1 + Xi2 = 2, θ) is an increasing
function of ability. Using polytomous responses poses no special problems, the model
is formulated by considering a sufficient set of conditional probabilities. The same ap-
proach is used as for the case with multiple raters.
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Assessing the Fit of Item Response Theory Models

Hariharan Swaminathan, Ronald K. Hambleton and
H. Jane Rogers

1. Introduction: Models and assumptions

Item response theory provides a framework for modeling and analyzing item response
data. The advantages of item response theory over classical test theory for analyz-
ing mental measurement data are well documented (see, for example, Lord, 1980;
Hambleton and Swaminathan, 1985; Hambleton et al., 1991). However, item response
theory is based on strong mathematical and statistical assumptions, and only when these
assumptions are met can the promises and potential of item response theory be realized.

Item response theory postulates that an examinee’s performance on a test depends on
the set of unobservable “latent traits” that the examinee possesses in common with the
other examinees. Once these traits are defined, an examinee’s observed score on an item
is regressed on the latent traits. The resulting regression model, termed an item response
model, specifies the relationship between the item response and the latent traits, with
the coefficients of the model corresponding to parameters that characterize the item. It
is this item-level modeling that gives item response theory its advantages over classical
test theory.

Typically, an examinee’s performance on an item is scored on a discrete scale. The
most common scoring scheme is dichotomous, i.e., right/wrong, or (1/0). Polytomous
scoring has become popular recently as a result of the emphasis on performance assess-
ment and the desire to assess higher level thinking skills. In this case, the examinee’s
performance on an item or task is scored on an ordinal scale. In general, if Ui is the
response of an examinee to item i, then Ui = ki where ki is the category assigned to
the response; ki = 0 or 1 for dichotomously scored items, and ki = 0, 1, 2, . . . , or
(Ki − 1) for polytomously scored items. The number of score categories Ki need not
be the same across items. Such mixture scoring has become common in recent years,
where some items are scored dichotomously while others are scored polytomously with
differing numbers of response categories.

The probability that an examinee responds in category k is specified by the item
response model or item response function. The item response function is a monotoni-
cally increasing function of the latent traits. In the case of a parametric representation,
the item response function is a suitably chosen cumulative density function P that is
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a function of the underlying set of latent abilities and the characteristics of the item.
The common choices for the function P(x) are the normal ogive function Φ(x) and the
logistic function L(x), where

Φ(x) =
x∫

−∞

1√
2π

e− 1
2 t2

dt,

and

L(x) = ex

1 + ex
.

Given the simplicity of the logistic function, it is more commonly employed in item re-
sponse theory applications. The two functions have close resemblance to each other; in
fact, |L(1.7x) − Φ(x)| < .01 for all x. Consequently, the constant 1.7 is frequently in-
cluded in the logistic formulation of the item response model to maximize the similarity
between the two functional forms. If a nonparametric representation is chosen, the item
response function needs only to be a monotonically increasing function of the latent
trait. For a discussion of nonparametric item response theory, the reader is referred to
Sijtsma and Molenaar (2002). We shall only deal with parametric item response theory
in this chapter.

In modeling the probability of a response, it is commonly assumed that the complete
latent space is unidimensional; that is, one underlying latent trait, θ , is sufficient to
explain the performance of an examinee on the set of items that comprises the test.
Multidimensional item response models have been proposed (Ackerman, 2005; Hattie,
1985; Reckase et al., 1988), but these models have not reached the operational level or
practical feasibility of unidimensional models.

For dichotomously scored items, under the assumption that the latent space is unidi-
mensional, the probability of a correct response to item i is given by the three-parameter
logistic model as

P(Ui = 1|θ, ai, bi, ci) = ci + (1 − ci)
eai (θ−bi )

1 + eai (θ−bi )

(1.1)≡ ci + (1 − ci)L
[
ai(θ − bi)

]
.

The parameters ai , bi , ci are the parameters that characterize the item: bi is the difficulty
level of the item, ai is the discrimination parameter, and ci is the lower asymptote,
known as the pseudo chance-level parameter, which is a reflection of the probability
that an examinee with a very low level of proficiency will respond correctly to the item
by chance. The model given in (1.1) is known as the three-parameter model, and is often
used with multiple-choice items.

The two-parameter item response model is obtained by setting ci = 0. Thus the
two-parameter model has the form

(1.2)P(Ui = 1|θ, ai, bi) = eai (θ−bi )

1 + eai (θ−bi )
≡ L

[
ai(θ − bi)

]
.

The one-parameter model is obtained by setting ai = 1, ci = 0, and thus has the form

(1.3)P(Ui = 1|θ, bi) = e(θ−bi )

1 + e(θ−bi )
≡ L

[
(θ − bi)

]
.
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While the one-parameter model can be viewed as a special case of the three-parameter
or two-parameter models, it was derived independently by Rasch (1960), based on prin-
ciples of objective measurement. Hence the one-parameter model is commonly known
as the Rasch model.

In the situation where items are scored on an ordinal scale, the probability that an
examinee’s score on item i falls in category s (s = 0, 1, 2, . . . , Ki − 1) is given by the
model (Samejima, 1969):

(1.4)P(Ui � s|θ, ai, bsi) = eai (θ−bsi )

1 + eai (θ−bsi )
,

where bsi is the boundary for category s. Clearly P(Ui � 0|θ, ai, bsi) = 1 and P(Ui >

Ki − 1|θ, ai, bsi) = 0. It follows that

P(Ui = s|θ, ai, bsi) = P(Ui � s|θ, ai, bsi) − P(Ui � s + 1|θ, ai, bsi).

An alternative model for ordinal response data is the partial credit model (Andrich,
1978; Masters, 1982). The partial credit model is a generalization of the Rasch model
for ordered responses and can be expressed as

(1.5)

P(Ui = s|θ, bri) = e
∑s

r=1(θ−bri )

1 + ∑ki−1
r=1 e

∑r
j=1(θ−bji )

(s = 0, 1, . . . , Ki − 1),

with

P(Ui = 0|θ, bri) = 1

1 + e
∑Ki−1

r=1 (θ−bri )
.

The partial credit model assumes constant discrimination across items. The gener-
alized partial credit model (Muraki, 1992) permits varying discrimination parameters
across items and is given as

(1.6)

P(Ui = s|θ, ai, bri) = eai

∑s
r=1(θ−bri )

1 + ∑ki−1
r=1 eai

∑r
j=1(θ−bji )

(s = 1, . . . , Ki − 1),

and for s = 0,

P(Ui = 0|θ, ai, bri) = 1

1 + eai

∑Ki−1
r=1 (θ−bri )

.

More recently, Tutz (1997) and Verhelst et al. (1997) have described alternate models
for the analysis of partial credit data. These models can be viewed as the item response
theory analog of the continuation ratio model (Agresti, 1990). The models introduced
by Tutz (1997) and Verhelst et al. (1997) have the advantage over the partial and the
generalized partial credit models in that the item parameters for each category can be
interpreted independently of other category parameters. A detailed analysis of the con-
tinuation ratio model and related models is provided by Hemker et al. (2001).

While the procedures for fitting the dichotomous and polytomous item response
models to data have been well established, the procedures for checking the assumptions
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and assessing the goodness of fit of the chosen item response model have not received
the same level of attention. As pointed out above, item response theory is based on
strong mathematical and statistical assumptions, and only when these assumptions are
met at least to a reasonable degree can item response theory methods be implemented
effectively for analyzing educational and psychological test data and for drawing infer-
ences about properties of the tests and the performance of individuals.

Checking model assumptions and assessing the fit of models to data are routine
in statistical endeavors. In regression analysis, numerous procedures are available for
checking distributional assumptions, examining outliers, and the fit of the chosen model
to data. Some of these procedures have been adapted for use in item response theory.
The basic problem in item response theory is that the regressor, θ , is unobservable; this
fact introduces a level of complexity that renders a procedure that is straightforward in
regression analysis inapplicable in the item response theory context.

Assessing model fit in item response theory requires the following two steps:

(i) Checking the underlying assumptions such as unidimensionality.
(ii) Assessing the agreement between observations and model predictions.

These two steps are described next. The important area of person-fit assessment pro-
cedures, however, is not included in this chapter. Interested readers are referred to the
review by Meijer and Sijtsma (2001).

2. Checking the assumption of unidimensionality

When unidimensional models are fitted to test data, the validity of the assumption that
the complete latent space is unidimensional is obviously critical. There are several ap-
proaches that can be used for investigating the assumption of unidimensionality. These
include linear and nonlinear factor analysis approaches as well as nonparametric ap-
proaches that examine the assumption of local independence.

2.1. Linear factor analysis

A popular approach to investigating this assumption is to apply a linear factor analy-
sis/principal components procedure. In this approach,

(1) the matrix of inter-item correlations is obtained;
(2) the percent of variance explained by the largest eigenvalue along with the point

where a break occurs in the plot of the eigenvalues, or the scree plot, are examined;
(3) based on the above considerations a determination is made regarding the dimen-

sionality of the item response data.

In addition to its obvious subjectivity, this approach has several drawbacks. When
the item responses are discrete, the inter-item correlations will be small. This is a con-
sequence of the fact that discrete item responses have nonlinear relationships with the
underlying ability continuum. This fact is particularly evident when the correlations are
computed using phi-coefficients. As a result, even when the model is unidimensional,
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the percent of variance accounted for by the dominant dimension as indicated by the
largest eigenvalue will be relatively small. Tetrachoric correlations provide an improve-
ment over phi-coefficients, but even using tetrachorics, the magnitude of the inter-item
correlations will be small. Simulation studies by the authors have shown that in uni-
dimensional item response theory applications, the largest eigenvalue of the matrix of
tetrachoric correlations will typically account for only about 25 to 35 percent of the
variance. Despite this problem, an investigation of the eigenvalue plot is often a useful
first step in the study of test dimensionality.

One possible approach to resolving the problem of the percent of variance accounted
for by the dominant eigenvalue is to fit an item response model to the data and then,
using the item parameter estimates and a suitably chosen distribution of the trait θ (nor-
mal, uniform, or skewed), generate item response data. Once the data are generated, the
inter-item correlation matrix is obtained and the percent of variance accounted for by
the largest eigenvalue is computed. The purpose of this simulation is to obtain an indi-
cator of the magnitude of the largest eigenvalue to be expected in the unidimensional
case. The eigenvalue obtained from analysis of the real item responses can be compared
with this “ideal” and a decision made regarding the unidimensionality assumption.

A similar simulation procedure can be used with polytomously scored response data.
In this case, the matrix of polyserial correlations is computed with the real and simulated
data, the eigenvalues extracted, and a decision made about the assumption of unidimen-
sionality. A more refined approach is to examine the residuals after factor analyzing
the simulated and real data using computer software such as LISREL 8 (Joreskog and
Sorbom, 2004). The distribution of the residuals for the simulated data will provide a
baseline for judging the viability of the unidimensionality assumption for the real data.
A problem with this approach is that maximum likelihood procedures will fail if the
matrix of tetrachoric correlations is not positive definite.

2.2. Nonlinear factor analysis and item factor analysis

The basic problem with the linear factor analysis approach is its linearity. Item response
models are inherently nonlinear; in fact, the item response model is essentially a non-
linear factor model, a fact that has long been recognized. The linear factor approach to
analyzing item response data can be thought of only as a first-order approximation that is
not appropriate for assessing the dimensionality of item response data except in extreme
cases where the item response model is linear. In recognition of this fact, Hambleton and
Rovinelli (1986) suggested using the nonlinear factor analysis procedure of McDonald
(1967, 1982, 1997). The approach by McDonald is to approximate unidimensional as
well as multidimensional normal ogive item response functions by Hermite–Chebychev
orthogonal polynomials through harmonic analysis. This approach is implemented in
the program NOHARM (Fraser, 1988). As statistical procedures for assessing the di-
mensionality are not given in NOHARM, Gessaroli and De Champlain (1996) suggested
a statistic, X2

G/D , based on the residual correlations rij between items i and j . These

residuals are transformed using Fisher’s transformation, i.e., zij = tanh−1 rij , and the
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test statistic is computed as

X2
G/D = (N − 3)

n∑
i=2

i−1∑
j=1

z2
ij ,

where N is the sample size. This statistic is assumed to have a chi-square distribution
with [1/2n(n − 1) − n(1 + d)] degrees of freedom where n is the test length and d is
the number of dimensions. For testing the assumption of unidimensionality, d = 1, and
the degrees of freedom is [1/2n(n − 5)]. While it is difficult to justify the distributional
assumption on theoretical grounds, Gessaroli and De Champlain (1996) demonstrated
through simulations that the statistic maintained the nominal Type I error rate for the
unidimensional case, and had good power in detecting two-dimensional data. More re-
cently, Gessaroli et al. (1997) developed a likelihood-ratio type statistic,

ALR =
n∑

i=2

i−1∑
j

G2
ij

with

G2
ij =

1∑
ui=0

1∑
uj =0

puiuj
log

(
p̂uiuj

puiuj

)
,

where puiuj
is the observed proportion of examinees with dichotomous responses ui

and uj for items i, j ; p̂uiuj
is the model-predicted joint proportion of examinees with

responses ui and uj . Gessaroli et al. (1997) have suggested that ALR has the same
distribution as X2

G/D . Maydeu-Olivares (2001) has shown that these statistics do not
have the chi-square distributions claimed. However, Finch and Habing (2005) and Tate
(2003) examined the behavior of ALR and concluded that while this statistic may not
have the expected theoretical distribution, it is nevertheless effective in recovering the
number of underlying dimensions.

Item factor analysis, developed by Bock et al. (1988) and implemented in the soft-
ware TESTFACT, allows the factor analysis to be carried out using either the matrix of
tetrachoric correlations or a full-information maximum likelihood procedure. De Cham-
plain and Gessaroli (1998) found high Type I error rates with TESTFACT. Tate (2003),
on the other hand, found that TESTFACT was able to accurately confirm the hypothe-
sis of unidimensionality when the data were indeed unidimensional, except in cases of
extreme item difficulty.

2.3. Examination of local independence

Lord and Novick (1968) have shown that the assumption that the latent space is com-
plete is equivalent to the assumption of local independence. They argued that if the
latent space is complete, no additional traits are necessary to account for the responses
to the items, and hence the responses to items will be statistically independent when
conditioned on the complete set of latent traits. This assertion is analogous to the asser-
tion in linear factor analysis that the correlations among the observed variables will be
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zero after partialing out or conditioning on the complete set of common factors. Hence,
testing the assumption of local independence provides a test of the dimensionality of
the test data.

Statistical independence is a strong requirement; a weaker assumption is to require
that the covariances among the items be zero when the item responses are conditioned
on the complete set of latent traits. In particular, if the test is unidimensional, then con-
ditioning on the latent trait will result in the item covariances being zero. Stout (1987,
1990) used this weaker form of local independence to develop a test for “essential” uni-
dimensionality. Stout argued that a test of length n is essentially unidimensional if the
average covariance over all pairs of items is small in magnitude when conditioned on
the latent trait. This procedure is implemented in the program DIMTEST (Stout et al.,
1991).

The basic procedure in DIMTEST is to: (a) Create an assessment test made up of a
core subset of m items that is unidimensional using expert judgment or factor analytic
methods; (b) create a partitioning test using the remaining n − m items to score and
group the examinees into subgroups. These subgroups are homogeneous with respect to
their test score on the partitioning test and hence are “conditioned” on the latent trait.
The score

Yjk =
m∑

i=1

Uijk, j = 1, . . . , Jk,

of each examinee in subgroup k on the assessment test is computed, and the variance of
these scores, σ̂ 2

k , is obtained. If local independence holds, then

Var(Yjk) =
m∑

i=1

Var(Uijk) =
m∑

i=1

p̂ik(1 − p̂ik) ≡ σ̂ 2
Uk

.

Thus, if the assumption of unidimensionality is met, these two quantities are the esti-
mates of the same variance. Stout (1987) demonstrated that

(2.1)E
(
σ̂ 2

k − σ̂ 2
Uk|X

) ∝
∑

Cov(Ui, Uj |X),

where X is a score on the partitioning test. Since in the weak form of local indepen-
dence, the pairwise covariances are zero, a statistic based on (σ̂ 2

k − σ̂ 2
Uk

) provides a test
of essential unidimensionality. Stout (1990) showed that the test statistic can be further
refined by correcting for the bias using another subset of unidimensional items, known
as assessment subtest 2, chosen to be as similar as possible in difficulty to assessment
subtest 1.

Hattie et al. (1996) evaluated the performance of DIMTEST using simulated data.
They concluded that the Type I error rate was in the acceptable range and that the pro-
cedure was sufficiently powerful to reject the null hypothesis when the test data was not
unidimensional. The primary drawback with this procedure is the identification of the
assessment subtests. This identification is subjective and will affect the test of essen-
tial unidimensionality. A further drawback is that the test under investigation must be
sufficiently long to support the selection of the assessment subtests. External subtests
may be used but these will not always be available. It should be pointed out, too, that
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DIMTEST is designed to test the hypothesis that the test is unidimensional – it is not
meant for assessing the dimensionality of the test. Finally, Hattie et al. (1996) showed
that the test statistic is adversely affected if the tetrachoric correlation matrix is not
positive definite, and recommended that the procedure should not be used in this case.

Yen (1984) examined the issue of local independence from the point of view that
items based on a common stimulus may violate the local independence assumption.
She suggested examining the correlations between residuals (uia −Pia) and (uja −Pja)

across pairs of items i, j = 1, . . . , n, i �= j , across examinees a = 1, . . . , N , where
uia is the response of examinee a to item i and Pia is the model-based probability of
a correct response. The test statistic is Q3 = rij , the correlation between the residu-
als. Yen (1984) indicated that the hypothesis of local independence for pairs of items is
equivalent to the hypothesis that the correlation between the residuals is zero. One prob-
lem with this approach is that residuals may not be linearly related. A second problem
noted by Chen and Thissen (1997) is that the item residuals are not bivariate normally
distributed, and hence the distribution of residuals will not have the expected mean and
variance. Chen and Thissen (1997) showed the empirical Type I error rates for the Q3
statistic are higher than the nominal Type I error rates. Glas (2005) and Glas and Suarez
Falcon (2003), following the development given by van den Wollenberg (1982) for the
Rasch model, provided a statistic for testing local independence based on the difference
between observed and expected frequencies

dij = Nij − E(Nij ),

where Nij is the observed number of examinees responding correctly to items i and j

in the group of examinees obtaining a score between k = 2 and k = n − 2, and

(2.1)E(Nij ) =
∑

k

NkP (Ui = 1, Uj = 1|X = k).

The joint probability is computed using a recursive algorithm based on that provided by
Lord and Wingersky (1984) (see the next section for details of this algorithm). Follow-
ing the statistic given by van den Wollenberg (1982), Glas and Suarez Falcon suggested
the statistic

S3ij = d2
ij

{
1

E(Nij )
+ 1

E(Nij )
+ 1

E(Nij )
+ 1

E(Nij )

}
,

where E(Nij ) is defined as in (2.1) with the probability that an examinee with score k

responds incorrectly to item i and correctly to item j ; E(Nij ) is defined similarly, while
E(Nij ) is computed with the examinee responding incorrectly to the items. Simulation
studies have indicated that the statistic behaves like a chi-square variate with 1 degree
of freedom.

Glas and Suarez Falcon (2003) compared the behavior of Yen’s Q3 statistic with
the performance of the S3 statistic and concluded that the Type I error rates for these
statistics were below the nominal rate, and that they did not have much power. Their
results agreed with previous findings that although local independence was violated,
the item response curves were well recovered, and hence robust to violations of the
assumption of local independence.
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3. Assessing model data fit: Checking model predictions

Assessing whether the test data is unidimensional is only the first step in determining
if the assumptions of item response theory are met. Assessment of the fit of the model
to data is multi-faceted and must be carried out at the test level as well as the item
level. As in any scientific investigation, verification of a theory is most directly carried
out by examining the predictions made by the theory. In item response theory, this is
accomplished by comparing what the theory predicts with what is observed.

3.1. Assessment of model fit at the test level

Likelihood approaches
The assessment of the fit of model at the test level can be carried out using the likelihood
ratio statistic. The probability of a response pattern U = [u1u2 . . . un] for the item
response data is

(3.1)P(U) =
∫ ∏

i

Pi(θ)ui
(
1 − Pi(θ)1−ui

)
g(θ) dθ

for the dichotomous case; Pi(θ) is the probability of a correct response for an examinee
on item i given by the item response function specified in Eqs. (1.1) to (1.3), Ui is the
response of an examinee to item i, and g(θ) is the density function of θ . The likelihood
function is then given by

(3.2)L =
∏

response
patterns

P(U)fu,

where fu is the frequency of response pattern U .
In the ideal case, a table that contains all response patterns can be constructed, and

based on this table, a likelihood ratio statistic can be calculated. Unfortunately, with n

items, there are 2n response patterns and this number gets large rapidly. Hence it is not
feasible to carry out the contingency table approach when the number of items is even
moderately large.

When n � 10, and when the number of examinees is large, it is possible to construct a
table of frequencies for all response patterns. Let f1, f2, . . . , f2n denote the frequencies
for the 2n response patterns. The likelihood ratio chi-square statistic for the test of fit is

(3.3)G2 = 2
2n∑

r=1

fr log
fr

NP̂ (Ur)
,

where P(U) is given by (3.1) and approximated as

P̂ (U) =
q∑

k=1

P(U |Xk)A(Xk).

Here, X is a quadrature point and A(X) is the weight corresponding to the density func-
tion g(X). The quantity G2 defined in (3.3) has an asymptotic chi-square distribution
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with degrees of freedom equal to 2n −kn−1, where k is the number of item parameters
in the model.

When the number of items is large, the procedure given above is not feasible. In this
case, traditional likelihood ratio tests are applicable. The fit of the model to the data can
be determined by computing −2 log λ, where λ is the maximum value of the likelihood
function given in (3.2) for the fitted model. Under the null hypothesis that the model
fits the data against the alternative that the probability of a correct response is random,
−2 log λ is asymptotically distributed as a chi-square variate with degrees of freedom
equal to the number of item parameters estimated.

The likelihood ratio statistic described above can also be used to test the fit of
the three-parameter model against the two-parameter model, and the fit of the two-
parameter model against the one-parameter model. The likelihood ratio −2 log(λA/λB)

is computed, where λA and λB are the maximum values of the likelihood functions
(3.1) obtained by fitting the nested models A and B. This ratio is asymptotically distrib-
uted as a chi-square variate with degrees of freedom equal to the number of additional
parameters estimated in model A in comparison with model B.

In the case of the Rasch model, a likelihood ratio test based on the distribution of
item responses conditional on number-right score, the sufficient statistic, is available
(Andersen, 1973). This procedure has an advantage over the likelihood ratio tests based
on the joint likelihood of item and ability parameters, since in the joint procedure item
and ability parameters must be estimated simultaneously, and hence do not yield consis-
tent estimates of item parameters. The marginal maximum likelihood procedure (Bock
and Aitkin, 1981) solves this problem and hence there is very little difference between
the conditional likelihood ratio procedure and the “marginal” likelihood ratio procedure.

The extension of the likelihood ratio test described above to polytomous item re-
sponse models is straightforward. The fit of the generalized partial credit model may be
compared with the partial credit model (Eqs. (1.5) and (1.6)), for example. The same
comparison can be made with the graded response model (Eq. (1.4)) for testing nested
hypotheses.

Likelihood ratio tests for testing fit at the item level are also available. These are
described in the next section. The likelihood ratio fit statistic at the item level can be
added across items to assess model fit at the test level.

Comparison of observed and expected score distributions
The likelihood approach described above is one approach to assessing model data fit. As
mentioned earlier, assessing fit is a multifaceted approach and other approaches should
be looked at to arrive at a complete picture of model–data fit. One such approach is to
compare the observed score distribution with the predicted score distribution. Once the
item response model is fitted to the data, it is possible to obtain the predicted number-
correct score distribution.

Lord (1980) showed that for a test of length n, the distribution of number-correct
score x, fn(x|θ) is the compound binomial distribution, and that the relative frequency
of a score x can be obtained from the coefficient of tx in the expansion of the moment
generating function

∏n
i=1(Pit+Qi) where Qi is the probability of an incorrect response

to item i. For example, for a test of length n = 2, the number-correct score x = 0, 1,



Assessing the fit of item response theory models 693

or 2. These scores occur with relative frequency

f2(x = 0|θ) = Q1Q2,

f2(x = 1|θ) = P1Q2 + Q1P2,

f2(x = 2|θ) = P1P2.

For long tests the computation of the distribution of number-correct scores using the
generating function is extremely tedious, and Lord and Novick (1968) concluded that
approximations are inevitable in such situations. However, Lord and Wingersky (1984)
developed a simple recursive algorithm for computing the frequency distribution of the
number-correct score. The algorithm capitalizes on the fact that if the frequency distri-
bution fn−1(x|θ) is determined, then when the test is increased by one item, a score
x = k is obtained on the n-item test if the examinee obtains a score of x = k on the test
with (n− 1) items and responds incorrectly to the nth item, or obtains a score of (k − 1)
on the test with (n − 1) items and responds correctly to the nth item, i.e.,

(3.4)fn[x = k|θ ] = fn−1[x = k|θ ] ∗ Qn + fn−1[x = k − 1|θ ] ∗ Pn.

It is relatively straightforward to obtain the conditional distribution of number-correct
scores using this algorithm even for very long tests. This algorithm readily extends to
the polytomous case.

Once this predicted conditional number-correct score distribution is obtained, the
marginal number-correct score distribution is obtained by summing over the examinees
at their estimated ability values, θ̂a :

(3.5)fn(x) =
N∑

a=1

fn(x|θ̂a).

Alternatively, by assuming a density function of θ , fn(x) is obtained as

(3.6)fn(x) =
∫

fn(x|θ)g(θ) dθ.

The observed number-correct score distribution is then compared with the model
predicted number-correct score distribution and the results are displayed graphically
(Hambleton and Traub, 1973). Alternatively, a graphical display of the cumulative dis-
tributions may be obtained (see, for example, Hambleton and Han, 2005). A third option
is to plot quantiles against each other. The advantage of such Q–Q plots is that if the
two distributions are identical, the Q–Q plot will be a straight line. Departures from
the straight line are easier to spot than differences in the frequency distributions or the
cumulative frequency distributions.

An example of the procedure described above is provided in Figures 1 to 3, where the
observed distribution is compared with the frequency distribution obtained after fitting
one-, two-, and three-parameter models to an achievement test. The figures indicate
that the three-parameter model produces the closest fitting frequency distribution to
the observed score distribution. The one-parameter model provides the poorest fit. In
these plots, the marginal score distribution is obtained by summing over the estimated
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Fig. 1. Observed and expected score distributions based on trait estimates for the one-parameter model.

Fig. 2. Observed and expected score distributions based on trait estimates for the two-parameter model.

Fig. 3. Observed and expected score distributions based on trait estimates for the three-parameter model.

θ values. The marginal distributions under the assumption that θ is normally distributed
are provided in Figures 4 to 6. The differences between the distributions obtained with
trait estimates and under the assumption of a normal distribution are small, and the
conclusion regarding the fit of the model remains unaltered.
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Fig. 4. Observed and expected score distributions assuming a normal trait distribution for the one-parameter
model.

Fig. 5. Observed and expected score distributions assuming a normal trait distribution for the two-parameter
model.

Fig. 6. Observed and expected score distributions assuming a normal trait distribution for the three-parameter
model.

The observed and expected distributions may be compared statistically by employing
the traditional chi-square test using the statistic

X2 =
m∑

i=1

(foi − fei)
2

fei

,
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where foi and fei are observed and expected frequencies. The statistic is distributed as a
chi-square with m−1 degrees of freedom, where m is the number of score groups. When
fei is less than one, it is common to combine score categories to achieve a minimum
expected cell frequency of at least one. Alternatively, the Kolmogorov–Smirnoff (K–S)
procedure for comparing two cumulative distributions may be used.

3.2. Assessment of model fit at the item level

Assessment of model fit at the item level takes several forms since the theory may
be used to predict a variety of outcomes at the item level. These include comparing
the observed probability of a correct response to the model-predicted probability of
a correct response at various points on the θ continuum or at observed score levels,
examining invariance of item parameters across subgroups of examinees, and examining
the invariance of ability estimates for partitions of the test into subsets of items. In one
sense, assessing fit at the item level is a more stringent test of model fit than assessing
fit at the test level, since it can be expected that not all conditions and requirements will
be met.

The primary tools for assessing model fit at the item level are discrepancy measures
between observations and expectations (Hambleton and Han, 2005; Hambleton et al.,
1991; Rogers and Hattie, 1987). These discrepancy measures lend themselves to both
graphical displays and statistical tests of significance. While statistical significance tests
have been the mainstay in the social and behavioral sciences, they can often be nonin-
formative in the context of item response theory. Graphical displays, on the other hand,
while suffering from a certain degree of subjective interpretation, can often provide
meaningful insights into the nature of model–data misfit and have been recommended
strongly by Hambleton and Rogers (1990), and Hambleton et al. (1991).

Residual analysis
The most frequently used and intuitively appealing approach to assessing IRT model–
data fit is to compare predictions based on the model with what was actually observed.
Such analysis of residuals is common in model–fitting enterprises. In the IRT context
with dichotomous item responses, the model provides the probability of success for an
examinee with a given trait value. This probability is computed using the item para-
meter estimates obtained from the calibration. In practical terms, this probability is the
proportion of examinees at that trait value that answers the item correctly. If a sufficient
number of examinees with the same trait value were available, this proportion could be
compared with the observed proportion correct at that trait value and a residual com-
puted.

Two problems with this approach occur in reality: First, only estimates of trait values
are available, and second, few individuals will have identical trait estimates except in
the case of the one-parameter model, where there is a one-to-one correspondence be-
tween trait value and total score. The most common empirical solution to this problem
is to group examinees according to their trait estimates and treat each group as if all ex-
aminees were at the same trait value. The probability of a correct response is computed
for examinees in that subgroup using a representative trait value (mean or median, for
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example), or by averaging the probabilities of a correct response for examinees in the
interval. This result provides the model-based or expected proportion correct for that
interval.

In practice, constructing the trait intervals is not trivial. The requirement of sufficient
sample size within intervals to obtain reliable estimates of the observed proportion cor-
rect must be balanced against that of sufficiently homogeneous subgroups to make the
expected proportion correct a representative value for the interval. At the extremes of
the trait continuum, there are few examinees, and hence either the range over which the
intervals are constructed must be restricted or the intervals broadened at the extremes.

Of the two criticisms raised, the second does not apply to the Rasch model. In the
Rasch model, the number correct score is a sufficient statistic for the trait θ and hence
there is a one-to-one correspondence between the number-right score and the trait level.
It is therefore possible to compare the observed proportion correct at each score value
to the expected proportion correct, i.e., the model-predicted proportion correct score,
without resorting to the trait estimates. Residual analysis of this nature was first intro-
duced in the context of the Rasch model by Wright and Panchapakesan (1969) and is a
tool that is used commonly for assessing item fit in the Rasch model.

Graphical displays are useful in examining the discrepancy between observed and
expected proportions correct. An example of a graphical fit analysis is shown in Fig-
ures 7 to 9. In these figures, an item from an achievement test was calibrated using one-,
two-, and three-parameter models, and the observed and expected proportions correct
calculated in the manner described above. In Figure 7, the plot shows that the model fails
to fit the data at the lower end of the trait continuum; the observed proportion correct is
considerably higher than the expected proportion correct in the lower intervals. Because
of the lower asymptote of zero imposed by the one-parameter model, the model cannot
account for examinee guessing and hence does not provide adequate fit. In Figure 8,
the fit of the model is improved; this is accomplished in the two-parameter model by
lowering the discrimination parameter for the item so that the lower asymptote of zero

Fig. 7. Fit plot for an item calibrated with the 1P model.
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Fig. 8. Fit plot for an item calibrated with the 2P model.

Fig. 9. Fit plot for an item calibrated with the 3P model.

is reached at much lower values of the trait. In Figure 9, where a three-parameter model
was fitted, a nonzero lower asymptote is permitted and hence the model is better able to
reproduce the observed proportion-correct values. The widely used calibration program
BILOG-MG (Zimowski et al., 1996) produces fit plots such as those shown above along
with error bands for interpreting departures from the model.

In the case of dichotomous item responses, residuals are obtained by subtracting
the expected proportion correct from the observed proportion correct. The residual is
generally standardized by dividing by the standard error of the observed proportion
correct under the null hypothesis of model–data fit (Hambleton et al., 1991; Wright and
Panchapakesan, 1969). Hence, the standardized residual has the form

(3.7)SRj = (Oj − Ej)√
Ej (1−Ej )

Nj

,
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where Oj is the observed proportion correct in trait interval j , Ej is the expected pro-
portion correct in the interval under the fitted model, and Nj is the number of examinees
in the trait interval. In the case of polytomous item responses, residuals can be calcu-
lated within each response category. While there is no statistical theory to support the
assumption of normality, simulation studies show that the residuals have an approxi-
mately normal distribution when the model fits the data (Hambleton et al., 1991).

The distribution of the residuals can be visually inspected to determine the proportion
of residuals that are unusually large. The percentage of standardized residuals outside
the range (−2, 2) provides an indicator of adequacy of model–data fit. As another in-
terpretational tool, Hambleton et al. (1991) suggested comparing the distribution of
standardized residuals to one obtained from analysis of simulated data generated using
the item parameter estimates obtained from the calibration of the real data. This distri-
bution provides a baseline for interpreting the extent to which the residual distribution
departs from what could be expected when the model fits the data.

Chi-square item fit statistics
Chi-square statistics would seem to be natural tests of the discrepancy between the
observed and expected frequencies or proportions computed in a residual analysis. Both
Pearson and likelihood ratio statistics have been proposed; these statistics have been
standard tools for assessing model fit since the earliest applications of IRT. In its most
general form, the Pearson chi-square fit statistic is

(3.8)X2 =
J∑

j=1

K∑
k=1

Njk

(Ojk − Ejk)
2

Ejk

,

where j indexes the trait interval and k indexes the response category. In the case of
dichotomous item responses, this reduces to

(3.9)X2 =
J∑

j=1

Nj

(Oj − Ej)
2

Ej(1 − Ej)
.

Variations of this statistic are obtained by varying the numbers of intervals, varying
the methods of constructing the intervals (equal frequency or equal width), and varying
the methods of obtaining the expected proportion correct (using the mean or median
trait value in the interval or averaging the probabilities of response for individuals in
the interval). Bock (1972) used J intervals of approximately equal size and used the
median trait value in the interval to obtain the expected proportion correct. Yen (1981)
specified 10 intervals of equal frequency and used the mean of the probabilities of a
correct response as the expected proportion correct. Statistics of this form are generally
assumed to have an approximate chi-square distribution with degrees of freedom equal
to J ∗ (K − 1) − m degrees of freedom, where m is the number of estimated item
parameters in the model. Hence for Yen’s statistic (referred to as Q1), for example,
the degrees of freedom are taken as 10 − 3 = 7 for dichotomous responses under the
three-parameter model.
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The likelihood ratio statistic has the general form

G2 = 2
J∑

j=1

K∑
k=1

Nj

(
Ojk log

Ojk

Ejk

)
,

reducing to

(3.10)G2 = 2
J∑

j=1

Nj

(
Ojk log

Oj

Ej

+ (1 − Ojk) log
1 − Oj

1 − Ej

)

in the case of dichotomous item responses. This is the item fit statistic provided in
BILOG-MG. McKinley and Mills (1985) assumed the degrees of freedom for the dis-
tribution to be J (K − 1) − m. Mislevy and Bock (1990) argue that since parameter
estimation is not based on minimization of the chi-square statistic, no degrees of free-
dom are lost for the number of item parameters estimated.

A number of problems arise in using chi-square statistics as tests of model–data fit
in the IRT context. Principal among them is whether the statistics have the chi-square
distribution claimed and if so, whether the degrees of freedom are correctly determined.
Glas and Suarez Falcon (2003) note that the standard theory for chi-square statistics
does not hold in the IRT context because the observations on which the statistics are
based do not have a multinomial or Poisson distribution.

Simulation studies (Yen, 1981; McKinley and Mills, 1985; Orlando and Thissen,
2000, 2003) have shown that the fit statistics in common use do generally appear to
have an approximate chi-square distribution; however, the number of degrees of free-
dom remains at issue. Orlando and Thissen (2000) argued that because the observed
proportions correct are based on model-dependent trait estimates, the degrees of free-
dom may not be as claimed. Stone and Zhang (2003) agreed with the assessment of
Orlando and Thissen (2000) and further noted that when the expected frequencies de-
pend on unknown item and ability parameters, and when these are replaced by their
estimates, the distribution of the chi-square statistic is adversely affected. Yen (1981),
however, concluded that since trait estimates are based on all items, the loss of degrees
of freedom due to the use of trait estimates is negligible in the computation of the fit
statistic for a single item.

Another obvious problem with chi-square fit statistics computed as described above
is that the trait intervals are arbitrary; different choices of intervals will lead to differ-
ent values of the fit statistics and potentially, to different conclusions about the fit of
individual items. A further issue is that of the minimum interval size needed for a chi-
square approximation to be valid (disbelief suspended on all other fronts). The usual
recommendation is an expected cell frequency of 5.

Given the forgoing, it is not surprising that alternatives to the chi-square statistics
described above have been sought. Orlando and Thissen (2000) addressed the issue of
the use of trait estimates to establish the intervals in which residuals are computed.
They proposed instead that examinees be grouped according to their number correct
score, which is not dependent on the model. The recursive formula described in an
earlier section for computing the frequency distribution of number correct score given
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trait value (Eq. (3.4)) is used in obtaining expected proportion correct at each score
level. The expected proportion correct of examinees with total score k who get item i

correct is:

(3.11)Eik =
∫

Pif (k − 1|θ)g(θ) dθ∫
f (k|θ)g(θ) dθ

.

Once the expected proportions are obtained and the observed proportions calculated
from the data, a Pearson chi-square fit statistic (referred to as S − X2 by the authors) or
a likelihood ratio statistic (referred to as S − G2) is computed in the usual manner as
given by Eqs. (3.9) and (3.10). The two statistics are:

(3.12)S − X2
i =

n−1∑
k=1

Nk

(Oik − Eik)
2

Eik(1 − Eik)

and

(3.13)S − G2
i = 2

n−1∑
k=1

Nk

(
Oik log

Oik

Eik

+ (1 − Oik) log
1 − Oik

1 − Eik

)
.

Note that Oik and Eik are observed and expected proportions. The degrees of free-
dom for the statistic are the number of score levels minus the number of estimated item
parameters. If all score levels are used in an n-item test, then the degrees of freedom
are (n − 1) − m, where m is the number of parameters in the model. Score levels may
be collapsed from the extremes inwards to ensure a desired minimum expected cell fre-
quency. Orlando and Thissen (2000) argued that a minimum expected cell frequency of
1 is acceptable for the chi-square statistic they proposed.

Orlando and Thissen (2000, 2003) compared their fit statistics with that of Yen and
with a likelihood ratio statistic and found that the Type I error rates for the Yen Q1 and
likelihood ratio statistics were unacceptably high in short tests, while the Type I error
rates for S − X2 remained close to the nominal level. Type I error rates were somewhat
higher for S − G2, and the authors recommend use of S − X2 in preference. In longer
tests, the Type I error rates improved for Q1 and were slightly above the nominal values.
Glas and Suarez Falcon (2003) found the false alarm rates for S −G2 to be high in short
tests with a 10% of misfitting items.

Stone et al. (1994) and Stone (2000), like Orlando and Thissen (2000), point out
that the uncertainty in the θ estimates may be responsible for the departures of the chi-
square statistics from their expected behavior. They suggested that since the posterior
distribution of θ takes into account the uncertainty of θ estimates, using the posterior
distribution of θ to develop a fit measure has clear advantages over procedures that use
point estimates of θ .

In the E-step of the E–M algorithm for estimating item parameters using a mar-
ginal maximum likelihood procedure (Bock and Aitkin, 1981), the expected number of
examinees at trait value Xk is

(3.14)Ñik =
N∑

j=1

P(Xk|Uj , ξ) =
N∑

j=1

L(Xk)A(Xk)∑q

k=1 L(Xk)A(Xk)
.
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Here, L(Xk) and A(Xk) are the likelihood function and the quadrature weights, respec-
tively, evaluated at quadrature point Xk . Similarly, the expected number of examinees
answering the item correctly at trait value Xk is

(3.15)r̃ik =
N∑

j=1

uijP (Xk|Uj , ξ) =
N∑

j=1

uijL(Xk)A(Xk)∑q

k=1 L(Xk)A(Xk)
,

where uij is the response of examine j to item i. In their approach, Stone et al. (1994)
and Stone (2000) use these pseudocounts, r̃ik and Ñik , to assess the fit of the item. If Pk

is the value of the item response function at quadrature point Xk , then the “observed”
frequency is Oik = r̃ik , and the expected frequency is Eik = ÑikPik . Using these values
the, the X2 statistic is computed as

(3.16)X2
i =

K∑
k=1

(r̃ik − ÑikPik)
2

ÑikPik(1 − Pik)
.

The G2 statistic is constructed similarly.
Unfortunately, as noted by Donoghue and Hombo (2003), with pseudocounts, the

contribution of an examinee is to more than one cell. Hence the use of pseudocounts
violates the assumption of independence, and consequently X2 and G2 do not have chi-
square distributions. Stone et al. (1994) demonstrated through simulation studies that
the distribution of these quantities can be approximated by a scaled chi-square distri-
bution. However, the degrees of freedom and the scale factor are not known and must
be determined either analytically or through a resampling technique. Stone (2000) used
the resampling technique to determine the degrees of freedom and the scale factor. In
the resampling technique, replicate data sets are simulated using the item parameter es-
timates of the original data set. For each replication, the item parameters are estimated,
the G2 (and/or X2) statistic is computed, and the mean and the variance of the empirical
distribution of the statistic are calculated. If the scale factor is denoted by λ and the de-
grees of freedom by v, then the mean and the variance of the scaled chi-square variate
are λv and 2λ2v, respectively. From the mean and variance of the empirical distribution,
the scale factor and the degrees of freedom are determined.

The major advantage of the Stone procedure is that the pseudocounts are the
natural by-products of the E–M algorithm, the procedure employed in BILOG-MG,
PARSCALE, and MULTILOG. A further advantage is that the procedure extends effort-
lessly to polytomous item response models. The major drawback is that the procedure
is computationally intensive. A computer program, however, is available (Stone, 2004)
for carrying out the fit analysis.

Donoghue and Hombo (1999, 2001, 2003) have derived the asymptotic distribution
of the statistic described above under the assumption that item parameters are known.
They demonstrated that under this restrictive assumption the statistic behaved as ex-
pected.

Stone and Zhang (2003) compared the procedure described above with several pro-
cedures including that of Orlando and Thissen (2000), and Bock (1972), and that of
Donoghue and Hombo (1999). The Orlando–Thissen procedure and the Stone pro-
cedures had nominal Type I error rates while the Donoghue–Hombo procedure had
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unacceptably low Type I error rates. On the other extreme, the Bock procedure had
abnormally high Type I error rates and identified almost all items as misfitting. These
procedures displayed modest power in detecting misfitting items, with the power in-
creasing with sample size in some instances.

While the procedures developed by Stone et al. (1994), Stone (2000) and Orlando
and Thissen (2000) provide improvements over procedures that use estimates of θ in
constructing fit statistics, a fundamental problem remains with these procedures. As
Sinharay (2005a, 2005b) points out, it has been shown by Chernoff and Lehman (1953)
that a chi-square test statistic that depends on the estimates of parameters of a model will
not have the limiting chi-square distribution. However, more recently Maydeu-Olivares
and Joe (2005) have shown that when the parameter vector is estimated using a con-
sistent and asymptotically normal minimum variance estimator, the statistic based on
estimated model parameters has a limiting chi-square distribution.

In the computation of the Orlando–Thissen statistic, item parameter estimates are
treated as known. While the uncertainty in the θ estimates does not play a part in the
Orlando–Thissen procedure, the uncertainty in item parameter estimates does play a
role and this affects the limiting distribution of the statistics. A similar criticism can be
leveled against Stone (2000) and the Donoghue and Hombo (1999, 2003) procedure.
Glas (1998, 1999) and Glas and Suarez Falcon (2003) have criticized these procedures
along the same lines for failing to take into account the stochastic nature of the item
parameter estimates.

Glas (1998, 1999) developed a Lagrange Multiplier (LM) procedure that takes into
account the uncertainty in the item parameter estimates. The LM procedure of Glas
has its roots in the classic procedure for finding extreme values of functions under con-
straints. Using the notation of Glas and Suarez Falcon (2003), let η1 denote the vector of
parameters of the model, and let η2 denote a vector of parameters added to this model
to obtain a more general model; h(η1) and h(η2) are the first-order derivatives of the
log-likelihood function. Under the assumption that the parameters η1 of the model are
estimated by maximum likelihood, i.e., h(η1) = 0, Glas and Suarez Falcon (2003)
showed that the hypothesis η2 = 0 can be tested using the statistic

(3.17)LM = h(η2)
′Σ−1h(η2),

where Σ is the covariance matrix of h(η2). Details of the computation of h(η2) and Σ

for IRT models using the marginal maximum likelihood are given in Glas (1998, 1999)
and for the three-parameter model in Glas and Suarez Falcon (2003). Glas (1998, 1999)
showed that the LM-statistic has an asymptotic χ2-distribution with degrees of freedom
equal to the number of parameters in η2.

Glas (1998, 1999) and Glas and Suarez Falcon (2003) applied the LM procedure to
solve a variety of problems in item response theory including assessing model fit and
local independence, and assessing person fit. The major advantage of the LM procedure
is that it is computationally straightforward, provides a unified approach for examining
the assumptions underlying item response theory, and takes into account the uncertainty
in the item parameter and ability estimates in constructing the test statistic. Simulation
studies by the authors have demonstrated that the LM procedure compares favorably
with the Orlando–Thissen procedure, producing slightly lower Type I error rates and
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improvement in power. However, they found the false positive rates alarmingly high
in some cases when compared with that of the Orlando–Thissen procedure. They con-
cluded that while the LM procedure was clearly superior to the Yen Q1 procedure, the
Orlando–Thissen procedure had better overall characteristics than the LM procedure.

A further problem with the Glas and Suarez Falcon approach is the specification
of the parameters for the general model. In examining the fit of the three-parameter
item response model, they defined a general model in which the difficulty parameters
differed among subgroups. While such a parameterization is useful in examining differ-
ential item functioning or testing the invariance of item parameters in subgroups, this is
only one form of misfit. Another issue is the grouping of examinees into score groups.
Different groupings produced different results with respect to both hit rates and false
positive rates. Despite these problems, the LM method has a sound theoretical basis and
offers useful procedures for assessing model fit in the IRT context.

Maydeu-Olivares and Joe (2005) pointed out that assessing goodness of fit in binary
latent trait models can be conceptualized in terms of assessing fit in a 2n contingency
table where n is the number of items. Needless to say, as n increases, the number of
cells in the contingency table increases exponentially. Since the number of respon-
dents/examinees is usually small in comparison to the number of cells in the table, as n

increases the table becomes sparse. The sparseness of the table introduces problems in
the estimation of parameters and the assessment of fit. Maydeu-Olivares and Joe (2005)
provided a unified framework for assessing fit in a 2n table. They provided full infor-
mation procedures that utilize the higher-order joint moments and limited information
procedures that use only the first two joint moments for assessing fit in high-dimensional
contingency tables. They proposed two statistics, Lr , and Mr where Lr is the statistic
based on known model parameters using the first r joint moments (proportions, in this
case, and similar to that proposed by Donoghue and Hombo, 2003) while Mr denotes
the statistic based on estimated model parameters, again based on the first r joint mo-
ments (proportions). Maydeu-Olivares and Joe (2005) show that these statistics, which
can be expressed as quadratic forms involving the discrepancies between the observed
and expected joint moments weighted by the asymptotic variance–covariance matrix of
the sample joint proportions, i.e., Fisher’s information matrix, converge in distribution
to a chi-square distribution.

The procedure developed by Maydeu-Olivares and Joe (2005) can be viewed as a
major advance in the area of testing goodness of fit in 2n contingency tables and has im-
plications for assessing fit not only in unidimensional item response models but also in
multidimensional item response models. The only limitation in the current presentation
is that the procedure is applicable only to binary response data.

3.3. Bayesian procedures

In Bayesian analysis, the posterior distribution of a set of parameters contains all the in-
formation about the parameters. If ω denotes the vector of parameters, then the posterior
distribution of ω given the observations or data is

(3.18)π(ω|y) = L(y|ω)π(ω)

π(y)
,
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where y is the data set (the set of item responses of N examinees to n items). In the IRT
context, ω = [θ ξ ], where θ is the vector of trait parameters and ξ is the vector of item
parameters. The joint posterior distribution of item and trait parameters contains all the
information about these two sets of parameters (Swaminathan and Gifford, 1985, 1986)
and takes into account the uncertainty in both item and trait parameters.

One of the objectives in Bayesian analysis is to determine if the model can explain
the data adequately (Gelman et al., 1996). Using the approach developed by Rubin
(1984), Gelman et al. (1996) provided a detailed framework for conducting Bayesian
Posterior Predictive Model Checking (PPMC). Sinharay (2005a, 2005b) and Sinharay
and Johnson (2004) applied this procedure for examining model fit in IRT. The model
fit approach using PPMC as described by Sinharay (2005a, 2005b) requires the deter-
mination of the posterior distribution of a replicate data set, yrep, that may be observed
if the “mechanism” that generated the observed data y is replicated with the value of ω.
Since the values of ω are not known, the posterior distribution of the replicate, yrep can
be obtained as

(3.19)π
(
yrep|y) =

∫
π

(
yrep, ω|y)

dω =
∫

π
(
yrep|ω)

π(ω|y) dω,

i.e., by averaging the likelihood over the values of ω defined by its posterior distribution
as given in Eq. (3.18). Unfortunately, the integral in Eq. (3.19) is multidimensional and
cannot be evaluated analytically. Following the suggestion of Rubin (1984), K simula-
tions from the posterior distribution of ω, given in Eq. (3.18), are drawn and combined
with a draw from the predictive distribution π(y|ω) evaluated at each draw of ω to yield
yrep,k , k = 1, 2, . . . , K . Sinharay (2005a) points out that the Markov Chain Monte
Carlo (MCMC) algorithm generates draws from the posterior distribution of ω and
hence the first step in PPMC is accomplished through the MCMC algorithm.

Once the replicate data, yrep, is obtained, the fit of the model to the observed data
can be obtained by defining a discrepancy measure D(yrep,k) between observed and
predicted values. Sinharay (2005b) has suggested such discrepancy measures as (i) the
tail area probability, (ii) percent correct for items, (iii) observed score distributions,
(iv) item-total correlations, (v) unconditional odds ratio, defined for pairs of items as

ORij = N11N00

N10N01
,

where N11 is the frequency of examinees responding correctly to both items, with N00,
N01, N10 defined similarly, and (vi) the conditional odds ratio, conditioned on the num-
ber correct score, summed over score categories. Sinharay (2005b) points out that the
last discrepancy measure may also serve to detect departures from unidimensionality
and weak local independence. The evaluation of these discrepancy measures is carried
out primarily graphically.

Through simulation studies as well by applying these procedures to test data, Sin-
haray (2005a, 2005b) and Sinharay and Johnson (2004) demonstrated that the Posterior
Predictive Model Checking procedures are practical, easy to implement although com-
putationally intensive, and provide valuable information regarding model fit when eval-
uated using a variety of criteria. These procedures readily extend to polytomous models.
The PPMC is clearly one of the most promising approaches to assessing model fit.
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3.4. Assessing model parameter invariance

Invariance of item and ability parameters across subpopulations of examinees is ar-
guably the cornerstone of item response theory. If the item response model fits the data,
then the invariance property will be realized. Thus checking the invariance property
of item and ability parameters provides a direct means for verifying or validating the
theory. Invariance holds if

(3.20)P(u|θ,G) = P(u|θ),

where P is the probability of a response to an item, u is the observed response to the
item, θ is the ability level, and G is group membership or a background variable. Thus,
the probability of a response should not depend on any other variable but the ability
level of the examinee.

Hambleton and Swaminathan (1985) and Hambleton et al. (1991) recommended that
invariance of item parameters be examined graphically. They provided numerous ex-
amples of plots of item difficulty estimates across subpopulations of examinees that can
be used to assess invariance and hence the fit of the model. If invariance holds, the plot
of item parameters, such as difficulty and discrimination, will lie on a straight line. In
practice, however, estimates and not parameters are available. Because of sampling fluc-
tuations, these estimates will be scattered about the straight line. Checking for outliers
will provide an indication of which items do not satisfy the invariance property.

Statistical procedures for assessing invariance of item parameters across subgroups
of examinees fall under the class of procedures for examining differential item function-
ing (DIF). Available statistical procedures for assessing DIF range from model-based
procedures to nonparametric procedures (Camilli and Shepard, 1994; Hambleton et al.,
1991; Holland and Wainer, 1993). The most directly applicable procedure is to test the
equality of the parameters of the item response model across subgroups (Lord, 1980).
Holland and Thayer (1988) demonstrated that under the assumption that the Rasch
model fits the data, the Mantel–Haenszel procedure provides a test of the equivalence of
the difficulty parameters across subgroups. Thus the nonparametric Mantel–Haenszel
procedure provides a direct assessment of the invariance of model parameters in the
Rasch model and hence, the fit of the Rasch model to the data.

In general, the invariance of item parameters may be tested directly by including in
the item response model parameters that indicate group differences. An example of such
an approach was provided by Glas (1998, 2001), and Glas and Suarez Falcon (2003) in
the context of assessing the fit of the three-parameter model using the Lagrange Mul-
tiplier method. The null hypothesis that difficulty parameters are equal across score
groups was tested against the alternative that the difficulty parameter differed across the
groups by an additive parameter. Similar tests can be developed for other parameters of
interest either using such procedures as the Lagrange Multiplier method or the MCMC
procedure. These statistical tests combined with graphical displays provide powerful
methods of examining invariance of parameters across subgroups.

3.5. Role of simulation studies in assessing fit

The notion of using simulated data for assessing model fit was introduced earlier in the
context of assessing dimensionality of a set of items. In fact, simulating data and deter-
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mining the empirical distribution of the test statistic play a critical role in the procedure
developed by Stone (2000). In the Bayesian PPMC procedure, simulations are carried
out to obtain the posterior distribution of the replicate data sets. Hambleton and Rogers
(1990) and Hambleton et al. (1991) use simulation to generate an expected distribu-
tion of standardized residuals assuming model fit for the purposes of interpreting the
observed distribution of standardized residuals.

In essence, simulation approaches can be applied with all the procedures described
in this chapter. These simulation studies can provide empirical distributions of the test
statistics for which theoretical distributions are not available, or when there is sufficient
evidence to throw doubt on the validity of the assumed distribution of the test statistic.
For example, in comparing the observed score distribution and the expected score dis-
tribution, simulations can be carried out to provide a confidence band for the expected
score distribution. These simulated distributions are not unlike those obtained using
bootstrap procedures. The combination of simulations and graphical displays provides
a powerful tool for assessing model fit (see, for example, Hambleton and Han, 2005).

4. Empirical example

Tables 1 to 5 and Figure 11 contain model fit results of the analyses of data from a large
scale assessment. A subset of the data containing the responses of 2043 examinees
on 32 multiple-choice questions, four short answer binary-scored questions, and six
polytomously-scored items (scored 0 to 4) was analyzed for illustrative purposes. One-,
two- and three-parameter models were fitted to the dichotomous items and partial credit,
generalized partial credit, and graded response models were fitted to the polytomous
items. Figure 10 contains the plot of eigenvalues for the correlation matrix of 42 test
items. Table 1 provides the classical item indices and IRT item parameter estimates
for each model fitted to the dichotomous items, while Table 2 gives item parameter
estimates for each model fitted to the polytomous items. Tables 3 and 4 give chi-square
fit statistics for the dichotomous and polytomous items, respectively. Fitting multiple
IRT models to the same data set and comparing results is an especially useful strategy
for becoming familiar with the data, and comparing the relative advantages of one model
over another prior to choosing one to address a measurement problem.

Figure 10 highlights clearly that there is one dominant factor underlying the 42 test
items. The plot shows that the first factor (corresponding to the dominant eigenvalue
of 11.2) accounts for 26.7% of the score variability, almost nine times that accounted
for by the second factor; the second, third, fourth, and subsequent factors account for
less than 3% each (corresponding to eigenvalues of 1.3, 1.2, and 1.1, respectively. Taken
together, these findings support the unidimensionality assumption.

As pointed out earlier, eigenvalues obtained through simulations can provide a use-
ful baseline for assessing the unidimensionality assumption. To this end, random item
response data were simulated for the 2043 examinees on the 42 item test, conditioned
on the p-values of the items in the real data. The eigenvalues of the correlation matrix
were then obtained from the simulated data set. The largest three eigenvalues obtained
from this analysis were 1.27, 1.26, and 1.24. For the actual data, on the other hand, the
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Table 1
Classical difficulty values (p), point biserial correlations (r), and IRT item parameter estimates for 1P, 2P, and
3P models for dichotomous items

Item Classical indices 1P model1 2P model 3P model2

p r b b a b a c

1 0.91 0.36 −2.24 −1.99 0.87 −2.91 0.76 0.00
2 0.70 0.48 −0.89 −0.86 0.76 −0.52 0.87 0.18
3 0.76 0.40 −1.20 −1.31 0.62 −0.39 0.96 0.38
4 0.84 0.39 −1.68 −1.67 0.71 −1.51 0.70 0.20
5 0.58 0.39 −0.35 −0.41 0.54 0.51 1.35 0.36
6 0.60 0.34 −0.43 −0.60 0.43 0.48 0.90 0.35
7 0.53 0.32 −0.15 −0.21 0.40 0.57 0.64 0.25
8 0.73 0.30 −1.06 −1.51 0.43 0.07 0.77 0.48
9 0.87 0.28 −1.90 −2.38 0.51 −2.27 0.47 0.21

10 0.56 0.55 −0.27 −0.25 0.89 −0.01 1.13 0.13
11 0.67 0.22 −0.78 −1.56 0.28 −0.17 0.37 0.31
12 0.57 0.54 −0.31 −0.28 0.87 −0.06 1.02 0.12
13 0.60 0.54 −0.44 −0.41 0.87 0.06 1.38 0.24
14 0.89 0.43 −2.06 −1.66 1.04 −1.44 1.09 0.24
15 0.88 0.39 −2.03 −1.82 0.86 −1.71 0.81 0.20
16 0.76 0.31 −1.22 −1.66 0.46 −0.01 0.84 0.51
17 0.83 0.49 −1.62 −1.32 1.05 −1.14 1.10 0.16
18 0.73 0.50 −1.03 −0.94 0.84 −0.48 1.10 0.25
19 0.52 0.57 −0.10 −0.10 0.95 0.24 1.79 0.18
20 0.56 0.55 −0.27 −0.25 0.90 −0.08 1.00 0.09
21 0.79 0.37 −1.40 −1.59 0.59 −1.04 0.66 0.27
22 0.71 0.49 −0.93 −0.86 0.80 −0.70 0.84 0.10
23 0.70 0.44 −0.90 −0.95 0.65 −0.66 0.71 0.15
24 0.79 0.42 −1.36 −1.34 0.73 −1.07 0.77 0.17
25 0.84 0.46 −1.69 −1.45 0.93 −1.28 0.93 0.18
26 0.57 0.53 −0.31 −0.29 0.84 0.30 2.26 0.30
27 0.67 0.54 −0.74 −0.65 0.91 −0.38 1.08 0.15
28 0.76 0.44 −1.19 −1.17 0.73 −0.86 0.79 0.17
29 0.70 0.41 −0.89 −0.98 0.61 −0.21 0.87 0.32
30 0.70 0.45 −0.91 −0.93 0.67 0.11 2.28 0.44
31 0.56 0.39 −0.25 −0.30 0.51 0.38 0.87 0.26
32 0.74 0.56 −1.09 −0.90 1.05 −0.47 1.43 0.25
33 0.67 0.48 −0.72 −0.71 0.75 −0.72 0.73 0.00
34 0.67 0.65 −0.70 −0.55 1.31 −0.54 1.29 0.00
35 0.68 0.60 −0.81 −0.65 1.15 −0.64 1.13 0.00
36 0.58 0.61 −0.33 −0.28 1.10 −0.25 1.12 0.00

1Common a-parameter = 0.714.
2c-parameters for items 33–36 were fixed at zero.

largest three eigenvalues were 11.20, 1.31, and 1.20. Clearly, the evidence to support the
assumption of unidimensionality in the actual data is very strong. The second, third, and
additional factors in the actual data could not be distinguished from the factors found
from the analysis of random error.
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Table 2
Partial credit (PC) model, generalized partial credit (GPC) model, and graded response (GR) model item
parameters for polytomous items

Item b a d1 d2 d3 d4

PC model
37 −0.14 0.71 0.95 0.13 −1.02 −0.07
38 −0.28 0.71 0.19 −0.42 0.50 −0.27
39 −0.09 0.71 0.02 0.98 −1.16 0.15
40 −0.07 0.71 0.96 −0.78 −0.17 −0.01
41 0.02 0.71 0.00 0.36 −0.49 0.14
42 −0.44 0.71 0.80 0.24 −0.12 −0.92

GPC model
37 −0.15 0.72 0.99 0.10 −1.03 −0.06
38 −0.26 0.82 0.30 −0.38 0.39 −0.31
39 −0.08 0.75 0.08 0.92 −1.14 0.14
40 −0.06 0.73 0.99 −0.79 −0.19 −0.01
41 0.03 0.61 −0.13 0.35 −0.55 0.33
42 −0.44 0.77 0.88 0.21 −0.17 −0.92

GR model
37 −0.11 1.29 1.20 0.23 −0.53 −0.90
38 −0.28 1.52 0.69 0.14 −0.11 −0.72
39 −0.08 1.43 0.84 0.41 −0.48 −0.77
40 −0.03 1.34 1.07 −0.01 −0.33 −0.73
41 0.04 1.30 0.71 0.23 −0.28 −0.65
42 −0.46 1.28 1.15 0.37 −0.31 −1.20

To further check on dimensionality and to investigate the possibility that the poly-
tomous items might be measuring a different dimension from the dichotomous items,
an analysis using the DIMTEST program was performed using the polytomous items
as the assessment subtest. A t-value of −0.118, with a significance level of .547 was
obtained, indicating that the polytomous items were measuring the same construct as
the dichotomous items.

A review of the classical item statistics for the binary data in Table 1 highlights two
things: Items have a wide range of classical item discrimination indices (.27 to .82) and
item difficulties (.52 to .91). Even prior to the IRT analysis, the first finding suggests that
a discrimination parameter in the IRT model would likely improve model fit. The second
suggests that a “guessing” parameter in the IRT model might also improve the model fit,
at least for some of the more difficult items. Though we are cautious in placing too much
weight on the item fit chi-square significance test results shown in Table 3, it is clear
that the chi-square statistic itself can serve as a summary of model-item data departure,
and the number of significant chi-square statistics is substantially smaller for the two-
parameter model than the one-parameter model and substantially smaller again for the
three-parameter model. These findings suggest that the three-parameter model fits the
data better than the two-parameter model, and both models fit the data better than the
one-parameter model. The PARSCALE chi-square statistic and the Orlando–Thissen
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Table 3
PARSCALE (PSL) and Orlando–Thissen (O–T) chi-square fit statistics for 1P, 2P, and 3P IRT models for
dichotomous items

Item 1P model 2P model 3P model

PSL O–T PSL O–T PSL O–T

1 26.40∗∗ 33.45 17.00 28.77 98.62∗∗ 145.94∗∗
2 19.16 40.76 15.27 41.56 10.57 41.02
3 17.25 52.13 14.34 45.32 10.64 43.79
4 25.66∗ 50.94 25.39∗ 44.58 27.91∗ 52.55∗
5 62.09∗∗ 107.63∗∗ 48.60∗∗ 70.36∗ 17.95 44.54
6 101.71∗∗ 172.75∗∗ 34.57∗ 80.47∗∗ 16.25 74.09∗∗
7 100.06∗∗ 194.01∗∗ 31.31 64.65∗ 14.79 63.70∗
8 88.77∗∗ 132.75∗∗ 31.15∗ 61.17 22.45 55.99
9 26.22∗ 53.89∗ 19.77 25.50 18.17 24.16

10 40.25∗∗ 48.45 24.93 28.40 11.74 31.96
11 176.60∗∗ 286.19∗∗ 23.00 56.95 16.15 52.07
12 23.69 32.80 8.69 23.32 16.23 23.78
13 42.67∗∗ 64.51∗ 32.53∗ 57.71∗ 28.90∗ 52.78
14 37.94∗∗ 52.92∗∗ 5.82 22.18 8.00 21.48
15 19.20 36.49 16.27 29.38 23.14∗ 27.92
16 70.98∗∗ 112.99∗∗ 24.78 59.43 21.39 49.75
17 55.26∗∗ 68.90∗∗ 15.87 29.39 12.99 32.08
18 17.74 36.77 13.98 33.14 10.74 29.15
19 85.20∗∗ 104.41∗∗ 60.02∗∗ 86.89∗∗ 18.08 42.20
20 29.75∗ 42.49 15.24 27.88 24.65 28.02
21 19.75 59.04∗ 10.62 54.74 10.27 56.33
22 23.75 54.03 17.76 53.43 20.61 50.31
23 22.41 52.04 15.66 47.28 15.80 50.68
24 19.16 51.98 10.95 51.36 13.27 53.40
25 33.82∗∗ 36.87 9.80 23.50 20.59 23.39
26 88.30∗∗ 102.39∗∗ 84.51∗∗ 96.36∗∗ 21.63 48.59
27 40.56∗∗ 52.81 8.02 40.80 10.77 40.47
28 10.32 48.54 8.51 48.20 12.46 47.66
29 24.56 61.91∗ 24.08 47.81 14.62 45.28
30 112.29∗∗ 150.62∗∗ 110.94∗∗ 142.48∗∗ 25.12∗ 45.33
31 61.77∗∗ 114.71∗∗ 36.72∗∗ 62.90∗ 21.20 55.04
32 59.04∗∗ 76.23∗∗ 13.16 41.35 9.31 26.14
33 21.59 54.44 22.26 50.51 25.08 53.14
34 143.00∗∗ 141.62∗∗ 12.08 42.39 17.11 39.08
35 87.50∗∗ 101.97∗∗ 19.17 41.72 20.31 40.15
36 77.09∗∗ 97.27∗∗ 22.14 52.85∗ 13.91 50.73

∗Number of intervals for PARSCALE fit statistics set at 20 and collapsed to ensure minimum expected cell
frequency of 5.
∗∗Number of intervals for Orlando–Thissen fit statistics determined by number of raw score levels and col-
lapsed to ensure minimum expected cell frequency of 5.

statistic show considerable agreement with respect to the items flagged as misfitting, but
sufficient discrepancy to highlight the risks of over-interpreting statistically significant
fit statistics. For the polytomous items, adding a discrimination parameter had less of
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Table 4
PARSCALE (PSL) and Orlando–Thissen (O–T) chi-square fit statistics for the partial credit (PC), generalized
partial credit (GPC), and graded response (GR) models for polytomous items

Item PC model GPC model GR model

PSL O–T PSL O–T PSL O–T

37 67.81 31.97 66.39 20.54 75.09∗ 31.19
38 70.15∗ 45.75 50.83 33.84 63.36∗ 50.30∗
39 110.53∗∗ 52.55∗∗ 84.94∗∗ 42.72∗ 74.71∗∗ 50.28∗
40 115.37∗∗ 39.53∗ 95.87∗∗ 37.41 81.20∗∗ 59.91∗∗
41 106.21∗∗ 109.75∗∗ 89.64∗∗ 92.78∗∗ 41.10∗∗ 72.75∗
42 69.53 26.77∗ 82.00∗∗ 16.49 57.59 24.89

∗Number of intervals for PARSCALE fit statistics set at 20 and collapsed to ensure minimum expected cell
frequency of 5.
∗∗Number of intervals for Orlando–Thissen fit statistics determined by number of raw score levels and col-
lapsed to ensure minimum expected cell frequency of 5.

Table 5
Distributions of standardized residuals for 1P/PC, 2P/GPC, and 3P/GPC IRT models

Percent of residuals in interval

SR interval 1P/PC 2P/GPC 3P/GPC

< −3 2.79 0.63 0.72
(−3, −2) 5.59 3.42 2.79
(−2, −1) 14.23 13.87 12.61
(−1, 0) 27.30 33.51 34.59
(0, 1) 24.99 28.56 32.07
(1, 2) 15.23 14.32 13.51
(2, 3) 6.13 4.50 3.15
> 3 3.78 1.17 0.54

an effect on fit, probably because there was not great variation in the discrimination
parameters, as Table 2 shows. Looking at the Orlando–Thissen statistics, the generalized
partial credit model appeared to fit the item response data a little better overall than did
the graded response model. Table 5 shows the distribution of standardized residuals
for the 1P, 2P, and 3P models for the dichotomous items in combination with either
the partial credit or generalized partial credit model for the polytomous items. These
distributions show the clear improvement in overall fit in going from a 1P/PC model
to a 2P/GPC model, and further improvement, though not as dramatic, in going from a
2P/GPC model to a 3P/GPC model.

Figure 11 shows plots of item residuals for binary-scored item 19 for the three-
parameter, two-parameter, and the one-parameter model, respectively. The gradual im-
provement in the model fit can be seen as additional parameters are added to the IRT
model. Figure 12 shows residual plots for the partial credit and graded response mod-
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Fig. 10. Plot of the eigenvalues from the item correlation matrix.

Fig. 11. Residual plots of item 19 (dichotomously-scored item).
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Fig. 12. Residual plots of item 5 (polytomously-scored item).
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els for item 41 (item 5 of the polytomously scored items); these plots can be useful in
comparing the fit of competing models.

The practical implications of the differences in the model fits would depend on the
intended uses of the scores. Figures 1, 2, and 3, and Figures 4, 5, and 6 highlight that the
predictions of the test scores are noticeably different from each model, and generally
better for models with more item parameters. If the intent was to produce test score
norms tables, the results would be very different depending on choice of model, and
the most suitable results would come from the more general models. Other empirical
investigations could be carried out to investigate model fit and the consequences of
model misfit on the intended application such as equating, detecting bias, building tests,
and sorting examinees into performance categories.

5. Conclusions

Assessing IRT model fit to item response data is one of the crucial steps before an
IRT model can be applied with confidence to estimate proficiency or ability levels of
examinees, link tests across administrations, and assess, for example, adequate yearly
progress as required by the NCLB legislation. Despite the fundamental importance of
this step, assessment of fit receives only the barest of considerations by many test de-
velopers and users. Possible reasons for this neglect are the complexity of assessing fit,
the lack of understanding of the fit statistics, the absence of comprehensive model fit
software, and the fact that the likelihood ratio statistics provided by commercial soft-
ware often indicate misfit for most of the items with large sample sizes. It is indeed
ironic that the highly desirable practice of using large sample sizes to minimize item
parameter estimation error results in significant item-fit statistics even when the model
fits the data for all practical purposes.

Given the importance of the subject, considerable research has been carried out and
advances have been made with respect to fit assessment in item response models, though
much of the research is still not being implemented on a wide scale. Some of these
model fit procedures are computationally intensive while others are relatively straight-
forward to implement even without dedicated software, but again, few are being used
today.

Hambleton and Han (2005) have suggested a set of activities that practitioners should
routinely carry out in the assessment of model fit. These include:

(i) carrying out routine examination of classical indices such as p-values, item-total
correlations, the distribution of scores at both the test and item levels, and factor
analysis. These analyses may provide an indication of the appropriate item re-
sponse model to choose as well as identify potential problems in fitting a model
(for example, the need to collapse score categories or the suitability of the unidi-
mensionality assumption);

(ii) checking the unidimensionality assumption formally and examining possible vi-
olations of local independence that may result from groups of items sharing a
common stimuli;
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(iii) examining the fit of the model at the test and item levels using graphical as well as
statistical procedures;

(iv) checking invariance of item parameters through plots of item parameter estimates
and DIF studies (to detect noninvariance across, say, gender, ethnicity, and lan-
guage groups).

In a final step, Hambleton and Han (2005) suggest examining the consequences of
model misfit on outcomes of interest. Since no model can fit a set of observations per-
fectly, it is important, if possible through simulation studies at least, to examine the
consequence of misfit on such important outcomes as determining proficiency or ability
scores, assigning examinees to performance categories, equating test scores, optimizing
item selection when implementing computer-adaptive tests, and scale drift, to name a
few.

As mentioned earlier, assessing model fit is an important part of the test validation
process. It is multifaceted, and as in the verification of any scientific theory, it is an
ongoing process where only through the accumulation of empirical evidence can one
be confident of the appropriateness of item response theory for the solution of a par-
ticular measurement problem. The procedures for assessing model–data fit described in
this chapter have the potential for addressing the vexing problem of determining if the
measurement procedures used are appropriate for addressing the practical measurement
problems faced by practitioners.
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Abstract
This chapter discusses the ideas and assumptions of nonparametric IRT and its
merits and drawbacks in analyzing real test and questionnaire data. The place of non-
parametric IRT in IRT in general is reviewed and nonparametric IRT is compared to
parametric IRT. Procedures for assessing the dimensionality of item response data
are explained and compared, and several methods are discussed that evaluate the
shape of response functions of items, item steps and response options of items. It
is discussed how to investigate whether item response functions are invariantly or-
dered across the latent variable, and why this is important in practical test usage.
Latent class models are discussed as discrete alternatives for continuous latent vari-
able IRT and as model fitting tools in a nonparametric IRT context. The strength
of nonparametric IRT is illustrated with recent developments in person-fit analy-
sis using an order-restricted person-response function together with graphical and
statistical tools for drawing inferences from such functions about someone’s item-
response data.

1. Place of nonparametric models in item response theory

Two ways of positioning nonparametric IRT (NIRT) relative to parametric IRT (PIRT)
are that NIRT (1) encompasses PIRT by providing a broader theoretical framework from
which IRT in general is better understood; and (2) primarily is an exploratory toolkit for
the analysis of test and questionnaire data whereas PIRT primarily deals with confirma-
tory data analysis by fitting specific models to data. This chapter illuminates these two
functions of NIRT, and discusses many recent developments. We first introduce some
notation, definitions and assumptions.

Let the item score random variable of item j be denoted Xj with realization xj ,
j = 1, . . . , J . The item score can be dichotomous with binary scoring, usually for
incorrect/correct answers, such that Xj ∈ {0, 1}, or ordered polytomous, such that Xj ∈
{0, . . . , mj }, with mj +1 being the number of ordered answer categories in, for example,
a rating scale. Throughout, we assume that mj = m; thus, each item in the test has
the same number of ordered answer categories. Assume that responses to items are
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driven by one latent variable, denoted θ , or several latent variables, collected in vector
θ = (θ1, . . . , θQ), with q = 1, . . . ,Q indexing latent variables. For simplicity, assume
one latent variable unless mentioned otherwise.

Both NIRT and PIRT – together known as item response theory (IRT) – model the
probability of having a particular score on item j as a function of θ . For binary item
scoring, IRT models probability P(Xj = 1|θ) = Pj (θ), which is known as the item
response function (IRF). For polytomous items, IRT models probability P(Xj = xj |θ),
known as the category response function (CRF). Other response functions may be mod-
eled, such as P(Xj � xj |θ). This function is known as the item step response function
(ISRF). The ISRFs and the CRFs are related through

(1)P(Xj � xj |θ) =
m∑

y=xj

P (Xj = y|θ).

Reversely, we have that

(2)P(Xj = xj |θ) = P(Xj � xj |θ) − P(Xj � xj + 1|θ).

Other interesting definitions of response functions exist (e.g., Tutz, 1990; Van der Ark
et al., 2002) but are not relevant for this chapter.

The reason for calling one class of IRT models nonparametric and another paramet-
ric, is that the former only puts order restrictions on response functions and the latter
assumes a specific parametric function, such as the logistic or the normal ogive. For ex-
ample, several NIRT models typically assume a positive monotone relationship between
the binary item score and the latent variable; that is, for all θ pairs, assume that

(3)Pj (θa) � Pj (θb), whenever θa < θb, and j = 1, . . . , J ;
whereas a PIRT model such as the 2-parameter logistic model, in addition to monotonic-
ity requires this relationship to be logistic with a location parameter, δj , and a slope
parameter, αj , for each item, such that

(4)Pj (θ) = exp[αj (θ − δj )]
1 + exp[αj (θ − δj )] .

Another difference, albeit gradual and not as a matter of principle, is that NIRT methods
aim primarily at exploring the dimensionality of θ whereas PIRT models often posit a
specific form of dimensionality and then test the fit of the model that hypothesizes
this dimensionality to the data. These differences should give the reader some intuition
why NIRT (1) is more general than PIRT and (2) as a data analysis tool primarily is
exploratory and PIRT confirmatory.

1.1. Assumptions of NIRT and PIRT models

Three classes of assumptions play a central role both in NIRT and PIRT. IRT models are
defined by a specific choice from one or more of these classes, for example, with respect
to the number of latent variables or the kind of restriction on the response function.
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1.1.1. Dimensionality of the data
A distinction can be made between one latent variable and multiple latent variables.
Corresponding with this distinction are the assumptions of unidimensionality (UD) and
multidimensionality, and strictly unidimensional IRT models and multidimensional IRT
models.

1.1.2. Relationship between items
Most IRT models assume that the J -variate distribution of the item scores conditional on
θ – with θ as a special case – is the product of the J marginal conditional distributions
of the separate item scores. This assumption is known as local independence (LI). For
individual v, define vector Xv = (Xvj ) with realization xv = (xvj ), j = 1, . . . , J ; then,
assumption LI is defined as

(5)P(Xv = xv|θ) =
J∏

j=1

P(Xvj = xvj |θ).

An important implication of LI is that the conditional covariance between the scores on
items j and k is 0; that is

(6)Cov(Xj ,Xk|θ) = 0, for all pairs j, k, and j �= k.

Reversely, this property, also known as weak LI, does not imply LI (Junker, 1993) be-
cause Eq. (6) only deals with bivariate relationships which may be 0 while multivariate
relationships are not.

In practical NIRT data analysis, one tries to find the dimensionality of θ which is
adequate for those data, such that LI is satisfied as good as possible. Stout (2002) noted
that in real data weak LI is much easier to evaluate than LI, because with weak LI one
only needs to evaluate conditional covariances while multivariate relationships between
items can be ignored. For realistic J the number of multivariate relationships beyond
the 1

2J (J − 1) conditional covariances is huge and in real data many combinations
of scores are not observed (Sijtsma and Junker, 1996). Stout (2002) concluded that,
although mathematically not identical, in practice LI and weak LI are so much alike
– in fact, it is difficult to imagine that Eq. (6) is satisfied but multivariate relationships
deviate significantly from 0 – that the better accessible weak LI property may be used for
dimensionality analysis in real data. This topic is discussed extensively in Section 2.1.2.

Assume that vectors with item scores of N individuals are collected in a data matrix
XN×J = (X1, . . . , XN)T, and that the respondents have been sampled i.i.d. (indepen-
dently and identically distributed) from the cumulative multivariate distribution G(θ),
so that

(7)P(XN×J = xN×J |θ) =
N∏

v=1

J∏
j=1

P(Xvj = xvj |θ).

Notice that Eq. (7) is the general likelihood equation of any IRT model that assumes
i.i.d. sampling and LI (Eq. (5)). By integrating over θ , the multivariate distribution of
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XN×J is obtained; that is, for G(θ) we have that

(8)P(XN×J = xN×J ) =
N∏

v=1

∫
θ1

· · ·
∫
θQ

J∏
j=1

P(Xvj = xvj |θ) dG(θ).

Modeling the item response data collected in a sample of N respondents involves re-
stricting the response functions on the right-hand sides of Eqs. (5) and (8) and the latent
variable distribution G(θ) in Eq. (8).

1.1.3. Relationship of item score and latent trait
The most important distinction is between a nonparametric restriction on the response
function as in Eq. (3) and a parametric definition as in Eq. (4). The model that is based
on assumptions UD, LI and Eq. (3), which is also known as assumption M, is known
as the monotone homogeneity model (Mokken, 1971; also, see Sijtsma and Molenaar,
2002). The model based on UD, LI and Eq. (4) is the 2-parameter logistic model (e.g.,
Baker and Kim, 2004). It may be noted that, compared with the IRFs of the 2-parameter
logistic model the nonparametric IRFs (1) need not be S-shaped, and need not even be
smooth; (2) can have several inflexion points, and may be constant over several ranges
of θ ; and (3) can have lower asymptotes or minimum values greater than 0 and upper
asymptotes or maximum values smaller than 1.

Inserting in the likelihood (Eq. (7)) the conditional probabilities, Pj (θv) from the
2-parameter logistic model (Eq. (4)) if xvj = 1 was observed in cell (v, j) of XN×J ,
and Qj(θv) = 1−Pj (θv) if xvj = 0 was observed; and solving for the item parameters,
αj and δj , j, . . . , J , and the latent variable values θv , v = 1, . . . , N , amounts to joint
maximum likelihood (ML) estimation of the model parameters. Insertion of these condi-
tional probabilities in Eq. (8), choosing a distribution for G(θ), such as the multivariate
normal, integrating θ out of the equation, and solving for the item parameters, is known
as marginal maximum likelihood estimation. Inserting the marginal ML estimates of the
item parameters thus obtained in the likelihood in Eq. (7) and solving for θ yields ML
estimates of the person parameters. Other estimation methods exist in addition to joint
ML and marginal ML (e.g., Baker and Kim, 2004), but are not discussed here.

Restricting response probabilities in Eq. (8) by, for example, assumption M as re-
flected in Eq. (3) does not lead to ML estimates of latent variable and item parameters as
in Eq. (4), simply because these parameters do not appear in the likelihood of the model.
However, these order restrictions are sufficient to restrict the data, XN×J , such that ob-
servable consequences can be derived that can be used to evaluate the fit of the model to
the data. Moreover, together with UD and LI, assumption M can be shown to imply an
ordinal scale for persons which can be estimated from the data and, if a restriction on
the ordering of the IRFs is added as a fourth assumption, also implies a scale for items.
Another approach to evaluating NIRT models comes from order-restricted latent class
analysis (LCA) modeling. This approach replaces the continuous latent variable by an
ordered, discrete latent class variable, and restricts the ordering of response probabili-
ties conditional on these latent classes. Bayesian methods (Hoijtink and Molenaar, 1997;
Van Onna, 2002) and ML methods (Vermunt, 2001) are used to evaluate the fit of the
model to the data, and allocate respondents to one of the ordered latent classes of the
fitting model.
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1.1.4. Other assumptions in NIRT
Eq. (8) defines a latent structure that underlies the multivariate distribution of the item-
response data in XN×J , but Suppes and Zanotti (1981) showed that it is always possible,
for finite J , to construct a unidimensional random variable, ξ , which is not necessarily
latent, such that the item score variables in XN×J satisfy LI (Eq. (5)). Thus, any data set
can be “forced” to satisfy Eq. (8) meaning, reversely, that Eq. (8) does not restrict the
data and in that sense does not define a practically useful IRT model. Other results ex-
ploring the boundaries of what is minimally required to have an identifiable IRT model
are presented by Junker (1993) and Ellis and Junker (1997); also see Junker and Ellis
(1997). Ignoring the many subtleties in their work, what matters here is to note that
if one restricts the dimensionality of the data and assumes LI, an assumption like M
(Eq. (3)) or a parametric restriction like Eq. (4) is needed to have an IRT model that
restricts the data.

In general, it is true that PIRT models restrict the data in XN×J more than NIRT
models. For example, the IRF of the 2-parameter logistic model (Eq. (4)) is a special
case of the order-restricted IRF of the monotone homogeneity model (Eq. (3)). Given
that both models assume UD and LI, it follows that the 2-parameter logistic model is a
special case of the monotone homogeneity model. Many comparable relationships can
be found within pairs of PIRT and NIRT models, but within some pairs the hierarchy
is not unequivocal (e.g., De Koning et al., 2002) or may even be reversed (e.g., Sijtsma
and Hemker, 1998). Thus, while it is true in general that NIRT is less restrictive than
PIRT it is not true that each NIRT model is less restrictive than each one of the PIRT
models.

One of the themes of NIRT is in what degree assumptions may be relaxed such
that particular measurement properties still are implied while no parametric restrictions
are needed. Stout (1987, 1990) and Junker (1991, 1993) studied the class of essential
unidimensional (EU) IRT models. EU models are based on the following assumptions:

• Essential unidimensionality (EU); one dominant latent variable, θ , and Q nuisance
variables, collected in θ = (θ, θ1, . . . , θQ), are assumed much as in factor analysis
where a distinction is sometimes made between common factors and unique factors;

• Essential independence (EI); for infinitely many items the mean of the inter-item
covariances conditional on θ equals 0; thus,

(9)
2

J (J − 1)

J−1∑
j=1

J∑
k=j+1

∣∣Cov(Xj ,Xk|θ)
∣∣ → 0, for J → ∞.

• Weak monotonicity (WM); weak monotonicity replaces the stronger assumption M,
by assuming that the mean of J IRFs, also known as the test response function, is
monotone in each of the θqs from θ . That is,

J−1
J∑

j=1

Pj (θa) � J−1
J∑

j=1

Pj (θb),

(10)whenever θa � θb, coordinatewise.
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WM does not restrict the individual IRFs, as long as their mean is monotone nonde-
creasing. This means that assumption M is dropped as a requirement for individual
IRFs but that it is active for the test response function under the name of WM.

Stout (1990, Theorem 3.2) showed that for EU models based on EI and WM, that total
score

(11)X+ =
J∑

j=1

Xj ,

is a consistent ordinal estimator of the dominant θ , and Junker (1991) generalized this
result to polytomous EU models, based on EI and ISRFs defined as P(Xj � xj |θ). The
replacement of assumptions UD, LI, and M by assumptions EU, EI, and WM, respec-
tively, implies a more general nonparametric model. As a result, properties implied by
UD, LI, and M with respect to stochastically ordering persons on θ by means of X+
and investigating assumption M in real data are lost (these properties are discussed in
Sections 1.2.1 and 2.2.1, respectively). However, the more general EU model is more
flexible than, for example, the monotone homogeneity model and thus accommodates
more data sets while maintaining attractive measurement properties; see Stout (2002)
for a summary.

1.2. Differences between NIRT and PIRT

In this section we further explore the two important characteristics of NIRT, which
are that NIRT (1) encompasses PIRT by providing a broader theoretical framework
from which IRT in general is better understood; and (2) primarily is an exploratory
toolkit for the analysis of test and questionnaire data whereas PIRT primarily deals
with confirmatory data analysis by fitting specific models to data. An example of the
first characteristic is the scale of measurement in NIRT and an example of the second
characteristic is the estimation of response functions and the way these estimates are
used in practical data analysis.

1.2.1. Measurement of individuals
The metric of the θ scale of the 2-parameter logistic model can be derived as follows.

Define the odds of a success on item j as Ωj = Pj (θ)

Qj (θ)
, then ln Ωj = αj (θ − δj ). For

two respondents, v and w, the log-odds ratio equals

(12)ln
Ωvj

Ωwj

= αj (θv − θw).

Because NIRT models typically do not parameterize the response function, a θ metric
for differences as in Eq. (12) is not available. Alternatively, NIRT models for dichoto-
mous items based on the assumptions of UD, LI and M imply an ordinal scale in the
sense that latent variable θ is stochastically ordered by total score X+; that is, for any
value t of θ and any pair of total scores, x+a < x+b, we have that

(13)P(θ � t |X+a = x+a) � P(θ � t |X+b = x+b).
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This is known as stochastic ordering of the latent variable by the observed sum score
(SOL; Hemker et al., 1997; also see Grayson, 1988; Hemker et al., 1996; Huynh, 1994,
for a discussion of the more general monotone likelihood ratio property). An implication
of Eq. (13) is that

(14)E(θ |X+a = x+a) � E(θ |X+b = x+b).

Thus, in practice any IRT model based on UD, LI, and M implies the ordering of respon-
dents on latent variable θ by means of the ordering on the observable sum score X+,
except for random error. Note that this applies to all NIRT and PIRT models that assume
monotonicity for the IRFs in addition to UD and LI. The parametric 2-parameter logis-
tic model (based on UD, LI, and Eq. (4)) and the nonparametric monotone homogeneity
model (based on UD, LI, and Eq. (3)) are examples. Other examples of parametric mod-
els based on UD and LI and with monotone IRFs are the much used Rasch model or
1-parameter logistic model, which defines IRFs as logistic with αj = 1 for all j (thus, in
Eq. (4), αj = 1); and the 3-parameter logistic model, which adds a lower asymptote to
the 2-parameter logistic model, denoted λj (with 0 � λj � 1, j = 1, . . . , J ). Hemker
et al. (1997) discussed failure of SOL in many polytomous-item IRT models, and Van
der Ark (2005) provided many reassuring robustness results.

The importance of the SOL result is that for ordering individuals on the θ scale
it suffices to use an IRT model that assumes property M in addition to UD and LI,
but not necessarily an increasing logistic or normal ogive IRF. This result has positive
consequences, not only for NIRT models but also for PIRT models.

First note that the relatively weak assumptions of NIRT models imply an ordinal
scale. Moreover, as a kind of bonus for not asking for an abundance of structure in
the data, as a rule NIRT models allow relatively many items in a scale. Even though
these items would allow for reliable measurement, several would not be tolerated by the
2-parameter logistic model because their IRFs are not logistic. Among these rejected
items would be items with IRFs that are asymmetrical, constant over some ranges of
θ but steep over others, and have minimum values greater than 0 and maximum values
smaller than 1 (see, e.g., Meijer and Baneke, 2004). However, such items contribute
to reliable measurement provided that their IRFs are relatively steep locally on θ . It
is important to note that such contributions do not depend on the IRF being logistic,
normal ogive, or otherwise parametric, but on assumption M. Ramsay (2000) discusses
a method for estimating the item and test information functions in an NIRT context, and
Meijer et al. (1995) discuss methods for estimating the reliability of single items based
on methods for estimating total score (X+) reliability in an NIRT context (Sijtsma and
Molenaar, 1987). Also note that among the items not well described by PIRT models
may be items that add to the coverage of the variable represented by θ .

Second, when PIRT models fit to the data at the expense of perhaps some of the items
that would be fitted by an NIRT model their numerical θ scale is a highly convenient tool
for applications such as equating and adaptive testing. However, the SOL property also
has advantages for PIRT models because it justifies the use of the number-correct X+
score for communicating test results to teachers, parents, students, and also researchers
as an intuitively appealing alternative for the inaccessible θ scale.
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An interesting suggestion for an alternative scale that may replace the arbitrary and
difficult to interpret θ scale was done by Ramsay (1996); also see Rossi et al. (2002).
Basically, they propose to use a scale based on response probabilities, Pj (θ), because,
unlike θ or monotone transformations of θ , a probability like P12(θMary) = 0.74 rep-
resents a property of Mary relative to Item 12 which is invariant with respect to any
scale of measurement. Thus, it lacks the arbitrariness of other scales, like θ . A curve is
proposed which results from plotting the J response probabilities against one another
as a function of θ . Starting from the scale’s zero point, say, θ0, the position of person v

on this curve can be determined by means of the arc length measure s(θv) as

(15)s(θv) =
θv∫

θ0

[
J∑

j=1

(
dPj (θ)

dθ

)2
]1/2

dθ.

For more details, see Ramsay (1996) and Rossi et al. (2002).
We conclude by noting that NIRT has considerably contributed to defining scales that

are either easy to obtain and understand (X+) or firmly rooted in empirical data [s(θ)],
and circumvent the complexity and the arbitrariness of the θ scale. Clearly, such scales
are also advantageous to PIRT.

1.2.2. Model diagnostics
From the perspective of parsimony it is convenient to assume that IRFs are, for example,
logistic, and that items can be described using no more than a few parameters. Many
tests have been constructed and item banks assembled that generate data that may be
approximated by means of unidimensional or multidimensional PIRT models, but in
itself there is no compelling reason why real data must exhibit the often hypothesized
parametric curvature (Meredith, 1965). Detailed data analysis often reveals IRFs that
deviate from this regular shape, with deviations ranging from small and irrelevant os-
cillations to deep dips and decreases along parts of the θ scale. It is interesting to know
how PIRT and NIRT models react to such deviations from assumption M. See Meijer
and Baneke (2004) for a confrontation of PIRT and NIRT models and an application
to data from the Depression content scale of the Minnesota Multiphasic Personality
Inventory-2 (Butcher et al., 1989).

Estimating a PIRT model is like stretching a grid over the data which is flexible only
in some directions but not in others, and then summarizing the curvature and location of
the grid as far as its flexibility allows it. This summary consists of one or a few parame-
ters, which are valid for the data to the degree in which the hypothesized IRFs match the
IRFs identified from the data. Obviously, peculiarities in the data may not be caught by
logistic or other parametric curves but, if properly revealed, could help the researcher to
make useful decisions about the items. For example, assume that the true IRF increases
at the low and middle θs, but decreases at the higher θs. The logistic curve that is fit-
ted to the data generated by means of this nonmonotone IRF accommodates this local
decrease by a necessarily monotone curve which increases with a relatively flat slope
(Junker and Sijtsma, 2001a). Thus, the item is identified as a weakly discriminating
item, and may be a candidate for removal from the test.
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An interesting question is, whether for given distribution G(θ) different models for
the IRFs can yield the same distribution of the data, P(XN×J = xN×J ) (Eq. (8)).
Douglas (2001) showed that there is only one correct IRT model, and that nonparamet-
ric methods can consistently estimate the IRFs. This means that if an IRF is found in
data analysis of which the shape does not match that predicted by a particular PIRT
model, that this PIRT model is incorrect as a model for the data. Based on this result,
Douglas and Cohen (2001) used nonparametric estimation of IRFs to study the fit of
PIRT models. This was done by finding, given the distribution of θ that is used for esti-
mating a particular PIRT model (or that results from the estimation procedure), the IRF
from that PIRT model that matches the nonparametrically estimated IRF the closest. The
discrepancy between the two functions indexes model misfit, and this was evaluated by
means of re-sampling.

In general, NIRT approaches use kernel smoothing or another nonparametric re-
gression method to estimate the IRF or other response functions from the data, and
thus catch the monotone and nonmonotone parts of the curve. The value of know-
ing the whole curve mentioned in the previous example is that not only the dip
at the higher θs is identified, but that it is also revealed that this item may actu-
ally discriminate well at the lower and middle regions of the θ distribution. Even
though it fails assumption M, such an item may be included in the test when the re-
searcher has only few items available, most of which discriminate well at the high
θs but not at the low θs. Thus, here the item’s strength may outbalance its weak-
ness and the researcher may decide to include the item in the test so as to improve
measurement precision at the lower θs. In another context, such as marketing, if
many IRFs are found to exhibit this bell shape, the conclusion could be that an-
other model is needed to analyze the data; that is, one that accommodates measure-
ment of preferences by means of unimodal IRFs (e.g., Johnson and Junker, 2003;
Post, 1992).

2. Analyzing test data using nonparametric IRT

The relatively weak sets of assumptions on which they are based lend NIRT models a
flexibility which provides excellent opportunities for studying item and test properties.
Thus, the outcomes on an NIRT analysis may give many clues of how to improve a test
or questionnaire. We distinguish outcomes with respect to the dimensionality of the data
and outcomes with respect to the fit a unidimensional NIRT model to the data. A sensi-
ble data analysis may start with a dimensionality analysis, identifying item subsets that
predominantly are driven by one θ , followed by fitting an NIRT model to each of the
dimensionally distinct item subsets so as to ascertain the measurement properties for
each. Next, we review some methods for dimensionality analysis and model fitting.

2.1. Dimensionality analysis

At the basis of all NIRT methods for dimensionality analysis is conditional association
(CA; Holland and Rosenbaum, 1986). Let vector X contain ordered polytomous items
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scores. Split X into two disjoint part vectors: X = (Y, Z). Define f1 and f2 to be
nondecreasing functions in the item scores from Y, which means that f1 and f2 are
nondecreasing coordinatewise in Y; and define g to be some function of the item scores
in Z. Then UD, LI, and M imply CA; that is,

(16)Cov
[
f1(Y), f2(Y)|g(Z) = z

]
� 0, for all z.

CA is a powerful tool for investigating the fit of NIRT models to data because there are
so many ways in which item subsets and functions of item scores can be defined. We
only mention two examples that are of direct relevance to dimensionality analysis under
NIRT.

2.1.1. Dimensionality analysis based on nonnegative inter-item covariance
Ignore item subset Z, and define f1(Y) = Xj and f2(Y) = Xk , then CA reduces to
nonnegative inter-item covariance within the whole group; that is,

(17)Cov(Xj ,Xk) � 0, all pairs j, k; j �= k.

That is, in the whole group all 1
2J (J −1) inter-item covariances must be nonnegative. A

negative covariance indicates misfit of the model of monotone homogeneity – defined
by assumptions UD, LI, and M – for at least one of the items involved.

How is Eq. (17) related to dimensionality analysis? Before we go into this topic,
we first define coefficient H for the scalability of a set of J items and coefficient Hj

for the scalability of item j with respect to the other J − 1 items in the set. Let the
maximum possible covariance of items j and k, given the marginal distributions of the
(m + 1) × (m + 1) frequency table, be denoted Cov(Xj ,Xk)max; then coefficient H

(Loevinger, 1948; Mokken, 1971) is defined as

(18)H =
∑J−1

j=1
∑J

k=j+1 Cov(Xj ,Xk)∑J−1
j=1

∑J
k=j+1 Cov(Xj ,Xk)max

,

and the item coefficient Hj is defined as

(19)Hj =
∑

k �=j Cov(Xj ,Xk)∑
k �=j Cov(Xj ,Xk)max

, j = 1, . . . , J.

Note that Cov(Xj ,Xk)max > 0, for all (j, k) pairs, implies that the denominators of H

and Hj are positive; and that nonnegative inter-item covariance (Eq. (17)) implies that
the numerators are nonnegative; thus, H � 0 and Hj � 0, for j = 1, . . . J . Further,
combining this result with Cov(Xj ,Xk) � Cov(Xj ,Xk)max, for all (j, k) pairs, we
obtain that 0 � H � 1 and 0 � Hj � 1, for all j = 1, . . . , J . Mokken (1971, p. 152)
showed that coefficient H is a positively weighted average of the Hj s.

Mokken (1971) (see Mokken and Lewis, 1982; Molenaar, 1997; Sijtsma and Mole-
naar, 2002, Chapter 5) proposed a bottom-up, sequential item selection procedure that
clusters items on the basis of their relationship with the θ they predominantly measure,
using coefficient H as the procedure’s loss function. Noting first that concepts like IRF
slope are not well defined in an NIRT context, Mokken et al. (1986) then argued that,
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keeping the distribution of θ and the J item locations constant, both H and Hj are in-
creasing functions of the slopes of logistic IRFs, Pj (θ) (Eq. (4)). Their line of reasoning
may be generalized to non-smooth IRFs that are roughly S-shaped, and that are typical
of an NIRT context (e.g., see Emons et al., 2002 and Hessen, 2003, Chapter 3), and to
ISRFs, P(Xj � xj |θ) (Van Onna, 2004). Now, assume that all items in the set from
which the procedure selects measure the same θ . The procedure selects items one-by-
one into a cluster such that, in each selection step, H is maximized given all possible
choices from the unselected items at that moment (i.e., at that selection step). Thus, in
each step items are selected that have response functions with relatively steep slopes.
These are items that hang together well due to the θ that they have in common. The
procedure stops if in the next step none of the unselected items is selected due to an Hj

with the selected items that is lower than some user-specified positive lowerbound, c.
Next, assume that different subsets of items in the set from which the procedure

selects measure different θs. Then, from the items not selected into the first cluster the
procedure tries to select a second cluster, a third, and so on, until no items are left to
be clustered. Thus, assumption M forms the basis of the dimensionality investigation:
Items that measure the same θ have steep regressions (IRFs or ISRFs) on that θ and
are singled out from the larger item set and selected into the same cluster. The item
selection procedure is implemented in the computer program Mokken Scale analysis
for Polytomous items (MSP; Molenaar and Sijtsma, 2000).

2.1.2. Dimensionality analysis based on nonnegative conditional inter-item covariance
For dichotomously scored items define a rest score based on X as,

(20)R(−j,−k) =
∑

h�=j,k

Xh,

and let g(Z) = R(−j,−k); and define f1(Y) = Xj and f2(Y) = Xk . Then CA implies
that,

Cov[Xj ,Xk|R(−j,−k) = r] � 0,

(21)all r = 0, 1, . . . , J − 2; and all j, k; j �= k.

That is, in the subgroup of respondents that have the same restscore r , the covariance
between items j and k must be nonnegative. This special case of CA proves to be useful
for dimensionality analysis that is based on investigating weak LI, as we discuss next
(see Nandakumar et al., 1998, for generalizations to polytomous items).

Stout (1987, 1990) and his coworkers (Stout et al., 1996; Zhang and Stout, 1999a)
proposed methods for investigating weak LI; see Eq. (6). Justified by consistency re-
sults derived by Stout (1987) for dichotomous items and Junker (1991) for polytomous
items, they estimated Cov(Xj ,Xk|θ) twice by inserting not only θ̂ = R(−j,−k) but also
θ̂ = X+ and then taking the mean of both estimates, thus obtaining smaller bias than
had only one of these θ estimates been used. Estimated conditional covariances equal
or close to zero were taken to indicate weak LI. Since these results are based on as-
ymptotics, two realistic situations involving finite numbers of items, one pertaining to
unidimensionality and the other to multidimensionality, may be distinguished.
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First, assume that all J items measure the same θ , what can one say about
Cov(Xj ,Xk|θ̂ ) with either θ̂ = R(−j,−k) or θ̂ = X+ inserted for θ? For θ̂ = R(−j,−k) or
other estimates that do not involve Xj and Xk we have by CA that Cov(Xj ,Xk|θ̂ ) � 0
(Eq. (21)); and for θ̂ = X+ it has been shown that Cov(Xj ,Xk|θ̂ ) < 0 both for items
that agree with the Rasch model (Junker, 1993, p. 1370) but also for i.i.d. coin flips.
However, given only the general conditions of UD, LI, and M little is known about re-
sults for the sign let alone the magnitude of the conditional covariance, thus rendering
this covariance somewhat problematic for investigating weak LI.

Second, when the items measure Q latent variables to a different degree (i.e., some
items predominantly measure one latent variable, other items measure another, and so
on), then we may assume that θα is a linear combination of these latent variables. The
performance on the Q latent variables is estimated by means of scalars R(−j,−k) and
X+, that both summarize test performance but ignore multidimensionality. However,
Zhang and Stout (1999b) showed that the sign of Cov(Xj ,Xk|θα) [and the estima-
tor Cov(Xj ,Xk|θ̂α)] provides useful information about the dimensionality of the data.
Roughly speaking, the covariance is positive if the two items measure approximately the
same latent variable and negative if they clearly measure different latent variables. This
sign behavior is the basis of an algorithm called DETECT (Zhang and Stout, 1999a)
that splits a given set of items into clusters that together approach estimated weak LI as
good as possible given all possible cluster composites.

Assume that several of the latent variables measured by the items are dominant and
that others are nuisance variables. Consider an arbitrary partitioning, denoted P , of the
set of items into disjoint clusters; and let djk(P) = 1 if the items j and k are in the
same cluster, and djk(P) = −1 if they are not. The loss function of DETECT, denoted
Dα(P), is defined as

(22)Dα(P) = 2

J (J − 1)

J−1∑
j=1

J∑
k=j+1

djk(P)E
[
Cov(Xj ,Xk|θα)

]
.

The DETECT procedure tries to find the partitioning of the items, denoted P∗, that
maximizes Eq. (22). This is the item clustering that best approximates weak LI, and it
is taken as the best description of the dimensionality of the data.

2.1.3. Comparative research
Van Abswoude et al. (2004a) compared MSP and DETECT with respect to their effec-
tiveness in retrieving the true dimensionality from simulated data sets. They concluded
that, in general, DETECT was better capable of retrieving a simulated dimensionality
structure than MSP. However, DETECT required greater sample sizes to arrive at re-
liable results and for smaller sample sizes appeared to be more vulnerable to chance
capitalization than MSP. It was recommended to use different procedures next to one
another and use their strengths – for DETECT its sensitivity to LI and for MSP its sen-
sitivity to IRF steepness – to arrive at better results than are possible using only one
procedure.

Other cluster procedures based on nonnegative inter-item covariance and H coeffi-
cients (Van Abswoude et al., 2004b) and nonnegative conditional inter-item covariance
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and weak LI (Roussos et al., 1998) exist, but are not considered in further detail. Van
Abswoude (2004) suggested a cluster approach that combines the unique orientations
of DETECT towards dimensionality evaluation and Mokken’s procedure towards eval-
uation of the response function’s slope into one algorithm, such that for a minimally
required quality level (or higher) in terms of item discrimination the optimal clustering
in terms of dimensionality is obtained. This research is in progress.

2.1.4. Conditional covariance functions
Douglas et al. (1998) suggested estimating the conditional covariance function,
Cov(Xj ,Xk|θ), and using its specific form to find out whether only one θ drives item
performance or whether other latent variables or particular characteristics of the test
procedure are also influential. Let Pjk(θ) = P(Xj = 1, Xk = 1|θ), and estimate the
conditional covariance as

(23)Ĉov(Xj ,Xk|θ̂ ) = P̂jk(θ̂ ) − P̂j (θ̂ )P̂k(θ̂ ).

In Eq. (23), estimate θ̂ is the percentile rank of rest score, R(−j,−k) (Eq. (20)). The
conditional probabilities are estimated using kernel smoothing (e.g., Douglas, 1997;
Ramsay, 1991). The minimum and maximum values of Cov(Xj ,Xk|θ) depend on the
IRFs, Pj (θ) and Pk(θ), and are expected to vary across θ . To eliminate this effect,
instead of using the odds ratio to express the relationship between items j and k, a
function of the odds ratio, denoted f [α(θ)], is used (for details, see Douglas et al.,
1998) which has several desirable properties, two of which are that (1) f [α(θ)] = 0
indicates independence, f [α(θ)] = −1 maximum negative dependence, and f [α(θ)] =
1 maximum positive dependence; and (2) sign(f [α(θ)]) = sign[Cov(Xj ,Xk|θ)].

Function f [α(θ)] is used for studying multidimensionality phenomena at the level
of item pairs such as caused by a second common latent variable, denoted θ0, when
it can be shown that while Cov(Xj ,Xk|θ, θ0) = 0 by LI, ignoring θ0 is revealed by
Cov(Xj ,Xk|θ) > 0. Indeed, for an item pair that was suspected of measuring a sec-
ond latent variable it was found that the estimated function was consistently positive
across the whole θ range. Another application concerned the investigation of effects of
speededness (also, see Habing, 2001), which was argued to be manifest as a violation
of pairwise weak LI in areas of θ where finishing all items was not accomplished by all
respondents.

2.2. Fitting NIRT models to dimensionally distinct item clusters

Once the item set has been divided into dimensionally distinct clusters, each of which
represent one dominant latent variable, each cluster is subjected to an item analysis that
serves to establish the measurement quality of the scale defined by the items in a cluster.
This part of the analysis concentrates on the response functions. Two properties are of
particular interest. One is whether the response functions are monotone functions, so
that SOL (Eq. (13)) is established, and the other is whether the response functions inter-
sect. This is relevant for establishing an item ordering, as is explained in Section 2.2.2.
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2.2.1. Diagnosing monotonicity and other response function shapes
Like restscore R(−j,−k) (Eq. (20)), restscore R(−j), defined as

(24)R(−j) =
∑
k �=j

Xk,

estimates θ , a result which is justified on the basis of the same stochastic ordering and
consistency arguments. Based on this result, for dichotomous items P [Xj = 1|R(−j)]
is used to estimate P(Xj = 1|θ). Junker (1993) showed that UD, LI, and M together
imply manifest monotonicity (MM),

(25)P [Xj = 1|R(−j)] nondecreasing in R(−j); R(−j) = 0, . . . , J − 1.

Contrary to intuition, a monotonicity result as in Eq. (25) is not obtained when R(−j) is
replaced by X+ (Junker and Sijtsma, 2000).

The conditional probabilities P [Xj = 1|R(−j) = r], for all r , can be used to estimate
the IRF by means of nonparametric regression. This is done by estimating, for each
value of r , the proportion of the population that have item j correct, plotting these
proportions as a function of r , and then checking visually for MM. This approach,
which is known as binning, yields a limited number – at most J – of discrete points of
the IRF. Each sample deviation,

(26)P̂ [Xj = 1|R(−j) = r] > P̂ [Xj = 1|R(−j) = s], r < s,

is tested for significance by means of a normal approximation to the binomial test
(Molenaar, 1973; Molenaar and Sijtsma, 2000). Karabatsos and Sheu (2004) proposed a
Bayesian approach using Markov Chain Monte Carlo simulation to evaluating assump-
tion M for J items simultaneously. This procedure also gives information about item
fit.

Alternatively, kernel smoothing methods may be used to obtain a continuous estimate
of the IRF, the ISRFs, and the so-called option response curves, P(Xj = xj |θ), with
Xj nominal, representing the options of a multiple-choice item (Ramsay, 1991, 1997).
Jack-knife procedures may be used to estimate confidence envelopes. The program MSP
(Molenaar and Sijtsma, 2000) produces discrete estimates of IRFs and ISRFs based on
binning and the program TestGraf (Ramsay, 2000) produces quasi-continuous estimates
of IRFs, ISRFs, and option response curves.

Rossi et al. (2002) proposed a methodology that uses ML estimation based on EM to
obtain the logit transformation of the IRF, denoted λj (θ) = ln Ωj , by means of a linear
combination of polynomials,

(27)λj (θ) =
K∑

k=1

βT
j φ(θ),

in which φ(θ) = (φ1(θ), . . . , φK(θ)) are basis functions, so-called B-splines, chosen
by the researcher and used to approximate adjacent segments of λj (θ), each weighed by
the corresponding coefficient in βj = (β1, . . . , βK). These weights are estimated from

the data given the choice of basis functions, and they control the smoothness of λ̂j (θ).
As with kernel smoothing, too much irregularity in the curve cannot be separated from
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sampling error, but too much smoothness polishes away systematic and interesting phe-
nomena that are useful to diagnose the curve.

Another counterintuitive result is that Eq. (25) is invalid for polytomous items. Sub-
stituting X+ for R(−j) does not solve this problem (result due to Hemker; cited in Junker
and Sijtsma, 2000). Thus, probabilities, P [Xj � xj |R(−j) = r], in which R(−j) is the
sum of J − 1 polytomous variables, may be estimated, plotted, checked, and tested for
deviations of monotonicity, but only heuristically. An alternative may be the following
(Junker, 1996; Sijtsma and Van der Ark, 2001). Let Dj be a dichotomization of the
polytomous item score, Xj , at score x, such that

(28)Dj = 0 if Xj � x, and Dj = 1 if Xj > x, j = 1, . . . , J ;
and let

(29)D(−j) =
∑
k �=j

Dk.

Using D(−j), the following “manifest monotonicity” result is true for polytomous items,

P [Xj � x|D(−j)] nondecreasing in D(−j); D(−j) = 0, . . . , J − 1;
(30)x = 1, . . . , m.

Eq. (30) is also true if different items are dichotomized at different values of xj . Thus,
assumption M may be investigated using a multitude of “manifest monotonicity” results,
first, by varying score xj in P [Xj � xj |D(−j)] and, second, by trying different versions
of D(−j). How to make sensible decisions to reduce the abundance of results and draw
one conclusion about assumption M with respect to item j is a topic of our present
research.

2.2.2. Investigating invariant item ordering
Some applications require that the ordering of the J items in the test by difficulty is the
same for each respondent taking the test. A set of J items – dichotomous or polytomous,
with m + 1 ordered scores for each item – has an invariant item ordering (IIO; Sijtsma
and Junker, 1996; Sijtsma and Hemker, 1998) if the items can be ordered and numbered
accordingly, such that

(31)E(X1|θ) � E(X2|θ) � · · · � E(XJ |θ), for each θ.

In this ordering ties may occur for some values or intervals of θ . Integration of the con-
ditional expectation in Eq. (31) across G(θ) yields an ordering of item means, denoted
μXj

, for j = 1, . . . , J ,

(32)μX1 � μX2 � · · · � μXJ
.

If an IIO has been established by one of the methods that is discussed in this section, the
ordering of the item mean scores estimated from the sample can be used to estimate the
item ordering as it applies to each individual θ and each subgroup from the population of
interest. That is, use μ̂Xj

= N−1 ∑
i Xij , for j = 1, . . . , J , to estimate the sample mean

for each item, order these sample means from small to large, and consider the result to
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be the item ordering that is valid for each θ . For dichotomous items, the nonparametric
model defined by assumptions UD, LI, M, and IIO is the double monotonicity model
(Mokken, 1971).

An example of a situation that requires an IIO is one in which the items are presented
to the respondents in a fixed order, usually in ascending difficulty (opposite to the or-
dering in Eq. (31)), to make respondents feel at ease by presenting the easiest items
first. This is common practice in intelligence testing (e.g., Bleichrodt et al., 1984), and
the IIO property is applied here both at the individual and at the age-group level. For
example, John, who belongs to the second-youngest age group, skips the first five items
because these are of trivial difficulty to his age group, and then continues trying items of
ascending difficulty until he fails, say, three consecutive items. Because the next items
are more difficult, John is expected to fail almost all items of greater difficulty, mean-
ing that the item level no longer matches his ability level. The higher someone’s ability
level, the longer it takes to fail three consecutive items. A similar procedure is followed
for the other age groups, with each next age group skipping more of the easier items
and starting at a higher item difficulty level.

This procedure with starting rules, tailored to the group level, and stopping rules,
tailored to the individual level, may be seen as a kind of adaptive testing using a small
“item bank”. Within an age group, each respondent starts at the same difficulty level
and is administered the same sequence of items until he/she fails at a string of items
of which the difficulty exceeds his/her ability level by far. Metaphorically, one might
say that this way of testing “scans” a wide neighborhood on the θ scale in which a
respondent’s θ value is located, while “true” adaptive testing tries to target his/her θ

value with each new item narrowing the neighborhood as quickly as possible, given the
present knowledge of θ .

Adaptive testing in general uses fewer items to obtain the same measurement ac-
curacy, but requires huge item banks to attain this goal. The vast majority of test
applications in psychology and elsewhere do not have access to huge item banks because
(1) they are much too expensive if the application is not large-scale and commercially
productive, and (2) the construction of items in tests and questionnaires is more diffi-
cult than in an educational environment that is often concerned with the reproduction of
knowledge. For example, it is easier to construct items for arithmetic than for the per-
sonality domain of Dysphoria, because with arithmetic each new problem poses a new
challenge to the student while with Dysphoria each new item is likely to repeat basic
questions like “I often feel unhappy”, “I take a gloomy view of things”, and “I am often
down in the dumps”. Variations on these basic questions as would be required in an
item bank, would yield little more than a reshuffling of words and phrases without pro-
viding a better coverage of the latent variable. Thus, we support the point of view that
for personality assessment short inventories consisting of the same high-quality items
that are presented to everyone are more appropriate than computerized adaptive testing
procedures based on item banks (see, e.g., Reise and Henson, 2000). Also, if such short
tests have an IIO the quality of the assessment could be improved even further.

Sijtsma and Junker (1996) (also see Sijtsma and Molenaar, 2002, Chapter 6) pre-
sented a survey of methods for investigating IIO for dichotomous items. Several meth-
ods evaluate pairs of discrete estimates of IRFs. To understand their general principle,
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Fig. 1. Two item response functions that intersect at θ∗ and a normal-shaped distribution of θ that is separated
in two disjoint parts by θ = t0.

consider the two IRFs in Figure 1, and notice that they intersect at θ∗. Now, suppose
that this true situation is unknown and that possible intersection is evaluated in the sub-
groups with θ � t0 and θ > t0 – assuming that it would be possible to make this sharp
distinction with respect to θ . This evaluation typically takes the form of comparing the
sign of the difference of the two item means in each of these subgroups. If the signs are
the same, this is taken as evidence of nonintersection of the IRFs; and if they are dif-
ferent, this is taken as evidence of intersection. The latter conclusion would be justified
but the former can be highly misleading, as the next example shows.

Let f (θ) be the density of θ . In the subgroup with θ � t0, which is the subgroup
with the relatively low (L) θ values, denote the item means by μjL and μkL; then we
have that

(33)μjL − μkL =
∫ t0
−∞[Pj (θ) − Pk(θ)]f (θ) dθ∫ t0

−∞ f (θ) dθ
.

The sign of this difference is positive because in Figure 1 most of the density mass of
f (θ) is where the difference between the IRFs is positive; that is, to the right of θ∗. For
the relatively high (H) θ subgroup we have, similarly, that

(34)μjH − μkH =
∫ ∞
t0

[Pj (θ) − Pk(θ)]f (θ) dθ∫ ∞
t0

f (θ) dθ
,

which also is positive because the difference of the IRFs is positive for each θ in the in-
terval of integration. Thus, a subgrouping based on t0 masks the intersection. Obviously,
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the most effective subdivision would be obtained for t0 = θ∗, but other subdivisions in
the neighborhood of θ∗ would also produce opposite item mean orderings in subgroups.
Also, the θ continuum may be divided into a greater number of disjoint and exhaustive
intervals, using boundary values, t01, t02, . . . .

In practice, subdivisions are necessarily based on estimates of θ and thus cannot
make a “clean cut” as with t0 in the example. The following trade-off is relevant here.
If only two or a small number of subgroups are identified, the subgroup size is large
and the method has much power but often in the “wrong” neighborhood on the θ scale
(Figure 1); that is, far from θ∗ (see the example in Figure 1). If a large number of
subgroups is identified, in principle intersections are more easily spotted but may remain
unseen because of little power due to small subsample sizes. Let us now look at the
proposed methods.

Let A(−j,−k) denote a set of F items not including items j and k, with 1 � F �
J − 2; let A(−j,−k) be defined ad hoc; and let

(35)S(−j,−k) =
∑

h∈A(−j,−k)

Xh

be an unweighed sum score based on the items in A(−j,−k), with realization s. Sum
score S(−j,−k) is used to define intervals on the θ scale. Suppose A(−j,−k) = {Xh},
so that S(−j,−k) = Xh, with Xh = 0, 1. Thus, S(−j,−k) defines two subgroups with
densities of θ conditional on Xh, denoted f0(θ) (for Xh = 0) and f1(θ) (for Xh = 1),
which overlap partly, and have means that are ordered,

(36)E0(θ) � E1(θ)

(this ordering follows from the SOL property in Eq. (13) and its implication for ex-
pected values in Eq. (14), with Xh substituted for X+). Thus, Xh and other sum scores
may be used to define subgroups that correspond with intervals on θ in a stochastic or-
dering sense. Then inspection of pairs of discrete IRF estimates boils down to checking
whether

(37)P [Xj = 1|S(−j,−k) = s] � P [Xk = 1|S(−j,−k) = s], for all s,

and this is done for all 1
2J (J − 1) item pairs in the test. Three possibilities for S(−j,−k)

have been proposed:

• Restscore method. Let A(−j,−k) contain all J −2 items. Rosenbaum (1987) suggested
using S(−j,−k) = ∑

h�=j,k Xh, usually denoted restscore R(−j,−k) (Eq. (20)), with re-
alizations r = 0, . . . , J − 2. Success probabilities are estimated in each restscore
group, and the ordering must be the same across r , as in Eq. (37) but with r sub-
stituted for s. Note that for moderate to large test length J , restscore R(−j,−k) is a
relatively accurate estimate of θ and defines many intervals for evaluating IIO, but
that subgroup sizes may be small. More accuracy can be gained by joining small
adjacent subgroups.

• Item-splitting method. Define S(−j,−k) = Xh, with Xh = 0, 1, for h �= j, k, as before.
For item pair (j, k), Eq. (37) is evaluated once for Xh = 0 and once for Xh = 1.
Obviously, item-splitting uses a crude division of the θ scale, but compensates for that
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by doing this for each item h �= j, k. As item h is more difficult, the “fuzzy” boundary
between the two groups – due to error – shifts to the right so that the item-splitting
method uses several sub-groupings and is able to pick up most intersections of the
IRFs. This method is mathematically equivalent with Mokken’s (1971, pp. 132–133)
P(+,+)/P(−,−) matrices method.

• Restscore-splitting method. Sijtsma and Junker (1996) suggested using R(−j,−k) � r

and R(−j,−k) > r , with r = 0, . . . , J − 3, and evaluating Eq. (37) for each value of r

(which is substituted for s). This method combines the use of the more reliable sum
score, R(−j,−k), for subdivision with the greater group size produced by splitting on
the basis of item score Xh.

While each of these methods evaluates only item pairs and produces many results
for the researcher to combine, coefficient HT (Sijtsma and Meijer, 1992) provides an
overall impression of the degree in which J IRFs intersect. HT is formally identical
to coefficient H in Eq. (18), but reverses the roles of persons and items; thus, it is H

applied to the transposed data matrix XT = XJ×N ; hence coefficient HT. Its use in real
data analysis was explained by Sijtsma and Meijer (1992). Te Marvelde et al. (2005)
generalized HT to ordered, polytomous item scores. Other work on investigating IIO for
polytomous items is scarce, but research is in progress (e.g., Karabatsos and Sheu, 2004;
Van der Ark and Bergsma, 2004; also see Sijtsma and Hemker, 1998).

2.3. Ordered latent class approaches to NIRT

Let ζ denote a discrete version of a latent variable, with values w = 1, . . . ,W . LCA
models assume that a division of the group of respondents into a limited number of W

subgroups or classes, each characterized by an unobserved latent variable value, ζ = w,
produces LI,

(38)P(Xv = xv|ζ = w) =
J∏

j=1

P(Xj = xj |ζ = w).

Because the classes are not defined a priori, but estimated from the data, they are con-
sidered to be latent; hence, latent class analysis.

Using the property of conditional probabilities for independent events, A and B, that
P(A ∧ B) = P(B)P (A), and applying LI to P(A), we may write the LCA model as
(Goodman, 2002; Heinen, 1996, p. 44; McCutcheon, 2002),

(39)P(Xv = xv ∧ ζ = w) = P(ζ = w)

J∏
j=1

P(Xvj = xvj |ζ = w).

The probability that a randomly chosen respondent produces item-score vector X = x,
is

(40)P(X = x) =
W∑

w=1

P(ζ = w)

J∏
j=1

P(Xj = xj |ζ = w).
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This equation shows how LCA models the J -variate distribution of the item scores in
terms of latent class probabilities, P(ζ = w), and probabilities of having particular item
scores Xj = xj (j = 1, . . . , J ) given class membership, P(Xj = xj |ζ = w).

The class probabilities and the conditional probabilities can be estimated from the
data for several choices of the number of latent classes, W . In practical data analysis,
W often varies between 1 and 5. The parameter estimates for the best-fitting model
are used to estimate the discrete distribution of ζ , P(ζ = w), with w = 1, . . . ,W . This
distribution can be used together with the conditional probabilities, P(Xj = xj |ζ = w),
to assign people to latent classes. For respondent v, this is done using probabilities
P [ζ = w|Xv], for w = 1, . . . ,W , on the basis of which he/she is assigned to the class
that has the greatest subjective probability.

The likelihood of the unrestricted LCA model is

P(XN×J = xN×J |ζ = w)

(41)=
N∏

v=1

W∑
w=1

P(ζ = w)

J∏
j=1

P(Xvj = xvj |ζ = w).

This likelihood is unidentified; also, see Eq. (8) for continuous latent variable θ . Hoijtink
and Molenaar (1997) adapted work by Croon (1991) for binary-item, unidimensional,
order-restricted LCA models based on assumptions M and IIO to an LCA version of the
model of monotone homogeneity – only M, but no IIO – with a restricted number of
discrete latent variables, for example, ζ = (ζ1, ζ2). The resulting response probabilities,
Pj (ζ ) are order-restricted; that is,

Pj (ζ1 = 1, ζ2 = w2) � · · · � Pj (ζ1 = W1, ζ2 = w2),

(42)w2 = 1, . . . ,W2,

and

Pj (ζ1 = w1, ζ2 = 1) � · · · � Pj (ζ1 = w1, ζ2 = W2),

(43)w1 = 1, . . . ,W1.

These and other restrictions are used to estimate the model in a Bayesian framework,
using Gibbs sampling to simulate the sampling distribution of several test diagnostics
for properties based on monotonicity and conditional association, and to reproduce the
distribution of X+ as good as possible so as to determine the appropriate number of
latent classes. This work was generalized by Van Onna (2002) to polytomous items
and ordered ISRFs (Eq. (2)), for the LCA version of assumption M in the monotone
homogeneity model,

P(Xj � xj |ζa) � P(Xj � xj |ζb),

(44)whenever ζa < ζb; for xj = 1, . . . , m; for j = 1, . . . , J,

and two versions of the double monotonicity model (all three models were described in
more detail by Sijtsma and Hemker, 1998, for continuous θ ).

Vermunt (2001) used a logit formulation of three basic types of IRT models for
polytomous items, the cumulative probability model, the adjacent category model, and
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the continuation ratio model (also, see Hemker et al., 2001, and Mellenbergh, 1995;
Van der Ark et al., 2002 provide the hierarchical relationships between the nonpara-
metric versions of these models). For example, for the cumulative probability model,
also known as the monotone homogeneity model (Molenaar, 1997) or the nonparamet-
ric graded response model (Hemker et al., 1997) – here with discrete ISRF defined in
Eq. (44) – define the log odds as,

(45)log Ω
j
ζ,x = log

P(Xj � x − 1|ζ )

P (Xj � x|ζ )
.

For ζa and ζb the difference between the log odds is,

(46)log Ω
j
ζa,x − log Ω

j
ζb,x

� 0, whenever ζa < ζb,

which is readily checked to be identical to Eq. (44). Thus, Eq. (46) provides an alter-
native formulation of assumption M for the polytomous-item monotone homogeneity
model. Another restriction on the the log odds for items j and k, is that,

(47)log Ω
j
ζ,x − log Ωk

ζ,x � 0, μj � μk.

Eq. (47) restricts the ordering of the response probabilities, P(Xj � x|θ), across j to
be the same, except for possible ties, for each x; and for each ζ . For the cumulative
probability formulation, this restriction assures an IIO (Scheiblechner, 1995; Sijtsma
and Hemker, 1998). Models with inequality constraints are estimated using specialized
procedures based on ML. Extensions of the models include multidimensionality, local
dependence, and covariates.

3. Special topics in NIRT

3.1. Overview

NIRT researchers have contributed to several special topics in psychometrics. Examples
are skills assessment (DiBello et al., 1995; McDonnell Hartz, 2002; Junker and Sijtsma,
2001b), unfolding models (Johnson and Junker, 2003; Post, 1992), and a generaliza-
tion of the H coefficient (Eq. (18)) to a multilevel context (Snijders, 2001; also see
Reise et al., 2006). Reviews of NIRT have been provided by Sijtsma (1998), Junker
(2001) and Stout (2002). NIRT models have been used on numerous occasions for
constructing scales. Sijtsma and Molenaar (2002, pp. 149–150) list many examples
of abilities, traits and attitudes for which European psychologists, sociologists, po-
litical science researchers, and marketing researchers successfully constructed scales
by fitting specific NIRT models to the data. North American NIRT specialists have
concentrated more on modeling educational test data, for example, by means of re-
sponse curve fitting (Ramsay, 1991), dimensionality assessment (Bolt, 2001; Stout et
al., 1996), and differential item functioning (DIF) analysis (Shealy and Stout, 1993;
Stout, 2002), but Santor et al. (1994) and Santor and Ramsay (1998) used NIRT for per-
sonality assessment. Bouwmeester and Sijtsma (2004) employed NIRT measurement
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data analysis tools from both sides of the Atlantic for constructing a scale for the Pi-
agetian developmental concept of transitive reasoning.

Many new lines of research suggest themselves as soon as one starts to think about
these topics. For example, DIF could be combined with IIO in the study of unidirec-
tional DIF, as defined by Hessen (2003, pp. 22–23), following Shealy and Stout (1993).
Consider two meaningful subgroups from the group of interest, and denote one as ref-
erence (R) group and the other as focal (F) group. Exactly what it means to identify
such groups has been defined mathematically by Ellis and Van den Wollenberg (1993)
by means of their local homogeneity concept. Usually, the focal group is suspected to
be at a disadvantage when taking the test, often due to language deficiencies or cultural
differences when such differences are expected not to play a role in test performance
but in fact do. Absence of DIF is defined as

(48)P R
j (θ) = P F

j (θ), for all θ; and for j = 1, . . . , J.

This definition implies that an IRF that is not exactly the same in groups R and F reflects
some kind of DIF. Unidirectional DIF means that P R

j (θ) and P F
j (θ) do not intersect

although they may touch at one or more θs or intervals of θ ; that is, technically these
IRFs have an IIO. The methods discussed earlier may be used to investigate IIO for pairs
of IRFs (stemming from the same item) because samples from subgroups R and F do not
share observations and the IRFs can be treated as they were generated by two different
items. Then, after an IIO has been established a measure such as the area between the
IRFs can be used to express the amount of unidirectional DIF (also, see Raju, 1988);
that is, for

(49)P R
j (θ) � P F

j (θ), for all θ,

we determine

(50)AREA =
∫
θ

[
P R

j (θ) − P F
j (θ)

]
f (θ) dθ.

The IRFs can be estimated by means of binning or kernel smoothing, or another method
that yields smooth estimates, and AREA can be calculated using numerical integration.
The bulk of the work in nonparametric DIF analysis has been done by Stout (2002) and
his co-workers, and what we did here was tie DIF together with IIO in an attempt to
suggest future lines of research.

3.2. Person-fit analysis using the person response function

We finish this chapter by discussing a recent example from our own work in NIRT, in
particular person-fit analysis (PFA; e.g., Emons et al., 2005; Meijer, 2003). We believe
that this example nicely illustrates the potential of NIRT as a flexible and rich toolkit,
by introducing individual diagnosis using the person response function (PRF), using
kernel smoothing and jackknifing to obtain estimates of this PRF and corresponding
confidence bands, respectively, and testing for deviation from the expected decreasing
trend – performance deteriorates as items grow more difficult – by means of logistic
regression.
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PFA studies individuals’ vectors of J item scores, collected in Xv . Given the proba-
bilities of having item j correct given θv , and the monotonicity assumption of most IRT
models, item-score vectors are more unlikely the larger the number of item-score pairs
in which the relatively easy item was failed and the more difficult item was succeeded.
Aberrant item-score vectors may be due, for example, to a lack of concentration in
high-ability examinees when trying the easiest items and to answer copying to the most
difficult items from other examinees by low-ability examinees. Similar to DIF, PFA
attempts to uncover multidimensionality underlying test performance. This helps to di-
agnose test performance by taking advantage of the information available in the J item
scores.

Many statistics have been proposed that summarize for each item-score vector, Xv

(v = 1, . . . , N ), the degree in which an IRT model fits that vector or the degree in
which the vector agrees with the vectors produced by a group of people (see Meijer
and Sijtsma, 2001, for a review; and Karabatsos, 2003, for a comparison of 36 PFA
statistics by means of simulated data). A recent development is the comprehensive PFA
methodology proposed by Emons et al. (2005). It consists of three stages:

• Global person-fit test. Van der Flier’s (1982) global person-fit statistic ZU3 – one of
the most powerful person-fit statistics identified by Karabatsos (2003) – is used to
identify fitting and misfitting item-score vectors. ZU3 is a monotone function of the
likelihood of the data given an IRT model based on UD, LI, M, and IIO.

• Graphical person-response function analysis. The PRF (Sijtsma and Meijer, 2001)
provides detailed information about the misfitting item-score vectors that were
flagged by ZU3. For a respondent v, the PRF – which is the “mirror image” of the
IRF – gives the probability of a correct response (scored 1) as a function of item diffi-
culty. In this context, item difficulty is defined as the proportion-incorrect on item j ,

(51)βj = 1 −
∫
θ

Pj (θ) dG(θ).

For person-response variable, Sv , which replaces item score Xj , and a hypothetical
item domain on which the continuous item difficulty, β, is defined, which replaces
latent variable θ , the PRF is defined as

(52)Pv(β) ≡ P(Sv = 1|β).

This function is nonincreasing when the J IRFs do not intersect (Sijtsma and Meijer,
2001). Eq. (52) is estimated from J item scores by means of kernel smoothing. This
is done by rank ordering the items according to increasing β̂ = N−1 ∑N

v=1(1−Xvj );
and letting each item be focal point once, denoted β0. The estimate of P(Sv = 1|β0)

is obtained by taking a weighted average of the scores, Xvj , of person v for the focal
item and the neighboring items. Weights are defined by the kernel function, ω(βj ),
which may be based on the Gaussian or some truncated function, such that,

(53)P̂v(β0) =
J∑

j=1

ω(βj )xvj .
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Fig. 2. Estimated person response function and 90% confidence bands, based on intelligence data (from:
Emons et al., 2005; Figure 9F).

More details are provided by Emons et al. (2004). Suppose that a misfitting item-
score vector that was flagged by ZU3 has an estimated U-shaped PRF; see Figure 2
for a real-data example based on intelligence test data (Emons et al., 2005). In this
example, the local increase occurs at relatively difficult items (β̂ � 0.63, approxi-
mately), which suggest that the difficult items were easier for this person than the
items of moderate difficulty. Confidence bands – here, 90% bands – for this func-
tion may be obtained by means of a jackknife procedure (see Emons et al., 2004, for
details). It can be seen that for approximately β̂ = 0.75 and higher the estimated
PRF exceeds the upper confidence band for the lowest value of the PRF (at approx-
imately β̂ = 0.63). Thus, success probabilities for values β̂ > 0.75 are significantly
larger than the minimum success probability at β̂ = 0.63, which is approximately
Pv(β̂) = 0.5. We conclude that Figure 2 gives evidence of person-misfit.

• Local PRF analysis. Sijtsma and Meijer (2001) and Emons (2003) discuss conser-
vative local statistical tests for evaluating increases in the PRF that take only the
part of the PRF into account where the increase occurs. Alternatively, Emons et al.
(2004) use logistic regression to model the U-shape (e.g., Figure 2) and other shapes
suggested by the estimated PRF. Denote the PRF for respondent w by Pw(β), and
assume that the items have been ordered from easy to difficult and numbered accord-
ingly. Then, for a U-shaped PRF the logistic regression model is fitted to the item
rank numbers; that is

(54)ln

(
Pw(β)

1 − Pw(β)

)
= γ0 + γ1j + γ2j

2.

This quadratic model may be fitted against a linear model (γ2 = 0; in addition γ1 = 0
may be assumed). Emons et al. (2004) discuss the interpretation of results and also
other logistic models that accommodate differently shaped PRFs.

The combination of global testing, graphical inspection of the PRF for misfitting-
item-score vectors, and local testing of increases found in the PRF and fitting logis-
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tic regression models together help to better diagnose the misfit indicated by ZU3.
Auxiliary information from earlier testing, personality characteristics, personal history
and social-economic background may further enhance the interpretation of test perfor-
mance.
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Automatic Item Generation and Cognitive Psychology

Susan Embretson and Xiangdong Yang

1. Introduction

In automatic item generation, optimally informative items for an examinee are devel-
oped during the course of testing. That is, prior to the test, the items do not exist.
Instead, the items are generated on the fly. Since the generated items are new, they
have not been subjected to empirical tryout. Consequently, no calibrated parameters are
available. Instead, item parameters are predicted from a psychometric model based on
the relationship of item stimulus features or family membership to item parameters.
Automatic item generation may seem futuristic, but in fact several projects have al-
ready demonstrated feasibility (Bejar, 1996; Bejar et al., 2003; Embretson, 1999, 2002a,
2002b; Deane et al., 2005).

Automatic item generation has been an interesting possibility, in part, for its potential
to solve some pressing practical problems in test development. That is, large numbers
of new items are continually needed for many testing programs. For high-stakes test-
ing, such as tests for selection, placement and certification, continual supplies of new
items are needed to counter threats to test validity. Item familiarity may change what
is measured by the test. Problems with item overexposure or security are commonplace
in high-stakes testing. For computerized adaptive testing (CAT), which has become the
state of the art in psychological and educational measurement, especially large item
banks are often required. For example, for many tests, examinees must be measured
with comparable levels of precision over a broad range of ability. Sufficient represen-
tation of items at the various trait levels is required, which consequently leads to large
item banks.

Automatic item generation requires both appropriate psychometric models and sub-
stantive research to replace calibrated item parameters with predictions. Appropriate
psychometric models are available as generalized item response theory (IRT) models.
Some models permit item parameters to be predicted from scored features or from class
memberships of individual items.

The substantive research foundation for automatic item generation rests heavily on
cognitive psychology. Irvine and Kyllonen’s (2002) edited volume from an interna-
tional conference includes item generation research for items involving both simple and
complex cognitive processes. Two methods are currently available for automatic item
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generation; the item model approach and the item structure approach. The nature and
strength of impact of cognitive theory depends on which approach is used.

It should be noted that cognitive psychology has influenced many aspects of abil-
ity and achievement testing in addition to automatic item generation. That is, cognitive
psychology has been a basis for defining new measurement constructs (e.g., Kyllonen
and Christal, 1990; Das and Naglieri, 1997), providing a basis for diagnostic assess-
ment (e.g., Sheehan, 1997; Tatsuoka, 1985) and providing a basis for automated scoring
(e.g., Bennett and Bejar, 1998). Embretson and Gorin (2001) present a more detailed
elaboration of these other areas of impact.

The focus of this chapter is item generation and the role of IRT models that permit
cognitive variables to predict item parameters. The chapter is organized into several sec-
tions. Section 2 presents an overview of the methods of item generation and the research
requirements for application. Section 3 presents some appropriate psychometric models
that are based on item response theory (IRT). Section 4 presents some estimation pro-
cedures for the psychometric models. Section 5 presents an example of automatic item
generation to spatial ability. Finally, Section 6 presents a summary.

2. Item development and automatic item generation

In this section, three methods of item development are described: traditional, item
models and cognitive design systems. Then, the foundations required for successful
automatic item generation are reviewed.

Methods of item development

Traditional item development
For most tests, items are carefully handcrafted by human item writers. The process can
be more appropriately described as an art, rather than as a science. Item specifications
guide the construction of items; however, the specifications do not rigorously prescribe
item content. That is, a wide variety of items may fit into the same general content con-
siderations (e.g., Topic Area) or vaguely described processing levels (e.g., Abstract vs.
Concrete). Once the items are produced, reviews by committees are undertaken to assure
the justifiability of the keyed answer and to examine item content for various equity is-
sues. Then, items are subjected to empirical tryout to determine item quality. Items that
are construct-relevant have certain expected patterns of correlations with other items or
subtests. Items that do not meet the expected pattern are eliminated. High levels of item
attrition are fairly typical. Then, of course, item parameters are estimated using an ap-
propriate psychometric model, given that sufficient data are available. Finally, the items
can be entered into the item bank.

Although traditional item development procedures have yielded the majority of avail-
able tests, unfortunately these procedures have been unable to keep pace with the huge
demand for new items. Adding new items to the item bank typically entails considerable
time, often one or more years, and considerable expense.
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Table 1
An example of the item model approach

Mary flew on an airplane 5,000 miles at 500 miles per hour. How many hours did she travel?
a. 2
b. 5
c. 10
d. 100
Substitutions

5,000 = [500, 1,000, 1,500, etc.]
500 = [10, 50, 100, 200, 300, etc.]
airplane = [sailboat, car, sled, skateboard, motorcycle, space ship, etc.]
miles = [kilometers, lengths, feet, etc.]
flew = [rode, sailed, etc.]

Mary [Agnes, Indio, Jamal, Robin, etc.]

Item models
In the item model approach (e.g., Bejar et al., 2003), an existing item with adequate
psychometric qualities serves as a model for new items. That is, one or more features be-
come variables by permitting substitutions. The features that are substituted are viewed
as irrelevant to the problem-solving process. Thus, a family of new items is created.
Ability can then be estimated from the new items, without empirical item tryout, if the
properties of the item model are inheritable to each new item, as hypothesized.

Singley and Bennet (2002) describe the Math Test Creation Assistant which allows
various combinations of substitutions for mathematical problem-solving items. Table 1
presents a hypothetical item model for problem solving. The terms with the bold under-
lines, 500 and 5,000, may be substituted for other combinations of numerical values and
the alternatives adjusted accordingly. Although many new items could be generated, the
stem would vary little. Further substitutions could involve the character, the mode of
transportation and the type of rate. However, notice that with some substitutions, such
as the mode of transportation, other features of the problem must change as well. For
example, if “boat” is substituted for “airplane” than the verb must change from “flew”
to “sailed”. Also, the rate probably should change, to be realistic.

Cognitive psychology is involved in two ways in the item model approach. First,
the range of permissible substitutions in the construct-relevant variables (e.g., the num-
bers) must be constrained so as to not change processing substantially. For example,
introducing combinations of rate and distance that involve more laborious calculations
would increase difficulty quantitatively. Research on processing involved in arithmetic
operations is relevant to the specified range. Second, psycholinguistic networks and in-
heritances are needed to determine what combinations of substitutions make sense, such
as the mode of transportation and the appropriate verb for traveling. Recently, Deane et
al. (2005) have made progress with a natural language item generator for quantitative
reasoning items based on psycholinguistic principles to enter appropriate constraints.

Cognitive design system approach
In the cognitive design system approach (Embretson, 1998), item structures are based
directly on an information-processing theory of the item type. A cognitive theory speci-
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Fig. 1. A spatial ability item.

fies processes in item solution, the impact of processes on performance and the impact of
stimulus features on processes. Thus, the item stimulus properties are related to process-
ing difficulties, which in turn, are related to item difficulty and other item psychometric
properties. Although the primary psychometric property is item difficulty, item discrim-
ination may be influenced by the processes as well. For example, peripheral processes
that are not central to item difficulty may lower item discrimination.

An item structure is defined as a unique combination of the processing-related fea-
tures. Consider the spatial ability item shown in Figure 1. The task for the examinee is to
determine which of four constructed figures can be obtained by rearranging and rotating
the pieces in the stem. According to an empirically-supported theory (Embretson, 2000;
Embretson and Gorin, 2001), processing involves encoding, falsifying perceptually in-
appropriate alternatives and confirming the key. In turn, stimulus features such as the
number of pieces in the stem, the number of alternatives with perceptually inappropri-
ate pieces, rotation and displacement of the pieces, and so forth determine the difficulty
of the processes. Other features, such as the overall shape of the construct object (i.e.,
circle), are hypothesized to have little or no impact on processing. Thus, an item struc-
ture is defined by combinations of the processing-relevant variables. Given a range of
outer shapes, centerpoint and radiant positions and so forth, infinitely many items can
be constructed for the same structure.

Steps to automatic item generation

The item model approach requires existing items with established validity, while the
cognitive design system approach may be applied either to new measures or existing
measures. For existing measures, adequate validity is already established while for new
measures, an extra stage to establish validity is required. However, for new measures,
algorithmic item generation can occur earlier in the process. In algorithmic item gen-
eration, a human item writer generates items to a rigorous set of specifications (see
Embretson, 1998 for a more detailed treatment in the context of the cognitive design
system approach). Automatic item generation goes a step further; a computer program
writes the items according to specifications.

Understanding sources of item variation
In the initial stages of research, the goal is to develop an understanding of sources of
item variation. For the item model approach, the impact of stimulus variations on psy-
chometric properties must be studied. Significant sources of variation between similar
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items must be controlled. For the cognitive design system approach, a plausible cogni-
tive processing model for the existing ability test items must be developed. The goal is
to understand sources of item variation in the item bank as a whole. For either approach,
studies typically begin with a literature review to examine sources of differences in item
difficulty. For the cognitive design system approach, a cognitive model of the underlying
processing components and the stimuli that determine their difficulty is sought. How-
ever, cognitive tasks that are studied in the laboratory typically differ from items that
appear on tests; laboratory tasks are often quite easy and presented in a simple verifi-
cation format rather than a multiple choice format. Thus, a more complex model may
need to be postulated to adequately represent processing for solving ability test items.

The next step is to empirically support the variables identified as impacting item
variation. For the item model approach, item variations in the identified variables can
be correlated with psychometric properties to determine impact. For the cognitive de-
sign system approach, data on two primary dependent variables on the ability test items
must be obtained: item difficulty and item response time. Although item difficulty is the
primary interest, response time modeling is needed also to support a processing model.
The dependent variables are mathematically modeled from item stimulus features that
are postulated to impact processing. The cognitive design system approach may involve
several related studies for several reasons. First, item stimulus features on existing tests
are usually incidentally correlated due to existing item development practices. This pro-
duces multicollinearity among the independent variables, which leads to complexity
in assessing the relative importance of a variable. Thus, additional studies are needed
to unconfound the correlated features. Second, since any one method of developing a
theory has limitations, converging operations for supporting the model are needed. For
example, eyetracker studies and simulation studies also provide information about the
plausibility of the processing model.

Algorithmic item generation and revised cognitive model
The next stage directly concerns test design. For the item model approach, the issue is to
determine if variations from the model lead to item differences in psychometric prop-
erties. Substitutions to the item model are created and submitted to empirical tryout.
The greatest success is obtained when the item variations lead to no significant changes
in item psychometric properties. For the cognitive design system approach, the issue
is to determine if manipulated stimulus features impact processing difficulty and item
performance. The item features that are manipulated are based on the cognitive model
variables from the preceding stage. Previously correlated features are manipulated in-
dependently by crossing the various levels of the stimulus features. For example, in the
spatial ability item in Figure 1, the rotation of the pieces in the key (binary) can be
crossed with the number of perceptually-falsifiable distractors.

The newly constructed items are then studied empirically to determine the impact
of the stimulus design features on item performance. Although new items can be cali-
brated in a tryout, the main focus is on impact of the manipulations. For the item model
approach, items that are derived from the same item model should have highly similar
empirical properties. For the cognitive model approach, the design features should be
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sufficiently predictive of item difficulty and other psychometric indicators, as well as
response time.

Item generation by algorithms
As noted above, a computer program must be developed for item generation. Con-
siderable effort may be required to develop an item generator program and an item
administration program linked to the generator, as described below. However, even more
crucial are the substantive features to be embedded in the item generator. For the item
model approach, the features that can be substituted must be identified and a list of
permissible substitutions must be developed. Further, constraints among permissible
substitutions must be specified, as illustrated above in the problem-solving example.
For the cognitive design system approach, item structures must be defined and sampled
stimulus content must be specified. An item structure is defined by a unique combina-
tion of the values for all variables in the cognitive model. Thus, items from the same
structure carry the same sources and levels of cognitive complexity, and consequently
the same predicted psychometric properties. Content features not included in the cogni-
tive model may be varied. For example, shape of the assembled object, position of the
centerpoint and section for the attachment of the radiant may be varied for the spatial
ability items.

Empirical tryout of item generation
The final stage involves actual tryout of generated items. Online testing is essen-
tial because continuous data are needed to evaluate the quality of the design princi-
ples, as new combinations of features emerge. New psychometric issues arise with
adaptive item generation, as well. First, new diagnostic measures are needed to eval-
uate the design features, and their various combinations, for yielding items of pre-
dicted psychometric quality. Since the design features probably will be contained in
IRT models, as noted above, perhaps current indices for item fit can be extended
to assess the design features. For the item model approach, hierarchical IRT models
provide estimates of variability among the item isomorphs. High quality items have
been automatically generated from the item models and pretested in large-scale as-
sessments (Sinharay and Johnson, 2005). Second, further research is needed on how
uncertainty in the item parameters (i.e., because they are predicted from design fea-
tures) impacts ability estimates. Several studies (Bejar et al., 2003; Embretson, 1999;
Mislevy et al., 1993) have found that measurement error increases modestly when item
parameters are predicted rather than calibrated. These studies further suggest that the
impact of item uncertainty can be readily countered by administering a few more items.
However, in the context of online testing, it may be possible to monitor individual ex-
aminees for the impact of item uncertainty. Research on indices to diagnose online
problems is also needed.

Computer programs for adaptive item generation
Adaptive item generation requires two types of computer programs: (1) an item gen-
erator program that actually creates the items and (2) an adaptive testing program that
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can be interfaced with the generator. For the item model approach, the generator pro-
gram produces item variants from the item model with lists of substitutions. For the
cognitive design system approach, the item generator program produces items to tar-
get levels and sources of cognitive complexity in the cognitive design system approach.
Item structures, which are blueprints for the items, are essential for item production.
The structures carry the specific sources of cognitive complexity and predicted item
difficulty.

The adaptive testing administration program must then be interfaced with the item
generator. For the item model approach, a fully compatible integration of a generator
and a test administration program has been accomplished (see Bejar et al., 2003). For
the cognitive design system approach, although both the test administration program
and a generator for several item types have been developed, they have not yet been
interfaced (Embretson, 2000).

3. Item response models for automatic item generation

Special psychometric models are now available to model items that are generated
from the automatic item generation approach. In the cognitive design system approach,
since item stimulus features are incorporated in item generation to affect the cogni-
tive processes, strategies, and knowledge structures, the psychometric model to be used
must be capable of incorporating such cognitive variables in the model. Many item re-
sponse theory (IRT) models have been developed for this purpose (Adams et al., 1997;
Embretson, 1984, 1985, 1999; Fischer, 1973; Maris, 1995). In general, cognitive IRT
models provide at least two important contributions to automatic item generation: (1) the
goodness of fit of the resulting model can be used to evaluate the cognitive theory under-
lying the item generation (Embretson, 1998), and (2) parameters for the set of cognitive
variables provide an approach to quantify the sources of item difficulty on which sub-
sequent item banking can be relied.

In this section, we present three cognitive IRT models that are relevant to automatic
item generation. Two models are especially useful for the cognitive design system ap-
proach while the last model is especially useful for the item model approach. More
extended treatments of cognitive IRT models are available in textbooks such as De
Boeck and Wilson (2004).

Linear logistic test model

The linear logistic test model (LLTM; Fischer, 1973) is an extension to the unidimen-
sional Rasch (1960) model to incorporate item stimulus features into the prediction of
item success. Let Xij be the response to item j, j = 1, 2, . . . , J , by the examinee
i, i = 1, 2, . . . , N , with Xij = 1 for a correct response and 0 otherwise, the Rasch
model is given as

(1)P(Xij = 1|θi, bj ) = exp(θi − bj )

1 + exp(θi − bj )
,
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where bj is the difficulty of item j and θi is the latent ability of examinee i. In Eq. (1),
bj is an item-specific parameter and doesn’t connect to cognitive variables involved
in the item. To incorporate item stimulus features into the model, the LLTM decom-
posed the item difficulty parameter bj into a linear combination of K “basic” parameters
(K � J ). The LLTM is given as

(2)P(Xij = 1|θi, qj , η) = exp
(
θi − ∑K

k=1 qjkηk

)
1 + exp

(
θi − ∑K

k=1 qjkηk

) ,

where qj is the row vector of prespecified weights of the K variables involved in item j ,
qj = {qj1, qj2, . . . , qjK }, η is the vector of the basic parameters of the K variables
or the “effects” of the K variables on the psychological complexity of item j , η′ =
{η1, η2, . . . , ηK }, where η′ is the transpose of vector η. It is assumed that qj1 is set to
be 1 so that η1 is an intercept.

In cognitive tasks, the K variables are interpreted as K different cognitive operations
or processes in an item, qjk can be referred to as the number of times the kth operation
is required to solve the item. ηk can be referred to as the difficulty of the kth cognitive
operation or process. The tabular arrangement between the set of items (usually in rows)
and the set of cognitive components (usually in columns) is called the Q matrix, in
which qjk specifies the value of item j taking on the kth cognitive variable. Q is a
(J,K) matrix with rank K .

In general, bj will not equal
∑K

k=1 qjkηk as the prediction will not be perfect in
practice. Since bj is item-specific and K � J , the LLTM is in fact a special case of
the Rasch model. The Rasch model is the saturated model of the former. As such, one
way to assess the fit of the LLTM to response data from automatic generated items is to
compare its fit to that of the Rasch model via standard likelihood-ratio test. The degree
of freedom of such test is the difference of the number of parameters between the two
models.

The LLTM also allows interactions between the K variables. A new variable can be
created as the product of the two variables that interact and added to the Q matrix.

2PL-constrained model

Research has shown that, not only item difficulties, but also item discriminations, can
be predictable from the item design features (Embretson, 1999). Although LLTM es-
timates the impact of item design features on item difficulty, it does not allow varying
item discriminations across items since it belongs to the Rasch model family. To resolve
this problem, Embretson (1999) proposed an IRT model that is a generalization of the
two parameter logistic (2PL) model. This model, referred to as 2PL-constrained model,
is capable of incorporating item design features for both item difficulties and discrimi-
nations. Let aj be the item discrimination parameter for item j , the 2PL model is given
as

(3)P(Xij = 1|θi, aj , bj ) = exp[aj (θi − bj )]
1 + exp[aj (θi − bj )] .
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Similar to LLTM, a linear constraint is imposed on aj and the resulting 2PL-constrained
model can then be written as

(4)P(Xij = 1|θi, qj , η, τ ) = exp
[∑K

k=1 qjkτk(θi − ∑K
k=1 qjkηk)

]
1 + exp

[∑K
k=1 qjkτk(θi − ∑K

k=1 qjkηk)
] ,

where τ is the vector of the basic parameters of the K variables on the discrimination
of item j , τ ′ = {τ1, τ2, . . . , τK }. Similarly, τk can be interpreted as the “effect” of the
kth variable on the discrimination power of the item j . As for LLTM, it is assumed that
qj1 is set to be 1 so that τ1 and η1 are intercepts.

The 2PL-constrained model is a special case of the 2PL model with the latter as the
saturated model of the former. Again, likelihood ratio test can be conducted to assess the
relative fit of the 2PL-constrained model to the 2PL model. In fact, the 2PL-constrained
model is also a generalization of the LLTM. As such, sequential model comparisons can
be conducted in practice to facilitate model selection.

Hierarchical IRT model for item structure

In automatic item generation, items are generated from a set of developed item struc-
tures, each of which is a specified combination of the item stimulus features. Since
item stimulus features are mapped onto the cognitive variables underlying the item so-
lution and calibrated through psychometric models as mentioned above, item properties
(both cognitive and psychometric) have been specified in each item structure. Other
approaches to item generation, such as generating families of item isomorphs from a
set of “item templates”, share the similar rationale although the linkage between item
isomorphs and the templates is established at a relatively shallower level. Empirical
studies have been conducted to address the important question of whether items that
are generated from the same item template or structure have comparable psychomet-
ric characteristics (Embretson, 1998; Enright et al., 2002). While items within structure
show similar psychometric characteristics in general, the variability among those items
is still noticeable to some degrees.

Glas and van der Linden (2003) proposed a two-level IRT model to incorporate the
variability of within-structure item parameters by assuming that the within-structure
items are randomly sampled from the structure. Let jp, j = 1, 2, . . . , Jp, p =
1, 2, . . . , P , be the j th item within the pth item structure, the first-level model is the
common three parameter logistic (3PL) model, which is given as

(5)P(Xijp = 1|θi, ajp , bjp , cjp ) = cjp + (1 − cjp )
exp[ajp (θi − bjp )]

1 + exp[ajp (θi − bjp )] ,

where Xijp be the response to the j th item within the pth item structure by examinee i

and ajp , bjp , cjp are the corresponding item discrimination, difficulty and guessing pa-
rameters for the item, respectively. Let ξ jp

= {log ajp , bjp , logit cjp } be the transformed
item parameter vector for the item jp, the second-level model assumes that ξ jp

has a
multivariate normal distribution

(6)ξ jp
∼ N(μp,Σp),
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where μp is the vectors that contain the mean values of the item parameters in the pth
item structure and Σp is the corresponding covariance matrix. The transformations of
the item discrimination and guessing parameters were proposed such that the assump-
tion of multivariate normality can hold.

Although it is not obvious, the two-level IRT model is in fact a generalization of the
2PL-constrained model. Since each item structure represents a particular combination
of the item stimulus features, a particular item structure p, p = 1, 2, . . . , P , can then be
symbolically represented by a row vector dp = {dp1, dp2, . . . , dpK}, where dpk spec-
ifies the value of item structure p taking on the kth cognitive variable. The collection
of dp, p = 1, 2, . . . , P , can be represented as DP×K . Let SJ×P be the matrix whose
element sjp specifies whether item j belongs to the item structure p or not, with sjp = 1
for a positive response and 0 otherwise. Further, let ΛK×M be the matrix whose element
λkm is the basic parameter of the kth cognitive variable on the mth item parameter. In a
3PL model, M = 3, and, without loss of generality, let the 1st, 2nd and 3rd parameter
be item discrimination, difficulty and guessing parameter, respectively. Then, it is easy
to show that

(7)QJ×K = SJ×P DP×K,

where QJ×K is the Q matrix specified in both LLTM and the 2PL-constrained model
and

(8)ξ jp
= Λ′

K×Md′
p + εjp ,

where εjp ∼ N(0p,Σp). Several IRT models can be derived by imposing different con-
straints in the two-level IRT model as above. For example, by constraining the guessing
parameter to be 0 for each item, a random-effect 2PL-constrained model can be ob-
tained. If further item discrimination parameter is constrained to be 1 for each item,
a random-effect LLTM is obtained. In both cases, within-structure variability can be
modeled as structure-specific, as shown in Eq. (8), or as common across structures.
Therefore, the two-level IRT model generalizes the 2PL-constrained model in two as-
pects. First, the two-level IRT model assumes that, not only item discrimination and
difficulty parameters, but also the guessing parameter, can be predicted from the set
of item design features. Second, the two-level IRT model recognizes that the predic-
tion from the set of the design features is not perfect, even if they explain most of the
variation in the item parameters, and incorporates an item-specific random error term
to improve the model fit. This formulation highlights a random sampling interpretation
of the items with the same item structure, which is consistent with the rationale of the
automatic item generation approach.

4. Calibration of the cognitive IRT models

Calibration of the parameters in the cognitive IRT models plays an essential role in their
applications. Commonly used methods include the joint maximum likelihood estima-
tion (JMLE; Birnbaum, 1968), the conditional maximum likelihood estimation (CMLE;
Anderson, 1970, 1972) and the marginal maximum likelihood estimation (MMLE;
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Bock and Lieberman, 1970). In JMLE, both the items and ability parameters in the mod-
els are simultaneously estimated. However, parameter estimates from JMLE may suffer
the issue of inconsistency since the number of parameters to be estimated increases as
the number of observations (examinees and/or items) increases. This is the problem
that were discussed by Neyman and Scott (1948) using the term structural parameters
and incidental parameters. In the present context, the item parameters are structural
parameters and the examinees’ abilities are the incidental parameters. Alternatively, in
CMLE, the minimal sufficient statistics of the incidental parameters are substituted for
the incidental parameters themselves to resolve this problem. However, in IRT models,
sufficient statistics for the examinees’ abilities are available only for Rasch model and
its extensions such as the LLTM. Therefore, alternative methods have to be developed
for other IRT models.

The MMLE provides a general approach to estimate the structural parameters by in-
tegrating over the incidental parameter distributions. Since it is applicable to any type
of IRT models, this section presents calibration of the aforementioned IRT models us-
ing MMLE. Prior to De Boeck and Wilson (2004) developments, MMLE was available
only in specialized IRT programs for each cognitive model. Mostly, these programs
were not generally available and those that were available did not include the whole
family of cognitive models. Recently, De Boeck and Wilson (2004) linked the family of
explanatory item response models to generalized linear and nonlinear models, which
thus permitted readily accessible estimation methods from widely available statisti-
cal software (e.g., SAS). Empirical estimation procedures, such as MCMC simulation
(Spiegelhalter et al., 2003) can be applied to most cognitive IRT models. However, they
are not widely available and are rather slow to converge. In this section we review the
methods that can be applied to generalized linear and nonlinear models.

Let xi be the response pattern of examinee i to the set of J items, xi =
{Xi1, Xi2, . . . , XiJ }, i = 1, 2, . . . , N , the conditional probability of observing xi can
the generally denoted as P(xi |θi; Q,Λ, E), where θi , Q, and Λ are defined as before.
E is a stacked vector of the random error εmjp which is associated with the mth para-
meter of the j th item with item structure p. E has MJ rows with M being the number
of columns in Λ.

Specifically, for LLTM, M = 1,Λ = [η], and E is a zero vector. On the usual local
independence assumption,

P(xi |θi; Q,Λ, E)

(9)=
J∏

j=1

P(Xij = 1|θi, qj , η)xij
(
1 − P(Xij = 1|θi, qj , η)

)1−xij ,

where P(Xij = 1|θi, qj , η) is given by Eq. (2). Similarly, for the 2PL-constrained
model, M = 2, Λ = [τ , η], and E is a zero vector as well. P(Xij = 1|θi, qj , η) in
Eq. (9) is replaced by P(Xij = 1|θi, qj , η, τ ), which is given by Eq. (4).

For the two-level hierarchical IRT model, M = 3, Λ is defined as before, and,
for all items j belonging to the item structure p, εjp ∼ N(0p,Σp). Then, P(Xij =
1|θi, qj , η) in Eq. (9) is replaced by P(Xijp = 1|θi, qjp ,Λ, εjp ), which is given by
combining Eqs. (5) and (8).
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Under the two-level hierarchical IRT model, the marginal probability of observing
response pattern xi is given by

(10)P(xi |Q,Λ,Σ) =
∫

· · ·
∫

P(xi |θi; Q,Λ,Σ, E)P (θi)P (E|Σ) dθi dE,

where Σ is a block diagonal matrix with order MP . Each block of Σ is Σp. To resolve
the indeterminacy of the scales in the item and ability parameters, the scale for θi is con-
ventionally set as N(0, 1), although other distributions or scales are possible. In MMLE,
θi is viewed as the latent ability of a random examinee sampled from a population, the
subscript i is then dropped in subsequent expressions.

From Eq. (10), the marginal likelihood function for the sample is given as

(11)L =
N∏

i=1

P(xi |Q,Λ,Σ).

For an item parameter ut , the t th element of the stacking vector of the parameters in Λ

and Σ , the marginal log-likelihood equation can be written as

∂ log L

∂ut

= 0 =
N∑

i=1

∂

∂ut

[
log P(xi |Q,Λ,Σ)

]

=
N∑

i=1

[
P(xi |Q,Λ,Σ)

]−1 ∂

∂ut

(12)×
[∫

· · ·
∫

P(xi |θ; Q,Λ,Σ, E)P (θ)P (E|Σ) dθ dE
]
.

For LLTM and the 2PL-constrained model, Eq. (12) can be simplified as

(13)
∂ log L

∂ut

=
N∑

i=1

[
P(xi |Q,Λ)

]−1 ∂

∂ut

∫
P(xi |θ; Q,Λ)P (θ) dθ = 0.

In implementation, the set of unknown parameters in Λ and/or Σ is estimated by solving
Eqs. (12) and (13).

Two important issues have to be resolved in order to solve Eqs. (12) and (13). First,
the integrals appeared in both equations do not have closed-form solutions and approx-
imation methods may have to be applied. Second, both equations can not be solved
analytically even after the approximation to the integration has been resolved and nu-
merical optimization techniques are required to estimate the parameters.

Many approaches to approximate the marginal log-likelihood have been proposed
(Pinheiro and Bates, 1995). One common approach is the Gauss–Hermite quadrature
approximation (Abramowitz and Stegun, 1964). In this approach, the integral involved
in the marginal loglikelihood equation is approximated numerically by a weighted aver-
age of the integrand evaluated at a set of predetermined quadrature points (nodes). For
example, the Gaussian quadrature approximation to the term that involves integral in
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Eq. (13) is given as

(14)
R∑

r=1

P(xi |Xr ; Q,Λ)W(Xr),

where Xr is the rth quadrature point (node) and W(Xr) is the corresponding weight. For
Eq. (12) in which multiple integrals are involved, a Cartesian product rule can be used to
approximate the marginal loglikelihood through multidimensional Gaussian quadrature
points (Naylor and Smith, 1982). Adequate approximation can usually be obtained with
an adequate number of quadrature points with appropriate centering and scaling.

To illustrate the approaches of centering and scaling of quadrature points, Eq. (13) is
manipulated by applying the following relation

(15)
∂

∂ut

P (xi |θ; Q,Λ) = P(xi |θ; Q,Λ)
∂

∂ut

[
log P(xi |θ; Q,Λ)

]
,

which leads to

∂ log L

∂ut

=
N∑

i=1

∫
∂

∂ut

[
log P(xi |θ; Q,Λ)

][P(xi |θ; Q,Λ)P (θ)

P (xi |Q,Λ)

]
dθ

(16)=
N∑

i=1

∫
∂

∂ut

[
log P(xi |θ; Q,Λ)

]
P(θ |xi , Q,Λ) dθ,

where P(θ |xi , Q,Λ) is the posterior distribution of the latent ability in the model,
conditional on the response data, the design matrix and the current estimates of the
parameters. One way to centering and scaling the quadrature points is based on the first
two moments of this posterior distribution of θ . In this case, only the first and second
moments of the posterior distribution need to be estimated and the centering and scaling
of the quadrature points is identical to each examinee. An alternative approach, called
adaptive Gaussian quadrature by Pinheiro and Bates (1995), is to center and scale the set
of quadrature points individually. In this approach, the empirical Bayes estimate of θi ,
denoted as θ̂i , and its associated asymptotic variance are estimated for examinee i and
the set of quadrature points is recentered at θ̂i and rescaled by the estimated variance
of θ̂i .

An alternative to approximate the marginal loglikelihood function is to approx-
imate the integrand, instead of the integral, such that the integration of the result-
ing expression from the approximation to the integrand has a closed form. One ap-
proach is the Laplace’s method for integral (Tierney and Kadane, 1986). In this ap-
proach, the integrand of the marginal likelihood function is reformulated in an expo-
nential form and is approximated by a second-order Taylor series expansion to the
integrand around the current estimate of the unknown parameter that maximizes the
log-likelihood function. The resulting expression is proportional to a normal distrib-
ution whose integral can be solved explicitly. Pinheiro and Bates (1995) showed that
the Laplace’s method of approximation is a special case of the adaptive Gaussian
quadrature approximation, where only one node is used. Another related approach is
to use first-order Taylor series expansion to linearize the nonlinear function in the
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IRT model and then apply the estimation routine developed for linear mixed models
to estimate the unknown parameters in the model. In this approach, two closely re-
lated approximate methods are called penalized quasi-likelihood (PQL) method and
marginal quasi-likelihood (MQL) method, respectively (Breslow and Clayton, 1993;
Wolfinger and O’Connell, 1993). In PQL, approximation to the nonlinear function is
made using first-order Taylor expansion around the current estimates for both the ran-
dom and fixed parameters whereas, in MQL, the approximation is around the estimates
for fixed parameters and 0 for random effects.

Once the issue of integration involved in the marginal log-likelihood equation has
been resolved, both Eqs. (12) and (13) can be solved numerically through standard opti-
mization algorithms. Commonly used algorithms for IRT models include the Newton–
Raphson algorithm and the Expectation–Maximization (EM) algorithm (Dempster et
al., 1977). Let ûs+1 be the estimated values of the item parameters u at the (s + 1)th
iteration, where u is the stacking vector of the parameters in Λ and Σ , the Newton–
Raphson algorithm proceeds as the following

(17)ûs+1 = ûs −
[
∂2 log L

∂u∂u′

]−1[
∂ log L

∂u

]
u=ûs

until the differences between parameter estimates in successive iterations are smaller
than some prespecified criterion for convergence. For most IRT models, however, the
Newton–Raphson algorithm is not computationally efficient since it involves the in-
verse of the Hessian matrix with the order of MJ , evaluated at the estimates of
the current iteration (Bock and Lieberman, 1970). To resolve this problem, Bock
and Aitkin (1981) adapted the EM algorithm to estimate the IRT model parame-
ters. In the EM algorithm, the set of random effects (θ, E) is considered as miss-
ing data and the data matrix X is considered as observed (incomplete) data. Then,
P(X|θ, Q,Λ, E,Σ) is the probability density function of the incomplete data whereas
P(X, θ, E|Q,Λ,Σ) is the joint probability density function of the unobserved (com-
plete) data. Instead of maximizing the marginal log-likelihood equation given by
Eq. (12) and/or (13), the expectation of the “complete data” log-likelihood, denoted
as E[log P(X, θ, E|Q,Λ,Σ)|X, Q,Λ,Σ] is optimized. Within each iteration, the EM
algorithm consists of two steps which are called the E-step and the M-step, respectively.
In the E-step, E[log P(X, θ, E|Q,Λ,Σ)|X, Q,Λ,Σ] is computed conditional on the
current estimates of Λ and Σ . In the M-step, E[log P(X, θ, E|Q,Λ,Σ)|X, Q,Λ,Σ] is
maximized so that updated estimates of Λ and Σ are obtained. These two steps alternate
until the optimization process is converged. For the two-level hierarchical IRT model,
log P(X, θ, E|Q,Λ,Σ) is given as

(18)
N∑

i=1

log P(xi |θ, E, Q,Λ,Σ) + log P(E|Σ) + log P(θ),

and the expectation is with respect to the conditional posterior density for the random
effects (incidental parameters) in θ and E. In implementation, the EM algorithm for
IRT models can be greatly simplified because of the assumption of local independence
across items, across examinees, and the independence between examinee and items.
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5. An application: Cognitive models for algorithmically generated spatial ability
items

To illustrate the cognitive models, data were obtained from a project on the generation
of spatial ability items (Embretson, 2000) for the Armed Services Vocational Aptitude
Battery (ASVAB). Spatial ability items, such as shown in Figure 1, appear on the As-
sembling Objects (AO) Test of the ASVAB. All except the final stage in automatic item
generation for these items was completed in the project.

Using the cognitive design system approach, a processing model with five stages
was developed for existing AO items. The five stages were (1) Encoding, bringing the
pieces in the stem to a meaningful representation, (2) Falsification, searching for per-
ceptually implausible distractors, (3) Confirmation I, comparing the stem to the key,
(4) Confirmation II, comparing the stem to nonfalsifiable distractors and (5) Decision.
Eight variables represented the difficulty of these processes, as shown in Table 2. For
Encoding, processing difficulty was hypothesized to increase with the number of pieces
in the stem but to decrease if the pieces had obvious verbal labels (e.g., right trian-
gle). For Falsification, processing difficulty was expected to decrease with the number
of distractors with obvious perceptual mismatches to the stem pieces. For Confirma-
tion I, processing difficulty was expected to increase if the pieces in the stem were
rotated or displaced with respect to their position in the key. For Confirmation II,
processing difficulty was expected to increase if nonfalsifiable distractors had pieces
that mismatched by small angular disparities or if the expected number of compar-
isons to find the mismatched pieces was large. The cognitive model based on these
variables achieved moderately high levels of prediction of item difficulty and response

Table 2
Estimates for LLTM and 2PL-Constrained models

LLTM 2PL-Constrained

Item predictor η se t η se t τ se t

Constant −3.693 0.175 −4.204 0.353 2.083 0.600
Encoding

Number of
pieces

0.118 0.041 2.87 0.477 0.069 6.91 0.611 0.108 5.67

Verbal labels 0.141 0.025 5.74 −0.064 0.041 −1.56 −0.348 0.057 −6.11
Falsification

Number of
falsifiable

−0.198 0.040 −4.96 −0.207 0.050 −4.10 0.099 0.107 .93

Confirmation I
Rotation 0.634 0.054 11.74 0.486 0.076 6.37 −0.358 0.136 −2.64
Displacement 0.274 0.055 4.96 0.424 0.081 5.22 0.438 0.148 2.95

Confirmation II
Angular disparities 0.187 0.101 1.85 −0.305 0.146 −2.08 −0.816 0.287 −2.84

Comparison cycles 0.395 0.060 6.61 0.101 0.066 1.53 −0.725 0.198 −3.66
Decision

Target distance 0.379 0.023 16.26 0.316 0.033 9.64 −0.077 0.057 −1.34
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time (i.e., correlations in the .70’s) for both the ASVAB items (Embretson, 2000;
Embretson and Gorin, 2001) and for items on the Revised Minnesota Paper Form Board
(Embretson, 2000).

In the example presented below, the cognitive model variables provided a basis for al-
gorithmic generation of new items. Item specifications were developed to generate items
with known sources of processing complexity and predictable levels of item difficulty.
An earlier application of cognitive IRT models to a restricted set of items (Embretson
and Yang, 2002) showed the same sources of cognitive complexity and levels of predic-
tions as had been obtained for the original ASVAB items.

Method

Item structures were defined by crossing four sources of processing difficulty in a Pieces
(3) X Falsification (4) X Rotation (2) X Displacement (2) design, yielding a total of
48 item structures. Other features, such as outer shape of the key, centerpoint position
and number of mismatched pieces were counterbalanced across the item structures.
Some features are related to other variables in the cognitive model while others (e.g.,
outer shape) were not. A total of 128 items were generated.

To estimate the impact of independently manipulating the cognitive model variables,
the generated items were given empirical tryout. A sample of 321 undergraduates were
randomly assigned to test forms of 46 items each, including a core set to link forms.

Results

Initial data analysis revealed that 30 items had insufficient discriminations. These items
were eliminated from further analysis. Table 3 presents the number of parameter es-
timates, log likelihoods, AIC index, model comparisons and fit statistics for several
cognitive IRT models. All models were estimated with the SAS NLMIXED procedure,
using marginal maximum likelihood with adaptive quadrature points approximation ap-
proach. Since the EM algorithm is not available in SAS NLMIXED, Quasi-Newton
method was used to optimize the likelihood equation instead. Shown are estimates for
a null model (item difficulties and item slopes are constrained to a common value), the
LLTM, the 2PL-Constrained, the Rasch model and the 2PL model. The AIC index was
computed for all models and a log likelihood fit index for the models (see Embretson,
1997) was computed for three models. The log likelihood fit index yields estimates that
are similar in magnitude to a multiple correlation coefficient, using the null model as a
baseline (i.e., no differential item information) and the 2PL as the saturated model. For
nested models, −2 times the log likelihoods is approximately distributed as chi square,
with the degrees of freedom equal to the change in the number of parameter estimates
between models. These values are shown on Table 3 as χ2/df for various comparisons.

Table 3 shows that the LLTM provided significant prediction of the item parameters,
as compared to the null model (χ2/df = 110.34). The 2PL-Constrained model was
indicated as better than the LLTM, as the AIC index was smaller and the nested model
comparison (χ2/df = 9.33, p < .01) was statistically significant. The fit index shows
that both the LLTM and the 2PL-Constrained model provide moderately high prediction
of the item parameters from relatively few parameters. The remaining models shown
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Table 3
Log likelihoods and fit statistics for cognitive IRT models

Model Number
estimates

−2 ln L AIC Model
χ2/df

Fit index
	1/2

Null 2 10,821.00 10,823.00 – –
LLTM 9 9,827.90 9,845.90 110.34a .735
2PL-Constrained 18 9,743.90 9,779.9 9.33b .755
Rasch 98 9,445.26 9,641.26 1.22c .854
2PL 196 9,325.92 9,717.92 2.35d –

aNull versus LLTM.
bLLTM versus 2PL-Constrained.
cRasch versus 2PL.
d2PL-Constrained versus 2PL.

on Table 3, the Rasch model and the 2PL model, are not cognitive IRT models, as they
contain no predictive information from the item stimuli. However, interestingly, the 2PL
model was not indicated as better than the Rasch model because the AIC is larger and
the nested model comparison (χ2/df = 1.22, p > .05) was not statistically significant.

Table 2 shows the parameter estimates, standard errors and t-tests obtained for the
LLTM and the 2PL-Constrained model. For LLTM, all parameter estimates were signif-
icant at the .05 level except for angular disparity (t = 1.85). All relationships were in
the hypothesized direction, except for Verbal Labels. For the 2PL-Constrained model,
significant parameter estimates for item difficulty at the .05 level for all variables except
Verbal Labels, Angular Disparities and Comparison Cycles. These variables had strong
negative parameter estimates for slope, indicating that items were less discriminating
when these variables are high. Significant parameter estimates for slope were found for
all variables except Number of Falsifiable Distractors and Target Distance.

To illustrate hierarchical IRT models for automatic item generation, Table 4 presents
parameter estimates, standard errors and t-tests obtained from several hierarchical IRT
models. All models in Table 4 were estimated using SAS GLIMMIX using PQL
method. LLTM was also included in Table 4 in order to compare parameter estimates
obtained from different programs. It can be seen that all item predictors have similar
magnitude of parameter estimates with identical directions, which suggests somewhat
comparable results from the two different estimation methods. Two different hierarchi-
cal IRT models were estimated. The hierarchical IRT model with single item structure
assumes that all of the items are generated from a single item structure and variability
among item parameters is modeled through a random-effect term, which is assumed
to have a normal distribution with mean 0 and variance σ 2

item. This model has no item
predictor except for a common item difficulty. As can be seen from Table 4, the com-
mon item difficulty is estimated as −1.486, which suggests that on average the items
are relatively easy for the examinees. The within-structure parameter variability, with
no item predictor included, is estimated as .812. The Hierarchical IRT model with item
predictor, which is a random-effect LLTM with common within-structure variance, re-
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Table 4
Estimates for hierarchical IRT models from SAS GLIMMIX

LLTM Hierarchical IRT model
with item predictors

Hierarchical IRT
model with single
item structure

Parameter Estimate se t Estimate se t Estimate se

Fixed effects
Constant −3.577 0.162 −3.716 0.449 −1.486 0.113

Encoding
Number of
pieces

0.114 0.038 3.008 0.210 0.104 2.014 – –

Verbal labels 0.137 0.023 5.952 0.070 0.068 1.038 – –
Falsification

Number of
falsifiable

−0.193 0.037 −5.211 −0.220 0.103 −2.136 – –

Confirmation I
Rotation 0.615 0.050 12.306 0.649 0.142 4.575 – –
Displacement 0.268 0.052 5.144 0.316 0.143 2.208 – –

Confirmation II
Angular
disparities

0.183 0.095 1.926 0.114 0.234 0.487 – –

Comparison
cycles

0.384 0.055 6.989 0.386 0.145 2.662 – –

Decision
Targeted
distance

0.369 0.022 16.750 0.289 0.063 4.587 – –

Random effects
σ 2

item – – 0.332 0.070 0.812 0.139

σ 2
examinee 0.837 0.086 0.906 0.092 0.905 0.092

duces such within-structure variability substantially through the inclusion of the item
predictors, which is estimated as .332. Although theoretically possible, a random-effect
LLTM with structure-specific error terms was not estimated for the AO items due to
limited number of items within each structure (98 items with 49 different structures).
Similar magnitude and identical directions were obtained from the hierarchical IRT
model for these item predictors, while the corresponding standard errors obtained from
the hierarchical IRT models were much larger. Since model fit information obtained
from PQL or MQL methods cannot be used for model testing (Tuerlinckx et al., 2004),
model fit index calculated as in Table 3 cannot be done for such models.

Discussion

The results clearly support the validity of the cognitive model for the algorithmically
generated items. Item difficulty was strongly predicted by both the LLTM and the 2PL-
Constrained model. Further, most variables in the model had the hypothesized pattern
of relationship with item difficulty. Combined with other data reported (i.e., response
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time models) in Embretson (2000), the estimated models describe well both the level
and source of cognitive complexity in the generated items.

An important question is the utility of the predictions for automatic item genera-
tion. The levels of prediction achieved were comparable to multiple correlations in
the .70’s. Other research has indicated that while measurement error is increased by
using predicted item parameters in place of calibrated values (Mislevy et al., 1993;
Embretson, 1999), the increase is not large. In fact, at the obtained prediction levels,
the increased measurement error can be readily reduced by administering a couple of
additional items.

Although the data in the example were not generated by a computer program, such
a program was developed for AO items shortly after the study was completed. To be
suitable for automatic item generation, all cognitive model variables must be antici-
pated directly from the generating item specifications. In the study described above, the
number of falsifiable distractors was scored by raters. A study was undertaken to de-
termine how to predict falsifiability from the size and degree of object differences. The
results indicated that a combination of degree of angular disparity and object size could
be quantified to predict falsifiability (reported in Embretson, 2002a, 2002b). Finally,
generated items were tried empirically with operational AO items. The results indicated
that reasonably good prediction of their psychometric properties was obtained using
the cognitive model. Although the item generation program has not yet been attached
to a CAT administration program, the research foundation indicates good potential for
automatic generation of AO items.

6. Overall discussion

A substantial foundation for automatic item generation is being developed. In this chap-
ter, both the cognitive foundations and the psychometric foundations are reviewed. Both
the item model approach and the cognitive design system approach to item generation
were reviewed. The item model approach has the advantage of being applicable to item
generation relatively quickly as it requires a lesser cognitive foundation. The cognitive
design approach has the advantages of explicating construct validity at the item level
because the level and the source of cognitive complexity in an item are quantified. Fur-
ther, the cognitive design system approach produces a greater diversity of items, thus
limiting practice effects when item structures are repeated.

The requirements for automatic generation of items were reviewed for both the item
model and the cognitive design system approach. The several stages of research effort
include: (1) understanding the sources of item variation, (2) algorithmic item generation
and a revised understanding of item variation, (3) item generation by algorithms, (4) em-
pirical tryout of generated items and (5) computer programs for adaptive item generation
(i.e., the item generator program plus an adaptive testing program). Although seemingly
a long process, in fact adaptive item generation may be feasible for some item types in
the near future.

The psychometric foundation for automatic item generation was also reviewed.
A class of appropriate IRT models was reviewed and estimation procedures for the



766 S. Embretson and X. Yang

parameters were presented. The models reviewed included the linear logistic test model
(LLTM), the 2PL-constrained model and the hierarchical IRT model. The latter was
shown to produce a broad family of models appropriate for item generation with cer-
tain constraints applied. Then, estimation methods were reviewed. It was shown that
marginal maximum likelihood estimates for the family of cognitive IRT models are
available in widely-distributed software. Finally, the application of the models was il-
lustrated with data on the algorithmic generation of spatial ability items, as appears
on a large volume test. The spatial ability test has now most of the requisite research
foundation for automatic item generation. Adequate prediction of item parameters for
newly generated items using both LLTM and 2PL-constrained has been found. Random
effects versions of these models were also illustrated, to examine within item structure
variability.

In conclusion, although automatic item generation is not currently employed for
large volume tests, actual implementation may occur in the near future. Efforts in many
locations are leading to feasible systems. It will be interesting to observe how other
conceptualizations of testing may be influenced by the emergence of operating systems
of automatic item generation.
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Statistical Inference for Causal Effects, with Emphasis
on Applications in Psychometrics and Education1

Donald B. Rubin

Abstract
A central problem in statistics, psychometrics and education, is how to draw infer-
ences about the causal effects of treatments (i.e., interventions) from randomized
and nonrandomized data. For example, does the new job-training program really
improve the quality of jobs for those trained relative to the jobs they would get with-
out training, or does exposure to that chemical in drinking water increase cancer
rates relative to drinking water without that chemical, or, of particular relevance in
this volume, does that educational intervention improve the test scores of students
relative to the standard program? This presentation provides an overview of the ap-
proach to the estimation of such causal effects based on the concept of potential
outcomes, including a relatively detailed presentation of the Bayesian approach.

1. Causal inference primitives

This chapter begins with the description of the first part of a framework for causal in-
ference that is now commonly referred to as “Rubin’s Causal Model” (RCM; Holland,
1986), for a series of articles developing this framework (Rubin, 1974, 1975, 1976a,
1977, 1978, 1980). A second major part of that framework for causal inference, the
assignment mechanism, is described in Section 2. The classical use of the framework
in randomized experiments, due to Neyman (1923) and Fisher (1925), is described in
Section 3, and its use in Bayesian inference for causal effects generally, due to Rubin
(1978), is presented in Section 4. The remaining section discusses some extensions and
complications. Other approaches to causal inference, such as graphical ones (e.g., Pearl,
2000), I find conceptually less satisfying, for reasons discussed, for instance, in Rubin
(2004b, 2005). The presentation here is essentially a very shortened and compact ver-
sion of the perspective presented in Imbens and Rubin (2006a), and a greatly expanded
version is given in Imbens and Rubin (2006b).

1This chapter is a modified and substantially expanded version of the first chapter in volume 25 of the Hand-
book of Statistics, Bayesian Thinking: Modelling and Computation, edited by D.K. Dey and C.R. Rao (2005).
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1.1. Units, treatments, potential outcomes

For causal inference, there are several primitives – concepts that are basic and on which
we must build. A “unit” is a physical object, e.g., a person, at a particular point in time.
A “treatment” is an action that can be applied or withheld from that unit. We focus on
the case of two treatments, although the extension to more than two treatments is simple
in principle although not necessarily so with real data.

Associated with each unit are two “potential outcomes”: the value of an outcome
variable Y at a point in time when the active treatment is applied and the value of that
outcome variable at the same point in time when the active treatment is withheld. The
objective is to learn about the causal effect of the application of the active treatment
relative to the control (its being withheld) on Y .

For example, the unit could be “you now” with your headache, the active treatment
could be taking aspirin for your headache, and the control could be not taking aspirin.
The outcome Y could be the intensity of your headache pain in two hours, with the
potential outcomes being the headache intensity if you take aspirin and if you do not
take aspirin.

Notationally, let W indicate which treatment the unit, you, received: W = 1 the
active treatment, W = 0 the control treatment. Also let Y(1) be the value of the potential
outcome if the unit received the active version, and Y(0) the value if the unit received the
control version. The causal effect of the active treatment relative to its control version
is the comparison of Y(1) and Y(0) – typically the difference, Y(1) − Y(0), or perhaps
the difference in logs, log[Y(1)] − log[Y(0)], or some other comparison, possibly the
ratio.

We can observe only one or the other of Y(1) and Y(0) as indicated by W . The key
problem for causal inference is that, for any individual unit, we observe the value of
the potential outcome under only one of the possible treatments, namely the treatment
actually assigned, and the potential outcome under the other treatment is missing. Thus,
inference for causal effects is a missing-data problem – the “other” value is missing. For
example, a gain score measures a change in time, in particular, a change from pre-test
to post-test on one unit, and so is not a causal effect.

1.2. Relating this definition of causal effect to common usage

The definition of a causal effect provided so far may appear a bit formal and the discus-
sion a bit ponderous, but the presentation is simply intended to capture the way we use
the concept in everyday life. Also this definition of causal effect as the comparison of
potential outcomes is frequently used in contemporary culture, for example, as revealed
by movies. Let us consider some movie plots to illustrate this point.

Most of us have probably seen parts of “It’s a Wonderful Life” with Jimmy Stewart
as George Bailey more times than we can remember (around Christmas time). In this
movie, at one point in George’s life, he becomes very depressed and sincerely wishes he
had never been born. At the appropriate moment, a wingless angel named “Clarence”
shows him exactly what the world he knows would be like if, contrary to fact, he had
not been born.
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The actual world is the real observed potential outcome, but Clarence shows George
the other potential outcome, the counterfactual unobserved one, and George experiences
this other world as a real phenomenon, just as real as his actual world. Not only are there
obvious consequences, like his own children not being born, but there are many other
untoward events. For example, his younger brother, Harry, who was, in the actual world,
a World War II hero, in the counterfactual world drowned in a skating accident at age
eight, because George was never born, and thus was not there to save Harry as he did
in the actual world. And there was the pharmacist, Mr. Gower, who filled the wrong
prescription and was convicted of manslaughter because George was not there to catch
the error as he did in the actual world.

The causal effect of George not being born is the comparison of (a) the entire stream
of events in the actual world with him in it, to (b) the entire stream of events in the
counterfactual world without him in it. Fortunately for George, he has Clarence to show
him the counterfactual potential outcome, and George regrets ever having wished he’d
never been born, and he returns to the actual world.

Another movie often shown around Christmas time is based on Dickens’ classic
novel “A Christmas Carol”. Here, the wealthy and miserly Ebenezer Scrooge is fortu-
nate enough to have a visit from a trio of ghosts. Although the first two ghosts make
Scrooge feel guilty about things he has done in the distant and recent past, the third
ghost, the most frightening of all, the Ghost of Christmas Future, is the most effective.
The ghost reveals to Ebenezer the potential outcome that will occur if Ebenezer con-
tinues his current mean-spirited ways. Not surprisingly, Scrooge does not want to live
this potential outcome, and because it is the future, can reject it in favor of the other
potential outcome, by altering his behavior. Neither outcome was counterfactual at the
time of the third ghost’s visit, but one was by the end of the movie.

These and modern movies with similar themes clearly indicate that the causal ef-
fects of actions or treatments are the comparison of potential outcomes under each
action. A current list includes, among others, “Sliding Doors”, “The Family Man”, and
“Mr. Destiny”. Sometimes one of the potential outcomes is clearly counterfactual, as in
“It’s a Wonderful Life”, sometimes the revealed potential outcomes are not yet counter-
factual because they are in the future, as in “A Christmas Carol”. Sometimes the movie
is not clear about whether one of the potential outcomes is counterfactual or not. But,
invariably, the causal effect of actions involves the comparison of potential outcomes,
which are the stream of events at the same times but after different actions.

1.3. Relationship to the “but-for” concept in legal damages settings

Probably the setting outside science where causal effects are most seriously considered
is in law. Suppose you committed an action that you should not have, and as a result
of that action, someone else suffered damages. That is, the causal effect of your action
relative to the absence of that action is the comparison of potential outcomes, the first
the actual, the second the counterfactual. For example, let’s suppose that because you
were driving and talking on a cell phone, you ran a stop sign, hitting another car. “But
for” your negligence, the other car would not have been involved in any accident. The
causal effect of your negligence is the amount of damage in this accident.



772 D.B. Rubin

One of the more interesting and expensive recent examples of trying to assess causal
effects in a legal damages setting has revolved around the alleged misconduct of the
tobacco industry (i.e., lying about the health risks of smoking) in the United States and
other countries. Here, the world with the alleged misconduct is the actual world, with
all its cigarette smoking and health-care expenditures. The other potential outcome, the
counterfactual one, is the world without the alleged misconduct and presumably with
reduced cigarette smoking, and different amounts and kinds of health-care expenditures.
One cannot simply assume the complete absence of cigarette smoking in a counterfac-
tual world without the alleged misconduct of the tobacco industry, and so only a fraction
of all expenditures that may be attributable to smoking are the causal effect of the al-
leged misconduct.

This point has been made repeatedly in the tobacco litigation by both plaintiffs’
experts and defendants’ experts (including me) in both their reports and their testimony.
For example, the well-known economist, Franklin Fisher, in an expert witness report for
the plaintiffs, (1999, p. 2, item #6) wrote:

It is necessary to generate a stream of damages taking into account that not all smoking-
related expenditures result from the alleged behavior of the defendants. Thus, the smoking-
related expenditures estimated by Glenn Harrison and Wendy Max, and Henry Miller
[experts for the plaintiffs] need to be adjusted by what Jeffrey Harris [expert for the
plaintiffs, Harris, 1999] has calculated to be the proportion of total smoking-attributable
expenditures caused by defendants’ improper conduct. The monetary amount of damage
resulting from the defendants’ alleged behavior in each past and future year is thus calcu-
lated by multiplying the annual smoking related expenditures by the proportion caused by
defendants’ improper conduct.

Also, the September 22, 1999 news conference held to announce the United States
filing of its lawsuit against the tobacco industry, Assistant Attorney General Ogden
(1999) stated:

The number that’s in the complaint is not a number that reflects a particular demand for
payment. What we’ve alleged is that each year the federal government expends in excess of
20 billion on tobacco related medical costs. What we would actually recover would be our
portion of that annual toll that is the result of the illegal conduct that we allege occurred,
and it simply will be a matter or proof for the court, which will be developed through the
course of discovery, what that amount will be. So, we have not put out a specific figure and
we’ll simply have to develop that as the case goes forward.

These positions are supported by the Federal Judicial Center’s “Reference Manual
on Scientific Evidence” (2000, p. 284):

The first step in a damages study is the translation of the legal theory of the harmful event
into an analysis of the economic impact of that event. In most cases, the analysis con-
siders the difference between the plaintiff’s economic position if the harmful event had
not occurred and the plaintiff’s actual economic position. The damages study restates the
plaintiff’s position “but for” the harmful event; this part is often called the but-for analysis.
Damages are the difference between the but-for value an the actual value.

The “but-for” analysis compares the observed actual world potential outcome with
the alleged misconduct to the counterfactual world potential outcome without the al-
leged misconduct. The difference between the monetary values in these worlds is the
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basis for calculating damages. This is not necessarily an easy quantity to estimate in the
tobacco litigation, but it is the relevant causal estimand (i.e., the causal quantity to be
estimated).

1.4. Learning about causal effects: Replication and the Stable Unit Treatment Value
Assumption – SUTVA

How do we learn about causal effects? The answer is replication, more units. The way
we personally learn from our own experience is replication involving the same physical
object (me or you) with more units in time. That is, if I want to learn about the effect of
taking aspirin on headaches for me, I learn from replications in time when I do and do
not take aspirin to relieve my headache, thereby having some observations of Y(0) and
some of Y(1). When we want to generalize to units other than ourselves, we typically
use more objects; that is what is done in medical experiments and social science exper-
iments, for example, involving students and possible educational interventions, such as
“Value Added Assessment” (e.g., Rubin et al., 2004).

Suppose instead of only one unit we have two. Now in general we have at least
four potential outcomes for each unit: the outcome for unit 1 if both unit 1 and unit
2 received control, Y1(0, 0); the outcome for unit 1 if both units received the active
treatment, Y1(1, 1); the outcome for unit 1 if unit 1 received control and unit 2 active,
Y1(0, 1), and the outcome for unit 1 if unit 1 received active and unit 2 received control,
Y1(1, 0); and analogously for unit 2 with values Y2(0, 0), etc. In fact, there are even more
potential outcomes because there have to be at least two “doses” of the active treatment
available to contemplate all assignments, and it could make a difference which one was
taken. For example, in the aspirin case, one tablet may be very effective and the other
quite ineffective.

Clearly, replication does not help unless we can restrict the explosion of potential
outcomes. As in all theoretical work with applied value, simplifying assumptions are
crucial. The most straightforward assumption to make is the “stable unit treatment value
assumption” (SUTVA – Rubin, 1980, 1990a) under which the potential outcomes for
the ith unit just depend on the treatment the ith unit received. That is, there is “no
interference between units” and there are “no versions of treatments”. Then, all potential
outcomes for N units with two possible treatments can be represented by an array with
N rows and two columns, the ith unit having a row with two potential outcomes, Yi(0)

and Yi(1).
Obviously, SUTVA is a major assumption. But there is no assumption-free causal

inference, and nothing is wrong with this. It is the quality of the assumptions that mat-
ters, not their existence or even their absolute correctness. Good researchers attempt to
make such assumptions plausible by the design of their studies. For example, SUTVA
becomes more plausible when units are isolated from each other, as when using, for the
units, intact schools rather than students in the schools when studying an educational
intervention, such as a smoking prevention program (e.g., see Peterson et al., 2000).

The stability assumption (SUTVA) is very commonly made, even though it is not
always appropriate. For example, consider a study of the effect of vaccination on a
contagious disease. The greater the proportion of the population that gets vaccinated,
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the less any unit’s chance of contracting the disease, even if not vaccinated, an example
of interference. Throughout this chapter, we assume SUTVA, although there are other
assumptions that could be made to restrict the exploding number of potential outcomes
with replication.

In general, the N units may receive neither the active treatment Wi = 1 or the control
treatment Wi = 0. For example, some of the units may be in the future, as when we
want to generalize to a future population. Then formally Wi must take on a third value,
Wi = ∗ representing neither 1 nor 0; we often avoid this extra notation here.

1.5. Covariates

In addition to (1) the vector indicator of treatments for each unit in the study, W = {Wi},
(2) the array of potential outcomes when exposed to the treatment, Y(1) = {Yi(1)}, and
(3) the array of potential outcomes when not exposed, Y(0) = {Yi(0)}, we have (4) an
array of covariates X = {Xi}, which are, by definition, unaffected by treatment, such
as pretest scores. All causal estimands involve comparisons of Yi(0) and Yi(1) on either
all N units, or a common subset of units; for example, the average causal effect across
all units that are female as indicated by their Xi , or the median causal effect for units
with Xi indicating male and Yi(0) indicated failure on the post-test.

Thus, under SUTVA, all causal estimands can be calculated from the matrix of “sci-
entific values” with ith row: (Xi, Yi(1), Yi(1)). By definition, all relevant information is
encoded in Xi , Yi(0), Yi(1) and so the labelling of the N rows is a random permutation
of 1, . . . , N . In other words, the N -row array

(
X, Y(0), Y (1)

) =

⎡
⎢⎢⎢⎢⎢⎣

X1 Y1(0) Y1(1)
...

Xi Yi(0) Yi(1)
...

XN YN(0) YN(1)

⎤
⎥⎥⎥⎥⎥⎦

is row exchangeable.
Covariates (such as age, race and sex) play a particularly important role in obser-

vational studies for causal effects where they are variously known as possible “con-
founders” or “risk factors”. In some studies, the units exposed to the active treatment
differ on their distribution of covariates in important ways from the units not exposed.
To see how this issue influences our formal framework, we must define the “assignment
mechanism”, the probabilistic mechanism that determines which units get the active
version of the treatment and which units get the control version. The assignment mech-
anism is the topic of Section 2.

1.6. A brief history of the potential outcomes framework

The basic idea that causal effects are the comparisons of potential outcomes seems
so direct that it must have ancient roots, and we can find elements of this definition
of causal effects among both experimenters and philosophers. See, for example, the
philosopher John Stuart Mill, who, when discussing Hume’s views, offers (Mill, 1973,
p. 327):
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If a person eats of a particular dish, and dies in consequence, that is, would not have died
if he had not eaten of it, people would be apt to say that eating of that dish was the source
of his death.

And Fisher (1918, p. 214) wrote:

If we say, “This boy has grown tall because he has been well fed,” we are not merely tracing
out the cause and effect in an individual instance; we are suggesting that he might quite
probably have been worse fed, and that in this case he would have been shorter.

Despite the insights evident in these quotations, apparently there was no formal no-
tation for potential outcomes until Neyman (1923), which appears to have been the
first place where a mathematical analysis is written for a randomized experiment with
explicit notation for the potential outcomes. This notation became standard for work in
randomized experiments from the randomization-based perspective (e.g., Pitman, 1937;
Welch, 1937; McCarthy, 1939; Anscombe, 1948; Kempthorne, 1952; Cox, 1958;
Hodges and Lehmann, 1970, Section 9.4; Brillinger et al., 1978). Neyman’s formal-
ism was a major advance because it allowed explicit frequentist probabilistic causal
inferences to be drawn from data obtained by a randomized experiment, an approach
discussed in Section 3.

Independently and nearly simultaneously, Fisher (1925) created a somewhat differ-
ent method of inference for randomized experiments, also based on the special class of
randomized assignment mechanisms, discussed in Section 3. The notions of the cen-
tral role of randomized experiments seems to have been “in the air” in the 1920’s, but
Fisher was apparently the first to recommend the actual physical randomization of treat-
ments to units and then use this randomization to justify theoretically an analysis of the
resultant data.

Despite the almost immediate acceptance in the late 1920’s of Fisher’s proposal for
randomized experiments, and Neyman’s notation for potential outcomes in randomized
experiments, this same framework was not used outside randomized experiments for a
half century thereafter, apparently not until Rubin (1974), and these insights therefore
were entirely limited to randomization-based frequency inference.

The approach used in nonrandomized settings during the half century following
the introduction of Neyman’s seminal notation for randomized experiments was based
on mathematical models relating the observed value of the outcome variable Yobs =
{Yobs,i} to covariates and indicators for the treatment received, and then to define causal
effects as parameters in these models; here, Yobs,i = Yi(1)Wi + Yi(0)(1 − Wi). This
approach is illustrated by the Lord’s Paradox example of Section 2.2. The same statisti-
cian would simultaneously use Neyman’s potential outcomes to define causal effects in
randomized experiments and the observed outcome setup in observational studies. This
led to substantial confusion because the role of randomization cannot even be stated
using observed outcome notation.

The framework that we describe here that uses potential outcomes to define causal
effects, generally has been called the “Rubin Causal Model” – RCM by Holland (1986)
for work initiated in the 1970’s (Rubin, 1974, 1977, 1978). This perspective conceives
of all problems of statistical inference for causal effects as missing data problems with
a mechanism for creating missing data in the potential outcomes (Rubin, 1976a). Of
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course, there were seeds of the RCM before 1974. Already mentioned is Neyman
(1923), but in economics there is Tinbergen (1930), Haavelmo (1944) and Hurwicz
(1962).

The potential outcome framework seems to have been basically accepted and adopted
by most workers by the end of the twentieth century. Sometimes the move was made
explicitly, as with Pratt and Schlaifer (1984) who moved from the “observed outcome”
to the potential outcomes framework in Pratt and Schlaifer (1988). Sometimes it was
made less explicitly as with those who were still trying to make a version of the observed
outcome notation work in the late 1980’s (e.g., see Heckman and Hotz, 1989), before
fully accepting the RCM in subsequent work (e.g., Heckman, 1989, after discussion by
Holland, 1989).

The movement to use potential outcomes to define causal inference problems seems
to be the dominant one at the start of the 21st century. See, for example, Baker (1998),
Dempster (1990), Efron and Feldman (1991), Gelman and King (1991), Greenland and
Poole (1988), Greenland et al. (1999), Holland (1988a, 1988b), Kadane and Seiden-
feld (1990), Robins (1989), Rosenbaum (1987, 2002), Smith and Sugden (1988), Sobel
(1990, 1995, 1996), Sugden (1988), and their references. A recent article exploring
whether the full potential outcomes framework can be avoided when conducting causal
inference is Dawid (2000) with discussion. Also see Cox (1992). For more discussion
of my views on this transition, see Rubin (2005).

2. The assignment mechanism

Even with SUTVA, inference for causal effects requires the specification of an assign-
ment mechanism: a probabilistic model for how some units were selected to receive
the active treatment and how other units were selected to receive the control treatment.
We first illustrate this model in two trivial artificial examples, and then present formal
notation for this model.

2.1. Illustrating the criticality of the assignment mechanism

Consider a teacher who is considering one of two treatments to apply to each of his
eight students, a standard and a new one. This teacher is a great teacher: he chooses the
treatment that is best for each student! When they are equally effective, he tosses a coin.
Table 1 gives the hypothetical potential outcomes in test scores under each treatment for
these students, and so also gives their individual causal effects. The asterisks indicate the
chosen treatment for each student and their observed potential outcomes. The column
labelled “W” shows which treatment each student received, Wi = 0 or Wi = 1 for the
ith student.

Notice that the eight individual causal effects, displayed in the rightmost column,
indicate that the typical student will do better with the standard treatment: the average
causal effect is two points in favor of the standard. But the teacher, who is conducting
ideal educational practice for the benefit of his students, reaches the opposite conclusion
from an examination of the observed data: the students assigned the new treatment do,
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Table 1
Perfect teacher

Potential outcomes Observed data

Y (0) Y (1) W Y(0) Y (1)

13 14 1 ? 14
6 0 0 6 ?
4 1 0 4 ?
5 2 0 5 ?
6 3 0 6 ?
6 1 0 6 ?
8 10 1 ? 10
8 9 1 ? 9

True averages 7 5 Observed averages 5.4 11

on average, twice as well as the students assigned the control, with absolutely no overlap
in their distributions! Moreover, if the teacher now applies the new treatment to all
students in a population of students like the eight in the study, he will be disappointed:
the average test score will be closer to five points under the new treatment rather than
the eleven points seen in this earlier study.

What is wrong? The simple comparison of observed results assumes that treatments
were randomly assigned, rather than as they were, to provide maximal benefit to the
students. We will have more to say about randomized experiments, but the point here is
simply that the assignment mechanism is crucial to valid inference about causal effects,
and the teacher used a “nonignorable” assignment mechanism (defined shortly). With a
posited assignment mechanism, it is possible to draw causal inferences; without one, it
is impossible. It is in this sense that when drawing inferences, a model for the assign-
ment mechanism is more fundamental than a model for the potential outcomes: Without
positing an assignment mechanism, we basically cannot draw causal inferences.

More precisely, notice that the teacher, by comparing observed means, is using the
three observed values of Yi(1) to represent the five missing values of Yi(1), effectively
imputing or filling in ȳ1 for the five Yi(1) question marks, and analogously effectively
filling in ȳ0 for the three Yi(0) question marks. This process makes sense for point
estimation if the three observed values of Yi(1) were randomly chosen from the eight
values of Yi(1), and the five observed values of Yi(0) were randomly chose from the
eight values of Yi(0). But under the actual assignment mechanism, it does not. It would
obviously make much more sense under the actual assignment mechanism to impute
the missing potential outcome for each student to be less than or equal to that student’s
observed potential outcome.

2.2. Lord’s paradox

We now consider a “paradox” in causal inference that is easily resolved with the simple
ideas we have already presented, despite the controversy that it engendered in some lit-
eratures. This example illustrates how important it is to keep this perspective clearly in
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mind when thinking about causal effects of interventions and when reading the remain-
der of this chapter. Lord (1967) proposed the following example:

A large university is interested in investigating the effects on the students of the diet pro-
vided in the university dining halls and any sex differences in these effects. Various types
of data are gathered. In particular, the weight of each student at the time of arrival in Sep-
tember and the following June are recorded.

The result of the study for the males is that their average weight is identical at the
end of the school year to what it was at the beginning; in fact, the whole distribution of
weights is unchanged, although some males lost weight and some males gained weight
– the gains and losses exactly balance. The same thing is true for the females. The only
difference is that the females started and ended the year lighter on average than the
males. On average, there is no weight gain or weight loss for either males or females.
From Lord’s description of the problem quoted above, the quantity to be estimated, the
estimand, is the difference between the causal effect of the university diet on males and
the causal effect of the university diet on females. That is, the causal estimand is the
difference between the causal effects for males and females, the “differential” causal
effect.

The paradox is generated by considering the contradictory conclusions of two statis-
ticians asked to comment on the data. Statistician 1 observes that there are no differences
between the September and June weight distributions for either males or females. Thus,
Statistician 1 concludes that

. . . as far as these data are concerned, there is no evidence of any interesting effect of diet
(or of anything else) on student weight. In particular, there is no evidence of any differential
effect on the two sexes, since neither group shows any systematic change. (p. 305)

Statistician 2 looks at the data in a more “sophisticated” way. Effectively, he exam-
ines males and females with about the same initial weight in September, say a subgroup
of “overweight” females (meaning simply above-average-weight females) and a sub-
group of “underweight” males (analogously defined). He notices that these males tended
to gain weight on average and these females tended to lose weight on average. He also
notices that this result is true no matter what group of initial weights he focuses on.
(Actually, Lord’s Statistician 2 used a technique known as covariance adjustment or
regression adjustment.) His conclusion, therefore, is that after “controlling for” initial
weight, the diet has a differential positive effect on males relative to females because
for males and females with the same initial weight, on average the males gain more than
the females.

Who’s right? Statistician 1 or Statistician 2? Notice the focus of both statisticians
on gain scores and recall that gain scores are not causal effects because they do not
compare potential outcomes. If both statisticians confined their comments to describing
the data, both would be correct, but for causal inference, both are wrong because these
data cannot support any causal conclusions about the effect of the diet without making
some very strong assumptions.

Back to the basics. The units are obviously the students, and the time of application of
treatment (the university diet) is clearly September and the time of the recording of the
outcome Y is clearly June; accept the stability assumption. Now, what are the potential
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outcomes and what is the assignment mechanism? Notice that Lord’s statement of the
problem has reverted to the already criticized observed variable notation, Yobs, rather
than the potential outcome notation being advocated.

The potential outcomes are June weight under the university diet Yi(1) and under the
“control” diet Yi(0). The covariates are sex of students, male vs. female, and September
weight. But the assignment mechanism has assigned everyone to the new treatment!
There is no one, male or female, who is assigned to the control treatment. Hence, there
is absolutely no purely empirical basis on which to compare the effects, either raw or
differential, of the university diet with the control diet. By making the problem compli-
cated with the introduction of the covariates “male/female” and “initial weight”, Lord
has created partial confusion. For more statistical details of the resolution of this para-
dox, see Holland and Rubin (1983), and for earlier related discussion, see for example,
Lindley and Novick (1981), or Cox and McCullagh (1982). But the point here is that
the “paradox” is immediately resolved through the explicit use of potential outcomes.
Either answer could be correct for causal inference depending on what we are willing
to assume about the control diet.

2.3. Unconfounded and strongly ignorable assignment mechanisms

We have seen that a model for the assignment mechanism is needed for all forms of
statistical inference for causal effects. The assignment mechanism gives the conditional
probability of each vector of assignments given the covariates and potential outcomes:

(1)Pr
(
W |X, Y(0), Y (1)

)
.

Here W is a N by 1 vector and X, Y(1) and Y(0) are all matrices with N rows. A specific
example of an assignment mechanism is a completely randomized experiment with N

units, where n < N are assigned to the active treatment, and N − n to the control
treatment.

(2)Pr
(
W |X, Y(0), Y (1)

) =
{

1/CN
n if

∑
Wi = n,

0 otherwise.
An “unconfounded assignment mechanism (Rubin, 1990b)” is free of dependence on
either Y(0) or Y(1):

(3)Pr
(
W |X, Y(0), Y (1)

) = Pr(W |X).

With an unconfounded assignment mechanism, at each set of values of Xi that has a
distinct probability of Wi = 1, there is effectively a completely randomized experiment.
That is, if Xi indicates sex, with males having probability 0.2 of receiving the active
treatment and females having probability 0.5 of receiving the active treatment, then
essentially one randomized experiment is prescribed for males and another for females.

The assignment mechanism is “probabilistic” if each unit has a positive probability
of receiving either treatment:

(4)0 < Pr
(
Wi = 1|X, Y(0), Y (1)

)
< 1.

The assignment mechanism is fundamental to causal inference because it tells us
how we got to see what we saw. Because causal inference is basically a missing data
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problem with at least half of the potential outcomes missing, when we have no under-
standing of the process that creates missing data, we have no hope of inferring anything
about the missing values. That is, without a stochastic model for how treatments are as-
signed to individuals, formal causal inference, at least using probabilistic statements, is
impossible. This statement does not mean that we need to know the assignment mecha-
nism, but rather that without positing one, we cannot make any statistical claims about
causal effects, such as unbiased estimation or the coverage of confidence intervals or
the coverage of Bayesian posterior intervals, all defined in Sections 3 and 4.

Unconfounded probabilistic assignment mechanisms, also called “strongly ignor-
able” in Rosenbaum and Rubin (1983a), often allow particularly straightforward es-
timation of causal effects from all perspectives, as we see shortly. Therefore, these
assignment mechanisms form the basis for inference for causal effects in more com-
plicated situations, such as when assignment probabilities depend on covariates in
unknown ways, or when there is noncompliance with the assigned treatment. Probabilis-
tic unconfounded assignment mechanisms, which essentially are collections of separate
completely randomized experiments at each distinct value of Xi , form the basis for the
analysis of observational nonrandomized studies, as we see later.

2.4. Confounded and ignorable assignment mechanisms

A confounded assignment mechanism is one that depends on the potential outcomes:

(5)Pr
(
W |X, Y(0), Y (1)

) �= Pr(W |X).

A special class of possibly confounded assignment mechanisms are particularly impor-
tant to Bayesian inference: ignorable assignment mechanisms (Rubin, 1978). Ignorable
assignment mechanisms are defined by their freedom from dependence on any missing
potential outcomes:

Pr
(
W |X, Y(0), Y (1)

) = Pr(W |X, Yobs),

where Yobs = {Yobs,i}
(6)with Yobs,i = WiYi(1) + (1 − Wi)Yi(0).

Ignorable confounded assignment mechanisms arise in practice, especially in sequential
experiments. Here, the next unit’s probability of being exposed to the active treatment
depends on the success rate of those previously exposed to the active treatment ver-
sus the success rate of those exposed to the control treatment, as in “play-the-winner”
designs (e.g., see Efron, 1971): expose the next patient with higher probability to
whichever treatment appears to be more successful.

All unconfounded assignment mechanisms are ignorable, but not all ignorable as-
signment mechanisms are unconfounded (e.g., play-the-winner designs). Seeing why
ignorable assignment mechanisms play a critical role in causal inference is easily seen
in the two trivial examples that started this section, the first, in Section 2.1, involving a
nonignorable treatment assignment mechanisms, and the second, in Section 2.2, involv-
ing an unconfounded but nonprobabilistic assignment mechanism.
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3. Randomization-based modes of causal inference

Fundamentally, there are three formal statistical modes of causal inference; one is
Bayesian, discussed in Section 4, which treats the potential outcomes as random vari-
ables, and two are based only on the assignment mechanism, which treat the potential
outcomes as fixed but unknown quantities. Rubin (1990b) describes these three as well
as a combination, which is fundamentally not as conceptually tight, and so is not
discussed here as a distinct mode. Of the two distinct forms of randomization-based
inference, one is due to Neyman (1923) and the other is due to Fisher (1925). Both will
first be described in the absence of covariates, X. The randomization-based modes can
also be called assignment-based modes because they extend classical randomization-
based methods in randomized experiments.

3.1. Fisherian randomization-based inference

Fisher’s approach is the more direct conceptually and is therefore introduced first. It
is closely related to the mathematical idea of proof by contradiction. It basically is a
“stochastic proof by contradiction” giving the significance level (or p-value) – really,
the plausibility – of the “null hypothesis”, which often is that there is absolutely no
treatment effect whatsoever. Fisher’s method only works for the set of units with Wi = 1
or 0, and not for units with Wi = ∗, so in this subsection, we assume that all units are
exposed to either the active treatment or the control treatment.

The first element in Fisher’s mode of inference is the null hypothesis, which is usu-
ally that Yi(1) ≡ Yi(0) for all units: the treatments have absolutely no effect on the
potential outcomes. Under this null hypothesis, all potential outcomes are known from
the observed values of the potential outcomes, Yobs, because Y(1) ≡ Y(0) ≡ Yobs. It
follows that, under this null hypothesis, the value of any statistic, S, such as the dif-
ference of the observed averages for units exposed to treatment 1 and units exposed to
treatment 0, ȳ1 − ȳ0, is known, not only for the observed assignment, but for all possible
assignments W .

Suppose we choose a statistic, S, such as ȳ1 − ȳ0, and calculate its value under each
possible assignment (assuming the null hypothesis) and also calculate the probability
of each assignment under the randomized assignment mechanism. In many classical
experiments, these probabilities are either zero or a common value for all possible as-
signments. For example, in a completely randomized experiment with N = 2n units,
n are randomly chosen to receive treatment 1 and n to receive treatment 0. Then any
assignment W that has n 1’s and n 0’s has probability 1/CN

n , and all other W ’s have
zero probability. Knowing the value of S for each W and its probability, we can then
calculate the probability (under the assignment mechanism and the null hypothesis) that
we would observe a value of S as “unusual” as, or more unusual than, the observed
value of S, Sobs. “Unusual” is defined a priori, typically by how discrepant Sobs is from
the typical values of S under the null hypothesis. This probability is the plausibility
(p-value or significance level) of the observed value of the statistic S under the null
hypothesis: the probability of a result (represented by the value Sobs of the statistic, S)
as rare, or more rare, than the actual observed value if the null hypothesis were true,
where the probability is over the distribution induced by the assignment mechanism.
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This form of inference is elegant: Unless the data suggest that the null hypothesis of
absolutely no treatment effect is false (for an appropriate choice of statistic, S), it is not
easy to claim evidence for differing efficacies of the treatments.

Fisher’s approach can be extended to other “sharp” null hypotheses, that is, a null
hypothesis such that from knowledge of Yobs, Y(1) and Y(0) are known; e.g., an addi-
tive null, which asserts that for each unit, Y(1) − Y(0) is a specified constant, e.g., 3.
The collection of such null hypotheses that do not lead to an extreme p-value can be
used to create interval estimates of the causal effect assuming additivity. Extensions
to other statistics and other fully specified assignment mechanisms, including uncon-
founded and even nonignorable ones, are immediate, because all potential outcomes
are known from Yobs, and thus the probabilities of any assignment are known; Fisher,
however, never discussed such extensions. Notice that Fisher’s perspective provides no
ability to generalize beyond the units in the experiment, nor to consider “nuisance” null
hypotheses when there are multiple treatments, as in factorial designs (e.g., Cochran
and Cox, 1957). These limitations are not present in Neyman’s approach.

3.2. Neymanian randomization-based inference

Neyman’s form of randomization-based inference can be viewed as drawing inferences
by evaluating the expectations of statistics over the distribution induced by the assign-
ment mechanism in order to calculate a confidence interval for the typical causal effect.
The essential idea is the same as in Neyman’s (1934) classic article on randomization-
based (now often called “designed-based”) inference in surveys. Typically, an unbiased
estimator of the causal estimand (the typical causal effect, e.g., the average) is cre-
ated, and an unbiased, or upwardly biased, estimator of the variance of that unbiased
estimator is found (bias and variance both defined with respect to the randomization
distribution). Then, an appeal is made to the central limit theorem for the normality of
the estimator over its randomization distribution, whence a confidence interval for the
causal estimand is obtained.

To be more explicit, the causal estimand is typically the average causal effect Y(1)−
Y(0), where the averages are over all units in the population being studied, and the
traditional statistic for estimating this effect is the difference in sample averages for
the two groups, ȳ1 − ȳ0, which can be shown to be unbiased for Y(1) − Y(0) in a
completely randomized design. A common choice for estimating the variance of ȳ1 − ȳ0
over its randomization distribution, in completely randomized experiments with N =
n1 +n2 units, is se2 = s2

1/n1 + s2
0/n0, where s2

1 , s2
0 , n1, and n0 are the observed sample

variances and sample sizes in the two treatment groups. Neyman (1923) showed that
se2 overestimates the actual variance of ȳ1 − ȳ0, unless additivity holds (i.e., unless all
individual causal effects are constant), in which case se2 is unbiased for the variance of
ȳ1 − ȳ0. The standard 95% confidence interval for Y(1) − Y(0) is ȳ1 − ȳ0 ± 1.96se,
which, in large enough samples, includes Y(1) − Y(0) in at least 95% of the possible
random assignments.

Neyman’s form of inference is less direct than Fisher’s. It is really aimed at evalua-
tions of procedures: in repeated applications, how often does the interval ȳ1−ȳ0±1.96se
include Y(1) − Y(0)? Nevertheless, it forms the theoretical foundation for much of
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what is done in important areas of application, including in social science. However,
Neyman’s approach is not prescriptive in the sense of telling us what to do to create
an inferential procedure, but rather it tells us how to evaluate a proposed procedure for
drawing causal inferences. Thus, it really is not well-suited to deal with complicated
problems except in the sense of evaluating proposed answers that are obtained by in-
sight or another method. Fisher’s approach also suffers from this disadvantage of lack
of prescription, in fact, more so, because there is little guidance in Fisher’s approach for
which test statistics to use or how to define “more unusual”.

3.3. The role for covariates in randomized experiments

As stated earlier, covariates are variables whose values are not affected by the treat-
ment assignment, for example, variables that are recorded before randomization into
treatment groups (e.g., year of birth, pre-test scores in an educational evaluation). In
classical randomized experiments, if a covariate is used in the assignment mechanism,
as with a blocking variable in a randomized block design, that covariate must be re-
flected in the analysis because it affects the randomization distribution induced by the
assignment mechanism. Also, covariates can be used to increase efficiency of estima-
tion, even when not used in the assignment mechanism.

The point about efficiency gains can be seen in the context of a completely random-
ized experiment in education with X = pre-test and Y = post-test. From either the
Fisherian or Neymanian perspectives, we can use covariates to define a new statistic to
estimate causal estimands. For example, one can use the difference in average observed
gain scores, (ȳ1 − x̄1)−(ȳ0 − ȳ0) – where x̄1 and x̄0 are average observed pre-test scores
for those exposed to W = 1 and W = 0, respectively – rather than the difference in av-
erage post-test scores, ȳ1−ȳ0, to estimate Y(1)−Y(0). Suppose X and Y are correlated,
which is to be expected for pre-tests and post-tests. From the Neymanian perspective,
the variance of the difference in average gain scores should be less than the variance of
the difference in average post-test scores, which translates into smaller estimated vari-
ances and therefore shorter confidence intervals. From the Fisherian perspective, this
reduced variance translates into more powerful tests of the null hypothesis: under an
alternative hypothesis, smaller real deviations from the null hypothesis are more likely
to lead to more significant p-values.

This point is easily seen in examples. Suppose as an extreme case, that the new treat-
ment adds essentially 10 points to everyone’s pre-test score, whereas the old treatment
does nothing. The observed gain scores have essentially zero variance in each treatment
group, whereas the post-test scores have the same variances as the pre-test scores. This
result means that the Neymanian confidence interval for the treatment effect based on
the average treated minus control difference in gain scores is much shorter than the cor-
responding interval based on post-test scores. Also, the observed value of the difference
of gain scores is the most extreme value that can be observed under Fisher’s null hy-
pothesis, and so the observed result with gain scores is as significant as possible, which
is not true for the difference in post-test scores.
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3.4. Propensity scores

Suppose that the assignment mechanism is unconfounded:

Pr
(
W |X(1), Y (0)

) = Pr(W |X)

(e.g., older males have probability 0.8 of being assigned the new treatment; younger
males, 0.6; older females, 0.5; and younger females, 0.2). With large N , because of the
random indexing of units, by appealing to de Finetti’s (1963) theorem, we can write
Pr(W |X) as

(7)Pr(W |X) ∝
∫ N∏

1

e(Xi |φ)π(φ) dφ,

where the function e(Xi |φ) gives the probability that a unit with value Xi of the covari-
ate has Wi = 1 as a function of the parameter φ with prior (or marginal) probability
density function π(φ).

Assignment mechanisms for which the representation in (7) is true and for which all
0 < e(Xi |φ) < 1 (for all Xi, φ) are called “regular”, whether or not the functions e(·|φ)

and π(φ) are known. The unit level assignment probabilities, ei = e(Xi |φ), are called
propensity scores (Rosenbaum and Rubin, 1983a). Regular designs, which essentially
imply strongly ignorable treatment assignment (Rosenbaum and Rubin, 1983a), are the
major template for the analysis of observational, nonrandomized studies, and propensity
scores are the key ingredients of regular designs. That is, even with an observational
data set, we try to structure the problem so that we can conceptualize the data as having
arisen from an underlying regular assignment mechanism. Four situations need to be
distinguished: (1) when the propensity scores are known, that is, when the function
π(φ) and the parameter φ are known; (2) when the functional form e(Xi |φ) is known,
but φ is not; (3) when the function form, e(Xi |φ), is unknown, but it is known to be a
stochastic function of Xi , and (4) when the assignment mechanism is not even known
to be unconfounded. The techniques of analysis are similar across settings, however.

3.5. Known propensity scores

When the propensity scores are known, the assignment mechanism is essentially known.
As a result, simple generalizations of Fisherian and Neymanian modes of inference
can be applied, for example, by considering the number of treated

∑
Wi and num-

ber of controls
∑

(1 − Wi) to be fixed by design. In particular, Horvitz–Thompson
(1952) estimation (or ratio-adjusted versions, see Cochran, 1963), where observations
are weighted by the inverse probabilities of their being observed, play a key role for
both randomization-based modes of inference because these estimates are unbiased for
average treatment effects over the randomization distribution with no modeling assump-
tions. As the overlap in propensity scores in the treatment and control groups becomes
more limited (i.e., as propensity scores approach zero or one), the Neymanian variance
of the estimators for the average causal effect increases, with the result that confidence
intervals become very wide, and the Fisherian randomization distribution has more of
its probability mass on the observed randomization, with the result that it becomes very
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difficult to get a “significant” p-value. If there is no, or little, overlap with the propen-
sity scores in the treatment groups, no sharp causal inference is possible using the basic
Fisherian or Neymanian perspectives. This is a critical issue that researchers must ap-
preciate, no matter what their field.

In general, with the assignment-based modes of inference and known propensity
scores that take many values, it is usually acceptable to create several (e.g., 5–10) sub-
classes of propensity scores to recreate a randomized block experiment (i.e., a series of
completely randomized experiments with different propensities across them). This con-
clusion is based on Cochran’s (1968) advice. Alternatively, pairs of treatment-control
units can be created that are matched on the propensity scores, thereby recreating a
paired comparison experiment.

3.6. Unknown propensity scores, but regular design

When the propensity scores are unknown, but the function e(Xi |φ) is known, the obvi-
ous first step is to estimate them, i.e., that is, estimate φ, and thereby ei , typically using
maximum likelihood estimates of φ. When the function e(Xi |φ) is not known, various
methods can be used to estimate propensity scores (e.g., discriminant analysis, logis-
tic regression, probit regression). In either case, typically estimated propensity scores
are used as if they were known, and often this leads to more precision than using true
propensity scores (Rubin and Thomas, 1992a).

Generally, with a design that is known to be regular, the issues that arise with es-
timated propensity scores are the same as with known ones, and the reduction to a
paired-comparison or randomized-block design is acceptable when there is enough
overlap in the estimated propensity scores. A common technique is the use of matched
sampling to create treated-control pairs whose values of X are “close”. Typically,
each treated unit is matched to one “close” control unit, and the unused control
units are discarded. Various definitions of “close” can be formulated: there are tech-
niques for scalar X (Rubin, 1973); ones for multivariate X summarized by the scalar
(estimated) propensity score or best linear discriminant (Cochran and Rubin, 1973;
Rosenbaum and Rubin, 1983a), or using multivariate metrics, such as the Mahalanobis
metric (Rubin, 1976b, 1976c, 1979); or methods can be combined, such as Maha-
lanobis metric matching within propensity score calipers (Rosenbaum and Rubin, 1985;
Rubin and Thomas, 1996; also see Rubin, 2006a).

The closely related technique of subclassification is also commonly used when no
control units are to be discarded, as discussed years ago in Cochran (1968). Subclassi-
fication is used to reconstruct an underlying, hypothetical randomized block design.

Some theoretical results, for instance, concerning “Equal Percent Bias Reducing”
(EPBR, Rubin, 1976b, 1976c) matching methods are important, as are extensions in-
volving affinely invariant matching methods with ellipsoidal distributions (Rubin and
Thomas, 1992b) and further extensions involving discriminant mixtures of ellipsoidal
distributions (Rubin and Stuart, 2006). Much work is currently taking place on theoret-
ical, practical, and computational aspects of matching algorithms (see page 1 of Rubin,
2006b for some recent references).
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3.7. Observational studies – possibly confounded

In order to draw statistical inferences in observational studies, a model for the assign-
ment mechanism is needed, and this defines the template into which we can map the
data from an observational study. That is, we need to posit a particular form for the
assignment mechanism, and the major template that we try to use is the class of compli-
cated randomized experiments, i.e., regular designs. Although designs that are known
to be regular but that have unknown propensity scores are not that common in practice
(because of the need to know all covariates used in the assignment mechanism), they
are the most critical template for inference for causal effects from observational data.
That is, we attempt to assemble data with enough covariates that it becomes plausible
(or initially arguable) that the unknown assignment mechanism is unconfounded given
these covariates. Then an observational study can be analyzed using the techniques for
a regular design with unknown propensity scores. The resulting causal inferences will
be valid under the assumption of strong ignorability.

That is, we begin by estimating propensity scores. If there is little or no overlap in
the distributions of the estimated propensity scores in the treatment and control groups,
there is no hope of drawing valid causal inferences from these data without making
strong external assumptions. The message that sometimes a data set cannot support a
decent causal inference is very important for all researchers to understand and accept.
The desirability of discarding irrelevant units from the control group is also an important
point to recognize. For example, in the tobacco litigation (Rubin, 2002), never smok-
ers who have characteristics not matching any smokers were discarded. Sometimes it
may even be necessary to discard some treated units as “unmatchable”, and then their
characteristics should be carefully described because of the limitations on generaliza-
tion of results. Sometimes subclassification can be used. The example in Rubin (1997)
on treatments for breast cancer compares results from randomized experiments and an
observational study based on subclassification.

A key idea is that, like good experiments, good observational studies are designed,
not simply “found”. When designing an experiment, we do not have any outcome data,
but we plan the collection, organization and analysis of the data to improve our chances
of obtaining valid, reliable and precise causal answers. The same exercise should be
done in an observational study: Even if outcome data are available at the design stage,
they should be put aside.

Because observational studies are rarely known to be unconfounded, we are con-
cerned with sensitivity of answers to unobserved covariates. Because in my view
this and other complications are better dealt with from the model-based perspective,
these are addressed after discussing Bayesian methods, although methods described by
Rosenbaum (2002) are appropriate from the randomization-based perspective.

4. Posterior predictive causal inference

Bayesian causal inference for causal effects requires a model for the underlying data,
Pr(X, Y (0), Y (1)), and this is where “science” enters. A great virtue of the RCM
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framework we are presenting is that it separates science – a model for the under-
lying data, from what we do to learn about science – the assignment mechanism,
Pr(W |X, Y(0), Y (1)). Notice that together, these two models specify a joint distribu-
tion for all observables, an approach commonly called Bayesian.

4.1. The posterior predictive distribution of causal effects

Bayesian inference for causal effects directly and explicitly confronts the missing po-
tential outcomes, Ymis = {Ymis,i} where Ymis,i = WiYi(0) + (1 − Wi)Yi(1). The
perspective takes the specification for the assignment mechanism and the specification
for the underlying data, and derives the posterior predictive distribution of Ymis, that is,
the distribution of Ymis given all observed values

(8)Pr(Ymis|X, Yobs,W).

This distribution is posterior because it is conditional on all observed values (X, Yobs,W)

and predictive because it predicts (stochastically) the missing potential outcomes. From
this distribution and the observed values of the potential outcomes, Yobs, the observed
assignments, W , and observed covariates, X, the posterior distribution of any causal
effect can, in principle, be calculated.

This conclusion is immediate if we view the posterior predictive distribution in (8)
as specifying how to take a random draw of Ymis. Once a value of Ymis is drawn,
any causal effect can be directly calculated from the drawn value of Ymis and the ob-
served values of X and Yobs, e.g., the median causal effect for males: med{Yi(1) −
Yi(0)|Xi indicate males}. Repeatedly drawing values of Ymis and calculating the causal
effect for each draw generates the posterior distribution of the desired causal effect.
Thus, we can view causal inference entirely as a missing data problem, where we
multiply-impute (Rubin, 1987, 2004a) the missing potential outcomes to generate a
posterior distribution for the causal effects. We now describe how to generate these im-
putations. A great advantage of this general approach is that we can model the data on
one scale (e.g., log (income) is normal), impute on that scale, but transform the imputa-
tions before drawing inferences on another scale (e.g., raw dollars).

4.2. The posterior predictive distribution of Ymis under ignorable treatment
assignment

First consider how to create the posterior predictive distribution of Ymis when the treat-
ment assignment mechanism is ignorable (i.e., when (6) holds). In general:

(9)Pr(Ymis|X, Yobs,W) = Pr(X, Y (0), Y (1)) Pr(W |X, Y(0), Y (1))∫
Pr(X, Y (0), Y (1)) Pr(W |X, Y(0), Y (1)) dYmis

.

With ignorable treatment assignment, Eq. (9) becomes:

(10)Pr(Ymis|X, Yobs,W) = Pr(X, Y (0), Y (1))∫
Pr(X, Y (0),X(1)) dYmis

.

Eq. (10) reveals that, under ignorability, all that we need model is the science
Pr(X, Y (0), Y (1)). We can ignore an ignorable assignment mechanism.
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4.3. de Finetti’s theorem applied to model the data

Because all information is in the underlying data, the unit labels are effectively just
random numbers, and hence the array (X, Y (0), Y (1)) is row exchangeable. With es-
sentially no loss of generality, therefore, by de Finetti’s (1963) theorem, we have that
the distribution of (X, Y (0), Y (1)) may be taken to be i.i.d. (independent and identically
distributed) given some parameter θ , with prior distribution p(θ):

(11)Pr
(
X, Y(0), Y (1)

) =
∫ [

N∏
i=1

f
(
Xi, Yi(0), Yi(1)|θ

)]
p(θ) d(θ).

Eq. (11) provides the bridge between fundamental theory and the common practice of
using i.i.d. models. Of course, there remains the critical point that the functions f (·|θ)

and p(θ) are rarely, if ever known, and this limitation will haunt this form of inference
despite its great flexibility. We nevertheless proceed with this approach with completely
general f (·|θ) and p(θ).

4.4. Assumption: Parametric irrelevance of marginal distribution of X

Without loss of generality, we can factor f (Xi, Yi(0), Yi(1)|θ) into:

f
(
Yi(0), Yi(1)|Xi, θy·x

)
f (Xi |θx),

where θy·x = θy·x(θ) is the parameter governing the conditional distribution of
Yi(0), Yi(1) given Xi , and analogously, θx = θx(θ) is the parameter governing the
marginal distribution of X. The reason for doing this factorization is that we are
assuming X is fully observed, and so we wish to predict the missing potential out-
comes Ymis from X and the observed potential outcomes, Yobs, and therefore must use
f (Yi(0), Yi(1)|Xi, θy·x).

To do this, we factor f (Yi(0), Yi(1)|Xi, θy·x) into either

f
(
Yi(0)|Xi, Yi(1), θ0·x1

)
f

(
Yi(1)|Xi, θ1·x

)
when Yi(0) is missing, or

f
(
Yi(1)|Xi, Yi(0), θ1·x0

)
f

(
Yi(0)|Xi, θ0·x

)
when Yi(1) is missing; here the various subscripted θ ’s are all functions of θ governing
the appropriate distributions in an obvious notation.

These factorizations allow us to write (11) as

(12a)
∫ ∏

i∈S1

f
(
Yi(0)|Xi, Yi(1), θ0·x1

) ∏
i∈S1

f
(
Yi(1)|Xi, θ1·x

)

(12b)×
∏
i∈S0

f
(
Yi(1)|Xi, Yi(0), θ1·x0

) ∏
i∈S0

f
(
Yi(0)|Xi, θ0·x

)

(12c)×
∏
i∈S∗

f
(
Yi(0), Yi(1)|Xi, θy·x

)
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(12d)×
N∏

i=1

f (Xi |θx)p(θ) dθ,

where S0 = {i|Wi = 0}, S1 = {i|Wi = 1} and S∗ = {i|Wi = ∗}.
Notice that the first factor in (12a), times the first factor in (12b), times (12c) is

proportional to the posterior predictive distribution of Ymis given θ (i.e., given X, Yobs
and θ ), Pr(Ymis|X, Yobs, θ). Also notice that the remaining factors in (12), that is the
second factor in (12a) times the second factor in (12b) times (12d) is proportional
to the posterior distribution of θ, Pr(θ |X, Yobs), which is equal to the likelihood of
θ,L(θ |X, Yobs), times the prior distribution of θ, p(θ).

Let us now assume that θy·x and θx are a priori independent:

(13)p(θ) = p(θy·x)p(θx).

This assumption is not innocuous, but it is useful and is standard in many prediction
environments. For an example of a situation where it might not be reasonable, suppose
X includes students’ scores on a standardized test going back many years; the relation-
ships among previous X tests may provide useful information for predicting Y(0) (i.e.,
Y without intervention), from X, using for example, a time-series model (e.g., Box and
Jenkins, 1970).

For simplicity in the presentation here, we make assumption (13), although, as with
all such assumptions, it should be carefully considered. Then the integral over θx in
(12) passes through all the products in (12a), (12b) and (12c), and we are left with the
integral over (12d); (12d) after this integration is proportional to p(θy·x) dθy·x .

As a consequence, (12) becomes

(14)
∫

Pr(Ymis|X, Yobs, θy·x) Pr(θy·x |X, Yobs) dθy·x,

where the second factor in (14) is proportional to the product of the second factors in
(12a) and (12b), and the first factor in (14) is, as before, proportional to the product of
the first factors of (12a) and (12b) times (12c).

4.5. Assumption: No contamination of imputations across treatments

We now make an assumption that is sometimes implicitly made and sometimes explic-
itly not made, which is the case discussed in Section 3. Specifically, we now assume
that entirely separate activities are to be used to impute the missing Yi(0) and the miss-
ing Yi(1). This is accomplished with two formal assumptions:

(15)f
(
Yi(0), Yi(1)|Xi, θy·x

) = f
(
Yi(0)|Xi, θ0·x

)
f

(
Yi(1)|Xi, θ1·x

)
and

(16)p(θy·x) = p(θ0·x)p(θ1·x).

Thus, in (15) we assume Yi(0) and Yi(1) are conditionally independent given Xi and
θy·x , and in (16), that the parameters governing these conditional distributions are a
priori independent. Consequently, f (Yi(0)|Xi, Yi(1), θ0·x1) = f (Yi(0)|Xi, θ0·x), and
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f (Yi(1)|Xi, Yi(0), θ1·0x) = f (Yi(1)|Xi, θ1·x). Thus, (12) or (14) can be written in four
distinct parts with associated activities as follows.

1. Using the control units, obtain the posterior distribution of θ0·x :

p(θ0·x |X, Yobs) ∝ L(θ0·x |X, Yobs)p(θ0·x)
∝

∏
i∈S0

p
(
Yi(0)|Xi, θ0·x

)
p(θ0·x).

2. Using θ0·x , obtain the conditional posterior predictive distribution of the missing
Yi(0): ∏

i∈S1∪S∗
Pr

(
Yi(0)|Xi, θ0·x

)
.

3. Using the treated units, obtain the posterior distribution of θ1·x :

Pr(θ1·x |X, Yobs) ∝ L(θ1·x |X, Yobs)p(θ1·x)
∝

∏
i∈S1

Pr
(
Yi(1)|Xi, θ1·x

)
p(θ1·x).

4. Using θ1·x , obtain the conditional posterior predictive distribution of the missing
Yi(1): ∏

i∈S0∪S∗
Pr

(
Yi(1)|Xi, θ1·x

)
.

For simulation, perform steps 1–4 repeatedly with random draws, thereby multiply im-
puting Ymis (Rubin, 1987, 2004a).

4.6. Simple normal example illustrating the four steps

To illustrate the idea of imputing the missing potential outcomes, suppose there is no X

and f (·|θ) is normal with means (μ1, μ0), variances (σ 2
1 , σ 2

0 ) and zero correlation.
The units with Wi = 1 (i.e., i ∈ S1) have Yi(1) observed and are missing Yi(0), and

so their Yi(0) values need to be imputed. To impute Yi(0) values for them, intuitively
we need to find units with Yi(0) observed who are exchangeable with the Wi = 1 units,
but these units are the units with Wi = 0 (i.e., i ∈ S0). Therefore, we estimate (in
a Bayesian way) the distribution of Yi(0) from the units with Wi = 0, and use this
estimated distribution to impute Yi(0) for the units missing Yi(0).

Because the n0 observed values of Yi(0) are a simple random sample of the N values
of Y(0), and are normally distributed with mean μ0 and variance σ 2

0 , with the standard
independent noninformative prior distributions on (μ0, σ

2
0 ), we have for the posterior

distribution of σ 2
0 :

σ 2
0 /s2

0 ∼ inverted χ2
n0−1/(n0 − 1);

and for the posterior distribution of μ0 given σ0:

μ0 ∼ N
(
ȳ0, s

2
0/n0

);
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Table 2
Observed data in artificial example

X ȳ0 n0 s0 ȳ1 n1 s1

HI 300 90 60 400 10 60
LO 100 10 60 200 90 60

Table 3
Causal inferences for example in Table 2

X = HI X = LO Population = 1
2 HI + 1

2 LO

E(Y 1 − Y 0|X,Yobs, W) 100 100 100
V (Y 1 − Y 0|X,Yobs, W)1/2 20 20 10

√
2

and for the missing Yi(0) given μ0 and σ0:

Yi(0) 
 Wi �= 0
i.i.d.∼ N

(
μ0, s

2
0

)
.

The missing values of Yi(1) are analogously imputed using the observed values of Yi(1).
When there are covariates observed, these are used to help predict the missing poten-

tial outcomes using, for example, one regression model for the observed Yi(1) given the
covariates, and another regression model for the observed Yi(0) given the covariates.

4.7. Simple normal example with covariate – numerical example

For a specific example with a covariate, suppose we have a large population of students
with a covariate Xi indicating parental education, which is dichotomous, HI versus LO,
with a 50%/50% split in the population. Suppose that a random sample of 100 with
X0 = HI is taken, and 10 are randomly assigned to the active treatment, and 90 are
randomly assigned to the control treatment. Further suppose that a random sample of
100 with Xi = LO is taken, and 90 are randomly assigned to the active treatment and
10 are assigned to the control treatment. The outcome Y is a test score a year after
randomization, with Yi,obs and Xi observed for all 200 units; Xi is effectively observed
in the population because we know the proportions of Xi that are HI and LO in the full
population.

Suppose the hypothetical observed data are as displayed in Table 2. Then the infer-
ences based on the normal-model are as shown in Table 3. The obvious conclusion in
this artificial example is that the treatment increases test scores for both those with HI
and LO parental education by about 100 points, and thus for the population, which is a
50%/50% mixture of these two subpopulations. In this sort of situation, the final infer-
ence is insensitive to the assumed normality of Yi(1) given Xi and of Yi(0) given Xi ;
see Pratt (1965) or Rubin (1987, 2004a, Section 2.5) for the argument. But, in general,
this is not so.
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4.8. Dangers of model-based extrapolation with some regular designs

A great strength of the model-based approach is that it allows us to conduct causal in-
ference by predicting all of the missing potential outcomes from observed values. The
problem with this approach is the need to specify the distribution f (·|θ) and p(θ), which
sometimes can implicitly involve extrapolations that are extremely unreliable. This sit-
uation can be easily conveyed by a simple example based on the one in Section 4.7.

Suppose that the units with LO parental education are split equally into NONE and
LITTLE, and further suppose that the 10 with LO assigned the control treatment all are
LITTLE; the 90 with LO assigned the active treatment are 50 NONE and 40 LITTLE.
Now, although the comparison of treatment versus control for Xi = HI is unaffected, the
comparison of treatment versus control for the X = NONE group is entirely dependent
on our model specifications. That is, there are no X = NONE units in the control
condition, and so to impute Yi(0) values for the Xi = NONE treated units, we must rely
entirely on some external information.

For example, suppose we associate NONE with Xi = 0, LITTLE with Xi = 1, and
HI with Xi = 2, and claim that Yi(0) is linearly related to Xi (given θ ). In the treatment
group, we can then impute the missing Yi(0) for units with Xi = NONE even though
there are no units with Xi = NONE and Yi(0) observed, based on the assumed linear
relationship between Yi(0) and Xi estimated from the 10 control units with Xi = 1 and
the 90 with Xi = 2. Moreover, as the sample sizes get bigger and bigger, the posterior
variance of the estimated average causal effect shrinks to zero, so we are certain of our
answer for the Xi = NONE causal effect, even though it is reliant on an assumption that
may be only implicitly recognized: the linear relationships between the control potential
outcomes and the covariate, which allows the extrapolation to take place.

Because of the issues of model-based extrapolation, propensity score methods
(i.e., based on matching or subclassification) are highly relevant to the application of
Bayesian methods to causal inference. For example, it is always a good idea to exam-
ine the overlap in multivariate X distributions between treatment and control groups,
and, by design, to create treated and control units with very similar distributions of X.
Then, formal model-based imputations that rely on interpolation can be made with these
samples, thereby avoiding extrapolation. This approach is illustrated in a psychologi-
cal/medical study in Reinisch et al. (1995), where matching was used to select a subset
of controls, and linear model adjustments were made in the resulting samples.

4.9. Nonignorable treatment assignment mechanisms

With nonignorable treatment assignment, the simplifications in previous sections, which
follow from ignoring the specification for Pr(W |X, Y(0), Y (1)), do not follow in gen-
eral, and the analysis typically becomes far more difficult and uncertain. As a simple
illustration, take the example in Section 4.7 and assume that everything is the same ex-
cept that only Yobs is recorded, so that we do not know whether Xi is HI or LO for
anyone. The actual assignment mechanism is now

Pr
(
W |Y(0), Y (1)

) =
∫

Pr
(
W |X, Y(0), Y (1)

)
dP(X)



Statistical inference for causal effects 793

because X itself is missing, and so treatment assignment depends explicitly on the po-
tential outcomes, both observed and missing, because both are generally correlated with
the missing Xi .

Inference for causal effects, assuming the identical model for the science, now de-
pends on the implied normal mixture model for the observed Y data within each treat-
ment arm, because the population is a 50%/50% mixture of those with LO and HI
parental education, and these subpopulations have different probabilities of treatment
assignment. Here the inference for causal effects is sensitive the propriety of the as-
sumed normality and/or the assumption of a 50%/50% mixture, as well as to the prior
distributions on μ1, μ0, σ1 and σ0.

If we mistakenly ignore the nonignorable treatment assignment and simply com-
pare the sample means of all treated with all controls, for example, using the sim-
ple model of Section 4.6, we have ȳ0 = 0.9(300) + 0.1(100) = 280 versus ȳ1 =
0.1(400) + 0.9(200) = 220; doing so, we reach the incorrect conclusion that the ac-
tive treatment hurts the test score in the population. This sort of example is known as
“Simpson’s Paradox” (Simpson, 1951) and can easily arise with incorrect analyses of
nonignorable treatment assignment mechanisms, and thus indicates why such assign-
ment mechanisms are to be avoided whenever possible. Randomized experiments are
the most direct way of avoiding nonignorable treatment assignments. Other alternatives
are ignorable designs with nonprobabilistic features so that all units with some spe-
cific value of covariates are assigned the same treatment, like the extreme example in
Section 4.8. In practice, the analyses of observational studies proceeds as if they were
ignorable, as discussed previously. Then, to assess the consequences of this assumption,
sensitivity analyses can be conducted under various hypothetical situations.

Typically sensitivity analyses utilize the idea of a fully missing covariate, U , such
that treatment assignment is ignorable given U but not given the observed data. The
relationships between U and W , and between U , Y(0), and Y(1), all given X, are then
varied. See, for example, Rosenbaum and Rubin (1983b) and Cornfield et al. (1959).
Extreme versions of sensitivity analyses examine bounds (e.g., see Imbens and Man-
ski, 2004). Bounds on point estimates can be viewed as extreme versions of sensitivity
analyses where we obtain estimates that might be obtained over extreme distributions
of the unobserved covariate U . Although often very broad, such bounds can play an im-
portant role in informing us about the sources of sharpness in inferences. Some relevant
references for this approach include Manski et al. (1992), Manski and Nagin (1998),
and Horowitz and Manski (2000).

Related techniques for assessing nonignorable designs include the formal role of a
second control group (Rosenbaum, 1987) and tests of unconfoundedness (Rosenbaum,
1984). Generally I prefer to use evidence to produce better estimates rather than to test
assumptions. That is, if there is evidence in the data available to test an assumption,
then there is evidence for how to generalize the questionable assumption, and thereby
improve the estimation of causal effects.
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5. Complications

There are many complications that occur in real world studies for causal effects, many
of which can be handled much more flexibly with the Bayesian approach than with
randomization-based methods. Of course, the models involved, including associated
prior distributions, can be very demanding to formulate in a practically reliable manner.
Also, Neymanian evaluations are still important. Here I simply list some of these com-
plications with some admittedly idiosyncratically personal references to current work
from the Bayesian perspective.

5.1. Multiple treatments

When there are more than two treatments, the notation becomes more complex but is
still straightforward under SUTVA. Without SUTVA, however, both the notation and
the analysis can become very involved. The exploding number of potential outcomes
can become especially serious in studies where the units are exposed to a sequence of
repeated treatments in time, each distinct sequence corresponding to a possibly distinct
treatment. Much of the field of classical experiment design is devoted to issues that arise
with more than two treatment conditions (e.g., Kempthorne, 1952; Cochran and Cox,
1957).

5.2. Unintended missing data

Missing data, due perhaps to unit dropout or machine failure, can complicated analyses
more than one would expect based on a cursory examination of the problem. Fortu-
nately, Bayesian/likelihood tools for addressing missing data such as multiple imputa-
tion (Rubin, 1987, 2004a) or the EM algorithm (Dempster et al., 1977) and its relatives,
including data augmentation (Tanner and Wong, 1987) and the Gibbs sampler (Geman
and Geman, 1984) are fully compatible with the Bayesian approach to causal inference
outlined in Section 4. Gelman et al. (2003, Parts III and IV) provide guidance on many
of these issues from the Bayesian perspective.

5.3. Noncompliance with assigned treatment

Another complication, common when the units are people, is noncompliance. For exam-
ple, some of the subjects assigned to take the active treatment take the control treatment
instead, and some assigned to take the control manage to take the active treatment.
A nice example of this is given in Sommer and Zeger (1991). Initial interest focuses on
the effect of the treatment for the subset of people who would comply with their treat-
ment assignment under either assignment. Early work related to this issue can be found
in economics (e.g., Tinbergen, 1930; Haavelmo, 1944) and elsewhere (e.g., Zelen, 1979;
Bloom, 1984). Much progress has been made in recent years on this topic (e.g., Baker,
1998; Baker and Lindeman, 1994; Goetghebeur and Molenberghs, 1996; Angrist et al.,
1996; Imbens and Rubin, 1997; Little and Yau, 1998; Hirano et al., 2000). In this case,
sensitivity of inference to prior assumptions can be severe, and the Bayesian approach
is well-suited to not only revealing this sensitivity but also to formulating reasonable
prior restrictions.
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5.4. Truncation of outcomes due to death

In other cases, the unit may “die” before the final outcome can be measured. For exam-
ple, in an experiment with new fertilizers, a plant may die before the crops are harvested
and interest may focus on both the effect of the fertilizer on plant survival and the effect
of the fertilizer on plant yield when the plant survives. Or with an educational interven-
tion designed to improve final high school test scores, students who drop out of school
before taking the test effectively have their data “truncated due to death”. This problem
is far more subtle than it may at first appear to be, and valid approaches to it have only
recently been formulated (Rubin, 2000, 2006c; Zhang and Rubin, 2003). Surprisingly,
the models also have applications in economics (Zhang et al., 2006) and the evaluation
of job-training programs.

5.5. Direct and indirect causal effects

Another topic that is far more subtle than it first appears to be is the one involving
direct and indirect causal effects. For example, the separation of the “direct” effect of
a vaccination on disease from the “indirect” effect of the vaccination that is due solely
to its effect on blood antibodies and the “direct” effect of the antibodies on disease.
This language turns out to be too imprecise to be useful within our formal causal effect
framework. This problem is ripe for Bayesian modelling as briefly outlined in Rubin
(2004b, 2005).

5.6. Principal stratification

All the examples in Sections 5.3–5.5 can be viewed as special cases of “principal strati-
fication” (Frangakis and Rubin, 2002), where the principal strata are defined by partially
unobserved intermediate potential outcomes, namely in our examples: compliance be-
havior under both treatment assignments, survival under both treatment assignments,
and antibody level under both treatment assignments. This appears to be an extremely
fertile area for research and application of Bayesian methods for causal inference, espe-
cially using modern simulation methods such as MCMC (Markov Chain Monte Carlo);
see, for example, Gilks et al. (1995).

5.7. Combinations of complications

In the real world, such complications typically do not appear simply one at a time. For
example, a randomized experiment in education evaluating “school choice” suffered
from missing data in both covariates and longitudinal outcomes; also, the outcome was
multicomponent as each point in time; in addition, it suffered from noncompliance that
took several levels because of the years of school. Some of these combinations of com-
plications are discussed in Barnard et al. (2003) in the context of the school choice
example, and in Mealli and Rubin (2002) in the context of a medical experiment.

Despite the fact that Bayesian analysis is quite difficult when confronted with these
combinations of complications, I believe that it is still a far more satisfactory attack
on the real scientific problems of causal inference than the vast majority of ad hoc
frequentist approaches commonly in use today.



796 D.B. Rubin

5.8. More missing data

The problem of missing data, both in covariates and outcomes, is very common in prac-
tice. Standard methods (e.g., as in Little and Rubin, 2002) are highly valuable here, and
special methods, for instance, for dealing with missing covariates in propensity score
analyses (D’Agostino and Rubin, 1999) are also relevant. Outcomes that are censored,
e.g., survival data, can be viewed as a special but very important case of missing or
coarsened data (Heitjan and Rubin, 1991). Moreover, dealing with combined complica-
tions, such as missing outcomes with noncompliance (Frangakis and Rubin, 1999), is
important, as is clustering in design issues (Frangakis et al., 2002).
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Statistical Aspects of Adaptive Testing

Wim J. van der Linden and Cees A.W. Glas

1. Introduction

In psychometrics, it is customary to view the responses of subjects n = 1, . . . , N to the
items i = 1, . . . , I in an educational or psychological test as realizations uni of random
response variables Uni . The distribution of these variables is usually represented by a
response model. A large variety of alternative response models has been developed in
item response theory (van der Linden and Hambleton, 1997).

Since the responses reveal as much about the properties of the items as the abilities
of the subjects that take them, we have to treat the variables Uni as nonidentically dis-
tributed across items and subjects. It usually makes sense to assume independence for
the variables for the same subject (within-subject or “local” independence). Provided
there is no cooperation between them, the variables can also be assumed to be inde-
pendent between subjects. Statistically, the analysis of response data on tests therefore
deals with an instance of nonidentical but independently distributed variables Uni .

Suppose the ability of subject n is represented by a (possibly vector-valued) parame-
ter θn and the properties of item i by a parameter vector ξ i . Typically, the interest is in
estimating the parameters θn and less in ξ i . The usual approach is to estimate the item
parameters with a likelihood marginalized over the subject parameters or in a Bayesian
fashion. This step is known as item calibration. Once the item parameters can be treated
as known, the response model can be used as a model for measuring future subjects,
i.e., estimating their ability parameters θn from realizations (un1, . . . , unI ).

But even if the parameters ξ i can be treated as known, the fact that they are item
dependent requires special attention when assembling a test. As shown below, collec-
tively the item parameters determine the accuracy of the estimator of θn. Inasmuch as
the response models are typically nonlinear, the accuracy of these estimators also de-
pends on the unknown parameters θn themselves. The combination of these features
creates a problem of optimal design in test theory that is much more complicated than
the standard optimal design problem in linear regression with known predictors (van der
Linden, 2007, Section 4.7).

For a fixed test, a practical way out of this problem is to specify a target function
for the accuracy of the estimator θ̂ of the ability parameter θ over its space and use the
known item parameters ξ i , i = 1, . . . , I , to select a test from the inventory of calibrated
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items that approximates the target best in some sense. A more efficient way, however,
is an adaptive test design. In adaptive testing, the test is administered by a computer
that has a well-chosen pool of calibrated items stored in its memory. The estimator
of θn is updated after an item is completed and the next item is selected to be most
efficient at the last update. The test is stopped if a fixed number of items has been taken
or a predetermined level of accuracy for θ̂ is realized. Extensive computer simulations
have shown that, typically, adaptive testing realizes the same accuracy for θ̂ as a well-
designed fixed test with some 50% of the items.

The intuitive idea underlying the first attempts at adaptive testing was that a test
had better measurement properties if the difficulties of the items matched the ability
of the examinee. Items that are too easy or difficult have predictable responses and
cannot provide much information about the ability of the examinee. In fact, this intuition
was the same as that of a good examiner in an oral exam who avoids asking questions
for which he knows in advance that they are answered correctly or incorrectly by the
examinee.

For two reasons it took a long time before adaptive testing could be implemented in
large-scale testing programs. First, realistic response models for the distribution of the
variables Uni had to be developed before the notion of adaptation could be formalized.
Second, estimation of θn is generally computationally intensive, and we had to wait
for computers to become more powerful and affordable before estimation in real time
was feasible. The first large-scale applications of adaptive testing were introduced in the
early 1990s in testing programs for personnel selection, college admission, and licensure
and certification testing. Adaptive testing is now also common in such applications as
course placement in education and diagnostics in psychology.

The introduction of adaptive testing has led to a host of practical problems that all
have serious statistical aspects. In this chapter, we first introduce a few response models
that are used in adaptive testing and discuss estimation of their item and subject pa-
rameters. We then discuss adaptive estimation of the subject parameters and treat the
statistical aspects of several of these more practical problems.

2. Response models

A basic unidimensional model for dichotomously scored responses is the three-
parameter logistic (3PL) model (Birnbaum, 1968). In this model, the probability of
a correct response Uni = 1 of subject n on item i is given by

pi(θn) ≡ Pr(Uni = 1 | θn) ≡ ci + (1 − ci)Ψ
[
ai(θn − bi)

]
(1)≡ ci + (1 − ci)

exp[ai(θn − bi)]
1 + exp[ai(θn − bi)] ,

where θn is a scalar parameter for the ability of subject n, and ξ i = (ai, bi, ci) contains
the parameters for the discriminating power, difficulty, and height of the lower asymp-
tote of the response probability of item i, respectively. The last item parameter has been
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introduced to represent instances of random guessing on test items. In some applica-
tions, which will be discussed below, it proves practical to replace the logistic function
Ψ (·) by the normal cumulative distribution function Φ(·). Then, the probability of a
correct response becomes

(2)pi(θn) ≡ ci + (1 − ci)Φ
[
ai(θn − bi)

]
.

This model is known as the three-parameter normal ogive (3PNO) model.
In practice, it is usually assumed that there is one (dominant) ability θ that explains

the test performances. But empirical model fit analyses may show that a unidimensional
response model does not adequately describe the data, for example, when the test items
consist of worded mathematical problems whose solution require a verbal in addition
to a mathematical skill (Reckase, 1985). In such cases, a response model with a multi-
dimensional ability parameter is more appropriate (McDonald, 1967; Andersen, 1985;
Adams et al., 1997).

In a multidimensional response model, the logistic function in (1) and the normal
ogive function in (2) are redefined as Ψ (at

iθn−bi) and Φ(at
iθn−bi), respectively, where

ai is a Q-dimensional vector of discrimination parameters (ai1, . . . , aiq , . . . , aiQ), and
θn is a vector of ability parameters (θn1, . . . , θnq, . . . , θnQ) of the same dimension.

Under the additional assumption that the subjects’ ability parameters can be taken to
be a simple random sample from a Q-variate normal distribution, that is,

(3)θn ∼ MVN(μP ,ΣP ),

the model is equivalent with a full-information factor analysis model (Takane and de
Leeuw, 1987). For this reason, the discrimination parameters are sometimes referred to
as factor loadings and the ability parameters as factor scores.

In multiple-group IRT, different ability distributions are assumed for different popu-
lations.

Note that (3) can be used as a common prior distribution for the ability parameters
of the subjects. In addition, it often is useful to introduce a distribution for the items
parameters,

(4)ξ i = (ai, bi, ci) ∼ MVN(μI ,ΣI),

as well. This distribution can also be used in two different ways. First, as a (com-
mon) prior distribution to support parameter estimation when the data matrix is ill-
conditioned, i.e., contains too little information and can be appropriately described by
different sets of parameter values. Mislevy (1986) considers a number of Bayesian
approaches that involve prior distributions for the item parameters. Second, the dis-
tribution can be used as an empirical distribution for the domain of possible items when
modeling hierarchical relations between them. An example is the application to item-
cloning techniques, in which a computer algorithm is used to generate families of items
from so-called parent items.

Glas and van der Linden (2003, 2006) and Sinharay et al. (2003) present a multilevel
response model for this application in which it is assumed that the parameters of each
item are randomly sampled from a multivariate normal distribution associated with a
parent item. Analogous to multiple-group IRT, this model allows for normal distribu-
tions with different means and covariance matrices for each family.
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3. Item calibration

Adaptive testing is based on the availability of a large pool of calibrated test items. The
calibration process can have two different designs:

1. A pretesting design in which fixed subsets of items are administered to fixed subsets
of subjects in a series of pretest sessions, and the response model is fitted to the data
to obtain item-parameter estimates.

2. An adaptive design in which new items are seeded into an operational adaptive test
and the responses are used to estimate their item parameters along with the subjects’
ability parameters.

Of course, it is also possible to use combinations of these sampling designs, for
example, in a setup with initial item parameter estimation through a fixed design and
further improvement of the estimates during operational adaptive testing. In both types
of designs, the subjects never respond to all available items. Either type of design can
be captured by a design vector dn with elements dni , i = 1, . . . , I , that are equal to one
if n responded to item i and zero otherwise.

Two different estimation procedures for the item parameters are in use. The first is a
marginal maximum likelihood (MML) procedure that builds on the fact that in item cali-
bration only the item parameters are of interest. Consequently, the ability parameters are
treated as nuisance parameters, which are integrated out of the likelihood function as-
suming a population distribution. The resulting marginal likelihood is maximized with
respect to the item and population parameters. The second procedure is Bayesian with
prior distributions for all parameters. This approach has become feasible through the
use of Markov chain Monte Carlo (MCMC) computational methods. These methods
circumvent the cumbersome direct evaluation of high-dimensional integrals in MML
estimation for more complicated models. The two approaches to item parameter esti-
mation are further explained in the next sections.

3.1. MML estimation

Currently, MML estimation (Bock and Aitkin, 1981) is the most frequently used tech-
nique for item calibration. One reason for this is its presence in widely disseminated
software packages, for example, Bilog-MG (Zimowski et al., 2002) for unidimensional
models for dichotomously scored items and Multilog (Thissen et al., 2003) or Parscale
(Muraki and Bock, 2002) for polytomously scored items. MML estimation for multidi-
mensional IRT models (Bock et al., 1988) has been implemented in the software pack-
ages Testfact (Wood et al., 2002) and ConQuest (Wu et al., 1997). All these packages
compute MML estimates of the structural parameters in the model in a simultaneous
fashion; this approach will be outlined below. But MML estimates can also be obtained
through a two-step procedure, for example, that implemented in the Mplus software
(Muthén and Muthén, 2003).

To obtain generality, the MML estimation equations will be derived for the multidi-
mensional version of the 3PL model. The extension of MML estimation to a Bayesian
version of it with prior distributions of the item parameters will be addressed at the end
of this section.
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Let Un be the response vector of subject n and ξ = (ξ1, . . . , ξ I ). Using the assump-
tion of local independence, the probability of responses un given θn is

(5)Pr(un | θn, ξ) =
I∏

i=1

Pr(Uni = uni | θn, ξ i )
dni .

It is assumed that uni takes a dummy value if dni = 0. We will use the convention
uni = 9 and, for mathematical treatment, define Pr(Uni = 9 | θn, ξ i ) = 1. Since un

determines the values of dni , the latter do not appear on the left side of (5).
Direct maximization of the likelihood function in (5) with respect to θ does generally

not produce consistent estimators because the number of subject parameters goes to in-
finity with the sample size. Therefore, Bock and Aitkin (1981) suggested to treat the θs
as unobserved realizations of stochastic variables that have the population distribution
in (3). Assume that the response vectors of N subjects have been collected in an N × I

matrix, U. The marginal likelihood function is defined as

(6)L(ξ ,μP ,ΣP ; U) =
N∏

n=1

Pr(un | ξ ,μP ,ΣP ),

with

(7)Pr(un | ξ ,μP ,ΣP ) =
∫

. . .

∫
Pr(un | θn, ξ)g(θn | μP ,ΣP ) dθn.

Glas (1992, 1999) showed how to derive the likelihood equations for (6) from
Fisher’s identity (Efron, 1977). Let η denote all structural parameters in the model, that
is, (ξ ,μP ,ΣP ), where we choose the diagonal and lower-diagonal elements of ΣP as
free parameters. The first-order derivatives with respect to η can be written as

(8)h(η) = ∂

∂η
log L(η; U) =

∑
n

E
(
ωn(η) | un, η

)
,

with

(9)ωn(η) = ∂

∂η
log p(un, θn | η),

and where the expectation is with respect to the posterior distribution

(10)p(θn | un, η) = Pr(un | θn, ξ)p(θn | μP ,ΣP )∫
. . .

∫
Pr(un | θn, ξ)p(θn | μP ,ΣP ) dθn

.

The equality in (8) is closely related to the EM algorithm (Dempster et al., 1977)
for finding the maximum of a likelihood. The EM algorithm is applicable in situ-
ations where direct inference based on the marginal likelihood is complicated but
the complete-data likelihood equations, i.e., equations based on ωn(η), are easier to
solve. The EM algorithm does so by iteratively improving on estimates η(t−1), solving∑

n E(ωn(η
(t)) | un, η

(t−1)) = 0 with respect to η(t) until satisfactory convergence is
reached.
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We illustrate the application of Fisher’s identity for the estimation of the population
parameters for the qth component of θ . If the subject parameters θn had been observed,
the mean μq would be equal to

(11)μq = 1

N

N∑
n=1

θnq .

Since they are not observed, we take the posterior expectation of (11) with respect to θn

to obtain

(12)μq = 1

N

N∑
n=1

E(θnq | un, ξ ,μP ,ΣP ).

Observe that (12) is a function of the response vector un, the item parameters ξ , as well
as the population parameters μP and ΣP .

Analogously, the equations for the elements of ΣP are

(13)σ 2
q = 1

N

[
N∑

n=1

E
(
θ2
nq | un, ξ ,μP ,ΣP

) − Nμ2
q

]
,

and

(14)σqq ′ = 1

N

[
N∑

n=1

E(θnqθnq ′ | un, ξ ,μP ,ΣP ) − Nμqμq ′

]
.

Thus, the population mean of the subjects’ abilities is estimated as the mean of the
posterior expected values of the subjects’ parameters. Likewise, the population vari-
ances and covariances of these abilities are estimated as the posterior expected variances
and covariances between the subjects’ parameters. The estimation equations for the item
parameters are found in a similar way; for their equations as well as the standard errors
of all estimates, refer to Glas (2000). Further, for the model to become identifiable, a
number of restrictions on the parameters is required (see Béguin and Glas, 2001).

The multiple integrals above can be evaluated using Gauss–Hermite quadrature.
A critical factor in using Gauss–Hermite quadrature is the number of variables that
can be integrated simultaneously. Wood et al. (2002) indicate that the maximum num-
ber of variables is 10 with adaptive quadrature, 5 with nonadaptive quadrature, and 15
with Monte Carlo integration.

The consequences of the adding of prior distributions for the item parameters to the
MML procedure are not too complicated. If (4) is used as a common prior distribution
for the item parameters, the likelihood defined by (6) should be multiplied by the prior
density to obtain

(15)L(ξ ,μP ,ΣP ,μI ,ΣI | U) = L(ξ ,μP ,ΣP ; U)p(ξ | μI ,ΣI).

Mislevy (1986) uses the marginal posterior distributions for this likelihood to obtain
Bayes modal estimates of the parameters, that is, he estimates these parameters as the
mode of their posterior distributions. In one of his approaches, p(ξ | μI ,ΣI) is treated
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as a subjective prior with known hyperparameters μI and ΣI . In another approach,
labeled empirical Bayes approach, the parameters of p(ξ | μI ,ΣI) are estimated along
with the ability parameters. In that case, μI and ΣI have their own (known) prior
distributions, say, p(μI ,ΣI | μI0,ΣI0).

Glas and van der Linden (2003) argue that for some applications (e.g., item cloning),
the item parameters should be treated as nuisance parameters as well and consider a
likelihood that is marginalized not only with respect to θn but also with respect to ξ i .

3.2. Evaluation of model fit in an MML framework

The reliability and validity of adaptive testing is based on the assumption that the
response model properly fits the data. Orlando and Thissen (2000) and Glas and Suárez-
Falcon (2003) review the available statistical tests of the various assumptions underlying
response models. Most statistics are based on the difference between the observed and
expected response frequencies.

As an example, consider a statistic of differential item functioning, i.e., differences
between the response probabilities of subgroups of subjects that are not related to the
abilities that are tested. The particular concern is that these differences disadvantage one
of the subgroups. A comparable problem in adaptive testing is item-parameter drift that
is, a change in an item parameter between pretesting and operational testing or during
operational testing.

Suppose we have two subgroups, which we label as the focal group and the reference
group. A test based on the differences between the observed and expected correct scores
would proceed as follows: First, MML estimates of the item parameters are obtained
using the data of the two groups simultaneously, typically with the assumption that
their subjects are sampled from different ability distributions. Then, the statistic

(16)
N∑

n=1

yndniuni −
N∑

n=1

yndniE
(
Pi(θn) | un, ξ ,μP ,ΣP

)
is calculated, where yn = 1 if subject n belongs to the focal group and zero otherwise.
Observe that E(Pi(θn) | un, ξ ,μP ,ΣP ) is the posterior expectation of a correct re-
sponse of subject n on item i. Glas (1998) shows that if the square of (16) is weighted
by the estimated variance of

∑N
n=1 yndniuni , the resulting statistic has an asymptotic

χ2-distribution with one degree of freedom.
This test of differential item functioning belongs to a general class of so-called Rao

score tests or Lagrange multiplier tests for item response models (Glas, 1999; Glas
and Suárez-Falcon, 2003), which also contains tests of the shape the response function
Pi(θn) and the assumption of local independence between item responses.

3.3. Bayesian estimation

In Bayesian inference, all parameters are considered as random variables. Samples from
their posterior distribution can be generated using an MCMC procedure. These samples
can be used to approximate the functionals over the posterior distributions that are of
interest. Albert (1992) shows how to apply Gibbs sampling (Gelfand and Smith, 1990)
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for the 2PNO model (that is, the model in (2) with ci = 0), and Johnson and Albert
(1999) have generalized the procedure to the 3PNO model. We work with the 3PNO
instead of the 3PL model because the Gibbs sampler is easier to implement for it. For
all practical purposes, the results from the two models are indistinguishable.

To implement a Gibbs sampler, the parameter vector is divided into a number of
components. Iterative sampling from the conditional posterior distributions of each
component given the previously sampled values for all other components generates a
Markov chain. The chain is continued after it has stabilized to generate a sample from
the joint posterior distribution of the parameters.

Johnson and Albert (1999, also see Béguin and Glas, 2001) introduced a data-
augmentation scheme for the 3PNO that results in tractable conditional posterior distri-
butions. The scheme is based on the following interpretation of the 3PNO. Suppose that
the examinee either knows the correct answer with probability Φ(λni), λni = at

iθn −bi ,
or does not know the correct answer with probability 1 − Φ(λni). In the first case, a
correct response is given with probability one, and in the second case the examinee
guesses the correct response with probability ci . Thus, the marginal probability of a
correct response is equal to Φ(λni) + ci(1 − Φ(λni)).

It proves to be convenient to introduce a vector of binary variables Wni such that

(17)Wni =
{

1 if subject n knows the correct answer to item i,

0 otherwise.

So, if Wni = 0, subject n guesses the response to item i, and if Wni = 1, subject
n knows the right answer and gives a correct response. Consequently, the conditional
probabilities of Wni = wni given Uni = uni are

P(Wni=1 | Uni = 1, λni, ci) ∝ Φ(λni),

P (Wni=0 | Uni = 1, λni, ci) ∝ ci

(
1 − Φ(λni)

)
,

P (Wni=1 | Uni = 0, λni, ci) = 0,

(18)P(Wni=0 | Uni = 0, λni, ci) = 1.

The observed responses u of subjects are augmented with latent data w =
(w11, . . . , wNI )

T. In addition, following Albert (1992), the data are also augmented
with latent data z = (z11, . . . , zNI )

T, which are realizations of independent normally
distributed random variables Zni with mean λni and standard deviation equal to one.
For the variables w and z, it holds that zni > 0 if wni = 1 and zni � 0 if wni = 0.
Hence,

p(zni | wni, λni) ∝ φ(zni; λni, 1)

(19)× [
I(zni > 0)I(wni = 1) + I(zni � 0)I(wni = 0)

]
,

where φ(·; λni, 1) is the normal density with mean λni and standard deviation equal to
one and I(·) is an indicator function that takes the value one if its argument is true and
zero otherwise.

We introduce normal prior distributions for a and b, that is, a ∼ N(μa, σa) and
b ∼ N(μb, σb), whereas the conjugate distribution Beta(α, β) is chosen as the prior
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distribution for the guessing probability, c. A noninformative prior is obtained by tak-
ing Beta(1, 1). As an alternative, we could use (4) as the prior distribution of the item
parameters. Finally, the joint prior distribution of (μP ,ΣP ) is specified as the product
of the normal and inverse-Wishart densities p(μP | ΣP ) and p(ΣP ), respectively (see,
for instance, Box and Tiao, 1973).

The joint posterior of η = (ξ , θ, z, w, μP ,ΣP ) has density

p(η | U) = p(z, w | U; ξ , θ , )p(θ | μP ,ΣP )p(μP | ΣP )p(ΣP )p(ξ)

=
N∏

n=1

I∏
i=1

p(zni | wni; λni)p(wni | uni; λni, ci)p(θn | μP ,ΣP )

(20)× p(μP | ΣP )p(ΣP )p(a, b)p(c),

where p(wni | uni, λni, ci) and p(zni | wni, λni) follow from (18) and (19), respec-
tively. Although the distribution has an intractable form, the conditional distributions
of the components ξ , θ , z, w,μ,ΣP given all others are tractable and easy to sample
from.

Therefore, the Gibbs sampler consists of five steps:

1. Draw μP and ΣP conditionally on θ ,
2. Draw w and z conditional on θ , ξ , and U,
3. Draw θ conditional on z, a, b, ΣP , and μ,
4. Draw a, b conditional on z and θ ,
5. Draw c conditional on w and U.

Details on these steps are given in Béguin and Glas (2001). Steps 3–5 are straightfor-
ward: Steps 3 and 4 boil down to sampling from the normal posterior distribution that
is associated with a normal regression model and a normal prior distribution. Step 5 in-
volves the well-known case of a binomial model with a beta as prior distribution, which
leads to sampling from a beta posterior distribution.

The first two steps are as follows.
Step 1. The prior distribution for (μP ,ΣP ) we have chosen is a normal-inverse-

Wishart. Their families are conjugate with the multivariate normal (3). Let Λ0 be the
scale matrix and v0 the degrees of freedom for the prior of ΣP . Further, let μ0 be the
prior mean and κ0 a weight for the prior of ΣP , which can be interpreted as the num-
ber of prior measurements on the ΣP scale (Gelman et al., 1995). Then, the posterior
distribution is normal-inverse-Wishart with parameters

μN = κ0N

κ0 + N
μ0 + N

κ0 + N
θ̄ ,

vN = v0 + N,

κN = κ0 + N,

ΛN = Λ0 + S + κ0N

κ0 + N
(θ̄ − μ0)(θ̄ − μ0)

T,

where S is a matrix with entries Spq = ∑N
n=1(θnp − θ̄p)(θnq − θ̄q ) and θ̄p and θ̄q are

the means of the proficiency parameters of dimension p and q, respectively.
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Samples from the joint posterior distribution of μP and ΣP are obtained through the
following procedure:

1. Draw ΣP | θ from the Inverse-WishartvN
(Λ−1

N ).
2. Draw μP | ΣP from N(μN,ΣP/κN).

The hyperparameters κ0, v0, μ0 and Λ0 lead to a noninformative prior distribution if
κ0 → 0, v0 → −1 and |Λ0| → 0. This limiting case, which is a multivariate version of
Jeffrey’s prior density, leads to the posterior distribution

ΣP | θ ∼ Inverse-WishartN−1
(
S−1),

(21)μP | ΣP ∼ N(θ̄ ,ΣP/N).

Step 2. The posterior p(z, w | U; ξ , θ) is factored as p(z | U; w, ξ , θ)p(w | U; ξ , θ),
and values of w and z are obtained through the following procedure:

1. Draw wni from the distribution of Wni given the data U and ξ , θ in (18).
2. Draw zni from the conditional distribution of Zni given w, θ and ξ , which follows

from (18) as

Zni | w, θ, ξ ∼
{

N(ηni, 1) truncated at the left at 0 if wni = 1,

N(ηni, 1) truncated at the right at 0 if wni = 0.

As start values for the parameters, we suggest using the MML estimates by one of the
computer programs listed earlier. The number of burn-in iterations for the Markov chain
to stabilize should be found empirically. One helpful tool is to start multiple MCMC
chains from different points and evaluate their convergence by comparing the between-
and within-chain variances (see, for instance, Robert and Casella, 1999, p. 366).

3.4. Evaluation of model fit in a Bayesian framework

Posterior predictive checks (Meng, 1994) are one of the standard tools for the evaluation
of model fit in a Bayesian framework with MCMC computation. They can readily be
used to evaluate the fit of IRT models (Hoijtink, 2001; Glas and Meijer, 2003; Sinharay,
2005).

Bayesian analogues of the likelihood-based test statistics above can be calculated as
a by-product of the Markov chain. Once it has stabilized, at every iteration the sampled
values for the parameters η and θ are used to generate replicate data Urep under the
response model. The check on the fit of the model consists of a comparison between the
same test statistic computed from the original data U and the generated data Urep for the
sampled parameter values. Particularly, we compute the proportion of times the former
has a smaller value than the latter, i.e., the Bayesian p-value.

As an example, a Bayesian analogue of the statistic for differential item function in
(16) is given. For the original data, the statistic is calculated as

(22)T (U, η) =
N∑

n=1

yndniuni −
N∑

n=1

yndniPi(θn),
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where Pi(θn) is evaluated at the current draws of the item and subjects’ parameters and
yn is still the indicator variable used to denote membership of the focal and reference
group. The calculation is repeated to obtain the version of the same statistic for the
generated data, T (Urep, η). Formally, the Bayesian p-value is defined as

(23)Pr
{
T (U, η) � T

(
Urep, η

) | U = u
}
.

Possible other model violations, for instance, with respect to shape of the response
functions Pi(θn), the assumption of local independence, and the behavior of individual
subjects, can be detected by replacing (22) by another appropriate Pearson-type statistic.

4. Ability estimation

If the item parameters have been estimated with sufficient precision, they can be treated
as the true parameters when estimating the subject parameter, θ . This practice sim-
plifies real-time ability estimation in operational adaptive testing considerably. Again,
likelihood-based and Bayesian methods can be used for estimating θ . As we will show
in the next sections, both classes entail different rules for adapting the item selection to
the estimates of θ .

In the first approach, the likelihood associated with (5),

(24)L(θ; un) =
I∏

i=1

P(Uni = uni | θ , ξ i )
dni ,

is maximized with respect to θ . The first-order and second-order partial derivatives
needed to compute the MLEs and their standard errors can be found in Segall (1996);
see also Segall (2000).

For a unidimensional θ , an attractive alternative to the regular MLE is Warm’s (1989)
weighted likelihood estimator (WLE). The estimator is the maximizer of the likelihood
in (24) weighted by a function w(θ). That is, it maximizes

(25)L(θ; un) = w(θ)L(θ | un),

where the weight function is defined to satisfy

(26)
∂w(θ)

∂θ2
= H(θ)

2I (θ)
,

with

(27)H(θ) =
I∑

i=1

dni

[p′
i (θ)][p′′

i (θ)]
pi(θ)[1 − pi(θ)] ,

(28)I (θ) =
I∑

i=1

dni

[p′
i (θ)]2

pi(θ)[1 − pi(θ)]
and p′

i (θ) and p′′
i (θ) are the first- and second-order derivatives of pi(θ). For a linear

test, the WLE is attractive because of its unbiasedness to the order I−1.
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In a Bayesian framework, estimation is based on the posterior distribution of θ given
un in (10). We either use the full posterior distribution or a point estimate derived from
it. Examples of point estimates are the posterior mode (Bayes Modal or BM estimation;
also known as the Maximum A Posteriori or MAP estimation, Lord, 1980) and its ex-
pected value (Expected A Posteriori or EAP estimate, Mislevy, 1986) Use of the EAP
estimator in adaptive testing is discussed extensively in Bock and Mislevy (1988).

The choice between likelihood-based and Bayesian estimators in adaptive testing
has many aspects. First of all, as is well known, for a noninformative prior, the ML and
BM estimators are identical. For informative priors, the choice between an ML and BM
estimator is generally one between favoring a smaller bias or a smaller mean-squared
error (MSE). However, the WLE in (25) has been shown to have smaller bias without
sacrificing its MSE. On the other hand, the use of empirical prior distributions estimated
from the individual subject’s response times on the items tends to lead to a much more
favorable MSE for the Bayesian estimates (see below). Second, in the beginning of the
test, when the posterior distribution tends to be considerably skewed, the EAP estimator
behaves differently from the BM estimator. Interestingly, the impact of these differences
have not yet been researched. Third, the item-selection rule in use for the test interacts
with the estimation errors. It is therefore generally impossible to derive the behavior of
estimators analytically. The only feasible way to study them is using computer simula-
tion. In fact, more substantial remaining errors in the item parameters may also interact
with the selection rule and, for instance, lead to a capitalization on chance (van der Lin-
den and Glas, 2000a). Fourth, a fully Bayesian approach has the advantage of allowing
for estimation error in θ when selecting the items. This feature leads to much more
robust item selection in the beginning of the test when point estimates have a large like-
lihood of being off target and, hence, easily lead to suboptimal item selection. The best
choice of estimator might be an eclectic one in which we combine different estimators
for different stages in the test (van der Linden and Pashley, 2000, Section 2.3).

5. Empirical examples

Much research has been done on the properties of MML and Bayesian estimators for
fixed tests. For adaptive test, however, the properties of the estimators for the item para-
meters depend on such factors as the calibration design and the distribution of the latent
abilities, whereas the estimators of the subject parameters depend on additional factors
such as the composition of the item pool as well as the presence of content constraints
on the test, collateral information, and item-exposure control. Several of these factors
are explained in Sections 5 and 6. Without any claim of generality, we present the re-
sults from two small studies, one on item calibration and the other on ability estimation,
to illustrate some of the differences between MML and Bayesian estimation.

Table 1 shows the results from a comparison between MML item calibration and
calibration using a fully Bayesian approach with MCMC computation. We drew 2,000
ability parameters from a standard normal distribution. For these parameters and the
15 sets of item parameters shown in the first columns of Table 1, item responses vec-
tors were generated according to the 3PNO model. For the Bayesian method, guessing
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Table 1
Results from item parameter recovery study: Posterior standard deviations for Bayesian estimates and stan-
dard errors for MML estimates between brackets (N = 2,000)

Item True item parameters Bayesian estimates MML estimates

ai bi ci ai bi ci ai bi ci

1 0.50 −1.00 0.20 0.53 −0.99 0.25 0.58 −1.99 0.20
(0.07) (0.11) (0.10) (0.08) (0.29) (0.09)

2 0.50 −0.50 0.20 0.61 −0.48 0.25 0.66 −1.08 0.19
(0.08) (0.11) (0.08) (0.08) (0.22) (0.08)

3 0.50 0.00 0.20 0.44 0.04 0.22 0.42 −0.03 0.22
(0.07) (0.14) (0.07) (0.07) (0.37) (0.08)

4 0.50 0.50 0.20 0.45 0.43 0.18 0.40 1.12 0.23
(0.08) (0.16) (0.05) (0.09) (0.37) (0.07)

5 0.50 1.00 0.20 0.52 0.84 0.14 0.58 1.56 0.18
(0.10) (0.18) (0.04) (0.15) (0.22) (0.04)

6 1.00 −1.00 0.20 1.08 −0.90 0.24 1.10 −1.14 0.19
(0.15) (0.11) (0.08) (0.13) (0.15) (0.08)

7 1.00 −0.50 0.20 1.08 −0.42 0.21 0.99 −0.60 0.19
(0.12) (0.11) (0.06) (0.13) (0.16) (0.07)

8 1.00 0.00 0.20 1.19 0.04 0.22 0.95 −0.22 0.16
(0.15) (0.13) (0.04) (0.13) (0.14) (0.06)

9 1.00 0.50 0.20 1.17 0.64 0.20 0.95 0.33 0.17
(0.17) (0.16) (0.03) (0.16) (0.13) (0.05)

10 1.00 1.00 0.20 0.90 0.84 0.15 0.71 0.83 0.15
(0.12) (0.15) (0.02) (0.14) (0.15) (0.05)

11 1.50 −1.00 0.20 1.85 −1.18 0.23 1.68 −0.97 0.18
(0.28) (0.13) (0.06) (0.25) (0.11) (0.08)

12 1.50 −0.50 0.20 1.64 −0.43 0.21 1.62 −0.38 0.24
(0.24) (0.11) (0.04) (0.29) (0.11) (0.05)

13 1.50 0.00 0.20 2.24 0.33 0.27 1.72 −0.06 0.25
(0.36) (0.17) (0.02) (0.34) (0.10) (0.04)

14 1.50 0.50 0.20 1.72 0.56 0.19 1.45 0.12 0.15
(0.25) (0.16) (0.02) (0.24) (0.09) (0.03)

15 1.50 1.00 0.20 1.42 0.98 0.21 1.16 0.52 0.16
(0.21) (0.19) (0.02) (0.22) (0.09) (0.03)

parameters ci had a common beta (5, 17) prior distribution; for the two other item
parameters, we chose noninformative prior distributions. The Gibbs sampler was run
for 12,000 iterations; the first 2,000 were burn-in iterations. As shown in Table 1, the
parameter estimates were generally within their estimated confidence band of two stan-
dard deviations. Further, we found no systematic differences between the MML and the
Bayesian estimates.

To illustrate the difference between EAP and WML estimation of the ability parame-
ter, we generated a pool of 200 items with responses following the 2-parameter logistic
model. The item difficulties were drawn from a standard normal distribution and the
item discrimination parameter from the distribution of Y = .5 + .25X, with for X a
χ2-distribution with one degree of freedom. We then simulated adaptive tests of 10, 20
or 40 items using the maximum-information rule in (34) below. For each test length,
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Table 2
Results from ability parameter recovery study (10,000 replications per condition)

Mean estimate

Estimation
method

Number
of items

Normal
sample

True ability values

2.00 1.00 0.00 −1.00 −2.00

EAP 10 −0.00 2.20 1.14 0.04 −1.23 −2.12
20 0.00 2.10 1.07 −0.00 −1.09 −2.15
40 −0.00 2.05 1.03 −0.00 −1.03 −2.05

WML 10 −0.03 2.01 1.00 0.00 −1.00 −1.99
20 0.00 2.00 1.00 0.00 −1.00 −1.99
40 0.01 2.00 0.99 0.00 −0.99 −2.00

Mean absolute error

Estimation
method

Number
of items

Normal
sample

True ability values

2.00 1.00 0.00 −1.00 −2.00

EAP 10 0.38 0.60 0.46 0.32 0.47 0.57
20 0.32 0.45 0.34 0.27 0.35 0.54
40 0.25 0.35 0.26 0.21 0.25 0.36

WML 10 0.33 0.53 0.35 0.26 0.33 0.52
20 0.25 0.37 0.25 0.20 0.27 0.41
40 0.24 0.32 0.25 0.20 0.24 0.33

10,000 response vectors were generated for ability parameters drawn from a standard
normal distribution as well as for each of the fixed values θ = 2.0, 1.0, . . . , 2.0. The
mean estimate and the mean absolute error of the ability estimates are given in Table 2.
Note that the EAP estimates had a slight outward bias, while the WML estimates were
virtually unbiased. Further, the mean absolute errors of the WML estimates were nearly
almost smaller than those of the EAP estimates. So, in the present study, the WML
estimator performed better.

6. Rules for adaptive item selection

We follow the same distinction between a likelihood-based and a Bayesian approach as
above, and discuss item selection from both perspectives. The following notation will
be used. The items in the pool are still denoted as i = 1, . . . , I , but, in addition, we use
k = 1, . . . , m to denote the items in the adaptive test. Thus, ik is the index of the item in
the pool administered as the kth item in the test. For convenience, we suppress subject
index n in the rest of this chapter.

Assume the kth item has to be selected. The preceding k − 1 items form the set Sk =
{ii , . . . , ik−1}. The set of items in the pool remaining after k−1 items have been selected
is Rk = {1, . . . , I }\Sk−1. The subjects have responses Uk−1 = (Ui1, . . . , Uik−1) with
realizations uk−1 = (ui1 , . . . , uik−1) on the items in Sk . The point estimate of θ based on
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these responses is denoted as θ̂uk−1 = θ̂k−1. The posterior distribution of θ has density
p(θ | uk−1). Item k is selected from set Rk to be optimal at θ̂k−1 or (some functional
on) p(θ | uk−1).

The item pool is assumed to be calibrated by the three-parameter logistic model
in (1). Item-selection rules for adaptive testing with polytomous items are discussed,
for instance, in Dodd et al. (1995) and Koch and Dodd (1989). For rules for adaptive
testing with multidimensional items, see Segall (1996, 2000) or Veldkamp and van der
Linden (2002).

6.1. Likelihood-based selection

The second-order derivative in (24) reflects the curvature of the observed likelihood
function of θ relative to its scale. Its negative is the observed information measure

(29)Juk−1(θ) = − ∂

∂θ2
ln L(θ; uk−1).

The expected valued of this measure over the response variables is the Fisher informa-
tion:

(30)IUk−1(θ) = E
[
JUk−1(θ)

]
.

For the 3PL model, the observed and expected information measures are identical. For
this model, (30) was already given in (28); using our current notation and ignoring the
missing data indicator dni , it can be written as

(31)IUk−1(θ) =
k−1∑
j=1

[p′
ij
(θ)]2

pij (θ)[1 − pij (θ)] ,

with

(32)p′
ij
(θ) ≡ ∂

∂θ
pij (θ).

For several other response models, (29) and (30) are different.
For a fixed test, with increasing test length, the variance of the MLE of θ is known

to converge to the reciprocal of (31). In addition, (31) is easy to calculate and additive
in the items. For this reason, Birnbaum (1968) introduced Fisher’s information as the
main criterion for fixed-test assembly, where it is typically treated as function of θ and
is more commonly known as the test information function.

A popular choice in adaptive testing is to select the kth item to maximize (31) at
θ = θ̂k−1. Formally, the rule can be presented as

(33)ik ≡ arg max
j

{
IUk−1,Uj

(θ̂k−1); j ∈ Rk

}
.

Because of the additivity of the information function, the rule boils down to

(34)ik ≡ arg max
j

{
IUj

(θ̂k−1); j ∈ Rk

}
.

This rule is known as the maximum-information rule in adaptive testing.
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For an asymptotic motivation of maximum-information selection, see Chang and
Ying (2006). They show that the standard result of the MLE of θ converging to its true
value with sampling variance equal to the reciprocal of (31) still holds, provided the
values for the discrimination and guessing parameters in the item pool are bounded
away from 0 and ∞ and 1, respectively, but item selection is otherwise unconstrained.
They also present a slight modification of the likelihood equation for the 3PL model
that is sufficient to prevent multiple roots.

An alternative to (31) is the Kullback–Leibler information (Lehmann and Casella,
1998, Section 1.7) defined as the distance between the distribution of response Uij on

candidate item j at the true ability θ0 and the current ability estimate θ̂k−1:

(35)Kij (θ̂k−1, θ0) ≡ E
[

ln
L(θ0; Uij )

L(θ̂k−1; Uij )

]
,

where the expectation is over Uij at θ0. For the 3PL model,

Kij (θ̂k−1, θ0) = pij (θ0) ln
pij (θ0)

pij (θ̂k−1)

(36)+ [
1 − pij (θ0)

]
ln

1 − pij (θ0)

1 − pij (θ̂k−1)
.

Because of local independence, (35) is additive in the items and we can focus on the
information by the candidate items. To deal with the fact that θ0 is unknown, Chang
and Ying (1996) propose to integrate (35) over an interval about the current ability
estimate, [θ̂k−1 − δk, θ̂k−1 + δk], where δk is an arbitrary constant decreasing with k.
This suggestion leads to the item-selection rule

(37)ik ≡ arg max
j

{ θ̂k−1+δk∫
θ̂k−1−δk

Kj (θ̂k−1, θ) dθ; j ∈ Rk

}
.

If the constants δk are well chosen, (37) can be expected to be robust with respect to
the estimation errors in θ̂k−1 in the beginning of the test. As already observed, these
errors can be extremely large and it may take some time for the test to recover from
initial suboptimal item selection due to large errors, particularly if the subject happens
to produce a few unlikely response at this stage.

6.1.1. Likelihood-weighted selection
The same wish of more robust item selection underlies the rule proposed by Veerkamp
and Berger (1997). They take the likelihood function associated with the responses uk−1
to express the plausibility of the various values of θ given the data. Hence, their sugges-
tion of a likelihood-weighted information criterion:

(38)ik ≡ arg max
j

{ ∞∫
−∞

L(θ; uk−1)Iik (θ) dθ; j ∈ Rk

}
.
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In the beginning of the test, the likelihood function is flat and values away from the
MLE receive substantial weight. Toward the end of the test the likelihood function be-
comes more peaked, and nearly all of the weight will go to the values close to the MLE.

Although the idea was presented for Fisher’s information measure, it can easily be
extended to include the Kullback–Leibler information and then becomes an alternative
to (37). Also, it is interesting to reflect on the differences between (38) and the weighted
MLE in (25), where, the other way around, the likelihood function is enhanced with an
information-related weight to produce a better point estimate of θ .

6.2. Bayesian selection

Adaptive testing is a natural area for the application of sequential Bayesian methods,
with the posterior distribution of θ after the preceding item serving as the prior distribu-
tion for the selection of the next item. If exchangeability of the subjects is assumed and
the prior distribution for the first item is taken to be an estimate of the population dis-
tribution of θ , such as that in (3), the method becomes fully empirical Bayes. Another
motivation for the use of a Bayesian method is further improved robustness of the item
selection during the first stage of the test relative to (37) and (38).

The posterior distribution after k − 1 items has density p(θ | uk−1). The basic idea
is to select the kth item such that the posterior distribution

(39)p(θ | uk−1, Uik ) ∝ p(θ | uk−1)p(Uik = uik | θ),

or a functional defined on it, becomes optimal in some sense. This general idea is known
as preposterior analysis.

6.2.1. Owen’s approximate procedure
Owen (1969; see also 1975) pioneered the application of Bayesian methods to adaptive
testing. Due to the computational restrictions of his time, he had to find an approxima-
tion to the full preposterior analysis that he actually wanted. To derive his approxima-
tion, he choose to work with the 3PNO model in (2).

Owen’s procedure started with a normal prior distribution for the selection of the first
item. Next, the rule for choosing items k = 2, 3, . . . was

(40)
∣∣bik − E(θ | uk−1)

∣∣ < δ

for a small value of δ � 0. His suggestion was to stop when the posterior variance
became smaller than a predetermined tolerance. Observe that (40) selects an item that
is closer than δ to the current EAP estimate of θ .

Since the normal prior is not conjugate with the binomial distribution of the response
variables, the result is an intractable posterior distribution. Much of Owen’s work was
devoted to finding closed-form approximations to the true posterior variance and mean.
The approximation for the mean that he suggested was motivated by its convergence to
the true value of θ in mean square for k → ∞ (Owen, 1975, Theorem 2).

6.2.2. Preposterior selection
The rules in this section illustrate full preposterior item selection. We show a few rules
that predict the responses on the items i ∈ Rk and select the kth item with an opti-
mal expected update of the posterior quantity we are interested in. The prediction of
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the response on item i is provided by the predictive posterior distribution, which has
probability function

(41)p(ui | uk−1) =
∫

p(ui | θ)p(θ | uk−1) dθ.

An obvious application is to select the item with the minimum expected posterior
variance,

(42)ik ≡ arg min
j

{
1∑

uj =0

Var(θ | uk−1, Uj = uj )p(uj | uk−1); j ∈ Rk

}
.

The expression for the variance in this criterion follows immediately from (39). The
criterion is equivalent to minimization of the preposterior risk under a quadratic loss
function for the EAP estimator.

From a Bayesian perspective, the rule in (38) can be generalized by replacing the
likelihood function by the posterior density of θ as weight:

(43)ik ≡ arg max
j

{∫
IUj

(θ)p(θ | uk−1) dθ; j ∈ Rk

}
.

A further improvement on (43) can be based on a preposterior argument. We would
then predict the posterior weighted information in the responses on the next item and
calculate its expectation over the predictions:

ik ≡ arg max
j

{∫
Juk−1,Uj =uj

(θ)g(θ | uk−1, Uj = uj ) dθ

(44)× p(uj | uk−1); j ∈ Rk

}
.

The last two rules can also be formulated with the Kullback–Leibler information
and are then alternatives to (37). Also, we could predict more than one item ahead. For
a review of these and other Bayesian item-selection rules for the 3PL model as well
as empirical comparisons between some of them, see van der Linden (1998) or van
der Linden and Pashley (2000). Applications to polytomous models are presented in
Penfield (2006).

6.2.3. Collateral information
Item selection can be further improved by using collateral information on the subjects,
such as earlier test scores, biographical data, etc. If the information is used in a Bayesian
framework, it should be incorporated in the prior distribution of θ . As a result, it allows
us to start the test from an individual empirical prior instead of a common (subjective)
prior distribution.

Procedures for adaptive testing with a prior distribution regressed on background
variables Xp, p = 0, . . . , P , are described in van der Linden (1999). They are based on
linear regression of θ on the predictor variables:

(45)θ = β0 + β1X1 + · · · + βP XP + ε,
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with

(46)ε ∼ N
(
0, σ 2).

If the items have been calibrated, substitution of (46) into the response model leads to
a logistic regression model with unknown parameters (β0, β1, . . . , βP , σ ) and unknown
errors εn. It is a standard application in logistic regression to estimate the parameters
using an EM algorithm with the εn as missing data. This should be done along with
the regular item calibration. Once the parameters have been estimated, an obvious prior
distribution for subject n is

(47)p(θn) = N(θ̂0n, σ )

with

(48)θ̂0n = β0 + β1x1n + · · · + βP xPn.

In adaptive testing, the response times on the items form a unique source of collateral
information. They are automatically recorded. When a new item has to be selected, the
time spent on the previous item can be used to retrofit the previous prior distribution.
This retrofitting is in addition to the regular update of the likelihood using the response
on the previous item. If the speed and ability at which the population of subjects works
are dependent, the retrofitted prior quickly becomes an informative individual empirical
prior for the estimation of ability parameter.

To explore the benefits of response times as item-level collateral information, van
der Linden (2007) (see also van der Linden, 2006a) used a lognormal model for the
response time Ti = ti of a subject on item i operating at speed τ ∈ (−∞,∞) during
the test,

(49)p(ti; τ, αi, βi) = αi

ti
√

2π
exp

{
−1

2

[
αi

(
ln ti − (βi − τ)

)]2
}
,

where βi ∈ (−∞,∞) and αi ∈ (0,∞) are parameters for the time intensity and
discriminating power of item i. To import the information in ti on θ , the model was
extended with a second-level distribution

(50)(θ, τ ) ∼ MVN(μP ,ΣP ),

which relates θ to the speed τ for the population of subjects. It is assumed that the free
parameters in μP and ΣP have been estimated during item calibration. (A few of the
parameters have to be fixed to make the model identifiable.)

After the response times on k − 1 items have been recorded, the posterior density of
the subject’s speed parameter given these times,

(51)p(τ | tk−1) ∝ p(τ)

k−1∏
j=1

p(tij ; τ),

is calculated from (49), adopting a prior distribution p(τ). Along with the conditional
density of the ability given speed, p(θ | τ), which follows from the known distribution
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in (50), the posterior distribution allows us to calculate the posterior predictive density
of θ given the response times tk−1 as

(52)p(θ | tk−1) =
∫

p(θ | τ)p(τ | tk−1) dτ.

When selecting the kth item, this predictive density is used to retrofit the prior in the
posterior distribution of θ after the previous k − 1 items. The selection of the kth item
is then based on the following prior distribution:

(53)p(θ | uk−1, tk−1) ∝ p(θ | tk−1)

k−1∏
j=1

P(uij | θ).

If the times are measured on a logarithmic scale, both factors in the integrand in
(51) are normal, and p(θ | tk−1) is normal with known mean and variance (for their
expressions, see van der Linden, 2007). The procedure is therefore easy to implement.

Figure 1 shows the results from a computer simulation study of adaptive tests of 10
and 20 items. It appears that, for a moderate correlation of ρθτ = .20, a 10-item adaptive
test with the use of the response times is approximately equally accurate as a 20-item
test without it.

Fig. 1. MSE functions for an adaptive test without and with the use of response times for items selection
(n = 10 and 20).
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6.2.4. Item cloning
Bayesian hierarchical modeling is also convenient for item selection from a pool with
families of cloned items. As indicated earlier, an appropriate model for such a pool is a
response model extended with a separate second-level distribution of the item parame-
ters for each family.

Let f = 1, . . . , F denote the families in the pool. For notational convenience, we
assume that the test consists of one random item from each of a selected subset of
families and use fk to denote the family in the pool that provides the kth item in the
test. For the 3PL model, an obvious generalization of (4) is to choose

(54)ξf = (af , bf , cf ) ∼ MVN(μf ,Σf ), f = 1, . . . , F,

as the second-level distributions. The means μf and covariance matrices Σf are as-
sumed to be estimated from samples of items from the families in the pool during a
previous calibration study.

Item selection now has to follow a two-stage process: first, a family is selected and
then an item is picked from the family. The selection of the family can still be adapted
to the current estimate of θ but the selection of the item has to be random.

Suppose the kth family is to be selected. The responses on the items from the k − 1
previously selected families are denoted as uk−1 = (uf1 , . . . , ufk−1). The update of the
posterior distribution of θ after these responses is

(55)p(θ | uk−1) ∝ p(θ)

k−1∏
j=1

∫
· · ·

∫
p(ufj

| θ, ξj )p(ξj | μk−1,Σj ) dξj .

The selection has to be optimal with respect to this posterior distribution.
Analogous to (42), the family could be selected as

(56)fk ≡ arg min
j

{
1∑

uj =0

Var(θ | uk−1, Uj = uj )p(uj | uk−1); j ∈ Rk

}
,

where Rk now denotes the set of candidate families available for selection and uj = 0, 1
are the possible responses to a random item from candidate j ∈ Rk .

If the interest is in a criterion based on an information measure, we could define the
expected information in a random item from family f as

(57)If (θ) =
∫

· · ·
∫ [

− ∂

∂2θ
ln L(θ; uf , ξf )

]
p(ξf | μf ,Σf ) dξf ,

and, for example, use posterior weighting to select the kth family as

(58)fk = arg max
j

{∫
Ij (θ)p(θ | uk−1) dθ; j ∈ Rk

}
.

The loss of information due to the sampling of the items from their families depends
on the relation between the within-family and between-family item variation. For an
empirical study of these effects for the rule in (56), see Glas and van der Linden (2003).
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7. Other statistical issues in adaptive testing

When the first large-scale testing programs moved to an adaptive format in the early
1990s, it quickly became clear that calibrating an item pool and adopting an item-
selection algorithm were not enough. In fact, several new problems with interesting
statistical aspects presented themselves. In this section, we discuss a few of them.

First, just like paper-and-pencil tests, to maintain their content validity (and, there-
fore, their fit to the response model), adaptive tests have to meet an extensive set of
content specifications. This set has to be imposed while maintaining the adaptive nature
of the item selection. As we will see below, the consequence is a complicated con-
strained sequential optimization problem, typically with hundreds of constraints, which
has to be solved in real time.

Second, an equally urgent new problem was item-pool security. By its very nature,
an item-selection rule in adaptive testing picks the best items in the areas on the ability
scale where the subjects’ estimates are. Typically, a small set of highly discriminating
items tends to dominant the whole scale. For an unconstrained test, this set need not
be larger than 5% of the entire item pool or so. Since the pool is in continuous use
for some time, it is relatively easy for test takers to find out what the dominant items
are and share them with future test takers. As explained below, an effective reaction by
the testing agency is to build a random experiment into the test. The experiment has to
create more evenly distributed exposure rates for the item without sacrificing too much
of the other desired features of the test.

Third, fixed tests are usually assembled with an eye on the time limit in force for
them. In order to schedule the subjects efficiently, most real-world adaptive tests also
have a fixed length and time limit. But different subjects get different sets of items and
the items in the pool typically vary considerably in their time intensity. As a result, some
of the subjects may run out of time whereas others have more than enough time to finish
their test. This phenomenon is known as differential speededness of the test. To make
adaptive tests fair, they should not suffer from it. As we will show, a solution to this
problem entails the necessity to calibrate the items with respect to their time properties
as well and use the parameter estimates in the item-selection rule.

Finally, for security reasons, it is not feasible to provide test takers with copies of
the test they have taken. In order to given them the opportunity to interpret their scores
relative to the content of typical test items, it is standard practice to release a fixed
test assembled to the same specifications and equate the score on the adaptive test to a
number-correct score on this reference test. The problem of how to equate an adaptive
test to a fixed test is not trivial, though.

In the next section, we discuss a solution to adaptive item selection that can not only
be used to solve the problem of imposing identical content specifications on the test
for all subjects but offers a more general framework that resolves the other problems as
well.

7.1. Content specifications

The necessity to impose a set of content specifications on an adaptive test introduces
a fundamental dilemma in item selection: To optimize the accuracy of the estimator
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of θ , the items have to be selected sequentially, with an update of the estimator after
each item. However, to realize a set of content specification, we have to select them
simultaneously; otherwise, during a test, we might soon observe that some types of
items tend to be under- or overrepresented but that attempts to correct for this would
lead to the violation of some of the other specifications or the selection of much less
favorable items for the accuracy of the ability estimator.

A more general solution of this problem is possible if we treat it as an instance of
constrained combinatorial optimization, that is, the choice of a combination of items
from the pool that satisfies a set of constraints representing the content specifications
and is optimal with respect to the ability estimator. This approach would also allow us
to deal with any requirement for the test that can be formulated as an explicit constraint
on the selection of its items.

To implement the idea, we use a selection process with the following steps:

1. Begin the adaptive test with the selection of a full-size fixed test that is optimal at the
initial estimate of θ and meets all constraints.

2. Administer one item from the test that is optimal at the estimate.
3. Update the estimate of θ .
4. Reassemble the full-size test to be optimal at the updated estimate of θ while still

meeting all constraints and fixing the items that have already been administered.
5. Repeat Steps 2–4 until the adaptive test is completed.

The full-size tests that are assembled, which the subject does not see, are known
as shadow tests. Because each of the shadow tests meets all constraints, the adaptive
test does. Similarly, since all shadow tests are assembled to be optimal at the current
estimate of θ and the best item at this estimate is administered, the adaptive test is our
best choice given all the constraints (van der Linden and Reese, 1998; van der Linden,
2000).

Instead of as a sequence of m constrained combinatorial optimization problems, we
can also view the shadow-test approach is as an application of a projection method:
Because the item-selection algorithm is not allowed to look back and undo any earlier
choices of items that appear to lead to constraint violation later in the test, the only
option left is to look forward and project the rest of the test. The shadow-test approach
does so by calculating a projection that is both feasible with respect to the constraints
and optimal with respect to the ability estimator, and then picks the best item from the
projection.

The only problem left is that of how to calculate the shadow tests in real time. To
do so, we formalize the test-assembly problem more explicitly as a combinatorial opti-
mization problem with binary variables xi, i = 1, . . . , I , that take the value one if the
item is selected for the shadow test and zero otherwise. The variables are used to model
the content specifications as a set of constraints, which typically fall into three differ-
ent classes: (i) constraints on categorical item attributes, such as content categories, item
format (e.g., open-ended or multiple-choice format), and problem type (e.g., knowledge,
analysis, or application), (ii) constraints on quantitative attributes, such as statistical pa-
rameters, word counts, and expected response time, and (iii) logical constraints to deal
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with conditional item selection, such as the requirement that one item cannot be selected
if any from a given set is.

Suppose the test is of size of m. As an example of a categorical constraints, we use
the set Vc for the indices of the items in the pool that belong to category c. Likewise,
qi is the value of item i for a quantitative attribute that we want to constrain. To illus-
trate the use of logical constraints, we assume that the items with the indices in set Ve

cannot be selected for the same test. Finally, the items are selected using the maximum-
information rule in (34).

The shadow-test model for the selection of the kth item in the adaptive test is

(59)maximize
I∑

i=1

Ii(θ̂k−1)xi (test information)

subject to

(60)
I∑

i=1

xi = m (test length),

(61)
∑
i∈Vc

xi � mc, for all c (categorical attributes),

(62)
I∑

i=1

qixi � bq (quantitative attributes),

(63)
∑
i∈Sk

xi = k − 1 (previous items),

(64)
∑
i∈Ve

� 1, for all e (item exclusion),

(65)xi ∈ {0, 1}, for alli (range of variables).

In (61) and (62), mc and bq are bounds in the equalities or inequalities on the number
of items from category c and the sum of the quantitative attributes (e.g., sum of the
expected response times) in the test, respectively. The constraint in (63) serves a double
purpose: It fixes all k − 1 items that have already been administered to the subject. At
the same time, its presence automatically accounts for the attributes of these fixed items
in all other constraints in the model.

The only dynamic part of the model is the objective function in (59) and the con-
straint on the previous items in (63). They contain quantities that have to be updated
before the next shadow test can be calculated (Ii(θ̂k−1), Sk , and k).

The model is entirely linear in the variables. A solution to it can be found through a
call to a standard integer solver prior to the selection of an item. Since the solution of
later shadow-test models are always within the feasible space of a previous model, the
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next shadow test can be found using a “hot start” of the solver. For a modern solver with
optimized settings, the running times for a real-world adaptive test are negligible.

The model in (59)–(65) can easily be used with any of the other item-selection rule
in Section 5. It can also be extended with constraints at other levels in the tests (e.g.,
item sets with common stimuli and subtests), constraints for more complicated logical
selection, etc. For these and other implementation details, see van der Linden (2007).

Figure 2 shows the bias and MSE functions for a 50-item adaptive version of the Law
School Admission Test (LSAT) from a pool of 753 items with 100 simulated subjects
at θ = −2.0,−1.5, . . . , 2.0. The test had over 400 constraints that were automatically
satisfied for each simulated subject. Except for the lower end of the scale (the item pool

Fig. 2. Bias and MSE functions for 50-item adaptive version of the LSAT without constraints (solid curves)
and with constraints (dashed curves).
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was known to be on the difficult side), the functions for the conditions with and without
these constraints are hardly distinguishable.

7.2. Item-exposure control

The exposure rates of the items in the pool can be controlled by running a probability
experiment before or after a subject begins the test. The first experiments introduced in
the literature use the former option. The most popular one is the Sympson–Hetter exper-
iment (1985) (see also Hetter and Sympson, 1997). The experiment is conducted before
a newly selected item is administered; the outcome is the decision either to administer
the item or to pass and select the next best item at the current estimate of θ . If an item
is passed, it is removed from the pool for the subject.

The probability of selecting an item is fixed by the setup of the test (item-selection
rule; composition of the item pool; ability estimator; etc.). The only way to control the
exposure rates (= probabilities of item administration) for this type of experiment is
through manipulation of the conditional probabilities of administering an item given its
selection. Because their joint effect on the distribution of the exposure rates is the result
of a complicated interaction between them, these conditional probabilities have to be
set through an iterative process of simulated adaptive test administrations. The process
is generally cumbersome; for a realistic adaptive test it is not unusual to have to run
some 150 simulations before a set of probabilities that guarantee a maximum exposure
rate below say, .30, at selected ability values is found. For an evaluation and alternative
implementations of Sympson–Hetter item-exposure control, see van der Linden (2003).

The other class of methods of random control is based on a probability experiment
conducted before a subject begins the test. The experiment is to determine which items
are eligible for the subject and which are not. If an item is eligible, it remains in the pool
for the subject; otherwise it is removed.

To model the experiment, we consider two different kinds of events: the events of an
item being eligible (Ei) and an item being administered (Ai). It holds that

(66)Ai ⊂ Ei

for all i. We want to control the conditional exposure rates given θ , Pr(Ai | θ), because
otherwise subjects of comparable ability levels might collude and discover items with
dangerously high local exposure rates (Stocking and Lewis, 1998). From (66),

(67)Pr(Ai | θ) = Pr(Ai, Ei | θ) = Pr(Ai | Ei, θ) Pr(Ei | θ)

for all possible values of θ .
Imposing a maximum exposure rate, rmax,

(68)Pr(Ai | θ) = Pr(Ai | Ei, θ) Pr(Ei | θ) � rmax,

or

(69)Pr(Ei | θ) � rmax

Pr(Ai | Ei, θ)
, Pr(Ai | Ei, θ) > 0.
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From (67), it follows that

(70)Pr(Ei | θ) � rmax Pr(Ei | θ)

Pr(Ai | θ)
, Pr(Ai | θ) > 0.

The result in (70) is used to form a recurrence relation. Suppose n subjects have
already taken the test, and we want to know the probabilities of eligibility for subject
n + 1 at selected points θg , g = 1, . . . , G. The probabilities are

(71)Pr(n+1)(Ei | θg) = min

{
rmax Pr(n)(Ei | θg)

Pr(n)(Ai | θg)
, 1

}
.

By substitution, it is easy to show that the probabilities remain equal, increase, or de-
crease if they are equal, smaller, or greater than rmax for the previous subject. This
feature of self-adjustment enables us to just begin the test, without the necessity of any
prior study to find optimal setting for the control parameters.

To implement the method, we conceive of G different versions of the item pool,
one at each θg , g = 1, . . . ,G, and record the following information: (i) the number of
earlier subjects who visited item pool g and took item i and (ii) the number of earlier
subjects who visited item pool g when item i was eligible. Let αnig and εnig denote
these numbers. The probabilities for n + 1 are estimated as

(72)Pr(Ei | θg) = min

{
rmaxεnig

αnig

, 1

}
.

During the test, we ignore the differences between the subject’s true and estimated
ability and use the probabilities at the point θg closest to the estimated ability. For a
choice of G = 10 or so, the impact of the estimation error on the actual exposure rates
has shown to be negligible for all practical purposes.

In order to get smooth behavior of the probabilities of eligibility, it is recommended
to update the numbers αnig and εnig using the technique of fading, which was devel-
oped for the update of posterior probabilities in Bayesian networks (e.g., Jensen, 2001,
Section 3.3.2). This type of update involves a factor w slightly smaller than one, which
is used to weigh the earlier events relative to current event. For example, αnig is then
updated as α∗

(n+1)ig = wα∗
nig + 1 when item i is administered to subject n and as

α∗
(n+1)ig = wα∗

nig when it is not. Updating with a fading factor w produces estimates of
the probabilities of eligibility based on a effective sample of the last 1/(1−w) subjects,
with a weight equal to one for subject n and weights approaching zero for the subjects
n − 1, n − 2, . . . . A practical value is w = .999, which amounts to an effective sample
size of 1,000.

In practice, we should use this method of item-exposure control in combination with
the shadow-test approach in the preceding section to allow for all other specifications
that have to be imposed on the test. The only thing that has to be done is to introduce
the constraints

(73)xi = 0

for the items that are ineligible in the model for the shadow test in (59)–(65). The update
of the probabilities in (71) then requires a slight modification to account for the possi-
bility of overconstraining. (If infeasibility should happen, all items remain in the pool;
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the algorithm automatically adjusts the future probabilities of eligibility for an extra ex-
posure.) For these and other details of item–exposure control using random ineligibility
constraints, see van der Linden and Veldkamp (2004, 2006).

An example of the results for the method for a 25-item section of the LSAT is given
in Figure 3. The results are based on 10,000 simulated subjects. The exposure rates
were controlled at the nine values θg = −2.0,−1.5, . . . , 2.0. We show the resulting
rates for the cases of no exposure control and control with rmax equal to .15 and .10.
The rates are shown at five different values θg; the rates at for the other values were
entirely comparable.

7.3. Differential speededness

Effective constraints for making a test equally speeded for all subjects can only be
formulated when the item pool is calibrated with respect to the time properties of the
items as well. Suppose that the lognormal model for response times in (49) has been
used. The properties of the items are then captured by (known) parameters βi and αi for
their time intensity and discriminating power, respectively. In addition, we assume that
the response times of the subject are used to update the estimate of the test taker’s speed
parameters τ during the test.

From a measurement point of view, the item parameters are nuisance parameters for
which we have to control. We will select the items such that their impact on the total
amount of time that is required for the test does not vary across the subjects. A moment’s
reflection reveals that, provided their values are not unduly large, the parameters αi

do not have much impact on the distribution of the total time. The total logtime has
variance

∑
a−2
i /m2. Since the time on an item does usually not exceed two minutes or

so, the variability of the total time on a 25-item test is already ignorable for all practical
purposes. Therefore, for real-world tests, it is typically unnecessary to control for the
impact of αi .

The answer to the question of whether we should treat the speed parameter as a
nuisance or an intentional parameter depends on the goal of the test. If the test is a pure
power test, τ should be treated as a nuisance parameter. In this case, we should constrain
the selection of the items to give each subject enough time to relative to the time limit.
If it is intended to have a speed aspect as well, τ should be treated as an intentional
parameter, and the selection of the items should not be constrained with respect to τ .
(In fact, it would then be correct to score the test using the vector (θ̂ , τ̂ ) but this is not
common yet.)

We first treat both the item parameters and the speed parameter as nuisance para-
meters and constrain the time spent on the test with respect to their impact. Since τ is
unknown, it has to be estimated during the test. In order to account properly for the
estimation error, we adopt the posterior distribution in (51) as the estimate of τ . This
posterior distribution can used be to calculate the predictive distributions on all remain-
ing items in the pool for the subject. If k − 1 items have been selected, the predictive
densities are

(74)p(ti | tk−1) =
∫

p(ti | τ)p(τ | tk−1) dτ,

for all i ∈ Rk .
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Fig. 3. Conditional item–exposure rates at θ = −2.0 (1) 2.0 without control (dark curves), control with
rmax = .15 (gray curves), and control with rmax = .10 (light gray curves).
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Fig. 3. (Continued.)

Let tπi be the π th quantile in the predictive distribution for item i; that is, it holds
that

(75)

tπi∫
p(ti | tk−1) dti = π.

If tmax is the time limit for the test, we impose the following constraint on the shadow
test for item k:

(76)
∑

i∈Sk−1

ti +
∑
i∈Rk

tπi xi � tmax

(van der Linden et al., 1999). The first term in (76) is the actual total time recorded for
the first k − 1 items in the test; the second term is the sum of the π th quantiles in the
predicted distributions on the remaining n − k items. The constraint requires the items
to be selected such that the projected time on the entire test not be larger than tmax.

Observe that (76) is linear in the variables xi . Also, if logtimes are used, the densities
in (74) are normal, and so is p(tj | tk−1). The quantiles in (75) are then easy to calculate.
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To make the procedure conservative, it makes sense to begin the test with π = .50 but
let π increase toward the end of it.

If τ is an intentional parameter, we control the selection of the items only for the
impact of the item parameters. As already indicated, we ignore αi and focus on βi . A
convenient way to identify the model in (49) is to set μτ in (50) equal to zero. Under
this assumption, for a subject taking the test at the average speed in the population, the
expected time on item i on a logarithmic scale is equal to βi . Thus, on the natural scale,
the expected time is equal to exp(βi).

The expected total time on the test can now be controlled by including the following
constraint in the model for the shadow test:

(77)
I∑

i=1

exp(βi)xi � tmax − δ,

where δ is a speededness parameter to be selected by the testing agency (the larger δ,
the less speeded the test). No matter the value of δ chosen, (77) makes the test equally
speeded for all subjects.

Observe that (77) is independent of k; the constraint on the previous items in (63)
guarantees that its left-hand sum automatically contains the values of βi for the k − 1
items already administered. Also, the constraints in (76) and (77) are formulated at the
level of the total test. If stricter control, in the sense of more homogeneous speededness
throughout the test, is required, we can divide the total testing time into equally long
periods and impose the constraints at the level of subsequent blocks of items for the
periods.

The following example is derived from van der Linden (2007, Section 9.5). For one
of the adaptive tests from the Armed Services Vocational Aptitude Battery (ASVAB),
we calibrated the items using a constrained version of the lognormal model in (49) and
simulated adaptive test administrations for subjects in the range of values for the speed
parameter τ we found in the sample of subjects. The first plot in Figure 4 shows the
total time used by the simulated subjects in two of the ability groups. At the lower
speed levels, the subjects in these two groups ran out of time. The second plot is for the
replication of the same simulation but now with the constraint in (76) in the shadow-test
model. The two ability groups no longer ran out of time.

7.4. Observed-score reporting

Classical methods of score equating that have been used in adaptive testing are equiper-
centile equating with randomly equivalent groups of subjects and true-score equating
using the test characteristic function (for a description of these methods, see Kolen and
Brennan, 2004). The first method requires an equating study in which the population
distributions of the scores on the two tests are to be estimated. The equating transforma-
tion is defined as the transformation that equates the quantiles in the two distributions.
These equating studies are time consuming and expensive. They are particularly cum-
bersome for the equating of an adaptive test to a fixed reference test, since they have
to be repeated each time an item pool is changed. The second method is more efficient
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Fig. 4. Mean time used in adaptive test by subjects in ability groups θ = 2.0 (solid curves) and θ = 1.5
(dashed curves) without and with control for speededness (time limit: 2340 secs = 39 mins).

but confounds the estimated true scores on the reference test with its observed number-
correct scores. More importantly, both methods have been shown to be seriously biased
because the single equating transformation that they use has to compromise between
the observed-score distributions of the subjects at widely different ability levels (van
der Linden, 2006b).

A more efficient way of equating the scores on an adaptive test to a linear test is to
select the items to yield a number-correct scale for the adaptive test that is identical to
that of the reference test for each subject. This can be done using a simple set of linear
constraints on the items (van der Linden, 2001). From a practical point of view, the
alternative is attractive because it avoids the necessity of an equating study prior to the
operational use of the adaptive test. From a statistical point, it is attractive because it
equates the scores on the two tests locally at the estimate of θ and thereby avoids much
of the bias inherent in the classical equating methods.

The set of linear constraints follows from a condition on two tests to yield identical
observed number-correct scores conditional on θ derived in van der Linden and Luecht
(1998). Suppose we have two tests of n items with number-correct scores X and Y .
For a subject with ability θ , the probabilities of a correct response on the two tests are
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denoted as pi(θ) and pj (θ), i, j = 1, . . . , m. The rth power of the probability of item
i is denoted as pr

i (θ). The two tests have identical conditional distributions of X and Y

given θ if and only if

(78)
m∑

i=1

pr
i (θ) =

m∑
j=1

pr
j (θ), r = 1, . . . , m,

that is, if the powers of their success probabilities up to the mth order are equated. In
addition, the importance of these conditions vanishes with the order of the power. In
fact, if the test length increases, the conditions for r � 2 become superfluous. For the
typical test lengths in educational and psychological testing, the conditions have to be
satisfied only for the first 2 or 3 powers.

Observe that the conditions in (78) are linear in the items. It is thus a simple step to
incorporate them in the shadow-test model. The model then automatically produces a
test for with the same observed-score distribution as the reference test for each of the
subjects.

Let j = 1, . . . , n denote the items in the reference test and Tr(k−1) = Tr (θ̂k−1) the
right-hand sum of (78) for the rth power. These target values can be calculated easily
from the response model. The following constraints impose the target values on the
shadow tests for item k:

(79)
I∑

i=1

pr
i (θ̂k−1)xi � Tr(k−1) + ε, for all r � R,

(80)
I∑

i=1

pr
i (θ̂k−1)xi � Tr(k−1) − ε, for allr � R,

where R = 2, 3 and ε is a small tolerance needed to avoid infeasibility due to an equality
constraint. In the beginning of the test, when θ̂k−1 has a tendency to larger estimation
errors, it may be useful to add similar constraints at the values θ̂k−1 + γk and θ̂k−1 − γk ,
where γk should be chosen to decrease with k. Alternatively, we could constraint the
sums of powers of the response probabilities at fixed set of values θg , g = 1, 2, 3.

The best choice of constraints for adaptive testing still has to be researched. We
therefore show an example of the use of (78) for the equating of the conditional number-
correct-score distributions on two fixed versions of the LSAT. One version served a
101-item reference test; the other was assembled from a pool of over 600 items subject
to the constraints in (79) and (80) at the fixed values θg = −1.2, .0, and 1.2 for R = 2.
Their conditional observed-score distributions given θ = −1.5, −0.5, 0.5, and 1.5 are
compared in Figure 5. The distributions appear to be identical for all practical purposes.

8. Concluding comment

The use of adaptive tests is a relatively new phenomenon in educational and psycholog-
ical testing but over the last decade its technology has quickly matured. In this chapter,
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Fig. 5. Distributions of number-correct score on adaptive test (dashed curves) and fixed reference test (solid
curves) for subject at θ = −1.5, (1)1.5. (Note: differences between the curves are hardly discernible.)
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Fig. 5. (Continued.)

we reviewed some of its statistical aspects but had to leave others untouched. For ex-
ample, we did not discuss any of the aspects of adaptive testing from an item pool with
polytomously scored items or items that require a response model with a multidimen-
sional ability parameter. The latter has additional complexity because we have to adapt
the item selection to the individual components of θ or a combination of them. Another
area that we did not discuss is the use of statistical procedures for checking response
vectors for possible aberrances due to design errors in the test or deviant behavior by
subjects. A review of Bayesian procedures for fixed tests is given in Glas and Meijer
(2003). But these procedures may not have much power for adaptive tests, where the re-
sponse probabilities for the model in (1) quickly approximate a value close to .50 if the
adaptation is successful and wild response patterns become likely. Additional informa-
tion, however, can be found in the pattern of the response times on the items. Finally, we
have not treated such important areas as item-pool design for adaptive testing, testing
with adaptation at a higher level in the test than the individual items (e.g., multistage
testing), and newer developments in multidimensional adaptive testing. For these and
other aspects, see Chang (2004), van der Linden and Glas (2000b, 2007), or Wainer
(2000).
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Bayesian Psychometric Modeling From An
Evidence-Centered Design Perspective

Robert J. Mislevy and Roy Levy

1. Introduction and overview

An educational assessment consists of an evidentiary argument for drawing inferences
about what students know or can do from a set of limited observations, and mecha-
nisms and processes that instantiate the argument. Psychometrics is an ever-growing
domain rich with nuance. Though models may vary in a multitude of ways, psycho-
metrics is built upon the general principle of inference from observations – behaviors
and occurrences that manifest themselves in the world – to claims – abstract statements
and expressions about examinees or subjects more broadly conceived. Modern psycho-
metrics is characterized by the use of probabilistic reasoning in the form of statistical
models to instantiate this principle and facilitate the desired inference in the face of
uncertainty.

For the construction of a statistical model, Gelman et al. (1995) stressed that “The
model should be consistent with knowledge about the underlying scientific problem and
the data collection process” (p. 3). At a rudimentary level, this means that all variables
believed to be relevant should be included, the effects of the sampling design should
be accounted for, etc. More conceptually, the model employed should be built so that it
is connected to all that is known about the problem at hand. Accordingly, we ought to
construct and construe jointly the observational setting, theory, and statistical model to
be employed in an assessment. In what follows, we describe a principled approach to as-
sessment design that unifies ideas from fields of cognitive science, statistical modeling,
and educational assessment, all within the framework of evidentiary reasoning.

This chapter is aimed at making explicit the groundwork necessary for assessment
design and use. Though they may differ widely in terms of their surface features, all as-
sessments may be framed as exercises in reasoning through evidentiary arguments. This
chapter describes the processes involved in reasoning through assessment arguments.
The result is not a recipe for making a perfect model for use in an assessment. Indeed,
no model is perfect and model criticism is crucial for learning about both the domain
and the assessment. Rather, by highlighting the foundations of model construction, the
approach advocated here provides a framework that is grounded in first principles of
assessment and inference.
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2. An evidentiary perspective

2.1. Evidentiary and inferential language in assessment

Evolving complexities and emerging practices in the development, administration, scor-
ing, and use of assessments have rendered popular assessment terms ambiguous or
limited in breadth at best and misleading or irrelevant at worst. Expressions such as
“item,” “answer,” and “score,” which on the surface appear to be quite general, are,
in fact, limited in their application; their shortcomings become painfully apparent in
designing or describing complex, innovative assessments (Behrens et al., 2004).

Innovative assessments, particularly while under development, are better served by
a richer, more general terminology. One such language is provided in the “evidence-
centered” design (ECD) framework described by Mislevy et al. (2003). In this section,
foundational terms that are indispensable for an evidence-based approach are briefly
described. The balance of this chapter characterizes common and emerging assessment
practices in terms of ECD, with a particular focus on those parts of the argumentation
that are instantiated in the statistical model.

A claim is a declarative statement about what an examinee knows or can do. Claims
vary in their specificity (compare “the examinee can subtract” to “the examinee can
subtract negative improper fractions”) as determined by the purpose of the assessment.
Formative assessments often involve highly specific claims; summative assessments
tend to have broader claims. Claims may be structured (e.g., “the examinee can subtract
negative improper fractions” is a sub-claim of “the examinee can subtract”). Multiple,
structured claims are often relevant when the assessment serves multiple purposes (e.g.,
summative rankings, content specific feedback).

Claims are hypotheses about the examinee; addressing these hypotheses is the goal of
the assessment. As discussed in greater detail below, information pertinent to addressing
the claim(s) is expressed in terms of student model variables, typically latent variables
representing the underlying construct of interest.

In order to gain information regarding the student model variables and ultimately
the claims to which they are relevant, observations or observable outcome variables
(observables, for short) are collected to serve as evidence. To obtain observations, ex-
aminees are presented with tasks; the result of these interactions is a work product. In the
traditional language of assessment, work products are termed “answers.” However, the
term “answer” implies the presence of a question whereas in assessment it may be that
there is no question, but a task to be attempted (e.g., recite a speech, perform a dance, fix
a malfunctioning computer network). Evaluations of work products, possibly complex
and possibly multivariate, possibly automated and possibly by human raters, produce
values for observables. These values constitute evidence to update beliefs about student
model variables, through relationships suggested by the substantive considerations and
reflected in the statistical model.

2.2. Assessments as evidentiary arguments

What all assessments share is a reasoning structure (Mislevy et al., 2003). In particu-
lar, an assessment is a system for reasoning from what examinees do, produce, or say
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to more broad aspects of what they know or are able to do. The thrust of the assess-
ment is that the inferences are broader than the particular observations on which they
are founded. Sound assessment practices justify the inferences. Upon accepting that the
name of the game is validity, and that validity concerns “the degree to which empir-
ical evidence and theoretical rationales support the adequacy and appropriateness of
inferences and actions based on test scores or other modes of assessment” (Messick,
1989, p. 13), an evidentiary argument structure for assessments is natural (Mislevy et
al., 2003). In an evidentiary framework, assessments are a mechanism for placing the as-
sessor in position to obtain evidence, obtaining the evidence, managing and processing
the evidence, and drawing inferences and decisions during and after the assessment.

Following Schum (1987, 1994) (see Mislevy, 1994), inference is characterized as
reasoning from what is known to what is unknown in the form of explanations, con-
clusions, or predictions. Inferences are based on observations, which become evidence
only when they are linked to a particular claim or desired inference (Schum, 1987). Un-
derstanding what counts as evidence therefore comes to understanding what counts as
relevant to a particular claim. This in turn comes to understanding the relationships of
the various entities in the domain, which in assessment is how potentially observable
data are related to broader hypotheses about what examinees know or can do.

These relations are often effectively conveyed through a narrative logic. Toulmin
(1958) diagrams (Figure 1) are convenient knowledge representations for portraying all
the actors in the narrative and their influence on the outcome. Ultimately, the inference
will flow from the data to the claim, in assessment, from the observed behaviors and
statements from examinees to hypotheses about their knowledge, skills, and abilities
more broadly conceived. The justification for the inference comes from the warrant,
which states the relation between the observation and the claim, often in the oppo-
site direction as the inferential path. A warrant expresses that under some constellation
of conditions (e.g., the claim is true) certain outcomes (i.e., the observed data) are to
be expected as a result. The conflict between the directionality of the inference (from
observations to claims) and the directionality of the warrant (from claims to observa-
tions; hence the use of a double-headed arrow in Figure 1) has important implications
for explicit modeling, which are further complicated by the presence of uncertainty, as
discussed below. Warrants are not observations, per se, but rather paths along which
inferences may travel. They require justification, which comes in the form of a backing,
which may be the result of theory, prior empirical research, or, ideally a combination of
both.

Warrants have varying degrees of strength; formal syllogisms represent powerful
warrants (Jaynes, 2003; Mislevy et al., 2003). A syllogistic warrant expressing the rela-
tion of the data (D) to the claim (C) takes the form

(1)C → D,

which may be read “If C is true (or occurs), D is true (or occurs).” This warrant, in
conjunction with the information that C is true (occurs), logically implies D is true
(occurs).

Note the directionality of the warrant is from (C) to (D). However, the direction of
inference is the reverse. As a result, observing (D) does not justify an inference to (C).
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Fig. 1. A Toulmin diagram for the argument structure in educational assessment.

What is needed is reason to believe that the denial of (C), say (¬C), will not lead to
(D). For if (¬C) leads to (D), then observing (D) is insufficient to draw a conclusion
of (C) or (¬C). In psychometric terms, this corresponds to (D) failing to discriminate
between (C) and (¬C).

In the schema of Toulmin diagrams, the possibility of observing data when a claim
does not hold is captured by alternative explanations. Alternative hypotheses, like those
represented in the claims, require empirical support from rebuttal (with respect to the
inference to the truth of the claim) observations.

In assessment, the flow of warrants is from examinees’ states or levels of knowl-
edge, strategies, or proficiencies, to characteristics of their actions in particular, relevant,
circumstances. The recognition of a need to consider alternative explanations in assess-
ment is not new. Rasch (1960, p. 73) stated:

Even if we know a person to be very capable, we cannot be sure that he will solve a difficult
problem, nor even a much easier one. There is always a possibility that he fails – he may
be tired or his attention is led astray, or some other excuse may be given.

Lord and Novick (1968, p. 30) reported:

Most students taking college entrance examinations are convinced that how they do on a
particular day depends to some extent on “how they feel that day.” A student who receives
scores which he considers surprisingly low often attributes this unfortunate circumstance



BPM and ECD 843

to a physical or psychological indisposition or to some more serious temporary state of
affairs not related to the fact that he is taking the test that day.

In justifying the use of probabilistic models for representing examinee behavior (a point
which we will return to in some detail) Samejima (1983, p. 159) wrote:

There may be an enormous number of factors eliciting his or her specific overt reactions to
a stimulus, and, therefore, it is suitable, even necessary, to handle the situation in terms of
the probabilistic relationship between the two.

Holland (1990, p. 579) cautioned us:

It is important to remember that performance on a test can depend on many factors in
addition to the actual test questions – for example, the conditions under which the test was
given, the conditions of motivation or pressure impinging on the examinee at the time of
testing, and his or her previous experiences with tests. . . .

Deterministic rules for deductive and inductive inference, while powerful when ap-
plicable, are inappropriate in light of the continued possibilities of alternative expla-
nations. Probabilistic relations offer greater flexibility for characterizing relationships
between claims and observations and hence, between student model and observable
variables in the face of uncertainty (Samejima, 1983; as quoted above).

Recognizing assessment as an evidentiary argument entails two requirements for the
design and conduct of assessment. The first is to determine situations in which students
at different states of proficiency are likely to act in different ways. This is the problem of
task design, and it is addressed by an understanding of the nature of the proficiencies at
issue and the ways they are manifest. Note that the flow of reasoning needed to construct
tasks is down through the warrant: IF a student’s knowledge were such and such, THEN
she would probably act in such and such manner.

Given suitable observational situations, the second requirement is for mechanisms to
reverse the flow of reasoning, now from data about what examinees say, do, or produce
to claims about their knowledge and proficiencies. This kind of reasoning can be car-
ried out, in sophisticated and nuanced ways, without statistical models (e.g., see Moss,
1994, on hermeneutic approaches to inference in educational assessment). In order to
manage the intricacies of the evidentiary structures in assessment, with the possibility of
supporting and refuting sources of evidence, psychometric models harness the powerful
tools of probability based reasoning to structure, manage, and integrate information in a
systematic and explicit manner. Bayesian modeling in particular provides the necessary
mechanisms to support reverse reasoning in the probabilistic framework. The balance
of this chapter describes principles of Bayesian reasoning in complex environments
and ECD as a schema that recognizes and takes advantage of the evidentiary nature
of assessment arguments. As a consequence, ECD and Bayesian inference constitute
a normative framework for the design of assessments that support the desired reverse
reasoning.

2.3. Bayesian inference

Drawing from Schum (1987, 1994) and Jaynes (2003) we maintain that probability
based reasoning can play a central role in all forms of inference, including inference
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in educational measurement and related fields (Mislevy, 1994). Beliefs and uncertainty
regarding variables are captured by probability distributions. An inferential process is
thus the characterization and evaluation of probability distributions in light of evidence.
Once some evidence is observed, Bayesian inference is a framework for the incorpo-
ration and propagation of evidence to arrive at the posterior distribution for unknown
variables. Bayes’ theorem for the posterior distribution of θ given some evidence X may
be written as

(2)P(θ | X) = P(θ) × P(X | θ)

P (X)
∝ P(θ) × P(X | θ),

where P(θ) is the prior probability distribution for θ , P(X) is the marginal proba-
bility of X, and P(X | θ) is the conditional probability of X given θ . Condition-
ing on X (i.e., treating X as known) P(X | θ) is treated as a likelihood function
for θ . The change in our beliefs about θ from the time before X is observed (P(θ))
to the time after X is observed (P(θ | X)) is a function of this likelihood expres-
sion. These likelihoods – the relative probabilities of the observed value of X given
the possible values of θ that may have produced the observed value – allow for the
deductive reasoning about the possible values of X, given the value of θ . And as
just shown, these likelihoods also allow, via Bayes’ theorem, for inductive reason-
ing about the possible values of θ , once some datum, X, is observed (Jensen, 1996;
Mislevy, 1994). In assessment, the (possibly vector-valued) θs are student model vari-
ables, representing potential states, levels, or configurations of proficiency. The Xs are
observables obtained from the interaction of examinees and the assessment system. The
conditional probabilities, namely P(X | θ), effect a quantitative aspect of the warrant:
Given a known value of θ , what is the distribution of aspects of action that might be
anticipated in a given task situation?

A large number of psychometric models have been developed over the past century,
each with their own particular forms of θs, Xs, and P(X | θ)s. Classical test theory,
item response theory (IRT), latent class analysis (LCA), and factor analysis are familiar
examples. In each case, terminology and analytic procedures have been developed to
estimate the parameters of conditional probability distributions and of population dis-
tributions of θs, as well as support posterior inferences for θs given Xs as in Eq. (2). In
the following sections, we will use an IRT example to illustrate ideas. More recent work
has capitalized on developments in Bayesian modeling that encompass prior work, but
allow further for more flexible and modular model construction and estimation. The
following section summarizes one such development, Bayesian networks.

2.4. Bayesian networks

When the number of variables in a problem increases, as is the case in complex assess-
ments, application of Bayes’ theorem in its form given in Eq. (2) becomes computation-
ally intractable as the calculation of P(X) becomes cumbersome, involving integration
over the distributions of continuous variables. As discussed below, this computation is
made easier by (a) the use of discrete variables and (b) graphical models that structure
the computations. More efficient techniques to represent variables and apply Bayes’
theorem across a large system of variables have been developed in the form of Bayesian
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Fig. 2. The NetPASS proficiency model.

networks (BNs; Jensen, 1996, 2001; Lauritzen and Spiegelhalter, 1988; Pearl, 1988;
Spiegelhalter et al., 1993). BNs support probability-based reasoning as a means of trans-
mitting complex observational evidence throughout a network of interrelated variables.
The relationships of variables in a BN constitute the reasoning structures of the network.
As in the preceding discussion of Bayes’ theorem, the likelihoods within the network
that define the deductive reasoning structures support subsequent inductive reasoning
(Mislevy, 1994).

A BN is a graphical model (of which Figure 2 is an example) of a joint probabil-
ity distribution over a set of random variables, and consists of the following elements
(Jensen, 1996):

• A set of variables (represented by ellipses or boxes and referred to as nodes) with a
set of directed edges (represented by arrows) between nodes indicating the statistical
dependence between variables. Nodes at the source of a directed edge are referred to
as parents of nodes at the destination of the directed edge, their children.

• For discrete variables, each has a set of exhaustive and mutually exclusive states.
• The variables and the directed edges together form an acyclic directed graph (Brooks,

1998; Jensen, 1996, 2001; Pearl, 1988). These graphs are directed in that the edges
follow a “flow” of dependence in a single direction (i.e., the arrows are always uni-
directional rather than bi-directional). The graphs are acyclic in that following the
directional flow of directed edges from any node it is impossible to return to the node
of origin.

• For each endogenous variable (i.e., one with parents), there is an associated set of
conditional probability distributions corresponding to each possible pattern of values
of the parents.
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• For each exogenous variable (i.e., one without parents), there is an associated uncon-
ditional probability table or distribution.

The structure of the graph conveys the dependence and conditional independence
relationships in the model (see Pearl, 1988, for rules on conditional independence re-
lations in graphs). We also note that BNs are networks of discrete variables. Network
representations of models with continuous variables belong to a broader class of graph-
ical models (Almond and Mislevy, 1999). Models with continuous variables share the
above features save that continuous variables have associated (conditional) probability
distributions rather than a finite set of states. The key difference is that models with
continuous variables require integration to obtain P(X) whereas BNs are less compu-
tationally cumbersome, requiring summation over the discrete states.

2.5. Illustrative examples

We pause to introduce two examples that will be revisited throughout the chapter. Con-
sideration of both examples reveals how a common framework underlying assessment
arguments supports assessments that vary widely in terms of their surface features.

The first example is a mathematics assessment to be used in admissions for higher
education. The hypothesis to be addressed pertains to how well prepared the student is
for collegiate, quantitative work in terms of the necessary proficiencies in the domain of
mathematics. This is a broad claim, and necessarily so due to the wide variety in higher
education generally and with respect to the role of mathematics in various curricula.

Owing to the coarse grainsize of this claim, the evidence should be broad and inclu-
sive. Examinees should demonstrate declarative knowledge and low-level procedural
skills in the area of mathematics. As the goal is supporting inference about an inten-
tionally broad hypothesis of interest, evidence should be collected from the entirety of
the domain. This shows up as content balancing, and restrictions on task sets that en-
sure that all chief aspects of the domain have been addressed. Appeals to efficiency of
the assessment argument and the need to re-instantiate that argument justify a standard-
ized administration in which the examinees are familiar with the format and response
process (Mislevy et al., 2003). To this we add that standardization and familiarity with
the administration process and response format serve to rule out alternative hypotheses
for poor performance on the tasks related to unfamiliarity.

Our second example comes from the domain of computer networking, a rich do-
main with multiple, interrelated aspects of proficiency. Accordingly, claims regarding
the student’s proficiency in areas of network design, implementation, and troubleshoot-
ing were formulated. A key feature of the domain of computer networking is the role
of procedures. Experts are not characterized by how much they know, but what they do
and how they do it.

An immediate implication is that assessing the declarative knowledge of students
simply does not suffice. Evidence necessary for addressing sophisticated claims in the
domain comes from the manner in which students work through problems. Interest lies
in the student’s abilities to model the computer network and address the necessary fea-
tures (e.g., create a network to satisfy the client’s requirements, troubleshoot faults) in
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a manner that is efficient and accurate. The need for complex forms of evidence to ad-
dress multiple, related claims led to the development of NetPASS (Behrens et al., 2004)
a simulation-based assessment of computer networking skills.

3. Evidence-centered design

In discussing the virtues of different approaches to assessment design, Messick (1994,
p. 16) stated:

A construct-centered approach would begin by asking what complex of knowledge, skills,
or other attributes should be assessed, presumably because they are tied to explicit or im-
plicit objectives of instruction or are otherwise valued by society. Next, what behaviors
or performances should reveal those constructs, and what tasks or situations should elicit
those behaviors?

ECD elaborates and extends on the key points in Messick’s guiding message. Think-
ing more broadly and characterizing assessment as a situation in which an inference
is desired, the relevant questions become: What is (are) the target inference(s)? What
information should be collected to inform upon what is unknown in order to facilitate
those inferences? What would we need to see in order to be able to make the desired
inferences? How do we put ourselves in a position of obtain that information?

ECD is a prescriptive framework for structuring assessment systems by connecting
the desired inferences to the tasks administered to examinees. The focus is, as implied
by the name, on evidence. What counts as evidence? What needs to be done to collect
evidence? Upon obtaining evidence, how do we evaluate the merit of the evidence? How
is evidence incorporated and managed?

3.1. The conceptual assessment framework

The heart of an assessment is the Conceptual Assessment Framework (CAF), which
consists of models that capture the evidentiary argument of an assessment. Substantive,
domain-specific work in domain analysis, domain modeling, task templates, etc. all lead
to the models in the CAF. In turn, the CAF dictates the flow of the assessment in terms of
how tasks will be presented to examinees, the implications for scoring and accumulating
responses, and how the assessment yields inferences about examinees.

The proficiency model contains variables that represents features of the examinees
that are relevant to the domain and the desired claims. Task models describe the struc-
ture of the situations needed to obtain evidence. Evidence models dictate the ways in
which an examinee’s performance is rendered into evidence and incorporated to inform
about examinees. The proficiency model is instantiated for each examinee, yielding the
student models, which contain the same variables but are localized to each examinee.
Similarly, a task model may be used to author multiple tasks. Likewise, there may be
multiple instantiations of an evidence model, known as link models. Lastly, the assem-
bly model describes how the student, task, and evidence models work in tandem in light
of restrictions and specifications of the assessment. These main models of the CAF
relevant to evidentiary reasoning in assessment are described in detail below.
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3.2. The proficiency and student models

The student models are instantiations of the population-level proficiency model. In Mes-
sick’s terms, the proficiency model represents the structure of knowledge, skills, and
attributes to be assessed. In a more evidentiary framework, the student model for an
examinee summarizes the evidential impact of the observables for addressing claims re-
garding the examinee. Inferences and decisions regarding an examinee (e.g., rankings,
placement, certification, feedback, as depends on the purpose of assessment) are based
on the state of the student model after the assessment. In other settings, the state of the
student model influences the manner in which the assessment unfolds, as in the case of
adaptive testing or intelligent tutoring systems.

As any examinee’s set of knowledge, skills, and abilities are typically unknown,
the student model variables are latent variables. This reflects an epistemological, rather
than ontological stance to student model variables in the sense that the variables and
the distribution of those variables are represent not the student, but rather our thinking
about the student (Mislevy et al., 2003).

Student model variables and the distributions of those variables are tools for us to
express our beliefs about students. Framing our beliefs about students in terms of dis-
tributions of variables links the substantive inferences we would like to make to the
statistical machinery in the evidence models used to incorporate and synthesize evi-
dence in the form of observed data. More specifically, the student model is the joint
distribution of the variables in the student model. Examinees interact with an assess-
ment system so that distributions of and beliefs about student model variables can be
updated.

Mathematics admissions assessment
The proficiency model for the mathematics admissions assessment contains a single
variable that serves to summarize information obtained regarding the examinee’s over-
all mathematics proficiency. As there may be theoretically infinitely many levels of
proficiency, the latent variable is modeled as continuous. Such a choice highlights the
epistemological stance in the student model. The choice of single, continuous latent
variable does not corresponding to the assertion that there is a single underlying dimen-
sion that is “mathematics proficiency” upon which people differ. Rather, it is a purposive
choice for summarizing our beliefs based on information obtained in the assessment
with the explicit purpose of addressing, in this case, a quite general claim.

NetPASS assessment
The proficiency model for NetPASS contains six latent variables that correspond to
examinee proficiencies in terms of Networking Disciplinary Knowledge, Network-
ing Proficiency, Network Modeling, Designing networks, Implementing networks, and
Troubleshooting networks. Each proficiency model variable was posited to be an or-
dered discrete variable taking on any of five levels corresponding to locations in terms
of the Cisco Networking Academy Program sequence of courses (Novice, Semester 1,
Semester 2, Semester 3, Semester 4).

Figure 2 contains the graphical model for the BN for the proficiency model, which
reflects the flow of dependence and conditional independence relationships among the
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variables. The specification of the joint distribution came to specifying the distribution
of each variable conditional on its parent(s). Details are provided in Levy and Mislevy
(2004). What is of interest here is the manner in which the proficiency model reflects the
substantive beliefs about the domain. For example, the model was constructed with the
restriction that Network Modeling cannot take on a higher value than Network Discipli-
nary Knowledge. This reflects the belief that declarative knowledge is a prerequisite for
visualization and modeling proficiency. Statistically, the use of a BN affords flexibility
in the specification of the proficiency model to incorporate such a constraint. Substan-
tively, this is exemplifies the incorporation of knowledge about the domain and students
(i.e., how certain skills relate) into the statistical model, as Gelman et al. (as quoted
above) advised when they stressed that the model should be consistent with substantive
knowledge.

As our examples illustrate, few restrictions are placed on the proficiency model in
terms of the nature and type of variables. The proficiency model may be unidimen-
sional or multidimensional, the variables may be continuous or discrete (ordered or
otherwise), and may consist of both observed and latent variables, though typically the
latent variables are of more interest. Further, multiple proficiency models (and hence,
multiple student models for each examinee) may be constructed for a given assessment,
such as in situations in which the intended purposes vary (e.g., summary score reporting
and substantively relevant feedback from the same assessment).

The principle use of student model variables in many assessments involves apply-
ing a set of scoring rules to get test scores or reports. Scoring rules are functions of
the posterior distribution of a student model variable. A desire to summarize the pos-
terior distribution into a more manageable quantity leads to the use of point estimates.
Popular choices include the posterior mean and mode, the expected a posteriori (EAP)
and maximum a posteriori (MAP) values, respectively (Thissen and Wainer, 2001). In
assessments with multiple student model variables (e.g., NetPASS) scores may be ob-
tained by computing functions of the multivariate posterior distribution or by computing
functions on each variable separately to produce a profile with a collection of scores.

3.3. Task models

Task models define the variables that characterize the tasks in terms of the interactions
the examinee will have with the tasks. In Messick’s terms, they detail the situations
examinees will encounter so as to elicit behavior to serve as evidence relevant to the
claims of the assessment.

Task models specify materials and instructions presented to examinees, situational
variables related to the context of the task, and the work products to be produced. From
one task model, many tasks can be created. Tasks that are instantiations of the same task
model share the same variables but differ on the values of the variables.

From an assessment design perspective, using task models creates efficiencies
for creating new tasks, in particular, for automated item generation (Bejar, 2002;
Irvine and Kyllonen, 2002; Mislevy et al., 2002b, 2003). Which features of tasks to
vary, and what the effect of varying those features will have on how examinees interact
with tasks is a direct result of modeling the domain, including the cognitive activities,
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knowledge representations, and behaviors involved in becoming and being an expert in
the domain. In terms of the development of a statistical model, the connection between
task features and task functioning is receiving an increasing amount of attention in the
psychometric community (e.g., Sheehan and Mislevy, 1990) and is another key instance
where assessment design and development relies on the intersection of psychometrics,
cognitive science, and substantive knowledge of the domain.

Mathematics admissions assessment
The general claim of interest implies that the evidence necessary to support the claim
ought to be broad. To ensure adequate representation of the domain, multiple task mod-
els may need to be developed, corresponding to the distinct aspects of the domain
(algebra, geometry, data analysis, etc.). Task model variables for an algebra task may
include the number of unknowns to solve for, the number of equations, the complexity
of the equations, the location of the unknowns in the equations, features of distractors,
etc. Task model variables for a geometry task may include the presence or complexity of
a coordinate graph or figure, the number of unknowns, features or distractors, etc. Tasks
may be created by varying the values of these variables in manner guided by links from
tasks back to the domain (Sheehan and Mislevy, 1990). Though the task models in this
assessment differ on what variables are included, they all share the same form of the
work product, namely, an indicated response from among a set of five choices.

NetPASS assessment
Tasks were constructed to provide evidence for claims regarding the student’s proficien-
cies in designing, implementing, and troubleshooting computer networks. That is, the
goal is to obtain evidence of the Design, Implement, and Troubleshoot variables in the
student models. For each area, three tasks were constructed to provide evidence regard-
ing the student’s accuracy and efficiency. Task model variables include specifications of
the scenario, instructions, the tools made available, and the forms of the resulting work
products.

Figure 3 provides a screenshot of the description of the scenario and instructions
for one of the Design tasks. The student is presented with a network diagramming tool
with a blank tablet and a set of devices; the student then creates a diagram by dragging
and dropping icons as they see fit (Figure 4). The network diagramming tool is used to
capture the student’s mental model of the topology of the network. Within the diagram-
ming tool, the student selects a device to configure. A window pops up which allows
for the specification of the device (Figure 5). As discussed in the next section, tasks
that yield complex work products that reflect multiple aspects of proficiency require
complex evidence models for modeling performance.

3.4. Evidence and link models

In Messick’s terms, evidence models address the question of what behaviors would
need to be been in order to make inferences about the constructs. In an evidentiary
framework, evidence models characterize what and how information counts as evidence.
Following Schum (1987, 1994), data only count as evidence when it becomes relevant



BPM and ECD 851

Fig. 3. Scenario description and instructions for a Design task.

Fig. 4. Use of the network diagramming tool to map a network.
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Fig. 5. Configuring a switch in NetPASS.

to some claim. The student model is comprised of examinee variables that are relevant
for the claim(s) of the assessment. Therefore, observable data count as evidence when
they become linked to the student model variables. Evidence models consist of two
components that detail the connection between the raw, observable features of what an
examinee does or produces to the student model variables.

Evidence identification is the mechanism by which the work product is characterized
along relevant dimensions, which in turn are captured by values for the observable vari-
ables. Our two examples show the levels of complexity evidence identification processes
can take.

Mathematics admissions assessment
The tasks in this assessment result in work products of the same form. The evidence
identification rules evaluate the salient features of each work product. As correctness
of response is the only feature of interest, there is one observable created for each task.
The evidence identification rule for creating the observables for the mathematics assess-
ment is

Xij =
{ 1, if the Work Product for examinee i, task j indicates a correct

response,
0, otherwise.

More complex evidence identification rules may be built for graded response/partial
credit scoring as would be appropriate if one of the incorrect responses is indicative of
some knowledge.
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NetPASS assessment
Multiple evidence identification rules characterize the work product along several di-
mensions. In NetPASS, evidence identification consists of evaluating the features of the
complex work products. To begin, the submitted network diagram is converted to an
XML format text representation which is then scored according to detailed, complex
rules. Different tasks require different evidence identification processes. In network De-
sign tasks, the work products include the log file of all the commands an examinee enters
in manipulating the network. One evidence identification rule for the log file evaluates
the state of the network once the examinee finishes, to assess the correctness of the pro-
cedure. Another evidence identification rule evaluates the sequence of actions taken (all
of which are captured in the log file) to assess the efficiency with which the examinee
proceeded through the task and the quality of their rationale.

The result is a characterization of their work in terms of observables, which are the
data used to update the student model variables. In NetPASS, all observables are coded
as an ordered, discrete variable taking on any of three levels.

The computer networking example highlights an additional feature of evidentiary
reasoning in assessment. A single work product may contain multiple evidentiary
thrusts. In these cases, when a single work product or set of work products from a
single task is used to form multiple observables, there exist dependencies among the
values of the observables due to the common origin of the work product(s). The proper
modeling of these situations will be discussed below.

The formulation of principled, useful (in the sense that use of the resulting ob-
servables results in accurate inferences and decisions regarding examinees) evidence
identification rules may seem straightforward in familiar assessments such as dichoto-
mously scored multiple choice items. Things are far from trivial in complex, innovative
assessments. Constructing evidence identification rules requires the confluence of ex-
pertise from subject matter experts, psychometricians, information systems experts,
and database managers. Lessons learned from proper analysis and modeling of the do-
main (Williamson et al., 2004) and empirical studies of distinctions between experts
and novices (DeMark and Behrens, 2004) must be leveraged with restrictions in the
management and processing of work products.

For any assessment, the resulting observables capture the relevant features of the
work product(s). The second component of the evidence model, the evidence accumu-
lation process, consists of a psychometric model that connects the observables to the
student model variables. Typically, this is a statistical model that characterizes the con-
ditional distribution of the observables given the student model variables or the joint
distribution of the student model and observable variables.

Mathematics admissions assessment
The evidence accumulation component of the evidence model requires a probabilistic
model for linking values on the dichotomous observables to the student model variable.
The three parameter logistic model (3-PLM; Birnbaum, 1968; Hambleton and Swami-
nathan, 1985) may be written as

(3)P(Xij = 1 | θi, bj , aj , cj ) = cj + (1 − cj )
eaj (θi−bj )

1 + eaj (θi−bj )
,
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Fig. 6. An evidence model BN for a Design task.

where θi is the single student model variable for examinee i, and bj , aj , and cj are
parameters for task difficulty, task discrimination, and a lower-asymptote, respectively,
for task j .

The model is justified through principled reasoning of the evidentiary possibilities.
Substantively, location (bj ) and slope (aj ) parameters account for the recognition that
tasks may differ, by construction, in difficulty and discrimination power. A lower as-
ymptote parameter (cj ) accounts for the possibility of responding correctly when the
examinee has the lowest levels of proficiency.

Statistically, a lower asymptote allows for better fit of the model. More importantly,
it serves to accommodate a potential alternative hypothesis, namely guessing (see Fig-
ure 1). That is, a warrant is constructed that implies that success on the task is indicative
of high levels of proficiency. The assessment argument proceeds by reverse reasoning
from the observation of a correct response to beliefs about proficiency. Guessing is an
alternative explanation that may also have led to a correct response. A measurement
model that includes a lower asymptote need not attempt to address definitively which of
these two (of possibly many) explanations is actually correct. Rather, the inclusion of
a lower asymptote is recognition of the possibility of this alternative hypothesis, and a
mechanism to temper the reverse reasoning from the observed data to the student model
variable.

NetPASS assessment
The statistical models are represented by evidence model BNs, which reflect the depen-
dence of the observables on the student model variables of interest. Figure 6 depicts
the DAG for an evidence model BN for a Design task. The model connects the stu-
dent model variables at the left (see Figure 2) to the observables at the right. Several
points are of interest here. First, recall that multiple observables were obtained from the
same task. A hallmark of innovative, computer-based assessments is the possibility for
obtaining multiple forms of evidence from the administration of a single task. The ob-
servables are modeled as dependent on Network Disciplinary Knowledge and Design, a
variable introduced for modeling convenience that reflects the combination of Network
Disciplinary Knowledge and Design from the student model. Since both observables
were obtained from the presentation of a single task, there may be a dependency be-
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tween them due to their common origin. A context variable is used to account for this
possible dependency and induce conditional independence between the observables.

The evidence models for the Implement and Troubleshooting tasks mimic the Design
evidence model in that the (a) evidence identification process leads to multiple observ-
ables per task, (b) BNs reflect the dependence of the observables on the student model
variables, and (c) task-specific context variables used to induce conditional indepen-
dence among the variables obtained from the same task. There are three instantiations
of each evidence model, one for each of the three tasks in each area of the domain. More
details regarding the statistical modeling of NetPASS can be found in Levy and Mislevy
(2004).

Evidence accumulation takes place when values for observables are conditioned on
and the posterior distribution is evaluated. This may take place in a piece-wise fashion,
in which evidence model BNs are docked into the student model one at a time. The
observables are then conditioned on to obtain the posterior distribution of the student
model variables. Once the evidence is propagated throughout the network the evidence
model BN is discarded and a new evidence model BN is docked into the student model
(Almond and Mislevy, 1999).

On one side of the assessment argument, the student model contains the variables
of inferential interest for an examinee. On the other side of the assessment argument,
the task models specify the raw work products to be produced by the examinees. The
evidence models serve as adapters between these two, processing the salient features
of the work products into the values of the observables and updating the student model
variables in light of the values of the observables. This highlights the interactivity of the
models and the primary role of evidence in the reasoning structure underlying educa-
tional assessments.

3.5. The assembly model

The assembly model governs how the student, evidence, and task models interact to
conform to requirements motivated by the purpose of the assessment. Examples include
the balancing of task content, number of tasks to be presented, and the precision with
which the student model variables are to be measured.

Mathematics admissions assessment
As the claim refers to proficiency in mathematics broadly conceived, the assembly
model insures that tasks targeting the various aspects of the domain (e.g., algebra, geom-
etry, data analysis, etc.) are included. If multiple linear (e.g., paper and pencil) forms
are to be created, the assembly model contains specifications to insure comparability
across forms. In adaptive assessment in which tasks are selected for each examinee on
the fly, the assembly model dynamically creates a form for each examinee in an attempt
to maximize information.

NetPASS assessment
All tasks are assembled and available online for all examinees. As an examinee-directed
diagnostic assessment, NetPASS allows the user to select the task(s) on the fly. This
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departs from more popular adaptive assessments in which the assessment system as-
sembles the tasks. Allowing the examinee to control which tasks are administers cedes
control of the assessment and the claims addressed to the examinee (Levy et al., 2006).

4. Bayesian psychometric modeling

4.1. The probability model

A student model contains potentially unobservable variables characterizing examinee
proficiency on the knowledge, skills, and abilities of interest. Let

(4)θ i = (θi1, . . . , θiP )

be the vector of P student model variables for examinee i, i = 1, . . . , N . The collection
of student model variables for all examinees is denoted θ .

Task models define those characteristics of a task that need to be specified. Such
characteristics are expressed by task model variables; for each task j , j = 1, . . . , J .
Let these variables be denoted by the vector

(5)Yj = (Yj1, . . . , YjLf
),

where Lf is the number of task model variables for a task from task model f . The full
collection of task model variables is denoted Y.

The evidence identification process of the evidence models defines how to extract
relevant features from an examinee’s work product(s) to yield the values of observables.
Let

(6)Xj = (Xj1, . . . , XjMj
)

be the vector of Mj potentially observable variables for task j . Xijm is then the value of
observable m from the administration of task j to examinee i. Xi denotes the collection
of values of observables (i.e., the response pattern) from examinee i. The complete
collection of the values of the observables, that is, the values for all observables from
all tasks for all examinees is denoted as X.

The BN for each student model is a probability distribution for θ i . An assumption
of exchangeability (Lindley and Smith, 1972) entails a common prior distribution (i.e.,
before any responses to tasks are observed the student model is in the same state for
all examinees). Beliefs about the expected values and associations among the student
model variables are expressed through the structure of the model and higher level hy-
perparameters λ. Thus, for all examinees,

(7)θ i ∼ P(θ i | λ).

As illustrated in examples below, the higher level parameters λ can serve the varied pur-
poses of (a) identifying the location, scale, and (in the case of multidimensional models)
orientation of latent axes, (b) defining features of the population, or (c) specifying prior
expectations, especially about relationships.
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The evidence models define how the observables are dependent on the state of the
student model. Let πjmk be (proportional to) the probability for responding to observ-
able m from task j with a value of k. The parenthetical qualifier is necessary in the case
where the observable is modeled as a continuous variable. π jm is then the probability
structure associated with observable m from task j . The distribution of the value for
observable m from task j for examinee i is then

(8)Xijm ∼ P(Xijm | θ i ,π jm).

In short, for any examinee, the distribution for the observables is defined by the
values of the student model variables and the conditional distributions of observables
given student model variables. Thus if we knew both the values of the student model
variables and the conditional distribution of observables given student model variables,
we would know the distribution of the observables. Of course in practice, the situation
with the student model variables and the observables is reversed: we have values for
the observables but not the student model variables; hence the use of Bayes’ theorem to
reason from observations to student model variables (Mislevy, 1994).

When there are a large number of levels of student model variables and/or of the
observables (as is certainly the case of continuous variables), there are a very large
number of πjmks. It may be the case that further structure exists for modeling the π jms,
which may be expressed via

(9)π jm ∼ P(π jm | ηjm),

where ηjm are higher level hyperparameters for observable m (e.g., characteristics of the
appropriate evidence model and the task j from which m is obtained); prior beliefs about
such parameters are expressed through higher level distributions, P(ηjm). As illustrated
below, in psychometric models it is often the case that the conditional distributions
depend on ηjm in a deterministic rather than a stochastic manner. The complete set
of conditional probability distributions for all evidence models for all observables is
denoted π ; the complete set of parameters that define those distributions is denoted η.

The joint probability of all parameters can be expressed as a recursive set of condi-
tional distributions

P(λ, η, θ ,π, X) = P(λ) × P(η | λ) × P(θ | λ, η) × P(π | λ, η, θ)

(10)× P(X | λ, η, θ ,π).

This expression can be simplified in light of additional knowledge and assumptions we
bring to the assessment context by taking advantage of the conditional independence
relationships implied in Eqs. (7)–(9), yielding:

(11)
P(λ, η, θ ,π, X) = P(λ) × P(θ | λ) × P(η) × P(π | η) × P(X | θ ,π).

Following Gelman et al. (1995, as quoted above), the goal then becomes to specify the
forms of the various terms in Eq. (11).

Once data are collected, values for observables are conditioned on to arrive at the
posterior distribution P(θ ,π , η,λ | X). In operational assessments conditional proba-
bilities, π , and the parameters that govern them, η, are treated as known and the focus is
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on estimation of student model variables, θ , or higher level parameters λ that character-
ize the examinee population. Estimation is then of the posterior distribution of θ and λ

conditional on π in addition to X. In such cases, η need not be conditioned on, as η only
contributes to the posterior distribution via π . Once π is known, knowledge regarding
η does not alter the distribution of the remaining parameters (for more on this con-
cept, d-separation, see, e.g., Jensen, 1996, 2001). In cases where π is deterministically
rather than stochastically related to η, conditioning on η is equivalent to conditioning
on π , and may lead to conveniences in modeling and interpreting results (e.g., IRT, as
discussed below).

In calibration settings, the focus is on estimating the parameters defining and gov-
erning the conditional distributions, π and η. If student model variables are known,
estimation of π and η comes to evaluating the posterior distribution conditional on θ

in addition to X. λ need not be conditioned on, as θ d-separates (Jensen, 1996, 2001)
λ from the rest of the parameters. Such a practice is common in ongoing assessment
systems, which employ responses to tasks with parameters treated as known to estimate
student model variables and then condition on estimates of student model variables to
estimate the parameters for piloted tasks.

In emerging assessments without calibrated tasks, joint estimation of student model
variables and evidence model parameters is required, and only the data are conditioned
on. Calibration studies for innovative assessments have been demonstrated for both stu-
dent model and evidence model parameters in complex assessments (Levy and Mislevy,
2004; Mislevy et al., 2002a).

4.2. Estimation

In a Bayesian analysis, model fitting comes to obtaining or estimating the posterior
distribution. Three techniques for representing a distribution are (a) calculating an an-
alytical result, (b) drawing independent samples, and (c) drawing dependent samples.
Obtaining an analytical solution is ideal yet, with only a few simple problems as ex-
ceptions, impractical or impossible due to the computational requirements necessary
to evaluate the marginal distribution of the data in the denominator of Eq. (2). Draw-
ing independent samples from the distribution offers an empirical approximation to the
distribution. In many cases, it is not possible to draw independent samples from the pos-
terior distribution, especially if it is not of common form as is often the case in complex
models. Although analytical computation or independent sampling from the posterior
distribution of the model parameters may be possible in simple problems, such compu-
tations are intractable in complex models. Drawing dependent samples is sufficient if
the samples can be drawn throughout the support of the distribution of interest and in
the correct proportions (Gilks et al., 1996a).

Markov chain Monte Carlo (MCMC; Brooks, 1998; Gilks et al., 1996b; Smith and
Roberts, 1993; Spiegelhalter et al., 2003; Tierney, 1994) estimation consists of draw-
ing possibly dependent samples from the distribution of interest and as such provides
an appropriate framework for computation in Bayesian analyses (Gelman et al., 1995).
A complete treatment and description of MCMC estimation is beyond the scope and
intent of this chapter; suffice it to say that MCMC estimation consists of drawing from
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a series of distributions that is in the limit equal to drawing from the true posterior
distribution (Gilks et al., 1996a). That is, to empirically sample from the posterior dis-
tribution, it is sufficient to construct a Markov chain that has the posterior distribution
as its stationary distribution. An arbitrarily large number of iterations may be performed
resulting in values of the unknown parameters that form an empirical approximation for
the posterior distribution.

In some applications, full exploration of the posterior distribution is not desired;
rather, point estimates of model parameters are preferred. In such situations, variants of
the EM algorithm (Dempster et al., 1977) may be employed. EM approaches estimation
by judiciously choosing to treat or introduce unknown entities in the model as missing
data. Estimation proceeds by providing starting points for the unknown model parame-
ters and then iteratively computing (1) provisional values of the missing data given the
model parameters and (2) maximizing functions of the now complete data with respect
to the model parameters. Typically, the provisional values of the missing data are ob-
tained by taking their expected values. A flexible extension is stochastic EM (Diebolt
and Ip, 1996), where the provisional values are obtained by taking a draw from the con-
ditional distribution of the missing data given the observed data and the current values
of the model parameters.

4.3. The examples revisited

Mathematics admissions assessment
There is one student model variable, θ i = (θi) and only one observable per task, which
permits us to drop the subscript m from our notation. An assumption of exchangeabil-
ity for examinees results in the use of a common prior. Using a normal prior for all
examinees

(12)P(θ | λ) =
∏
i

P (θi | λ) =
∏
i

N
(
θi | μ, σ 2),

where λ = (μ, σ 2) are the variables that govern the prior distribution of the student
model variable. Exploiting the conditional independence assumptions, the conditional
probability of the complete data factorizes as

(13)P(X | θ ,π) =
∏
i

∏
j

P (Xij | θi,π j ) =
∏
i

∏
j

P (Xij | θi, ηj ).

The latter equality in Eq. (13) holds because, in IRT models, the conditional probabili-
ties π are deterministically rather than stochastically related to the parameters in η. That
is, we may rewrite the three parameter logistic model (Eq. (3)) as

P(Xij = 1 | θi, ηj ) = P(Xij = 1 | θi, bj , aj , cj )

(14)= cj + (1 − cj )
eaj (θi1−bj )

1 + eaj (θi1−bj )
,

where ηj = (bj , aj , cj ) are parameters for task difficulty, task discrimination, and a
lower-asymptote, respectively.
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To complete the model specification, the prior distributions for λ and η must be
specified. Often, the parameters in λ are set to 0 and 1, respectively, to identify the
location and scale of the latent dimension. An exchangeability assumption with regard
to the tasks permits the prior for η to be factored as

(15)P(η) =
∏
j

P (ηj ).

Furthermore, an assumption of independence a priori permits the prior distribution of
parameters for any one observable to be factored as

(16)P(ηj ) = P(bj , aj , cj ) = P(bj ) × P(aj ) × P(cj ).

It should be noted that specifying parameters as independent in the prior does not restrict
them to be independent in the posterior (Gelman, 1996).

An assumption of exchangeability leads to the use of a common prior for the bj ;
likewise for the aj and the cj . Typical choices for the priors include normal distrib-
utions for bj , lognormal distributions for aj , and beta distributions for the cj . These
choices reflect choices consistent with theory in that difficulty parameters can range
over the real line, discrimination parameters should be positive, and lower asymptote
parameters should be bounded by zero and one. What’s more, these distributions are
quite flexible and offer natural interpretations (e.g., use of the Beta(5, 17) distribution
for cj corresponds to the interpretation that the prior belief is akin to having observed
four out of twenty people guess correctly). Other choices for prior distributions have
been employed in IRT; see Rupp et al. (2004) for a recent review.

NetPASS assessment
In NetPASS there are six student model variables, θ i = (θi1, θi2, θi3, θi4, θi5, θi6). An
exchangeability assumption allows the joint distribution of the student model variables
over all examinees to be factored into the product of distributions for each examinee
(see the first equality in Eq. (12)). Taking advantage of the conditional independence
assumptions implicit in the graph for student model (Figure 2), the distribution for the
student model becomes

P(θ i | λ) = P(θi1 | λ) × P(θi2 | θi1,λ) × P(θi3 | θi1, θi2,λ)

(17)× P(θi4 | θi3,λ) × P(θi5 | θi3,λ) × P(θi6 | θi3,λ),

where λ are parameters that define the conditional distributions of the variables.
Exploiting the conditional independence assumptions, the conditional probability of

the complete data factorizes as

P(X | θ,π) =
∏
i

∏
j

∏
m

P (Xijm | θ i ,π jm)

(18)=
∏
i

∏
j

∏
m

P
(
Xijm | θ

jm
i , ηjm

)
,

where θ
jm
i are the relevant student model variables for observable m of task j . As

in Eq. (13) the latter equality in Eq. (18) holds because the conditional probabilities
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π are deterministically rather than stochastically related to the parameters in η. All
the variables in the NetPASS model are ordered and discrete. As such, the model is
a complex, hierarchical latent class model. The conditional probabilities for the latent
classes are restricted via an IRT model (e.g., Formann, 1985) that allows for modeling
ordered polytomous responses (Samejima, 1969). Normal and truncated normal priors
were used for the parameters specifying the associations between variables. Complete
details are given by Levy and Mislevy (2004).

In closing this discussion of NetPASS, we remark that, unlike the case of the math-
ematics admissions assessment, an a priori assumption of exchangeability regarding
the tasks was not warranted. The three tasks from each task model were constructed
to be of different difficulties. Following the advice of Gelman et al. (1995, as quoted
above), this knowledge was incorporated by specifying different priors for observables
that came from tasks that were expected to differ in difficulty. An assumption of condi-
tional exchangeability allowed for the use of the same prior for observables from tasks
expected to be of the same difficulty (Levy and Mislevy, 2004). This again highlights
the epistemological stance of the modeler. Prior beliefs were modeled to be consistent
with expert expectations. Pilot test data were used to update and refine those beliefs in
the form of posterior distributions.

5. Discussion

5.1. Bayesian modeling in psychometrics

Bayesian modeling and estimation strategies have their roots in early applications
to classical test theory (Novick et al., 1971) and factor analysis (Martin and Mc-
Donald, 1975). Bayesian techniques are receiving an increasing amount of atten-
tion in IRT (Albert, 1992; Albert and Chib, 1993; Almond and Mislevy, 1999;
Béguin and Glas, 2001; Bolt and Lall, 2003; Mislevy, 1986; Patz and Junker, 1999a,
1999b; Rupp et al., 2004; Swaminathan and Gifford, 1985, 1986), LCA (Hoijtink, 1998;
Hoijtink and Molenaar, 1997), factor analysis (Lee, 1981; Rowe, 2003), structural equa-
tion modeling (Arminger and Muthén, 1998; Scheines et al., 1999), multilevel modeling
(Fox and Glas, 2001; Seltzer et al., 1996), cognitive diagnoses (Martin and VanLehn,
1995), and the psychometric modeling community generally (Mislevy, 1994).

Bayesian techniques have proven useful in modeling assessment settings such as
adaptive testing (Almond and Mislevy, 1999) and accounting for psychometric phenom-
ena such as testlet effects (Bradlow et al., 1999). The emergence of research specialized
to particular aspects of Bayesian modeling such as investigations in MCMC conver-
gence assessment (Sinharay, 2004) and model fit (Sinharay and Stern, 2003) as applied
to psychometric situations constitutes another step in the maturation of Bayesian mod-
eling as an approach to psychometric problems.

5.2. Evidence-centered design

Since Spearman, the evidence accumulation process has been the domain of psycho-
metricians. Given data, select a mathematical model that represents the hypothesized
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data generating process and estimate the parameters that govern the model. Questions
concerning differential item functioning (DIF), changes in item or test functioning over
time (e.g., drift, equating), or suspicious responses (e.g., cheating, item exposure and
breach in security) were all part of system maintenance. Similarly, features of com-
mon assessment systems such as the use of (imperfect) raters or a single stimulus (e.g.,
reading passage) on which to base multiple items were considered nuisances.

As a principled approach to assessment design, ECD offers a contrasting take on psy-
chometric modeling. This is not to say that the psychometric models commonly used
and investigating the issues listed above have no place in ECD. The contrast is in genesis
of the model. Rather than try to tackle the issue of what model to employ, given the data,
the model is developed in conjunction with the creation of the remaining features of the
assessment, in particular the student models, task models, and the evidence identifica-
tion process. For example, the use of a single stimulus for multiple tasks or, similarly,
the development of multiple observables from a single work product may induce de-
pendencies among the observables due to their common origin. Instead of attempting
to understand and account for these dependencies post hoc, or worse, neglecting them
altogether, ECD incorporates them at the initial model construction phase, as the tasks,
evidence identification rules, and the psychometric models are developed jointly. To the
question “Which has primacy, the data or the model?” the appropriate answer is that the
question leads to a false dichotomy. Neither the data nor the model is much use without
the other; neither enjoys a primary role and neither is relegated to be a supporting actor.
A principled, joint development with connections to the student models, task models,
and evidence identification rules leads to a statistical model and an assessment that is
set up for success in terms of leading to accurate, trustworthy inferences regarding the
claims of interest.

The use of ECD does not make the resulting assessment immune to threats to model
adequacy (e.g., DIF). Data-model fit assessment and model criticism remain neces-
sary and important. However, the use of ECD has two main advantages with respect
to model evaluation. First, the development of the psychometric model jointly with
the proficiency model, task models, and evidence identification rules leads to a model,
grounded in substantive theory, that is more likely to lead to solid inferences than
one that is developed by starting with data and then trying to sort out and create a
model post hoc. Second, by linking psychometric models with the domain-specific fea-
tures, alternative, competing models must also be linked to these features. Alternative
models should not come from the imagination, but from competing theoretically vi-
able hypotheses about the domain, student model, task models, etc. Researchers have
recently been calling for renewed attention to the role of statistical modeling of assess-
ment data for generating feedback to task writers and modelers or gaining substance
knowledge of phenomenon such as DIF (e.g., Ackerman, 1996; Stout et al., 1996;
Swaminathan and Rogers, 1990). ECD features these connections, both in terms of
the feedback after a model has been created and employed, as discussed above, in the
construction of the model prior to data collection.
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6. Concluding remarks

A Bayesian approach offers great flexibility and power in psychometric modeling. With
that flexibility comes the potential for incorporating information regarding the sub-
stantive domain and the observational setting. ECD offers a principled approach to
assessment design and statistical model construction and serves a prescriptive approach
for analysts to take advantage of this power in terms of assessment design, model esti-
mation, and substantive inference.
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Value-Added Modeling

Henry Braun and Howard Wainer

1. Introduction

The term value-added models (VAM) refers to a family of statistical models that are em-
ployed to make inferences about the effectiveness of educational units, usually schools
and/or teachers. They are characterized by their focus on patterns in student score gains
over time, rather than on student status at one point in time. In particular, they attempt
to extract from the data on score trajectories estimates of the contributions of schools or
teachers to student learning.

Interest in such models has been fueled by an increasing emphasis in the United
States on holding the public education system accountable for student learning. In 2001,
the U.S. Congress passed a law, the No Child Left Behind Act (NCLB, 2002) that
requires states receiving federal funds to establish standards for proficiency in reading
and mathematics in grades 3–8 based on performance on standardized assessments.
Moreover, states must set yearly targets for the proportions of students in each school
achieving those standards.1 NCLB marks a decisive shift away from evaluating districts
and schools on the basis of inputs (e.g., per-pupil expenditures) to judging them on the
basis of outcomes (e.g., student performance).

The increasingly stringent targets (for each grade) that a school must meet are termed
“adequate yearly progress” or AYP. Schools that fail repeatedly to meet their AYP re-
quirements are subject to sanctions. There have been a number of concerns raised with
respect to the technical aspects of AYP (Linn, 2004, 2005). One is that AYP involves
a comparison in the proportions proficient between different cohorts (e.g., students in
grade 4 in the current academic year in comparison to students in grade 4 in the previ-
ous year). Accordingly, the apparent change in effectiveness of the school is confounded
with intrinsic differences between the cohorts.

Perhaps the most serious objection, however, is that judging schools on the basis
of student status at the end of an academic year without regard to their status at the
beginning of the year can be unfair to schools serving student populations either with
substantial deficits upon entry or with high migration rates, or both. Although some of
these schools may be helping their students make excellent progress, too few students

1 For more information on this act, consult Bourque (2005). The expectation is that essentially all students
will achieve proficiency by the 2013–14 academic year.
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reach the proficient level, causing the school to be sanctioned. By contrast, some schools
serving advantaged student populations may meet the requirements of AYP despite the
fact that the students are learning at a slow pace. Lastly, schools may have little or
nothing to do with the observed progress that students make.2

To remedy this situation, a number of policy makers and measurement specialists
have argued that it would be both fairer and more helpful if schools were judged on the
basis of how much growth their students achieved. The critical point is that to evaluate
growth properly, each student must be tested twice – once at the beginning of the acad-
emic year and once at the end. More realistically, students are likely to be tested at the
end of each academic year.3 Recall that the testing provisions of the NCLB Act mandate
such a regular testing regime in reading and mathematics in grades 3 through 8. As a
result, states are building databases containing longitudinal student records – precisely
what is required for the application of VAMs. At first blush, the prospect of evaluating
schools on the basis of an appropriate, aggregate measure of their students’ growth is
appealing and it has advantages over the current AYP regulations. Nonetheless, difficul-
ties remain and these are treated more fully below. Some districts in Tennessee and the
city of Dallas, Texas are using value-added approaches to evaluate schools. Other states
are planning to follow suit.

The NCLB Act also addresses the issue of teacher quality. Interestingly, it does so
in a more traditional manner by focusing on such teacher characteristics as training and
certification. At present, teacher evaluation in most schools and districts is a notoriously
subjective enterprise. In principle, the introduction of a quantitative and, arguably, more
objective component into the process should be welcomed. Indeed, this was the motiva-
tion behind the development of the so-called layered model and its adoption by the state
of Tennessee in 1993.4 Around the same time, a two-stage covariance model was devel-
oped and implemented in Dallas, Texas (Webster and Mendro, 1997). The stated intent
of utilizing a value-added strategy is to “isolate” the contribution a teacher makes to
his or her students. Early implementations have employed the results of VAM to inform
decisions about teacher professional development. It is likely, however, that in the near
future some states will seek to employ these results to make administrative decisions
about their teachers.

This possibility has raised many questions. Some of the issues parallel those raised in
the context of school accountability, while others are specific to teacher accountability.
Despite many technical concerns, there is a great deal of interest among policy-makers
in moving forward. This is due, in large part, to the intuitive appeal of the value-
added approach; namely, “that if good teaching is critical to student learning, then can’t
evidence of student learning (or its absence) tell us something about the quality of teach-
ing”? (Braun, 2005a, p. 21).

2 To take an extreme example, if we observe children’s stature every year, some schools may have students
who grow much more than the students at other schools, but few would argue that schools had much to do
with the outcomes.

3 Note that end-of-year testing means that student gains during the academic year are confounded with
gains (or losses) during the summer.

4 See Sanders et al. (1997) for an accessible description of the layered model.
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There are a number of sources for further information on value-added approaches to
evaluation. The monograph by McCaffrey et al. (2003) provides an historical perspec-
tive, technical reviews of extant models, as well as a thoughtful discussion of research
issues. More recent compilations of VAM-related research can be found in a special
issue of the Journal of Educational and Behavioral Statistics (Wainer, 2004) and in a
volume of conference proceedings (Lissitz, 2005). Non-technical descriptions of VAM
with discussion of policy implications are provided in Braun (2005b), Choi et al. (2005),
and National Association of State Boards of Education (2005).

Outline

Before turning to the specifics of different VAMs, the next section addresses a number of
general issues that pertain to all such models. Each issue addresses a particular aspect of
the use of VAMs in educational settings and leads to caution in the interpretation and use
of VAM results. Section 3 then presents two VAMs currently used operationally and two
VAMs that have appeared in the research literature. Section 4 presents an example of the
results yielded by an analysis employing a particular VAM, while Section 5 describes
some current research. The final Section 6 discusses the future of this technology and
policy implications of its use.

2. General issues

Causal inference

A fundamental issue concerns the problem of causality.5 The goal in almost all applica-
tions of VAM is the estimation of the (relative) effectiveness of each teacher in a defined
group of teachers. That is, the purpose is to make a causal inference with respect to the
contribution that a teacher makes to the academic achievement of the students in his or
her class in comparison to the contributions made by other teachers. It is crucial to make
clear the distinction between statistical description and causal inference.

Suppose the average gain of students in Mr. Jones’ class is 8 points, while the average
gain of students in Mr. Smith’s class is 12 points. That is description. However, as a
result of the application of a VAM we obtain estimated “teacher effects”, which we
are invited to treat as indicators of relative teacher effectiveness. For example, suppose
the effect associated with Mr. Jones is 2, while the effect associated with Mr. Smith
is 6.6 The causal interpretation is that if the students in Mr. Jones’ class had been taught
instead by Mr. Smith, their average gain would have been 6 − 2 = 4 points greater.

Of course, the students in Mr. Jones’ class were not taught by Mr. Smith. So the
causal interpretation involves (as it almost always does) an unobservable or counterfac-
tual conditional. It is the use of the counterfactual that distinguishes causal inference
from simple description – and makes it so much more problematic. (For more on coun-
terfactuals, see Holland, 2005.) Indeed, the domain of causal inference is broad and

5 For ease of exposition, most of the following discussion is framed with reference to teachers. The issues
are essentially the same for schools.

6 The estimated teacher effect will typically be different numerically from the average gain in the class.
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deep, encompassing philosophical, scientific and methodological considerations. See,
for example, Rubin (1974, 1978), Rubin et al. (2004), Holland (1986), Rosenbaum
(1984) and Shadish et al. (2002), as well as the references therein.

Under what circumstances, then, can causal inferences justified? In effect, when the
data collection strategy, the statistical model employed, and the assumptions invoked
yield a plausible substitute for the counterfactual. It is well-known, for example, that
causal inferences are most credible when the data have been obtained from a large,
well-designed randomized experiment. In such a case, the groups of units (e.g., stu-
dents) exposed to the different treatments (e.g., teachers) are sufficiently similar in the
aggregate so that the comparison of the outcomes between groups can be taken as an
estimate of what would have been observed had a single group somehow been exposed
to both treatments.

When, instead, the data are drawn from an observational study, more elaborate mod-
els and stronger assumptions must be invoked before the estimated effects can be rea-
sonably interpreted as causal effects. Typically, these models involve both matching on
observed covariates and making assumptions about how the covariates describe those
aspects of the experimental and control conditions that were different. These assump-
tions cannot be tested directly, although, in a particular case, indirect support might be
adduced on substantive grounds, from the data, or both. This elaborate machinery (i.e.,
the covariates and assumptions) is required to compensate for the fact that the groups of
units exposed to each treatment are not known to be – and usually are not – equivalent.
Moreover, the lack of equivalence may be directly related to the outcomes of interest.
Ignoring the lack of equivalence can result in biased estimates and lead to incorrect
inferences. (This is often referred to as “selection bias”.) The models used to analyze
observational data, of which VAMs are a special case, are all intended to “adjust” for
prior differences in the groups so as to make the counterfactual substitution more plau-
sible.

Randomized experiments are relatively rare in the social sciences. Typically, data are
drawn from observational studies, with school district data a prime example: Students
and teachers ordinarily do not find themselves in a particular school – or in the same
class in that school – by a truly random mechanism. For example, students’ families can
decide to live in a specific district because of the school system. They may also exert
some influence on the school and class to which students are assigned. Teachers, by
dint of seniority, can also have some say about their assignment. Moreover, principals’
decisions can also be based on criteria that depart from randomness. There are many
processes at work in determining the composition of classes and no one has yet modeled
them successfully.

In the absence of statistical randomization, one cannot discount the possibility that
the estimated school and/or teacher effects are confounded with prior differences among
students across the different classes. To the extent that is the case, the estimated teacher
effects can be biased indicators of teachers’ contributions to student learning. Now, each
VAM attempts to reduce the bias by making various adjustments. For some models, the
adjustments are based primarily on students’ demographic characteristics. In others,
they are based on students’ test score histories. In yet others, a combination of demo-
graphics and test scores may be employed. The fundamental concern, however, is that
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in making causal inferences, no statistical model, however complex, and no method of
analysis, however sophisticated, can fully compensate for the lack of randomization. In
Holland’s (1986, p. 959) words, there can be “no causation without manipulation”.

Whatever the approach used, the success of the adjustment in producing an appro-
priate counterfactual substitution is difficult to ascertain. The use of simple gain scores
usually cannot be recommended (Holland, 2005; McCaffrey et al., 2005) and even re-
gression models can lead one astray (Petersen and Novick, 1976; Ladd and Walsh,
2002). For example, Ladd and Walsh (2002) analyze data drawn from the accountability
systems employed by South Carolina and North Carolina. They show that measurement
error in prior year test scores, which are used as predictors in a regression model, re-
sults in biased estimates of school effectiveness. More complex models may be more
successful but there are still many pitfalls. The extensive literature on “Lord’s Paradox”
(Lord, 1967; Holland and Rubin, 1983; Wainer, 1991; Wainer and Brown, 2004) testifies
to the subtleties involved in making regression adjustments. In this context, covariance
adjustments that account for differences in student characteristics are not a panacea. For
example, if the student characteristics are correlated with class effects, then covariance
models can “overadjust”, resulting in estimated teacher effects that are under-dispersed.

There is an additional difficulty in making causal inferences with respect to teachers.
Strictly speaking, the output of a VAM should be considered to be a set of estimated
“classroom effects”, since student data are aggregated on the basis of which students
were in the same classroom during the academic year. Treating these classroom ef-
fects as indicators of teacher effectiveness requires making two linked assumptions: (1)
Each statistical estimate must be interpreted as the causal effect of the corresponding
classroom, and (2) That causal effect must be attributed entirely to the teacher in that
classroom.7

As this discussion makes clear, a causal interpretation of a statistical estimate can
be problematic in this setting. With regard to the second assumption, it is likely that a
student’s learning during the year is a function not only of the pedagogical (and other)
strategies of the teacher but also of the dynamics within the class, the personal history
of the student, events and the general environment of the school, and so on.8 To be sure,
some of these are due to the teacher, some can only be influenced by the teacher, while
others are essentially beyond the teacher’s control. Here again, we need to make some
effort to disentangle the various factors that contribute to student learning. However, as
Raudenbush (2004) and others have pointed out, this is a daunting task given the kinds
of studies that are now undertaken.

Missing data

Another potential source of selection bias is missing data. In many district data bases,
it is not uncommon for as much as 30–40 percent of the data to be missing; that is,

7 Paraphrasing Kupermintz (2003), it is the identification of the classroom effect with teacher effectiveness
that makes VAM useful to policy makers, school administrators and teachers.

8 For example, schools can differ with respect to the leadership and policies, availability of resources and
differential treatment by the district, and so on. To the extent that such characteristics are associated with
student learning, comparisons among teachers at different schools will be confounded with differences among
schools in these factors.
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students will be missing one or more test scores and/or the link to a specific teacher in
one or more grades. All VAMs assume that missing data are missing at random (MAR),
which means that, conditional on the observed student characteristics and test scores
included in the model, the process generating the pattern of missingness and the test
score outcomes are independent (Rubin, 1976; Little and Rubin, 1987). In other words,
the conditional distribution of the missing scores equals the conditional distribution of
observed scores.

There are many ways in which the MAR assumption can fail. It fails, for example, if
(all other things being equal) weaker students are more likely to be absent on the day of
testing. They may be absent because they choose to do so, they may be encouraged to
do so, or they may no longer be living in the district. It is usually impossible to directly
check the MAR assumption and, moreover, there is good reason to believe that it does
not hold in educational settings. Simplistic approaches to the problem cannot be recom-
mended. For example, utilizing only those students with complete records will lead to
biased inferences. More sophisticated strategies can ameliorate the problem somewhat.

Precision

Even if it were feasible to collect data free of selection bias, there is a problem re-
lated to the precision of VAM estimates of teacher effects. In experimental terms, each
teacher plays the role of a treatment and the amount of information available to estimate
the teacher (treatment) effect is relatively small, consisting of the data from just a few
classes. This is in contrast with most experiments in which the number of treatments is
small and the number of observations per treatment is large.

With a small number of students contributing to the estimated effect for a particu-
lar teacher, the “averaging out” power of randomization can’t work for all teachers in
a given year. Suppose, for example, that there are a small number of truly disruptive
students in a cohort. While all teachers may have an equal chance of finding one (or
more) of those students in their class, each year only a few actually will – with poten-
tially deleterious impact on the academic growth of the class in that year.9 The bottom
line is that even if teachers and students come together in more or less random ways,
estimated teacher effects can be too variable from year to year to be of value in making
consequential decisions.

Some approaches to VAM attempt to address this problem by incorporating data for
each student from many years and over many subjects. Indeed, that can be helpful but it
brings along with it other assumptions that must be validated. Estimated teacher effects
can also be obtained by averaging results over successive cohorts of students.

Even at the school level, modest sample sizes can result in year-to-year volatility
when simple gain score models are employed (Kane and Steiger, 2002). A subsequent
critique by Rogosa (2003) exposes some of the difficulties with such simple models.

9 The issue is that if the teacher has to allocate a disproportionate amount of effort to classroom manage-
ment, then there is a concomitant reduction in the time to devoted to instruction. Another instance arises if the
class includes many transient students. In that case, the teacher’s work with those students may go unrecog-
nized either because they have left the class before testing begins or because they have not been in the class
long enough to count toward the teacher’s record.
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The literature has little to offer on the stability of estimated school effects based on
more complex models.

Test data as the basis for inference
From a practical point of view, evaluating teachers on the basis of their students’ acad-
emic growth means relying on scores obtained from standardized tests. The quality of
these tests can vary across jurisdictions, as well as by subject and grade within jurisdic-
tions. Consequently, the validity of the test scores for this use must be established. Both
substantive and technical issues arise. Chief among the substantive issues are: (1) The
degree of articulation between the actual test content and the test standards and (2) The
shifts in content across grades. Chief among the technical issues are: (1) The construc-
tion and maintenance of the score scale over time and (2) The measurement properties
of the scale.

To the extent that a test does not adequately measure the content standards es-
tablished by the jurisdiction, it is said to suffer from construct under-representation
(Messick, 1989). Severe construct under-representation may preclude use of the test to
make decisions about both students and teachers. In general, a test that is more narrowly
focused can encourage “teaching to the test”, a tactic in which students are drilled on
specific tasks that are likely to appear. This can result in test score gains that do not
generalize to gains in the broader domain. Conversely, students of teachers who do try
to teach the full curriculum may show less improvement than expected because the test
is not sensitive to the full range of their learning gains. In both cases, estimated teacher
effects can be misleading.

Standardized test instruments are the end result of a lengthy process of design and
development, shaped by a multitude of goals and constraints (Braun, 2000). Two tests
developed for the same grade can differ both in the emphasis placed on different content
areas and the weights used to combine subscores into an overall score. Such choices by
test developers can have implications for the relative effectiveness of teachers who vary
in their curricular emphases.

One of the final steps in test analysis is the conversion of raw scores into scale scores.
When different forms are used each year (for a particular subject and grade), the conver-
sion includes an equating step, which introduces some error. Of greater concern is the
practice of linking the score scales of the different tests (in a given subject) administered
to a sequence of grades. This is called vertical scaling and also introduces error into the
system (Doran and Cohen, 2005).

A problematic aspect of vertical scaling is that different procedures can yield patterns
of increasing, decreasing or stable variances in test score distributions from lower to
higher grades. There is no absolute basis for preferring one pattern to another and the
choice will influence the distributions of gains at different points of the score scale
(Dorans, 2005). This, in turn, will impact estimates of teacher effects.

It is also possible that vertical scaling can induce a form of construct under-
representation, again leading to biased estimates of teacher effects (Reckase, 2004;
Schmidt et al., 2005). Specifically, Schmidt et al. (2005) studied the Michigan math-
ematics curriculum from the 2nd to the 8th grades. The display below is an adaptation
of Figure 4 of Schmidt et al. (2005).
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As is evident, there is a shift in focus from number concepts and measurement in
the early/middle grades to algebra and geometry in the later grades. Even within the
domain of number concepts, emphasis moves from whole number manipulation in the
early grades to more complex numbers (fractions, decimals) later on. The authors con-
clude that “math is NOT math”. That is, simply labeling course content as mathematics
conceals enormous differences in what is being taught.

What then does the unidimensional scale over 7 grades that is generated by the
vertical scaling procedure represent? Schmidt et al. speculate that it may reflect more
students’ general proficiency in mathematics and less those aspects of achievement that
are sensitive to pedagogical intervention. To the extent that this interpretation is correct,
a portion of the useful information in the test data will have effectively been discarded.
That is, those items that do not load heavily on the dominant dimension will not con-
tribute much to the measured growth of the student. This loss has clear implications for
measuring teacher effects.

Many of the VAMs that have been proposed do not actually demand that the test
scores be vertically scaled. They simply require that scores in successive grades be
approximately linearly related. In most cases, that is a reasonable assumption. However,
the test scores that are made available often have already been vertically scaled (for other
reasons) and so the issues discussed above are still relevant.

VAMs assume that the score scale can be treated as an interval scale (i.e., equal
differences have equal meaning at every point along the scale). While this assumption
is not likely to hold exactly for any mental measurement scale, it can often be taken
as a reasonable approximation for a well-constructed test scored with a suitable test
scoring model. However, when the scale has been derived through a vertical scaling
across several grades, the assumption is much less plausible in view of the substantial
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changes in test content. This problem is related to the question of whether the test score
scale is linearly related to teacher effectiveness. One implication is that, at most, teacher
effects should only be compared for teachers in the same grade.

A final consideration concerns the problem of measurement error. Test scores are
fallible measures of achievement, hence measurement error constitutes a non-trivial
fraction of the total variation in scores. Further, measurement error is not constant along
the score scale, with the pattern of variation depending on the particular measurement
model employed. Extant VAMs do not account for this heteroscedasticity. McCaffrey et
al. (2003) speculate on its impact on estimated teacher effects.

3. Models for estimating teacher effects

Introduction

There are a number of choices to be made in developing a VAM. Eleven among them
are:

• The structure of the database
• The number of cohorts
• The number of years of data for each cohort
• The number of subjects for each cohort
• The structure of the model
• The number of levels
• The number of estimation stages
• The use of covariates
• Treatment of teacher or school effects as fixed or random
• Treatment of teacher or school effects as permanent or subject to decay
• Treatment of missing data

Each choice has implications for the operating characteristics of the resulting system.
No one set of choices is optimal under all circumstances. Primary goals and local con-
straints will determine which combination of features is likely to prove most efficient
and practical, although there is still much uncertainty about the relative advantages of
different models in a particular setting. McCaffrey et al. (2005) and Webster (2005)
provide some information on such model comparisons.

Clearly, the most straightforward way to estimate the contribution of the teacher is
to obtain a simple gain score for each student and compute the average for the class.
Teachers could then be ranked on the basis of these averages. There are a number of
difficulties with this approach, the most obvious being that gains can only be computed
for those students with scores in adjacent grades. Restricting attention to those students
can result in selection bias. Measurement error in the prior year scores can also introduce
bias. For more details, see Ladd and Walsh (2002).

In view of the above discussion, more complex methods of analysis are called for.
Recall that, from a theoretical perspective, the goal is to generate a plausible counter-
factual that enhances the credibility of the desired causal inferences. With that in mind,
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we first present two VAMs that have been used operationally to estimate teacher effects.
We then discuss two more VAMs that have been used for research purposes.

Dallas value-added accountability system

The VAM employed in Dallas can be described as a two-stage, three-level model for
estimating school effects. A full explication is contained in Webster (2005). The model
employs student scores from two successive years, referred to as the pre-test and the
post-test scores. Each subject is analyzed separately. The database is constructed from
the records of all students enrolled in district schools for the specified grades. In ad-
vance of the first stage, data are compiled for four student demographic characteristics
(race/ethnicity, gender, limited English proficiency status and eligibility for free or re-
duced price lunch), as well as three census tract variables that together serve as proxies
for student socio-economic status.

In the first stage, the pre-test and post-test scores are regressed separately on the stu-
dent characteristics, the census tract variables as well as selected two-factor and three-
factor interactions. The residualized pre-test and residualized post-test scores serve as
inputs for the second stage. The intent of the first stage is to remove, as much as pos-
sible, the influence of student characteristics on the results of the subsequent analyses.
The intent is to provide a fairer basis on which to make school evaluations.

Specifically, let

(1)yij = b0 + b1X1ij + · · · + bpXpij + εij .

Here, i indexes students within schools j , y denotes a current or prior test score out-
come, {X} denotes a set of student characteristics and selected interactions, {b} denotes
a set of regression coefficients, εij denotes independent, normally distributed deviations
with a common variance for all students.

The coefficients of Eq. (1) are estimated for each possible choice of y. Typically,
ordinary least squares is employed. Interest, however, focuses not on the estimated coef-
ficients, but on the residuals from the regression. For each fitted regression, the residuals
are standardized.

The second stage comprises a two-level hierarchical linear model or HLM (Rauden-
bush and Bryk, 2002). The first level consists of a family of linear regressions, one for
each school. A student’s residualized post-test score is regressed on one or more resid-
ualized pre-test scores.10 At the second level, the intercept and regression coefficients
from the first level model for each school are regressed on a set of school characteristics.

Suppose we use a ∼ to denote a standardized residual. Then level 1 takes the follow-
ing form:

(2)Z̃ij = c0j + c1j P̃ij,1 + c2j P̃ij,2 + δij

and level 2 takes the form:

c0j = G00 +
m∑

k=1

G0kWkj + u0j ,

10 Note that more than one end-of-year test may be given in a single subject.
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c1j = G10 +
m∑

k=1

G1kWkj ,

(3)c2j = G20 +
m∑

k=1

G2kWkj .

In level 1, i indexes students within schools j , Z̃ij denotes a student’s adjusted current
test score, P̃ij,1 and P̃ij,2 denote a student’s adjusted prior test scores, {c} denote a set
of regression coefficients, δij denotes independent, normally distributed deviations with
a common variance for all students.

Note that the term “adjustment” refers to the results of carrying out the stage 1 analy-
sis. In principle, more than two prior measures of prior achievement could be employed.
In level 2, {W } denotes a set of m school characteristics, including various indicators
of the demographic composition of the school, multiple indicators of the SES of the
school community, school mobility and school crowding, {G} denotes a matrix of re-
gression coefficients, u0j denotes a school-specific deviation of its intercept in the level
1 equation from the general linear regression relating school intercepts to school char-
acteristics.

The level 2 model is fit using multi-level software. The estimated school effect is a
reliability-adjusted estimate of u0j . This is sometimes called an empirical Bayes esti-
mate because it is equal to the estimate of u0j obtained from a least squares regression
for that school alone shrunk toward the estimated regression plane, with the amount of
shrinkage inversely proportional to the relative precision of that estimate. (See Braun,
2006, for an introduction to empirical Bayes methodology.)

Finally, for each student, a residualized gain score is computed by taking the differ-
ence between the criterion in the level one model (i.e. the student’s residualized post-test
score) and the prediction of that criterion using the overall district regression coeffi-
cients. The residualized gains are then standardized for each grade to have a mean of
50 and a standard deviation of 10 over the district. The teacher effectiveness index is
the average of the standardized, residualized gains for the students in the class. As has
been pointed out by Ladd and Walsh (2002), and others, the Dallas model may result in
estimated teacher effects that are underdispersed. See also Clotfelter and Ladd (1996).

Educational value-added assessment system

Another approach, based on mixed model methodology, was proposed by Sanders et
al. (1997) and is known as the Educational Value-added Assessment System (EVAAS).
Among VAMs, the EVAAS and its variants are the most widely used and discussed. We
present a simplified version of the model for estimating teacher effects, in which we
employ the notation of Ballou et al. (2004):

(4)yk
t = bk

t + uk
t + ek

t ,

(5)yk+1
t+1 = bk+1

t+1 + uk
t + uk+1

t+1 + ek+1
t+1 ,

where yk
t = student score in grade k, year t , bk

t = district mean score in grade k, year
t , uk

t = contribution of the teacher in grade k, year t , ek
t = unexplained variation in

student score in grade k, year t .
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Eqs. (4) and (5) are treated as a mixed model, with the b coefficients estimated as
fixed effects and the u coefficients estimated as random effects. Models for subsequent
years follow the same pattern. In the aggregate, such a set of equations is referred to as a
“layered model” or a “persistence model”. As indicated above, a critical issue revolves
around how to fairly label the terms in the model. In the standard presentation of the
EVAAS model, the parameter uk

t is defined as the contribution of the teacher in grade k,
year t to the student’s score. Now, since this term is common to all students who were
in the same class in that grade and year, it would be more accurate to label it as a “class
effect.” The class effect parameters are introduced to see how much of the variance in
student gains can be accounted for by the different classes in which the students were
enrolled. With this nomenclature, it is clear that directly interpreting a class effect as
a measure of teacher effectiveness requires a transition from statistical description to a
particular causal attribution.

Sanders argues that the structure of the layered model precludes the need to include
student characteristics in the model. That is, since each student acts as her own con-
trol, the contribution of her gain in a particular year to her teacher’s estimated effect is
appropriately adjusted for the student’s previous (and future!) gains. Moreover, the cor-
relations of raw gains with student characteristics are much weaker than those between
current test scores and student characteristics.

A key assumption of the persistence model is that the class effect in a given year
persists in future years. That is, the term ut

k which first appears in the equation for
year t , also appears in the equation for years t + 1 and so on. The persistence model can
be expanded to include longitudinal data from other subjects. The covariance structures
can be quite complex; see Sanders et al. (1997) for details. Employing a multivariate,
longitudinal database in the estimation of teacher effects brings more information to
bear – but at the cost of making more assumptions about the processes generating the
data. Sanders asserts that this approach mitigates the effects of missing data not being
MAR. As of yet, this claim has not been verified empirically.

Cross-classified model

This is a special case of a hierarchical linear model (Raudenbush and Bryk, 2002). It is
one of the models fit in a study by Rowan et al. (2002) and employs longitudinal student
records. Test scores are modeled as a polynomial in time with random coefficients.
Specifically, the test score, yijt , for the j th student in school i at time (grade) t can be
represented as

yijt = α + βt + δt2 + αi + βit + αij + βij t + γ ′zij t + θ1(ij)

+ · · · + θt(ij) + eij t .

Here α, β, and δ are the parameters of a common quadratic function of time, {αi}
and {βi} are school-specific random intercepts and slopes, {αij } and {βij } are teacher-
specific random intercepts and slopes. Thus, both the random intercept and the random
slope have school and teacher components. Further, zij t denotes a vector of student
characteristics (some of which may vary over time), γ is a common vector of regres-
sion coefficients. The θ ’s represent class (or teacher) residual effects, which persist over
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time, and are assumed to be independent of one another and of the residual term eij t .
McCaffrey et al. (2003) demonstrate that, for this model, only the current year teacher
contributes to the gain score for a student. This is analogous to the situation with the lay-
ered model. Discussion of several HLM-related approaches to estimating school effects
can be found in Choi and Seltzer (2005).

Variable persistence model

A more general mixed model, called the variable persistence model, has been proposed
by McCaffrey et al. (2004). In this model, the class effect is allowed to decay over time.

(6)yk
t = bk

t + uk
t + ek

t ,

(7)yk+1
t+1 = bk+1

t+1 + αk+1,ku
k
t + uk+1

t+1 + ek+1
t+1 .

Eq. (6) repeats Eq. (4) but Eq. (7) differs from Eq. (5) by inclusion of a multiplier αk+1,k ,
which captures the degree to which the class effect in the previous year persists in the
following year. As new years are added to the two years represented here, new persis-
tence parameters are introduced. As with the persistence model, the variable persistence
model can be generalized to accommodate situations in which a student has more than
one teacher in a given year. It can also include random school effects, if desired.

Values of the multiplier less than one represent decay of the class effect. The estima-
tion of the decay parameter greatly complicates the estimation process and procedures
that can accommodate large data sets for the layered model are inadequate. Lockwood
et al. (2006) have developed a Bayesian formulation that can yield parameter estimates
for the variable persistence model.

McCaffrey et al. (2004) point out that the other VAMs presented here are special
cases of the variable persistence model in its most general form. Unfortunately, that does
not automatically imply that estimated teacher effects from this model are superior to
those from (say) the persistence model. The reason is that the latter model may provide
better protection against model misspecification due to omitted variables (i.e., student
characteristics). On the other hand, if teacher effects do dampen rapidly, the variable
persistence model may be preferred, even in the presence of omitted variables.

At this point, there is no general rule for choosing among models, although knowl-
edge of the specific context application, as well as the uses to which the estimated effects
will be put, may offer more guidance. Note that the situation here is different than in
standard regression problems where various goodness-of-fit measures can provide clear
direction. While some can be used here, the key concern is sensitivity to critical as-
sumptions which are almost certainly false.

In the few instances where both models have been fit to the same data, the esti-
mated α’s are different from zero but much less than one. With such low persistence
parameters, the estimated teacher effects are similar to those that would be obtained
by modeling student attainment scores – in contrast to the persistence model for which
the estimated teacher effects are similar to those that would be obtained by modeling
student gains (D. McCaffrey, personal communication, August 16, 2005). Not surpris-
ingly, the estimated teacher effects from the two models differ substantially. In one case,
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the correlations ranged from .73 to .87 for mathematics and from .77 to .84 for read-
ing. Moreover, teacher effects from the variable persistence model are more dispersed,
so that more teachers are identified as meaningfully different from the district average
(McCaffrey et al., 2005).

4. Example

To illustrate the application of VAM, we present the results of applying the EVAAS
to data extracted from the Early Childhood Longitudinal Study – Kindergarten Cohort,
usually denoted as the ECLS-K (see, for example, NCES, 2005a, 2005b). This study
has tracked a cohort of students from the beginning of kindergarten through the end of
the fifth grade.11 Students have been administered tests in reading and mathematics on
six occasions: Kindergarten-fall, kindergarten-spring, first grade-fall, first grade-spring,
third grade-spring, and fifth grade-spring. Since only a thirty percent subsample was
tested on the third occasion, we do not use those scores. Fifth grade scores were not
available at the time of the analysis. With the data from the remaining four occasions,
we are able to estimate a model over three transitions. Scores for each subject were
reported on a single cross-grade scale constructed through application of item response
theory. For further details, consult Rock and Pollack (2002).

The results reported are taken from a larger study (Braun et al., 2006), which em-
ployed software provided by the RAND Corporation (Lockwood et al., 2006). The
software uses a Bayesian implementation and the estimated school effect is taken to
be the median of the posterior distribution of the school’s contribution to the average
student. It should be emphasized that the estimated school effects presented are based
on a single subject and only one cohort; ordinarily EVAAS reports estimated school
effects based on at least two subjects and averaged over three cohorts. Therefore, the
presented effects will be subject to greater error than would be typically the case. This
data set comprises students attending 337 different schools. In order to be included in
the analysis, students must have been enrolled in the same school on all four testing
occasions.

A single run of the model, yields estimated school effects for three transitions. Ta-
ble 1 displays summary statistics for the sets of estimated school effects for reading
and math for transition three (i.e. grade one – spring to grade three – spring) and Fig-
ure 1 displays the corresponding frequency plots. For each subject, the estimated effects

Table 1
Summary statistics for estimated school effects for transition from grade one-
spring to grade three-spring

Mean Standard deviation Minimum Maximum

Reading −.005 3.39 −9.4 10.5
Math −.003 2.79 −7.7 7.6

11 Students will be tracked through the end of the twelfth grade.
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Fig. 1. Histograms of estimated school effects for reading and math for transition from grade one-spring to grade three-spring.
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Fig. 2. Caterpillar plots for estimated school effects for reading and math for transition from grade one-spring to grade three-spring. Bars are 4 standard errors long.
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Fig. 3. Plot of estimated reading effects against estimated math effects for 337 schools for transition from
grade 1-spring to grade 3-spring.

Fig. 4. Plot of average over three transitions of estimated reading effects against average estimated math
effects for 337 schools.

are centered at zero, approximately symmetric and somewhat longer tailed than would
be expected under normality. Results for the other transitions are qualitatively similar.
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Figure 2 displays caterpillar plots for the two sets of estimates. Only the most extreme
estimated effects can be considered significantly different from zero. Of course, with
more data the 95% confidence intervals would be shortened and it is likely that more of
the estimated effects would be found significant.

Figure 3 displays a scatterplot of the estimated effects for reading and for math. As
one might expect there is a reasonably strong positive association, with a correlation
of 0.48. Since the estimated effects for both subjects for all three transitions for each
school are available, it is possible to calculate an average school effect for each subject.
Figure 4 displays a scatterplot of the average effects for reading and math. There is a
stronger positive association, with a correlation of 0.73.

5. Current research

Sensitivity of estimated effects to model assumptions

(i) Model structure
The previous section described the many dimensions along which model structures for
value-added analysis may vary. McCaffrey et al. (2005) present a somewhat different
taxonomy comprising seven different approaches to estimating teacher effects. Com-
parisons among models can be made by means of theoretical calculations, empirical
analysis and simulations.

With respect to the first approach, McCaffrey et al. (2004) demonstrate that essen-
tially all VAMs that have been proposed can be treated as special cases of the variable
persistence model introduced in that article. On that basis, they explore the differences
among the models with particular attention to their sensitivity to various assumptions
about the nature and distribution of omitted covariates.12 The overall conclusion is that
no one model dominates the others under all plausible circumstances. The optimal strat-
egy depends on how the covariates are distributed across classes, schools and groups of
schools.13

Unfortunately, by definition such information is unavailable and ad hoc adjustments
may have problematic results. That is, even if observed student characteristics are
strongly associated with outcomes, adjusting for those covariates cannot always be rec-
ommended. The difficulty is that if student covariates are correlated with true teacher
effects, then such adjustments can result in biased estimates of the teacher effects. For
example, if students with high SES tend to enroll in classes with teachers who truly
superior, adjusting for SES will underestimate the relative advantage of their teachers.
McCaffrey et al. (2005) present an analysis of the mean squared errors (MSEs) of seven
different models under a variety of assumptions about the relative size of the variances
at different levels and the strength of the correlation between outcomes in successive
years. While they are able to make some general conclusions, much depends on the true
“state of nature.”
12 Omitted covariates are a concern in observational studies because they are a principal source of selection
bias in the estimation of model parameters.
13 This last phrase refers to the notion of schools in a district forming “strata” with little mixing of students
across strata over time.
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Empirical analysis involves comparing the estimated effects generated by different
models, typically by computing correlations (occasionally supplemented by scatter-
plots). Ballou et al. (2004) compare the basic persistence model with three variants
representing different approaches to incorporating covariates into the model. Data were
drawn from a large, diverse district over five years. Test scores in five subjects for grades
3 through 8 were analyzed, although only estimated teacher effects for math, reading
and science (grades 4 through 8) were reported. With a few exceptions, correlations
were greater than 0.90.

McCaffrey et al. (2005) compare the persistence and variable persistence model em-
ploying data from a large urban school district. The data set comprises math and reading
scores for a single cohort of students (9295 students) followed from grade 1 through
grade 5. They find that the estimated persistence parameters range from about 0.07 to
0.20 for math and from about 0.10 to 0.23 for reading. That is, the persistence parame-
ters are significantly different from one (the value assumed by the persistence model)
but different from zero, as well. Nonetheless, they report that correlations between es-
timated teacher effects range from 0.73 to 0.87 for math and from 0.77 to 0.84 for
reading.14

The advantage of a simulation is that because the true values of teacher effects are
known, model estimates can be compared directly to their estimands. The disadvan-
tage, of course, is that it is difficult to ascertain how closely the simulation captures all
the salient features of real-world settings. McCaffrey et al. (2004) report the result of a
small simulation intended to investigate the impact of model misspecification on esti-
mated teacher effects. In particular, they fit the layered model to data generated from a
persistence model with a range of alphas less than one. Using the correlation between
true and estimated effects as the criterion, they find that misspecification does not ma-
terially degrade the quality of the estimates.

Tekwe et al. (2004) report the results of a simulation comparing estimated school
effects for four models: A simple change score fixed effects model, two versions of a
HLM (with and without adjustments for student covariates) and the layered model. Data
for grades 3, 4 and 5 were obtained from a Florida school district with 22 elementary
schools. With the exception of the HLM with covariate adjustments, correlations among
the model estimates typically exceeded 0.90. Correlations with the estimates from the
HLM with covariance adjustments typically exceed 0.70. Tekwe et al. (2004) conclude
that there does not appear to be a substantial advantage to using more complex models
rather than simpler ones. As the authors note, there are many limitations to the study
and its generalizability to other settings is not clear.

In response to Tekwe et al. (2004), Wright (2004) carried out a simulation employ-
ing a factorial design for the different parameters: number of students, gain patterns and
degree of departure from MAR. He compared a simple gain score model with two more
complex, longitudinal models. Using a MSE criterion, he concludes that the more com-
plex models are to be preferred in view of their lower MSE in those cells of the design
that are more likely to represent real world data.

14 The authors note that the estimated teacher variance components from the variable persistence model
are typically much larger than those from the layered model, which results in the former declaring a greater
number of estimated teacher effects significantly different from the average.



886 H. Braun and H. Wainer

Test score scale The discussion in Section 2 argued that, in view of the changing charac-
ter of what is taught in mathematics, the underlying scale of longitudinal measurement
is not fixed. If that is the case in mathematics, perhaps the most linearly hierarchical of
academic subjects, it is more likely to be the case in domains such as history or litera-
ture, in which there is greater variation in both the nature and sequencing of the content
over grades. A plausible argument can be made that summarizing student performance
by reporting scores on a vertically linked scale can reduce the instructional sensitivity
of the results that serve as the input for a value-added analysis. This would run counter
to the purpose of the process.

Unfortunately, there has been very little empirical work in this area. For example, no
one has studied differences in estimated teacher effects by carrying out analyses based
on scores scaled within year to scores scaled (using a variety of models) across years.
The interval scale assumption has also not been much examined, with the exception of
a study by Braun et al. (2006). They used data from the Early Childhood Longitudinal
Study – Kindergarten Cohort (ECLS-K) to examine the robustness of estimated teacher
effects to both the interval scale assumption and model structure.

In their analysis of the ECLS-K database, Rock and Pollack (2002) built eight-step
ordered developmental scales for math and reading, suitable for kindergarten through
grade 3. Based on their response patterns, students were assigned to a step at each ad-
ministration of the test battery. Thus, it was possible to construct a sequence of transition
matrices for each school and subject that displayed the conditional distribution of the
level at the later administration given the level at the previous administration. Braun et
al. (2006) developed a measure of school efficacy that capitalized on the difference be-
tween the school-specific transition matrix and an aggregate transition matrix obtained
by pooling data across schools.

Based on a conventional IRT analysis, students were also assigned a scale score
reported on a single, cross-grade scale. Accordingly, Braun et al. (2006) were able to
obtain estimated teacher effects by applying the persistence model to the scale scores.
Estimates could be compared by subject and transition, yielding 3×2 = 6 comparisons.
Correlations were around 0.8.

(ii) Missing data
“What we don’t know won’t hurt us, its what we do know that ain’t”

Will Rogers

Model approaches that require longitudinal data are more likely to confront problems
of missing data than are models that require only cross-sectional data. VAMs assume
that the data are missing at random (MAR) so that the parameter estimates are unbi-
ased. Unfortunately, with respect to educational databases, such assumptions are both
untestable and heroic. It is all the more important, therefore, to study the fragility of the
inferences to the MAR assumption.

There have been at least three such sensitivity studies done so far: Wright (2004),
McCaffrey et al. (2005) and Shirley et al. (2006). These studies vary both with respect
to the structure of the simulation and how sensitivity was characterized. All three studies
focused on estimated teacher effects. Briefly, they found that although the rank ordering
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of estimated effects was reasonably robust, there was enough instability to make it in-
advisable to use such estimates – on purely statistical grounds – as the sole or primary
indicator of teacher performance.

Utility of VAM-based evaluations

(i) Volatility of estimated effects
The utility of estimated teacher effects depends both on their statistical properties and
the credibility of their interpretation as causal effects. With respect to the former,
Lockwood et al. (2002) examined the stability of the rank order of estimated effects
based on a simulation employing a relatively simple two-stage VAM. They found that
estimating extreme ranks or percentiles is very difficult under conditions likely to obtain
in practice; i.e. moderate heterogeneity among teachers and substantial sampling vari-
ance. The consequence is that the 95% confidence interval for an extreme percentile is
likely to cover more than half the feasible range. They also make the case that, despite
the larger sample sizes, the situation is not likely to be much better for ranking schools.

(ii) External validation of estimated effects
In view of the extended use of VAMs in many districts in Tennessee and in Dallas,
Texas, one might expect that there would be published reports examining the relation-
ship between (say) estimated teacher effects and independently arrived at judgments of
teacher efficacy. However, only three such reports have come to light.

Gallagher (2004) describes a small study carried out at a single innovative school
in California. Using HLM to estimate value-added teacher effects, she found positive
but moderate correlations in literacy and positive but weak correlations in mathematics
with teacher evaluation scores. Milanowski (2004) correlated teacher evaluations ob-
tained through an elaborate, theoretically based system with value-added estimates also
derived from an HLM. The first stage of the HLM obtains an estimated classroom effect
adjusted for students’ prior test scores and five student characteristics. Using data from
Cincinnati public schools, he found modest correlations for science, reading and math-
ematics, with those for mathematics being the highest. Finally, Dee and Keys (2004),
analyzing data from the Tennessee class size experiment, looked at the relationship
between teacher evaluations based on the state’s career ladder evaluation system and
student test scores, adjusted for student demographics and class characteristics (but not
prior year test scores). They found a modest relationship between student performance
and teacher position on the career ladder.

(iii) Causal attribution
High-stakes use of VAM results rest on the supposition (often not explicitly stated) that
the estimated effect associated with a teacher is an adequate indicator of that teacher’s
efficacy relative to an appropriate comparison group of teachers. Section 2 describes
the pitfalls in making the transition from statistical description to causal attribution in
observational studies subject to selection bias. One can imagine undertaking sensitivity
studies to ascertain the robustness of estimated teacher effects to unobserved hetero-
geneity as has been done in medicine (Rosenbaum and Rubin, 1983) and in demography
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(Montgomery et al., 1986).15 On the one hand, the longitudinal nature of the data could
make this approach quite informative; on the other hand, the complexity of the constel-
lation of selection bias processes makes the modeling challenge quite daunting.

(iv) Beyond VAM estimates
Rubin et al. (2004) examined the problem of making causal inferences on the basis
of a value-added analysis and concluded that it would require assumptions of “heroic
proportions.” They suggested, instead, that it might be appropriate – and feasible – to
compare those districts that had implemented VAM with those that had not, in order to
estimate the causal effect of incorporating VAM into a district’s accountability system.
As in a quasi-experimental design, this inference could be made by carefully matching
districts on a complex mixture of background variables. Serendipitously, at about the
same time that they made this suggestion the state of Pennsylvania instituted a pilot
VAM program involving 32 districts from across the state. A study is currently under-
way comparing those districts (on a number of dependent variables) to a matched set of
districts that had not adopted VAM. The results should be available in 2006.

(v) Future developments
The testing programs that support VAM generally don’t yield information fine-grained
enough to guide individual instruction. Typically, they are not designed to do so and,
moreover, the scores are not available before the end of the school year. It is possible,
however, that addressing these issues may also help to resolve one of the difficult chal-
lenges facing the use of VAMs, specifically how to construct meaningful change scores
when the content of the courses change over time (e.g., “math is not math”).

Suppose that a student’s overall score in a subject is supplemented by a series of
sub-scores, each focusing on a different dimension or content area, resulting in a vec-
tor of changes scores that could offer some pedagogical guidance. (This would require
modifications to some VAMs, but not EVAAS, for example, if there were interest in esti-
mating teacher effects from such data.) Ordinarily, a test that provides reliable estimates
of proficiency for a set of sub-skills is likely to impose an unacceptable burden on both
schools and students. However, a combination of adaptive testing (Wainer, 2000) and
empirical Bayes estimation (Thissen and Wainer, 2001, Chapter 9; Braun, 2006) can
yield sub-scores sufficiently reliable for instructional uses, even when based on a rela-
tively small number of items. Of course, adaptive testing would require computerized
administration which, in turn, would facilitate timely feed-back. Certainly, practical im-
plementation of such a scenario would require considerable effort, but the goal is well
worth striving for.

6. Summing up

VAM is a methodology that has attracted a great deal of interest on the part of policy
makers because it promises to provide information with respect to efficacy of schools

15 Note that both these studies involved binary response data.
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and teachers through the use of longitudinal student records. However, there are a num-
ber of technical concerns, which lead many measurement specialists to counsel caution.
These concerns are not just academic niceties – they are central to the proposed uses
of VAM, especially those related to accountability. Indeed, given the complexity of
educational settings, we may never be satisfied that VAM can be used to appropri-
ately partition the causal effects of the teacher, the school and the student on measured
changes in standardized test scores. Although the results of more sophisticated VAMs
can fall short of our desires, statistics based on simple gains can be even more prob-
lematic. While the latter are simpler to use for regulatory purposes, they should never
be interpreted as estimating school or teacher value-added. Nonetheless, there is likely
to be continuing confusion between indicators based on simple summaries of student
gains and those based on the outcomes of a true value-added analysis.

One can envision VAM results serving as a component of a multidimensional sys-
tem of evaluation; however, this possibility would have to be evaluated in light of the
specifics of such a system and the context of use. In the meanwhile, one can support the
use of VAM results as a first screen in a process to identify schools in need of assistance
or teachers in need of targeted professional development. Subsequent stages should in-
volve interviews and/or direct observation since statistical analyses cannot identify the
strategies and practices employed by educators. In some districts, VAM results have
been used successfully in this manner by principals and teachers in devising individual-
ized improvement strategies.

Value-added modeling is an area of active research and one can expect a continuing
flow of results that will refine our understanding of the different models and their oper-
ating characteristics in a variety of settings. Such research should be encouraged and it
is hoped that the fruits of this work will inform future policy development.
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Three Statistical Paradoxes in the Interpretation of Group
Differences: Illustrated with Medical School Admission
and Licensing Data

Howard Wainer and Lisa M. Brown

Abstract
Interpreting group differences observed in aggregated data is a practice that must
be done with enormous care. Often the truth underlying such data is quite different
than a naïve first look would indicate. The confusions that can arise are so perplexing
that some of the more frequently occurring ones have been dubbed paradoxes. In this
chapter we describe three of the best known of these paradoxes – Simpson’s Para-
dox, Kelley’s Paradox, and Lord’s Paradox – and illustrate them in a single data set.
The data set contains the score distributions, separated by race, on the biological sci-
ences component of the Medical College Admission Test (MCAT) and Step 1 of the
United States Medical Licensing Examination™ (USMLE). Our goal in examining
these data was to move toward a greater understanding of race differences in admis-
sions policies in medical schools. As we demonstrate, the path toward this goal is
hindered by differences in the score distributions which gives rise to these three para-
doxes. The ease with which we were able to illustrate all of these paradoxes within
a single data set is indicative of how wide spread they are likely to be in practice.

“To count is modern practice, the ancient method was to guess”
Samuel Johnson

“Evidence may not buy happiness, but it sure does steady the nerves”
Paraphrasing Satchel Paige’s comment about money

1. Introduction

Modern policy decisions involving group differences are both based on, and evaluated
by, empirical evidence. But the understanding and interpretation of the data that com-
prise such evidence must be done carefully, for many traps await the unwary. In this
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chapter we explore three statistical paradoxes that can potentially mislead us and illus-
trate these paradoxes with data used in the admission of candidates to medical school,
and one measure of the success of those admissions.

The first is known as Simpson’s Paradox (Yule, 1903; Simpson, 1951) and appears
when we look at the aggregate medical school application rates by ethnicity. The second
is Kelley’s Paradox (Wainer, 2000), which shows its subtle effect when we examine the
success rates of minority medical students on Step 1 of the U.S. Medical Licensing
Exam (USMLE-1). And, finally, the third paradox, which was first described by Lord
(1967), emerges when we try to estimate the effect size of medical school training on
students.

The balance of this chapter is laid out as follows: in Section 2 we describe the data
that form the basis of our investigation and provide some summarizations; in Section 3
we describe Simpson’s Paradox and demonstrate its existence within our data and show
how to ameliorate its effects through the method of standardization; in Section 4 we
describe Kelley’s Paradox and use our data to illustrate its existence; in Section 5 we
demonstrate Lord’s paradox and describe how its puzzling result can be understood
by embedding the analysis within Rubin’s model for causal inference. We conclude in
Section 6 with a discussion of these findings.

2. The data

There are many steps on the path toward becoming a physician. Two important ones that
occur early on are tests. The first test, the Medical College Admission Test (MCAT), is
usually taken during the junior or senior year of college and is one important element
in gaining admission to medical school. The second test is Step 1 of the United States
Medical Licensing Exam (USMLE). Step 1 is the first of a three-part exam a physi-
cian must pass to become licensed in the United States. This test is usually taken after
the second year of medical school and measures the extent to which an examinee un-
derstands and can apply important concepts of the basic biomedical sciences. For the
purposes of this investigation we examined the performance of all black and white ex-
aminees who’s most recent MCAT was taken during the three-year period between 1993
and 1995. Two samples of examinees testing during this time were used in the analyses.
The first sample of approximately 83,000 scores comprises all black and white exam-
inees whose most recent MCAT was taken during this time. This sample includes all
examinees rather than being limited to only those applying to medical school. Addition-
ally, because the sample reflects performance of examinees who had taken the MCAT
after repeated attempts, the initial scores from low scoring examinees who repeated the
examination to improve their performance were not included. This makes these average
scores somewhat higher than those reported elsewhere (http://www.aamc.org).

The funnel of medical school matriculation continued with about 48,000 (58%) of
those who took the MCAT actually applying to medical school; of these about 24,000
(51%) were actually accepted. And finally, our second sample of approximately 22,000
(89%) of the candidates who were accepted to allopathic medical schools, sat for Step 1
three years after their last MCAT attempt. By limiting our sample to those who entered

http://www.aamc.org
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medical school the year after taking the MCAT and took Step 1 two years later, we have
excluded those who progressed through these steps in less typical amounts of time.
But this seems like a plausible way to begin, and the conclusions we reach using this
assumption should not be very far from the truth.

In Table 1 we present the distributions of MCAT-Biological Sciences1 scores for two
racial groups along with selected conditional probabilities. The first column in the upper
portion of Table 1 shows the MCAT scores; we grouped some adjacent extreme score
categories together because the sample sizes in the separate categories were too small
in one or the other of the two groups to allow reliable inferences. The first section of the
table shows the distributions of MCAT scores by race for black and white candidates
whose most recent attempt was between 1993 and 1995. The second and third sections
present the number of examinees from each group who applied to allopathic medical
schools the following year and the respective acceptance rates. The final section shows
the distribution of MCAT scores among those in our sample who matriculated to med-
ical school and took Step 1 of the USMLE three years after their last MCAT attempt.

The bottom portion of Table 1 presents selected conditional probabilities at each
level of MCAT score that were derived from the frequencies on the top portion in the
indicated fashion.

For the purposes of this discussion there are three important characteristics of Ta-
ble 1: (i) the higher the MCAT score the greater the likelihood of applying to medical
school, being selected, and eventually taking Step 1, (ii) at every MCAT score level the
proportion of black MCAT takers taking Step 1 is higher than for white applicants, and
(iii) despite this, the Step 1 rates for whites overall was higher than for blacks. If we have
not made any errors in our calculations how do we account for this remarkable result?
Are black students sitting for the licensing exam with greater likelihood than whites?
Or with lesser? This is an example of Simpson’s Paradox and in the next section we
discuss how it occurs and show how we can ameliorate its effects.

3. Simpson’s Paradox

The seeming anomaly in Table 1 is not rare. It shows up frequently when data are
aggregated. Indeed we see it also in the probabilities of applying to medical school. Let
us examine a few other examples to help us understand both how it occurs and what we
ought to do to allow us to make sensible inferences from such results.

On September 2, 1998 the New York Times reported evidence of high school grade
inflation. They showed that a greater proportion of high school students were getting
top grades while at the same time their SAT-Math scores had declined (see Table 2).
Indeed, when we look at their table, the data seem to support this claim; at every grade
level SAT scores have declined by 2 to 4 points over the decade of interest. Yet the

1 MCAT is a test that consists of four parts – Verbal Reasoning, Physical Sciences, Biological Sciences
and a Writing Sample. The Biological Sciences score is the one that correlates most highly with subsequent
performance on Step 1 of the USMLE, and so we used it as the stratifying variable throughout our study. None
of our conclusions would be changed if we used an amalgam of all parts of the test, but the interpretations
could get more complex. Therefore henceforth when we use the term “MCAT” we mean “MCAT Biological
Sciences.”
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Table 1
Selected medical school application and licensing statistics

Frequencies

Last MCAT score
All MCAT takers
1993–1995

Applied to medical school
1994–1996

Accepted at medical school
1994–1996

USMLE Step 1 test volumes
1996–1998

MCAT-BS score Black White Total Black White Total Black White Total Black White Total

3 or less 1,308 1,168 2,476 404 238 642 8 1 9 6 1 7
4 1,215 2,094 3,309 482 557 1,039 52 10 62 39 10 49
5 1,219 3,547 4,766 582 1,114 1,696 202 45 247 116 36 152
6 1,269 5,289 6,558 752 1,983 2,735 417 163 580 256 140 396
7 1,091 6,969 8,060 748 3,316 4,064 518 636 1,154 338 589 927
8 1,234 11,949 13,183 868 6,698 7,566 705 2,284 2,989 537 2,167 2,704
9 702 13,445 14,147 544 8,628 9,172 476 4,253 4,729 340 4,003 4,343
10 or more 660 29,752 30,412 511 20,485 20,996 475 14,244 14,719 334 12,786 13,120

Total 8,698 74,213 82,911 4,891 43,019 47,910 2,853 21,636 24,489 1,966 19,732 21,698
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Table 1
(Continued)

Selected conditional probabilities

Probability of MCAT taker
applying to medical school

Probability of MCAT taker
being accepted to
medical school

Probability of MCAT taker
Taking USMLE Step 1

Probability of med school
acceptee
Taking USMLE Step 1

MCAT-BS score Black White Total Black White Total Black White Total Black White Total

3 or less 0.31 0.20 0.26 0.01 0.00 0.00 0.00 0.00 0.00 0.75 0.78
4 0.40 0.27 0.31 0.04 0.00 0.02 0.03 0.00 0.01 0.75 1.00 0.79
5 0.48 0.31 0.36 0.17 0.01 0.05 0.10 0.01 0.03 0.57 0.80 0.62
6 0.59 0.37 0.42 0.33 0.03 0.09 0.20 0.03 0.06 0.61 0.86 0.68
7 0.69 0.48 0.50 0.47 0.09 0.14 0.31 0.08 0.12 0.65 0.93 0.80
8 0.70 0.56 0.57 0.57 0.19 0.23 0.44 0.18 0.21 0.76 0.95 0.90
9 0.77 0.64 0.65 0.68 0.32 0.33 0.48 0.30 0.31 0.71 0.94 0.92
10 or more 0.77 0.69 0.69 0.72 0.48 0.48 0.51 0.43 0.43 0.70 0.90 0.89

Total 0.56 0.58 0.58 0.33 0.29 0.30 0.23 0.27 0.26 0.69 0.91 0.89
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Table 2
A decade of high school grades and SAT scores: are students getting better or worse?

Grade
average

Percentage of students
getting grades

Average SAT Math scores

1988 1998 1988 1998 Change

A+ 4% 7% 632 629 −3
A 11% 15% 586 582 −4
A− 13% 16% 556 554 −2
B 53% 48% 490 487 −3
C 19% 14% 431 428 −3

Overall average 504 514 10

From NY Times September 2, 1998.

article also reported that over the same time period (1988–1998) SAT-Math scores had
in fact gone up by ten points.

How can the average SAT score increase by 10 points from 1988 to 1998, while at
the same time decrease at every grade level? The key is the change in the percentages
of children receiving each of the grades. Thus, although it is true that SAT-Math scores
declined from 632 to 629 for A+ students, there are nearly twice as many A+ students
in 1998. Thus in calculating the average score we weight the 629 by 7% in 1998 rather
than by only 4%. The calculation of the average SAT score in a year partitioned by
grade level requires both high school grades and SAT scores for students with those
grades. As we will demonstrate shortly, we can make the anomaly disappear by holding
the proportional mix fixed across the two groups.

As a third example, consider the results from the National Assessment of Educational
Progress shown in Table 3. We see that 8th grade students in Nebraska scored 6 points
higher in mathematics than their counterparts in New Jersey. Yet we also see that both
white and black students do better in New Jersey. Indeed, all other students do better
in New Jersey as well. How is this possible? Once again it is an example of Simpson’s
Paradox. Because a much greater percentage of Nebraska’s 8th grade students (87%)
are from the higher scoring white population than in New Jersey (66%), their scores
contribute more to the total.

Given these results, we could ask, “Is ranking states on such an overall score sen-
sible?” It depends on the question that these scores are being used to answer. If the
question is something like “I want to open a business. In which state will I find a higher
proportion of high-scoring math students to hire?” this unadjusted score is sensible. If,
however, the question of interest is “I want to enroll my children in school. In which
state are they likely to do better in math?” a different answer is required. If your chil-
dren have a race (it doesn’t matter what race), they are likely to do better in New Jersey.
If questions of this latter type are the ones that are asked more frequently, it makes
sense to adjust the total to reflect the correct answer. One way to do this is through
the method of standardization, in which we calculate what each state’s score would
be if it were based upon a common demographic mixture. In this instance one sensi-
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Table 3
NAEP 1992 8th grade Math scores

Other

State White Black Non white Standardized

Nebraska 277 281 236 259 271
New Jersey 271 283 242 260 273

Proportion of population

Nebraska 87% 5% 8%
New Jersey 66% 15% 19%
Nation 69% 16% 15%

ble mixture to use is that of the nation overall. Thus, after standardization the result
obtained is the score we would expect each state to have if it had the same demo-
graphic mix as the nation. To create the standardized score for New Jersey we multiple
the average score for each subgroup by their respective percentages in the nation, e.g.,
(283×0.69)+ (242×0.16)+ (260×0.15) = 273. Because New Jersey’s demographic
mix is not very different from the national mix, its score is not affected much (273 in-
stead of 271), whereas because of Nebraska’s largely white population its score shrinks
substantially (271 instead of 277).

Simpson’s Paradox is illuminated through a clever graphic developed by Jeon et al.
(1987) (and independently reinvented by Baker and Kramer, 2001). In Figure 1 the solid
line represents what Nebraska’s average score would be with any proportion of white
students. The solid point at “87% white” shows what the score was with the actual
percentage. Similarly, the dashed line shows what New Jersey’s average score would be
for any percentage of whites, with the unshaded point showing the actual percentage.
We can readily see how Nebraska’s average point is higher than New Jersey’s. The
unshaded rectangle represents what both states’ averages would be with a hypothetical
population of 69% white – the standardization mix. This plot shows that what particular
mixture is chosen for standardization is irrelevant to the two state’s relative positions,
since the two states’ lines are parallel.

The use of standardization is not limited to comparing different states with one an-
other. Indeed it may be even more useful comparing a state with itself over time. If
there is a change in educational policy (e.g., per pupil expenditure) standardization to
the demographic structure of the state at some fixed point in time allows us to estimate
the effect of the policy change uncontaminated by demographic shifts.

Now we can return to the data about MCAT examinees in Table 1 with greater un-
derstanding. Why is it that the overall rate for taking Step 1 is lower for blacks than for
white examinees, when we see that the rate is higher for blacks (often markedly higher)
at each MCAT score level? The overall rate of 23% for black students is caused by a
combination of two factors: policy and performance. For many policy purposes it would
be well if we could disentangle these effects. As demonstrated in the prior example, one
path toward clarity lies in standardization. If we wish to compare the rates for black and
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Fig. 1. A graph developed by Jeon et al. (1987) that illuminates the conditions for Simpson’s Paradox as well
as how standardization ameliorates it.

white students that current policy generates we must rid the summary of the effects of
differential performance and estimate standardized rates. Standardized rates can be ob-
tained by multiplying the Step 1 rates of each stratum of both black and white students
by the score distribution of white students. Multiplying the two columns of Step 1 rates
in Table 4 by the score distribution of whites (in bold) yields the two final columns,
which when summed are the standardized rates; standardized to the white score distri-
bution. Of course the white summary stays the same 27%, but the standardized Step 1
rate for black students is 41%. We can use this information to answer to the question:

If black students scored the same on the MCAT as white students what proportion
would go on to take Step 1?

Comparing the total Step 1 rates for blacks and whites after standardization reveals that
if black and white candidates performed equally well on the MCAT, blacks would take
Step 1 at a rate 54% higher than whites. The standardization process also allows for
another comparison of interest. The difference between the standardized rate of 41%
for blacks and the actual rate of 23% provides us with the effect of MCAT performance
on Step 1 rates of black students. This occurs because white students are more heavily
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Table 4
Distributions of Step 1 rates by ethnicity with standardized totals

MCAT score Step 1 rates Percentage of Standardized
Step 1 rates

Black White Black White Black White

3 or less 1% 0% 15% 2% 0% 0%
4 3% 1% 14% 3% 0% 0%
5 10% 1% 14% 5% 1% 0%
6 20% 3% 15% 7% 1% 0%
7 31% 9% 13% 9% 3% 1%
8 44% 18% 14% 16% 7% 3%
9 48% 30% 8% 18% 9% 5%
10 or more 51% 43% 8% 40% 20% 17%

Total 23% 27% 23% 41% 27%

concentrated at high MCAT scores, which have a higher rate of taking Step 1. Stan-
dardization tells us that if black students had that same MCAT distribution their rate of
taking Step 1 would almost double.

4. Kelley’s Paradox

We now turn to a second statistical paradox that appears in the same data set. The score
distributions of the two ethnic groups under consideration are shown in Figure 2. The
score distributions are about one standard deviation apart. This result matches rather
closely what is seen in most other standardized tests (e.g., SAT, NAEP, LSAT, GRE).2

The distribution of MCAT scores in the medical school population is shown as Fig-
ure 3. The means of these distributions are a little closer together, but because the
individuals that make up these distributions are highly selected, they have somewhat
smaller standard deviations (they are leptokurtic). The difference between them, in stan-
dard deviation units, is 18% larger.

As shown by the data that make up Table 1, a black candidate with the same MCAT
score as a white candidate has a greater likelihood of admission to medical school. Of-
ten much greater; at MCAT scores of 5 or 6 a black candidate’s probability of admission
is about twelve times that of a white candidate. There are many justifications behind a
policy that boosts the chances of being selected for medical school for black applicants.
One of these is the expectation that students from less privileged social backgrounds
who do well must be very talented indeed and hence will do better still when given
the opportunity. This point of view was more fully expressed in the August 31, 1999
issue of the Wall Street Journal. In it an article appeared about a research project done

2 For further general documentation see Bowen and Bok (1998). Details on NAEP are in Johnson and
Zwick (1988); on SAT see http://www.collegeboard.com/prod_downloads/about/news_info/cbsenior/yr2003/
pdf/table_3c.pdf; on GRE “Sex, race, ethnicity and performance on the GRE General Test: 2003–2004”
(Author, 2003).

http://www.collegeboard.com/prod_downloads/about/news_info/cbsenior/yr2003/pdf/table_3c.pdf
http://www.collegeboard.com/prod_downloads/about/news_info/cbsenior/yr2003/pdf/table_3c.pdf
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Fig. 2. MCAT score distributions by race aggregated for all examinees taking the exam for the last time
between 1993 and 1995.

Fig. 3. MCAT score distributions by race aggregated for all medical students who took the USMLE Step 1
from 1995 through 1998.
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under the auspices of the Educational Testing Service called “Strivers.” The goal of
“Strivers” was to aid colleges in identifying applicants (usually minority applicants)
who have a better chance of succeeding in college than their test scores and high school
grades might otherwise suggest. The basic idea was to predict a student’s SAT score
from a set of background variables (e.g., ethnicity, SES, mother’s education, etc.) and
characterize those students who do much better than their predicted value as “Strivers”.
These students might then become special targets for college admission’s officers. In the
newspaper interview the project’s director, Anthony Carnevale said, “When you look at
a Striver who gets a score of 1000, you’re looking at someone who really performs at
1200”. Harvard emeritus professor Nathan Glazer, in an article on Strivers in the Sep-
tember 27, 1999 New Republic indicated that he shares this point of view when he said
(p. 28) “It stands to reason that a student from a materially and educationally impov-
erished environment who does fairly well on the SAT and better than other students
who come from a similar environment is probably stronger than the unadjusted score
indicates.”

But before this intuitively appealing idea can be accepted it has a rather high theo-
retical hurdle to clear. To understand this hurdle and be able to attach its relevance to
medical licensing, it is worthwhile to drop back a century and trace the origins of the
fundamental issues underlying this proposal.

When we try to predict one event from another we always find that the variation in
the prediction is smaller than that found in the predictor. Francis Galton (1889) pointed
out that this always occurred whenever measurements were taken with imperfect preci-
sion and was what he called “regression toward the mean.” This effect is seen in some
historical father-child height data shown in Figure 4. Note how the father’s heights vary
over a 44-centimeter range (from 152 to 196 centimeters) while the prediction of their
children’s heights, shown by the dark dashed line, varies over only a 30-centimeter
range (from 158 to 188 centimeters). What this means is that fathers that are especially
tall are predicted to sire children that are tall but not as tall, and fathers who are short
are predicted to have children that are short but not as short as their fathers. In this in-
stance it is the imperfect relationship between father’s and son’s heights, rather than the
imperfect precision of measurement, that gives rise to the regression effect.

While regression has been well understood by mathematical statisticians for more
than a century, the terminology among appliers of statistical methods suggests that they
either thought of it as a description of a statistical method or as only applying to biolog-
ical processes. The economic statistician Frederick C. Mills (1924) wrote “the original
meaning has no significance in most of its applications” (p. 394).

Stephen Stigler (1997, p. 112) pointed out that this was “a trap waiting for the un-
wary, who were legion.” The trap has been sprung many times. One spectacular instance
of a statistician getting caught was “in 1933, when a Northwestern University profes-
sor named Horace Secrist unwittingly wrote a whole book on the subject, The Triumph
of Mediocrity in Business. In over 200 charts and tables, Secrist ‘demonstrated’ what
he took to be an important economic phenomenon, one that likely lay at the root of
the great depression: a tendency for firms to grow more mediocre over time.” Secrist
(1933) showed that the firms with the highest earnings a decade earlier were currently
performing only a little better than average; moreover, a collection of the more poorly
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Fig. 4. The height of a child is roughly predictable from the height of its parent. Yet the distance between the
shortest and tallest adults is greater than distance between the predicted statures of the most extreme children.

performing firms had improved to only slightly below average. These results formed
the evidence supporting the title of the book. Harold Hotelling (1933), in a devastating
review, pointed out that the seeming convergence Secrist obtained was a “statistical fal-
lacy, resulting from the method of grouping.” He concluded that Secrist’s results “prove
nothing more than that the ratios in question have a tendency to wander about.” He then
demonstrated that the firms that had the highest earnings now were, on average, only
slightly above average ten years earlier. And firms with the lowest earnings now were
only slightly worse, on average, than the average ten years previous. Thus showing the
reverse of what Secrist claimed. Hotelling’s argument was not original with him. Galton
not only showed that tall fathers had sons who were, on average shorter than they were,
but he also showed that very tall sons had fathers who were shorter than they were.
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It is remarkable, especially considering how old and well-known regression effects
are, how often these effects are mistaken for something substantive. Although Secrist
himself was a professor of statistics, Willford I. King (1934) wrote a glowing review
of Secrist’s book, was president of the American Statistical Association! This error was
repeated in a book by W.F. Sharpe (1985), a Nobel laureate in economics (p. 430) who
ascribed the same regression effect Secrist described to economic forces. His expla-
nation of the convergence, between 1966 and 1980, of the most profitable and least
profitable companies was that “ultimately economic forces will force the convergence
of profitability and growth rates of different firms.” This continuing misunderstanding
led Milton Friedman (1992), yet another Nobel laureate in economics, to try to set his
colleagues straight. He discussed one of the principal theses of a book by Baumol et
al. (1989), and its review by Williamson (1991); that the rates of growth of various
countries tend to converge. Friedman agreed with their thesis but not their explanation,
which, he pointed out, was statistical, not economic.

Truman Kelley (1927) described a specific instance of a regression formula of great
importance in many fields, although it was proposed for use in educational testing. It
shows how you can estimate an examinee’s true score from his/her observed score on
a test. “True score” is psychometric shorthand for the average of the person’s observed
scores if they took essentially identical tests3 over and over again forever. Kelley’s equa-
tion relates the estimated true score (τ̂ ) to the observed score (x). It tells us that the best
estimate is obtained by regressing the observed score in the direction of the mean score
(μ) of the group that the examinee came from. The amount of the regression is deter-
mined by the reliability (ρ) of the test. Kelley’s equation is

(1)τ̂ = ρ(x) + (1 − ρ)μ.

Note how Kelley’s equation works. If a test is completely unreliable (ρ = 0), as would
be the case if each examinee’s score was just a random number, the observed score
would not count at all and the estimated true score is merely the group mean. If the test
scores were perfectly reliable (ρ = 1) there would be no regression effect at all and
the true score would be the same as the observed score. The reliability of virtually all
tests lies between these two extremes and so the estimated true score will be somewhere
between the observed score and the mean.

A diagram aids intuition about how Kelley’s equation works when there are multiple
groups. Shown in Figure 5 are the distributions of scores for two groups of individuals,
here called Group 1 (lower scoring group) and Group 2 (higher scoring group). If we
observed a score x, midway between the means of the two groups the best estimate
of the true score of the individual who generated that score depends on which group
that person belonged to. If that person came from Group 1 we should regress the score
downward; if from Group 2 we should regress it upward.

3 “Essentially identical tests” is shorthand for what psychometricians’ call “parallel forms” of the test. This
means tests that are constructed of different questions but span the same areas of knowledge, are equally
difficult, and are equally well put together. In fact, as one part of the formal definition is the notion that if two
tests were truly parallel a potential examinee would be completely indifferent as to which form was actually
presented.
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Fig. 5. A graphical depiction of Kelley’s equation for two groups. The two distributions and their means are
shown. Also indicated is how the true scores are regressed when two identical observed scores come from

each of the two different score distributions.

The regression effect occurs because there is some error in the observed score. The
average error is defined to be zero, and so some errors will be positive and some neg-
ative. Thus if someone from a low scoring group has a high score we can believe that
to some extent that person is the recipient of some positive error, which is not likely to
reappear upon retesting, and so we regress their score downward. Similarly, if someone
from a high scoring group has an unusually low score, we regress that score upward.

So far this is merely an equation – a mathematical tautology. What is the paradox?
Webster defines a paradox as a statement that is opposed to common sense and yet is
true. So long as Kelley’s equation deals solely with abstract groups named 1 and 2,
no paradox emerges. But consider the similarity of Figure 5 with Figures 2 and 3 and
consider the logic of “Strivers” which suggests explicitly that if we find someone from
Group 1 with a high score, despite their coming from an environment of intellectual
and material deprivation we strongly suspect their true ability ought to be considered as
being somewhat higher. Similarly, someone who comes from a more privileged back-
ground, but who scores low, leads us to suspect a lack of talent and hence ought to be
rated lower still. The underlying notion of “Strivers” points in the opposite direction of
what would be expected through the application of Kelley’s equation. This is the source
of the paradox.

Harvard statistician, Alan Zaslavsky (2000) in a letter that appeared in the statistics
magazine Chance tried to salvage the strivers idea with a more statistical argument.
He did not question the validity of Kelley’s equation, when it matched the situation.
But he suggested that we must determine empirically what is the correct distribution
toward which we regress the observed score. Does a person selected from the lower
distribution remain a part of that group after being selected? Or does the very act of
being selected obviate past associations? He described a metaphorical race in which
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Fig. 6. An accurate revision of Figure 3.10 from Bowen and Bok (1998) showing that at all levels of SAT
score Black students performance in college courses are much lower than white students with matched SAT

scores. This bears out the prediction made by Kelley’s equation.

one set of participants was forced to carry heavy weights. But after they were selected,
they rid themselves of the weights and then ran much faster than other participants who
had the same initial speed but who had not been carrying weights.

Thus the issue, as Zaslavsky views it, is an empirical one. Is social background like a
weight that can be shed with proper help? Or is it more like height, a characteristic one
is pretty much stuck with?

One empirical test of Kelley’s equation within this context was carried out by
William Bowen and Derek Bok (1998, Figure 3.10) in their exhaustive study of the
value of affirmative action. They prepared a figure (analogous to Figure 6) that shows
that black students’ rank in college class is approximately 25 percentile points lower
than white students with the same SAT scores. In this metric, the effect is essentially
constant over all SAT scores, even the highest. This confirms, at least in direction, the
prediction described in Figure 5; the performance in college of students with the same
SAT score is different in a way predicted by their group membership.

In a more thorough analysis Ramist et al. (1994) used data from more than 46,000
students, gathered at 38 different colleges and universities to build a prediction model
of college performance based on precollegiate information. One analysis (there were
many others) predicted first year college grade point average from SAT score, from High
School Grade Point Average (HS-GPA), and from both combined. They then recorded
the extent to which each ethnic group was over or under predicted by the model. An
extract of their results (from their Table 8) is shown in Table 5. The metric reported
is grade points, so that a one-point difference corresponds to one grade level (a B to
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Table 5
A summary of Ramist et al. (1994) results showing the size and direction of the errors in predictions for
various models

Ethnic group

Asian
Predictor American White Hispanic Black

HS-GPA 0.02 0.03 −0.24 −0.35
SAT 0.08 0.01 −0.13 −0.23
HS-GPA & SAT 0.04 0.01 −0.13 −0.16

Sample sizes 3,848 36,743 1,599 2,475

a C, for example). The entries in this table indicate the extent to which students were
over-predicted by the model based on the variables indicated. Thus the entry “0.02”
for Asian Americans for a prediction based on just their high school grades means that
Asian Americans actually did very slightly (.02 of a grade level) better than their high
school grades predicted. And the “−0.35” for Black Americans means that they did
about a third of a point worse than their grades predicted. Note that while SAT scores
also over-predict minority college performance, the extent of the error they make is
somewhat smaller.

The results from these studies are very clear; the common regression model over-
predicts non Asian minority populations. This result matches the regression phenom-
enon we described as Kelley’s paradox. And it matches it in amount as well as direction.
Moreover, these results are not the outcome of some recent social change, but have been
observed for decades (Linn, 1982; Reilly, 1973).

The licensing of physicians

If Kelley’s equation holds for medical students we should expect that the scores for
black medical students on Step 1 should be lower than those for white students who had
the same MCAT score. Figure 7 carries the principal results of our study. The error bars
around each point are one standard error of the difference of the means in each direction
(adjusted by the Bonferroni inequality to deal with the eight comparisons being made).
Hence if the bars do not overlap the difference in the associated means is statistically
significant well beyond the nominal levels.

As is evident, at each MCAT score white medical students score higher on Step 1 than
matched black medical students. The shaded horizontal line stretching across the figure
represents the range of passing scores used during the time period 1996 through 1998.
The unusual data point for white medical students with MCAT scores of “3 or less”
is not an error. It represents a single student who switched into undergraduate science
courses late in her collegiate career but graduated from Wellesley with a 3.6 GPA. Her
medical school gambled that despite her low MCAT score she would be a good bet.
Obviously the bet paid off.

The data shown in Figure 7 match the direction predicted by Kelley’s equation, but
what about the amount? Figure 8 is similar to Figure 7 except that we have ungrouped
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Fig. 7. Analysis of USMLE showing that at all MCAT score levels Black medical students performance on
Step 1 are much lower than white medical students with matched MCAT scores. This bears out the prediction

made by Kelley’s equation.

Fig. 8. A repeat of the results shown in Figure 7 with the Kelley predictions superimposed. This bears out the
prediction made by Kelley’s equation in both direction and size.
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the data points at the ends of the distribution (some of the data points thus depicted are
extremely unstable, being based on very few individuals) to present as unvarnished a
view as possible. We have reduced the physical size of the data points that represent
very few individuals. The lines drawn on the plot are the predictions made by sub-
stituting group means and the correlation between MCAT and USMLE into Kelley’s
equation. This yields two lines about ten points apart. We view this as relatively conclu-
sive evidence that ethnicity, at least in this instance, is not like Zaslavsky’s metaphorical
weights, but rather it is a characteristic that is not apparently cast off when an individual
enters medical school.

Unfortunately, academic ability in the instances we have examined is more like
height than Zaslavsky’s metaphorical weights. Neither Mr. Carnevale nor Mr. Glazer
is correct. Thus when you look at a Striver who gets a score of 1000, you’re probably
looking at someone who really performs at 950. And, alas, a Striver is probably weaker
than the unadjusted score indicates.

This result should be distressing for those who argue that standard admission test
scores are unfair to students coming from groups whose performance on such admission
tests is considerably lower than average (Freedle, 2003; Mathews, 2003) and that they
under-predict the subsequent performance of such students. Exactly the opposite of that
is, in fact true, for there is ample evidence that students from groups who are admitted
with lower than usual credentials on average, do worse than expected.4 The extent to
which they perform more poorly is almost entirely predictable from Kelley’s equation.

5. Lord’s Paradox

We have observed that the performance of the two groups on the outcome variable,
the USMLE Step 1 score, depends on both performance on the predictor variable, the
MCAT score, and on group membership. Faced with this observation it is natural to ask:

How much does group membership matter in measuring the effect of medical school?

What does this question mean? One plausible interpretation would be to examine an
individual’s rank among an incoming class of medical students, and then examine her
rank after receiving a major portion of her medical education. If her rank did not change
we could conclude that the effect of medical school was the same for that individual
as it was for the typical medical student. If we wish to measure the effect of medical
school on any group we might compare the average change in ranks for that group with

4 Due to the nested structure of the data, we also used a multi-level modeling approach to determine whether
the regression effect was due to, or lessened by, differences between medical schools. We found that 10% of
the variation in Step 1 scores was due to differences between medical schools and the MCAT-Biological
Sciences score explained 76% of this between-school variation. Although we found significant variation in
the regression effect for blacks across schools the fixed effect closely approximated the regression effect
reported in this chapter. Furthermore, holding MCAT score constant, black students were predicted to have
lower Step 1 scores in all 138 schools. The percentage of blacks in the sample from each school explained 18%
of the variance in this effect and indicated that schools with more blacks have a smaller (albeit substantively
trivial) regression effect.
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another. But this is not the only plausible approach. Alternatively we might use the pre-
medical school ranks as a covariate and examine the differences between the groups’
average medical school rank after adjusting for the pre-medical school rank. How we
might do this and how we interpret the results is the subject of this section.5

We begin the investigation by:

(a) Drawing a random sample from the USMLE Step 1 takers of 200 white examinees
and 200 black examinees.

(b) Then we rank these 400 examinees on both their MCAT scores and their Step 1
scores.

(c) Next we subtract each examinee’s rank on the Step 1 from that person’s rank on the
MCAT, and

(d) Calculate the average difference for white and for black examinees.

We found that white examinees’ ranks improved, on average, about 19 places. This
was, of course, balanced by a decline of 19 places in rank among black examinees, or a
total differential effect of 38.

But, as we mentioned before, taking the difference in ranks is not the only way to
estimate this effect. Alternatively we could use the MCAT rank as a covariate and look
at the ranks of the individuals on the adjusted USMLE Step 1 (the residuals on Step 1
ranks after a linear adjustment for MCAT score). When we did exactly this we found
that white examinees’ Step 1 ranks, after adjusting for MCAT scores, improved, on
average, about 9 places, with black examinees’ ranks declining the same 9 places, for a
total differential effect of 18.

The results of these two analyses were substantially different. Which is the right an-
swer? This question was posed previously by Fred Lord (1967) in a two-page paper that
clearly laid out what has since become known as Lord’s paradox. He did not explain it.
The problem appears to be that the analysis of covariance cannot be relied upon to prop-
erly adjust for uncontrolled preexisting differences between naturally occurring groups.
A full explanation of the paradox first appeared fully sixteen years later (Holland and
Rubin, 1983) and relies heavily on Rubin’s model for causal inference (Rubin, 1974).

The paradox, as Lord described it, was based on the following hypothetical situation:

A large university is interested in investigating the effects on the students of the diet pro-
vided in the university dining halls . . . . Various types of data are gathered. In particular, the
weight of each student at the time of his arrival in September and his weight the following
June are recorded. (p. 304)

Lord framed his paradox in terms of the analyses of two hypothetical statisticians who
come to quite different conclusions from the data in this example.

The first statistician calculated the difference between each student’s weight in June
and in September, and found that the average weight gain in each dining room was zero.
This result is depicted graphically in Figure 9 with the bivariate dispersion within each

5 We use ranks rather than test scores to circumvent the problems generated by the two different tests being
scored on different scales and having very different reliabilities. It is not that such an alternative path could
not be taken, but we felt that for this illustration it would be cleaner, simpler and more robust to assumptions
if we stuck with analyses based on the order statistics.
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Fig. 9. A graphical depiction of Lord’s Paradox showing the bivariate distribution of weights in two dining
rooms at the beginning and end of each year augmented by the 45◦ line (the principal axis).

dining hall shown as an oval. Note how the distribution of differences is symmetric
around the 45◦ line (the principal axis for both groups) that is shown graphically by the
distribution curve reflecting the statistician’s findings of no differential effect of dining
room.

The second statistician covaried out each student’s weight in September from his/her
weight in June and discovered that the average weight gain was greater in Dining Room
B than Dining Room A. This result is depicted graphically in Figure 10. In this figure the
two drawn-in lines represent the regression lines associated with each dining hall. They
are not the same as the principal axes because the relationship between September and
June is not perfect. Note how the distribution of adjusted weights in June is symmetric
around each of the two different regression lines. From this result the second statistician
concluded that there was a differential effect of dining room, and that the average size
of the effect was the distance between the two regression lines.

So, the first statistician concluded that there was no effect of dining room on weight
gain and the second concluded there was. Who was right? Should we use change scores
or an analysis of covariance? To decide which of Lord’s two statistician’s had the correct
answer requires that we make clear exactly what was the question being asked. The most
plausible question is causal, “What was the causal effect of eating in Dining Room B?”
But causal questions are always comparative6 and the decision of how to estimate the
standard of comparison is what differentiates Lord’s two statisticians. Each statistician
made an untestable assumption about the subjunctive situation of what would have been
a student’s weight in June had that student not been in the dining room of interest. This
devolves directly from the notion of a causal effect being the difference between what
happened under the treatment condition vs. what happened under the control condition.

6 The comedian Henny Youngman’s signature joke about causal inference grew from his reply to “How’s
your wife?” He would then quip, “Compared to what?”
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Fig. 10. A graphical depiction of Lord’s Paradox showing the bivariate distribution of weights in two dining
rooms at the beginning and end of each year augmented by the regression lines for each group.

The fundamental difficulty with causal inference is that we can never observe both
situations. Thus we must make some sort of assumption about what would have hap-
pened had the person been in the other group. In practice we get hints of what such a
number would be through averaging and random assignment. This allows us to safely
assume that, on average, the experimental and control groups are the same.

In Lord’s set-up the explication is reasonably complex. To draw his conclusion the
first statistician makes the implicit assumption that a student’s control diet (whatever
that might be) would have left the student with the same weight in June as he had
in September. This is entirely untestable. The second statistician’s conclusions are de-
pendent on an allied, but different, untestable assumption. This assumption is that the
student’s weight in June, under the unadministered control condition, is a linear func-
tion of his weight in September. Further, that the same linear function must apply to all
students in the same dining room.

How does this approach help us to untangle the conflicting estimates for the relative
value of medical school for the two racial groups? To do this requires a little notation
and some algebra.

The elements of the model7 are:

1. A population of units, P .
2. An “experimental manipulation,” with levels T and C and its associated indicator

variable, S.
3. A subpopulation indicator, G.
4. An outcome variable, Y .
5. A concomitant variable, X.

7 This section borrows heavily from Holland and Rubin (1983, pp. 5–8) and uses their words as well as
their ideas.
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The purpose of the model is to allow an explicit description of the quantities that arise
in three types of studies:

(a) Descriptive studies.
(b) Uncontrolled causal studies.
(c) Controlled causal studies.

A descriptive study has no experimental manipulation so there is only one version of Y

and X and no treatment indicator variable S.
Controlled and uncontrolled causal studies both have experimental manipulations

and differ only in the degree of control that the experimenter has over the treatment indi-
cator, S. In a controlled causal study, the values of S are determined by the experimenter
and can depend on numerous aspects of each unit (e.g., subpopulation membership, val-
ues of covariates) but not on the value of Y , since that is observed after the values of S

are determined by the experimenter. In an uncontrolled causal study the values of S are
determined by factors that are beyond the experimenter’s control. Critical here is the
fact that in a controlled study S can be made to be statistically independent of YC and
YT whereas in an uncontrolled causal study this is not true.

The causal effect of T on Y (relative to C) for each unit in P is given by the difference
YT −YC . The average causal effect of T versus C on Y in P is E(YT −YC), which equals
E(YT )−E(YC). This shows us how the unconditional means of YT and YC over P have
direct causal interpretations. But since T and C are usually not observable on the same
unit, E(YT ) and E(YC) are not typically observable.

In a causal study, the value of Y that is observed on each unit is YS , so that when
S = T , YT is observed and when S = C, YC is observed. The expected value of Y

for the “treatment group” is E(YT |S = T ) and for the “control group” is E(YC |S =
C). Without random assignment, there is no reason to believe that E(YT ) should equal
E(YT |S = T ), or that E(YC) should equal E(YC |S = C). Hence neither E(YT |S = T )

nor E(YC |S = C) have direct causal interpretation.
Consider that E(YT |S = T ) and E(YT ) are related through

(2)E(YT ) = E(YT |S = T )P (S = T ) + E(YT |S = C)P (S = C).

There is the obvious parallel version connecting E(YC |S = C) with E(YC). The sec-
ond term of (2) is not observable. This makes explicit the basis of our earlier assertion
about the shortcomings of E(YT |S = T ) and E(YC |S = C) for making direct causal
interpretations.

Note that Eq. (2) involves the average value of YT , among those units exposed to C.
But E(YT |S = C) and its parallel E(YC |S = T ) can never be directly measured except
when YT and YC can both be observed on all units. This is what Holland and Rubin
(1983, p. 9) term “the fundamental problem of causal inference.”

With this model laid out, let us return to the problem of measuring the differential
effect of medical school.

Study design

P : 400 medical students in the years specified.
T : Went to medical school.
C: Unknown.
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Variables measured

G: Student race (W = 1, B = 2).
X: The rank of a student on the MCAT.
Y : The rank of a student on Step 1 of the USMLE.

This layout makes clear that the control condition was undefined – no one was exposed
to C (S = T for all students) – and so any causal analysis must make untestable as-
sumptions. As is perhaps obvious now, the two different answers we got to the same
question must have meant that we made two different untestable assumptions. This will
become visible by making the inference explicit.

The causal effect of medical school for black and white students is

(3)Di = E(YT − YC |G = i), i = 1, 2,

and so the difference of average causal effects is

(4)D = D1 − D2.

This can be expressed in terms of individual subpopulation averages,

D = [
E(YT |G = 1) − E(YC |G = 1)

]
(5)− [

E(YT |G = 2) − E(YC |G = 2)
]
.

We can profitably re-arrange this to separate the observed YT from the unobserved YC

D = [
E(YT |G = 1) − E(YT |G = 2)

]
(6)− [

E(YC |G = 1) − E(YC |G = 2)
]
.

The first approach estimated the effect of medical school by just looking at the dif-
ference in the ranks on MCAT and Step 1. Doing so made the (entirely untestable)
assumption that an individual’s response to the control condition, whatever that might
be, is given by his/her rank on the MCAT

(7)YC = X

yielding,

(8)E(YC |G = i) = E(X|G = i).

The second approach estimated the effect of medical school by using the students’ rank
on the MCAT as a covariance adjustment, which corresponds to the following two con-
ditional expectations:

(9)E(YT |X,G = i), i = 1, 2,

and the mean, conditional, improvement in rank in group i at X is

(10)Ui(X) = E(YT − X|X,G = i), i = 1, 2.



916 H. Wainer and L.M. Brown

Hence, the difference in these conditional ranks at X is

(11)U(X) = U1(X) − U2(X).

The second analysis assumes that the conditional expectations in (9) are linear and par-
allel. Thus we can write

(12)E(YT |X,G = i) = ai + bX, i = 1, 2.

Substituting into (10) yields

(13)Ui(X) = ai + (b − 1)X, i = 1, 2.

And hence (11) simplifies to

(14)U(X) = a1 − a2.

The second approach correctly interprets U(X) as the average amount that a white
student’s (G = 1) rank will improve over a black student (G = 2) of equal MCAT
score. This is descriptively correct, but has no direct causal interpretation since U is
not directly related to D. To make such a connection we need to make the untestable
assumption, related to (7) that

(15)YC = a + bX.

Where b is the common slope of the two within-groups regression lines in (12). This
allows the interpretation of U(X) as the difference in the causal effects D in Eq. (4).

Both of these assumptions seem to stretch the bounds of credulity, but (15) seems
marginally more plausible. However deciding this issue was not our goal. Instead we
wished to show how subtle an argument is required to unravel this last paradox in the
investigation of group differences. The interested reader is referred to Holland and Ru-
bin (1983) or Wainer (1991) for a fuller description of how Rubin’s Model of causal
inferences helps us to understand this subtle paradox.

6. Conclusion

“What we don’t know won’t hurt us,
it’s what we do know that ain’t”

Will Rogers

This chapter, and the research behind it, has two goals. The first is to publicize more
broadly the pitfalls that await those who try to draw inferences from observed group
differences. The second is to provide analytic tools to allow the construction of bridges
over those pitfalls.

Group differences must be examined if we wish to evaluate empirically the efficacy
of modifications in policy. But such comparisons, made naively, are very likely to lead
us astray.
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Ridding ourselves of Simpson’s Paradox through the use of standardization is
straightforward. But we must always remember that there may be another, unnoticed,
variable that could reverse things again. Inferences must be made carefully. The only
reasonably certain way to be sure that stratification by some unknown variable will not
reverse your inference is to have random assignment to groups. When assignment is not
random the possibility of Simpson’s Paradox is always lurking in the background.8

Kelley’s Paradox is not so much a summary statistic pointing in the wrong direction,
as it is an indication that our intuition has been improperly trained. The fact that econo-
mists fall into this trap more often than others may reflect on their training, but why this
should be the case is a phenomenon that we will not try to explain.

Lord’s Paradox is the newest of this triad. It occurs when data analysts use their fa-
vorite method to assess group differences without careful thought about the question
they are asking. It is, by far, the most difficult paradox to disentangle and requires clear
thinking. It also emphasizes how the assessment of group differences often entails mak-
ing untestable assumptions. This too should give us pause when we try to draw strong
conclusions.
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Meta-Analysis

Larry V. Hedges

1. Introduction

The growth of the research enterprise in many areas of science has led to a large body
of related research studies. The sheer volume of research related to many topics of
scientific or policy interest poses a problem of how to organize and summarize these
findings in order to identify and exploit what is known and focus research on promising
areas (see Garvey and Griffith, 1971). This problem has arisen in fields as diverse as
physics, chemistry, experimental biology, medicine, and public health. In each of these
fields, as in the social sciences, accumulation of quantitative research evidence has led
to the development of systematic methods for the quantitative synthesis of research (see
Cooper and Hedges, 1994). Although the term meta-analysis was coined to describe
these methods in the social sciences (Glass, 1976), the methods used in other fields are
remarkably similar to those in the social sciences (Cooper and Hedges, 1994; Hedges,
1987).

Meta-analysis refers to an analysis of the results of several studies for the purposes
of drawing general conclusions. Meta-analysis involves describing the results of each
study via a numerical index of effect size (such as a correlation coefficient, a stan-
dardized mean difference, or an odds ratio) and then combining these estimates across
studies to obtain a summary. The specific analytic techniques involved will depend on
the question the meta-analytic summary is intended to address. Sometimes the question
of interest concerns the typical or average study result. For example in studies that mea-
sure the effect of some treatment or intervention, the average effect of the treatment is
often of interest (see, e.g., Smith and Glass, 1977). When the average effect is of inter-
est, effect size estimates are typically combined across studies to obtain an estimate of
the average effect size.

In other cases the degree of variation in results across studies will be of primary inter-
est. When the variability of treatment effect sizes is of interest, it is often characterized
via a test for heterogeneity of effects or an estimate of the variance of effect parameters
across studies. In yet other cases, the primary interest is in the factors that are related
to study results. For example, meta-analysis is often used to identify the contexts in
which a treatment or intervention is most successful or has the largest effect (see, e.g.,
Cooper, 1989). In such cases analyses typically examine whether study-level covariates
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(moderator variables reflecting study context) are related to effect size via meta-analytic
models that are analogues to the analysis of variance or regression analysis.

In any of these analysis situations, two different families of statistical methods (each
corresponding to a somewhat different inference model) are available. The fixed effects
statistical methods correspond to a model of inference to the studies that have been
observed. The mixed effects statistical methods correspond to a model of inference
to a hypothetical population of studies from which the observed studies are a random
sample.

The term meta-analysis is sometimes used to connote the entire process of quan-
titative research synthesis. More recently, it has begun to be used specifically for the
statistical component of research synthesis. This chapter deals exclusively with that
narrower usage of the term to describe statistical methods only. However it is crucial to
understand that in research synthesis, as in any research, statistical methods are only one
part of the enterprise. Statistical methods cannot remedy the problem of data that are of
poor quality. Excellent treatments of the non-statistical aspects of research synthesis are
available in Cooper (1989), Cooper and Hedges (1994), and Lipsey and Wilson (2001).

2. Effect sizes

Effect sizes are quantitative indexes that are used to express the results of a study in
meta-analysis. That is, effect sizes reflect the magnitude of the association between
variables of interest in each study. There are many different effect sizes and the effect
size used in a meta-analysis should be chosen so that it represents the results of a study
in a way that is easily interpretable and is comparable across studies. In a sense, effect
sizes should put the results of all studies “on a common scale” so that they can be readily
interpreted, compared, and combined.

It is important to distinguish the effect size estimate in a study from the effect size
parameter (the true effect size) in that study. In principle, the effect size estimate will
vary somewhat from sample to sample that might be obtained in a particular study. The
effect size parameter is in principle fixed. One might think of the effect size parameter
as the estimate that would be obtained if the study had a very large (essentially infinite)
sample size, so that the sampling variation is negligible.

The choice of an effect size index will depend on the design of the studies, the way
in which the outcome is measured, and the statistical analysis used in each study. Most
of the effect size indexes used in the social sciences will fall into one of three families
of effect sizes: the standardized mean difference family, the odds ratio family, and the
correlation coefficient family.

2.1. The standardized mean difference

In many studies of the effects of a treatment or intervention that measure the outcome on
a continuous scale, a natural effect size is the standardized mean difference. The stan-
dardized mean difference is the difference between the mean outcome in the treatment
group and the mean outcome in the control group divided by the within group standard
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deviation. That is the standardized mean difference parameter is

δ = μT − μC

σ
,

where μT is the population mean in the treatment group, μC is the population mean
outcome in the control group, and σ is the population within-group standard deviation
of the outcome. This effect size is easy to interpret since it is just the treatment effect in
standard deviation units. The usual sample estimate of δ is

d = YT − YC

S
,

where YT is the sample mean of the outcome in the treatment group, YC is the sample
mean of the outcome in the control group, and S is the within-group standard devia-
tion of the outcome. The standardized mean difference d is known to be approximately
normally distributed with variance

v = nT + nC

nT nC
+ d2

2(nT + nC)
,

where nT and nC are the treatment and control group sample sizes, respectively (see
Hedges and Olkin, 1985). Note that this variance can be computed from a single obser-
vation of the effect size if the sample sizes of the two groups within a study are known.
Several variations of the standardized mean difference are also sometimes used as effect
sizes (see Rosenthal, 1994).

2.2. The log odds ratio

In many studies of the effects of a treatment or intervention that measure the outcome
on a dichotomous scale, a natural effect size is the log odds ratio. The log odds ratio is
just the log of the ratio of the odds of a particular one of the two outcomes (the target
outcome) in the treatment group to the odds of that particular outcome in the control
group. That is, the log odds ratio parameter is

ω = log

(
πT /(1 − πT )

πC/(1 − πC)

)
= log

(
πT (1 − πC)

πC(1 − πT )

)
,

where πT and πC are the population proportions in the treatment and control groups,
respectively, that have the target outcome. The corresponding sample estimate of ω is

ω̂ = log(OR) = log

(
pT /(1 − pT )

pC/(1 − pC)

)
= log

(
pT (1 − pC)

pC(1 − pT )

)
,

where pT and pC are the proportion of the treatment and control groups, respectively
that have the target outcome. The log odds ratio is widely used in the analysis of data that
have dichotomous outcomes and is readily interpretable by researchers who frequently
encounter this kind of data. It also has the same meaning across studies so it is suitable
for combining (see Fleiss, 1994). As in the case of the standardized mean difference, the
log odds ratio is approximately normally distributed in large samples and its variance is
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approximately

v = 1

nT pT
+ 1

nT (1 − pT )
+ 1

nCpC
+ 1

nC(1 − pC)
,

where nT and nC are the treatment and control group sample sizes, respectively.
There are several other indexes in the odds ratio family, including the risk ratio (the

ratio of proportion having the target outcome in the treatment group to that in the control
group or pT /pC) and the risk difference (the difference between the proportion having a
particular one of the two outcomes in the treatment group and that in the control group
or pT − pC). For a discussion of effect size measures for studies with dichotomous
outcomes, including the odds ratio family of effect sizes, see Fleiss (1994).

2.3. The correlation coefficient

In many studies of the relation between two continuous variables, the correlation coef-
ficient ρ is a natural measure of effect size. Often this correlation is transformed via the
Fisher z-transform

ζ = 1

2
log

(
1 + ρ

1 − ρ

)

in carrying out statistical analyses. The corresponding sample estimate of the correlation
parameter is r , and the sample estimate of ζ is the z-transform of r given by

z = 1

2
log

(
1 + r

1 − r

)
,

which has a approximately a normal distribution with variance

v = 1

n − 3
,

where n is the sample size of the study, and it is used in the same way as are the variances
of the standardized mean difference and log odds ratio to obtain confidence intervals.

The statistical methods for meta-analysis are quite similar, regardless of the effect
size measure used. Therefore, in the rest of this chapter we do not describe statistical
methods that are specific to a particular effect size index, but describe them in terms of
a generic effect size measure Ti . We assume that the Ti are normally distributed about
the corresponding θi with known variance vi . That is, we assume that

Ti − N(θi, vi), i = 1, . . . , k.

This assumption is very nearly true for effect sizes such as the Fisher z-transformed cor-
relation coefficient and standardized mean differences. However for effect sizes such as
the untransformed correlation coefficient, or the log-odds ratio, the results are not exact,
but remain true as large sample approximations. For a discussion of effect size measures
for studies with continuous outcomes, see Rosenthal (1994) and for a treatment of effect
size measures for studies with categorical outcomes see Fleiss (1994).
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3. The problem of dependent estimates

It often occurs that several effect size estimates are associated with a study and these
estimates are not statistically independent. There are three common situations in which
this occurs. First, each individual may be measured using several different measures of
outcome (e.g., different measures of mathematics achievement), and an effect size may
be computed using data on each of the several measures. Second, the same individuals
may be measured at several different points in time (e.g., just after treatment and then
at various followup periods) using the same measuring instruments, and an effect size
may be computed at each timepoint. Third, in studies with multiple treatment groups,
an effect size may be computed by comparing each of the several treatment groups with
the same control group, and because the estimates so computed share a common control
group, they are not independent.

In each of the cases mentioned, effect sizes are usually sorted into groups so that there
is only one effect size per study and thus all of the effect size estimates in a particular
group are independent. For example, groups might be effect sizes based on the same
measure (e.g., mathematics computation), the same followup interval (e.g., approxi-
mately 6 months after treatment), or the same particular treatment (e.g., the standard [not
enhanced] variation of treatment versus control). The summary of independent effect
size estimates across groups can be accomplished via standard meta-analytic methods
(see, e.g., Cooper and Hedges, 1994).

However, reviewers often want to carry out analyses that involve combining data
across groups – analyses that involve effect size estimates that are not independent. Two
types of combined analyses are the most common. One analysis involves estimating a
mean effect size across all types of outcomes or treatment variations (e.g., across math-
ematics computation and problem solving, across several different followup intervals,
or across several variations of the treatment). Such analyses are often desired to answer
the most global questions about whether the treatment had an impact. A second kind
of analysis involves estimating differential effects of treatment. This type of analysis is
often desired to answer questions about whether the treatment has a bigger effect on
some outcomes than others, at some followup intervals than others or whether certain
variations of treatment have bigger effects.

Three strategies are commonly used for handling effect size data involving non-
independence of this type. The first strategy is to explicitly model the correlations
among the effect sizes using multivariate methods (see, e.g., Hedges and Olkin, 1985;
Olkin and Gleser, 1994; Kalaian and Raudenbush, 1996). This strategy is the most ele-
gant, providing the most efficient estimates of effects and accurate results of significance
tests. Unfortunately, because it requires knowledge of the covariance structure of the ef-
fect size estimates (which in turn requires knowledge of the dependence structure of
the raw data in each study), the information needed to implement this strategy is rarely
available and therefore this strategy is rarely used.

The second strategy is to first compute a within-study summary from nonindependent
effect size estimates and then summarize the (independent) summaries across studies.
For example, to compute the overall mean effect size (across effect sizes of all different
types from all different studies) one might first compute the mean effect size within each
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study as a kind of synthetic effect size for the study. The effect sizes within a study will
not be independent, but the synthetic effect sizes (the study-average effect sizes) from
different studies will be independent.

Similarly, one might compute the difference between the average effects of two types
(different outcome measures, different followup intervals, or different treatment types)
by first computing the difference between the two effects within each study as another
type of synthetic effect size. The effect sizes within a study are not independent, but
the synthetic effect sizes (the difference between effect sizes of the two types) from
different studies will be independent.

In either case, because the synthetic effect sizes are independent, they can be com-
bined across studies using conventional methods for meta-analysis. There is, however,
one problem in using conventional meta-analytic methods to combine the synthetic ef-
fect sizes: the standard errors of these synthetic effect sizes depend on the correlation
structure of the within-study effect sizes from which they are computed, and thus are
typically not known.

The third strategy is to ignore the fact that some of the effect size estimates are not
independent, and use the same meta-analytic procedures that would have been used of
the effect size data were independent. While this might seem to be misguided, it may not
be too misleading if relatively few studies report more than one effect size. Moreover,
we will show in this chapter that it may lead to conservative results for tests of the
difference between average effects of different types.

Although the first strategy is the most elegant, the second and third strategies are
by far the most widely used strategies for dealing with nonindependent effect size esti-
mates in meta-analysis. The purpose of this chapter is to examine these two strategies
and provide some guidance for their use. We derive some properties of estimates and
statistical tests that may be useful for conducting analyses. Finally we suggest how to
carry out sensitivity analyses that may be useful in interpreting results.

4. Fixed effects analyses

We begin by examining procedures for dealing with nonindependent effect sizes in fixed
effects statistical procedures.

4.1. Model and notation

Begin by supposing that a total of K studies, each with m outcomes, are possible.
Denote the effect size estimate in the j th outcome in the ith study by Tij and the corre-
sponding effect size parameter by θij . Then the data layout could be as simple as

Tij , i = 1, . . . , K; j = 1, . . . , m.

Unfortunately, practical meta-analytic problems seldom lead to data layouts this sim-
ple. In most cases, not all studies measure all outcomes, leading to complex patterns
of missing data. Often, however, there is a subset of studies, all of which estimate ef-
fect sizes on the same subset of outcomes (and perhaps some other outcomes as well).
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While many statisticians would advocate that meta-analyses combining or comparing
across outcomes should be confined to the subset of studies that estimate effect sizes on
the same set of outcomes, there are sometimes compelling reasons to include as many
studies or outcomes as possible. Consequently, we consider a data layout in this chapter
that includes the possibility that not all studies measure every outcome.

Suppose that effect sizes are estimated on N different outcomes and that kj studies
provide estimates of effect size on the j th outcome and let k = k1 +k2 +· · ·+kN be the
total number of effect sizes. Assume however that there is a subset of m outcomes that
are of primary interest (e.g., the most frequently measured outcomes in the studies at
hand) and a subset p � min{k1, k2, . . . , km} of the studies provide effect size estimates
on all m outcomes and that these estimates are not independent. We lose no generality
in assuming that these are the first p studies and the first m outcomes. Note that this
data layout assumes that there is a core of p studies that provide effect size data on
all outcomes, and that other studies provide effect size data on only a single outcome.
Of course, if all studies provide effect size data on all outcomes, then N = m and
p = k1 = · · · = km = K .

The idealized data layout with a total of K studies and N outcomes (without
missing data) is illustrated below, along with the observed number of effects in each
study and the observed number of studies having each effect on each outcome (kj

for the j th outcome) and the total number of effects for each study (ni for the ith
study):

Studies Possible effects Observed
number

Unweighted
means

1 T11 T12 . . . T1m . . . T1N n1 T 1

2 T21 T22 . . . T2m . . . T2N n2 T 2
...

...
...

...
...

...
...

...
...

p Tp1 Tp2 . . . Tpm . . . TpN np T p

...
...

...
...

...
...

...
...

...

K TK1 TK2 . . . TKm . . . TKN nK T K

Observed
number k1 k2 . . . km . . . kN

∑
ni = ∑

kj

Weighted
means T •1 T •2 . . . T •m . . . T •N T ••

EXAMPLE. An example of a real meta-analysis with 13 studies and 2 outcomes was
reported by Becker (1990). In this example, the studies were randomized experiments
on the effects of coaching for the Scholastic Aptitude Test (SAT), and the outcomes
were effect sizes expressed as standardized mean change scores on the mathematics
and verbal scales. The data layout is given below. In this example, there are effects
on two outcomes, so m = 2. The first three studies have effect size estimates for



926 L.V. Hedges

both of the two outcomes of primary interest, so p = 3. Study 4 also measures an
effect on outcome one, but all of the other studies (studies 5 through 13) measure
effects only on the second outcome. Thus n1 = 2, and n2 = 2, and n3 = 2, but
n4 = · · · = n13 = 1. Similarly, there are 4 studies that measure effects on outcome
one and 12 studies that measure effects on outcome two, so k1 = 4 and k2 = 12.
The analysis might focus on only the first three studies that have effects on both out-
comes, involving a total of 6 effect size estimates. It is also possible that the analyst
wishes to consider the average effect size on all of the outcomes on which effects are
measured (a total of 16 estimates). Similarly, it is possible that the analyst wishes to
consider differences between the mean effect sizes on the first two outcomes using data
from all studies that estimated effects on either of those outcomes (a total of 16 effect
estimates).

Studies Effects Observed
number

Unweighted
means

1 T11 T12 n1 = 2 T 1

2 T21 T22 n2 = 2 T 2

3 T31 T32 n3 = 2 T 3

4 T41 – n4 = 1 T 4

5 – T52 n5 = 1 T 5

6 – T62 n6 = 1 T 6

7 – T72 n7 = 1 T 7

8 – T82 n8 = 1 T 8

9 – T92 n9 = 1 T 9

10 – T10,2 n10 = 1 T 10

11 – T11,2 n11 = 1 T 11

12 – T12,2 n12 = 1 T 12

13 – T13,2 n13 = 1 T 13
Observed
number k1 = 4 k2 = 12

∑
ni = ∑

kj = 16

Weighted
means T •1 T •2 T ••

We describe the sampling distribution of the Tij in two parts. Let the standard error
of Tij be σij . For the ith study, we assume that all of the observed effect size estimates
associated with that study have the multivariate normal distribution, so that the mean
of Tij is θij , the variance of Tij is σ 2

ij , and the covariance of Tia and Tib is ρiabσiaσib.
However, for the first p studies and the first m outcomes, the correlation structure can
be described more comprehensively. For the Tij where i � p and j � m, the Tij are not
statistically independent of the Tij ′ . Describe the dependence among these estimates by
saying that the vector T = (T11, . . . , Tp1, T12, . . . , Tp2, . . . , Tpm)′ has a multivariate
normal distribution with mean vector θ = (θ11, . . . , θp1, θ12, . . . , θpm)′ and covariance
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matrix

(1)Σ =

⎛
⎜⎜⎝

Σ11 Σ12 · · · Σ1m

Σ12 Σ22 · · · Σ2m
...

...
. . .

...

Σ1m Σ2m · · · Σmm

⎞
⎟⎟⎠ ,

where Σaa is a p × p diagonal matrix given by Σaa = diag(σ 2
a1, . . . , σ

2
ap) each Σab

is a p × p diagonal matrix given by Σab = diag(σa1σb1ρ1ab, . . . , σapσbpρpab), where
ρiab is the correlation between Tia and Tib.

This distributional assumption is the large sample approximation typically used to
develop the theory of statistical tests used in meta-analysis. In univariate meta-analytic
situations this corresponds to assuming that the (independent) studies have effect size
estimates that are normally distributed with known variances. For example the standard-
ized mean difference and z-transformed correlation coefficient (and their multivariate
analogues) meet this assumption reasonably well.

4.2. Analyses involving synthetic effect sizes

Consider the strategy of combining effect size estimates within each study into aver-
ages or differences within studies (synthetic effect sizes) before combining them across
studies to estimate an overall effect size or a difference between effect sizes. This strat-
egy has the advantage that the synthetic effect size estimates from different studies are
independent. The difficulty presented in using such synthetic effect size estimates is
that, unless the covariances of the estimates combined into the synthetic estimate are
known, it is usually difficult to compute an accurate variance of the composite. Conse-
quently, analysts usually use a crude estimate of the variance of the synthetic effect size
estimate (typically a conservative over estimate of its variance). The combined analy-
sis of such estimates using standard meta-analytic methods (and crude approximations
of the variances) typically involves weighted combinations with weights that are crude
approximations to the inverse of the actual variance of the estimate. In this section we
derive some theorems on the behavior of such estimates and in the next sections apply
the theorem to two commonly used types of synthetic effect sizes.

Let T̂1, . . . , T̂K be a set of synthetic estimates of the effect size parameters
θ1, . . . , θK , let σ 2

1 , . . . , σ 2
K be the actual variances of the estimates, and let σ̂ 2

1 , . . . , σ̂ 2
K

be the estimates of the variances (which may be substantially biased). If the effect size
parameters are homogeneous, that is if θ1 = · · · = θK = θ , the standard fixed effects
estimate of θ

(2)T̂• =
∑K

i=1 wiT̂i∑K
i=1 wi

,

where wi = 1/σ̂ 2
i , will be an unbiased estimate of θ (see, e.g., Shadish and Haddock,

1994). However the usual estimate of the variance (the square of the standard error)
computed in the usual analysis

(3)v• =
(

K∑
i=1

wi

)−1

,
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will be incorrect. In this case the exact variance of the weighted mean T̂• is stated in the
fact below.

FACT 1. The variance of T̂• defined in (2) is

(4)V (T̂ •) =
∑K

i=1 w2
i σ

2
i

(
∑K

i=1 wi)2
= v•

(∑K
i=1 wi

(σ 2
i

σ̂ 2
i

)
∑K

i=1 wi

)
,

where wi = 1/σ̂ 2
i .

Thus the ratio

(5)R = V (T̂•)
v•

=
(

K∑
i=1

wiai

)/
K∑

i=1

wi

of the true variance V (T̂ •) to v• is a weighted mean of the ai = σ 2
i /σ̂ 2

i . Note that if
σ̂ 2

i is chosen so that it is larger than σ 2
i , the true variance of T̂• is less than v•, and the

amount by which it is less is the (weighted) average of degree to which each individual
variance is smaller than the actual variance.

A test for heterogeneity of effects across studies is a test of the hypothesis

H0: θ1 = · · · = θK.

The usual test for heterogeneity of effects across studies, when applied to the com-
posite effect size estimates, uses the statistic

(6)Q =
K∑

i=1

wi(T̂i − T̂•)2,

where in this case, wi = 1/σ̂ 2
i . The test rejects the null hypothesis when Q exceeds the

100(1 − α) percent point of a chi-square distribution with (K − 1) degrees of freedom.
When approximate variances are used to compute weights (and T̂•), Q will not have the
usual chi-squared distribution with (K−1) degrees of freedom when the null hypothesis
is true. The general form of the distribution of Q is given in the following theorem,
which can be used to study the effects on homogeneity tests of using weights that are
not the reciprocals of the variance of the estimates.

THEOREM 1. The sampling distribution of Q defined in (6) is given approximately by
Q/g ∼ χ2

h . In other words Q is distributed approximately as g times a chi-square with
h degrees of freedom, where g = K2/2K1, h = 2K2

1/K2, and K1 and K2 are the first
two cumulants of Q given by

K1 =
K∑

i=1

wiσ
2
i − (

∑K
i=1 w2

i σ
2
i )∑K

i=1 wi
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and

K2 = 2
K∑

i=1

w2
i σ

4
i − 4[∑K

i=1 w3
i σ

4
i ]∑K

i=1 wi

+ 2(
∑K

i=1 w2
i σ

2
i )

2

(
∑K

i=1 wi)2
,

where wi = 1/σ̂ 2
i .

PROOF. To obtain the approximate sampling distribution of Q, we use a result of
Box (1954), which gives the approximate sampling distribution of quadratic forms
in dependent normal variables. Write Q = T ′MT , for a K × K matrix M , and
T′ = (T̂ 1, . . . , T̂ K). Note that T has a K-dimensional multivariate normal distribu-
tion with covariance matrix V = diag(σ 2

1 , . . . , σ 2
K). Theorem 3.1 in Box (1954) says

that Q is distributed as approximately a constant g times chi-square with h degrees of
freedom, where g and h are functions of the first two cumulants of Q (K1 and K2,
respectively), specifically g = K2/2K1 and h = 2K2

1/K2. A standard result on the
distribution of quadratic forms gives the first two cumulants of Q as K1 = tr(V M) and
K2 = 2 tr(V MV M), where tr(X) is the trace of the square matrix X (see, e.g., Rao,
1973). Writing M = D − cwww′ with D = diag(w1, . . . , wK),w = (w1, . . . , wK)′,
and cw = 1/(w1 +· · ·+wK), we obtain the cumulants as K1 = tr(V D)−cw tr(w′V w)

and K2 = 2 tr(V DV D)− 4cw tr(w′V DV w)+ 2c2
w tr(w′V ww′V w), which, after sim-

plification gives the result. �

4.2.1. Estimating the overall mean effect size
It often occurs that a study will measure outcomes on multiple related constructs. While
it is possible and often desirable to synthesize results on measures of each outcome
separately, reviewers sometimes wish to summarize the results across all outcomes.
One way to do so is to compute an effect size from data on a composite measure of the
higher level construct (such as an average or total score on a test battery) for each study.

Combining effect estimates across different outcomes is usually motivated by an in-
terest in a higher level construct (such as school achievement) that includes all of the
lower level constructs reflected in particular outcomes (such as reading, and mathe-
matics achievement). When an analyst has such an interest, it will almost always be
true that the effects on the different outcomes combined will be highly correlated (such
as reading and mathematics achievement, which typically have correlations in excess
of 0.8).

Unfortunately, measures of the composite are often not available in studies, but effect
sizes on the components of the composite are reported. In such cases, reviewers may
wish to use data from effect sizes on each component of the construct in a synthesis as
an alternative to the direct analysis of effects on the composite. If the components of
the composite are measured on the same individuals, and the measures are positively
correlated, then the effect sizes on different components in the same study will not be
independent.

REMARK. If the correlation structure of the component variables (which implies the
correlation structure of the effect sizes computed from them) is known, then fully ef-
ficient analyses are possible using multivariate methods. Methods for estimation and
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testing hypotheses about a composite effect size from components and for testing ho-
mogeneity across components when the covariance structure of the effect sizes is known
were given in Hedges and Olkin (1985).

Often the correlation structure of component outcomes is not reported. One alter-
native is to impute values for the correlations and proceed as if these imputed values
were known using multivariate methods. This approach has two disadvantages. First
multivariate methods are cumbersome to use. Moreover, when the correlation between
components is relatively high (as it must be to justify the arguments that the components
are measures of the same construct), multivariate methods provide only a small gain in
efficiency over simpler alternatives (such as picking a single outcome in each study to
include in the synthesis and ignoring the rest). Therefore the gain in efficiency is often
not viewed as worth the effort of a multivariate analysis, especially when most or all of
the data on correlation structure must be imputed.

A widely used approach to dependence in meta-analysis is to use only a single esti-
mate from each study. If the ith study has ni � N effect size estimates, the composite
estimates are computed for a total of K studies. Often, the composite within-studies
mean estimate for the ith study

(7)T i = (T1 + · · · + Tni
)/ni

is used as an estimate of the mean within-study effect size parameter

(8)θ̄i = (θ1 + · · · + θni
)/ni .

If the effect sizes are homogeneous across studies, that is if all the θij = θ , then each
T i is an unbiased estimate of θ .

REMARK. The unweighted average is typically used within studies because estimates
of different outcomes from the same study often have very similar standard errors, and
thus weights for different estimates would be essentially equal. When estimates are
correlated, the optimal weights (weights that minimize the variance of the composite)
depend on the correlation structure of the estimates. However when estimates are highly
correlated, as they are likely to be in situations where one wishes to combine across
them, the unweighted mean is nearly as efficient as the optimally weighted composite
(see Hedges and Olkin, 1985).

The problem with using T i as the (single) composite effect size for the ith study is
the estimation of its variance, which (through the weights used in combining effect size
estimates across studies) is used to compute the standard error of the combined effect
size estimate. If the individual study weights are inaccurate, so is the standard error of
the weighted average effect size estimate across studies.

The exact variance of T i is

(9)σ̃ 2
i = σ̄ 2

i

ni

+ 1

n2
i

ni∑
a �=b

σiaσibρiab,
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where σ̄ 2
i = (σ 2

i1 + · · · + σ 2
ini

)/ni is the unweighted average of the variances of the
effect sizes in the ith study and the sum runs over all unequal values of a and b from 1
to ni . The value of σ̃ 2

i can be calculated if all of the intercorrelations of the effect size
estimates are known, but if they are not, it can be useful to carry out sensitivity analyses
to see how various possible values of the intercorrelations affect the variance of each T i

or the combined variance of the weighted average of the T i across studies.
The formulation of σ̃ 2

i in (9) makes it clear that σ̃ 2
i = σ̄ 2

i /ni when the components of
the composite are independent. It is less clear in this formulation that σ̃ 2

i is often much
closer to σ̄ 2

i in situations of practical interest. In most situations in which reviewers wish
to combine component effects into a composite, the correlations among components
will be relatively high. If the effect size measures are standardized mean differences, the
variances are also typically nearly identical (since they depend most strongly on sample
sizes). If all of the variances are identical to σ̄ 2

i , all the ni = n, and the intercorrelations
have the same value ρ, then

σ̃ 2
i = σ̄ 2

i

[
1 + (n − 1)ρ

]
/n.

Thus when ρ is high, σ̃ 2
i is close to σ̄ 2

i . For example, when n = 2 and ρ = 0.8,
σ̃ 2

i = 0.9σ̄ 2
i and even if n = 2 and ρ = 0.6, σ̃ 2

i = 0.8σ̄ 2
i . It is clear that if the ρiab > 0,

σ̃ 2
i , is always smaller than σ̄ 2

i , so that σ̄ 2
i is a conservative estimate of σ̃ 2

i (that is σ̄ 2
i

overestimates σ̃ 2
i ). Therefore a sensible (but conservative) value to use for the variance

of the within-study mean effect size T i is σ̄ 2
i , the average of the variances of the effect

sizes combined into T i .
If σ̄ 2

i is used as an estimate of the variance of T i , weights computed as wi = 1/σ̄ 2
i

would be used to compute the estimate of θ . The weighted mean

(10)T • =
∑k

i=1 T i/σ̄
2
i∑k

i=1 1/σ̄ 2
i

will be an unbiased estimate of θ . However Fact 1 implies that the standard error

(11)v• =
(

k∑
i=1

1/σ̄ 2
i

)−1

will not be correct. In this case the exact variance of the weighted mean T • is

(12)V (T •) = v•

[(
K∑

i=1

wiai

)/
K∑

i=1

wi

]
= v•R,

where ai = σ̃ 2
i /σ̄ 2

i and wi = 1/σ̄ 2
i . Since each of the ai is less than or equal to 1, the

true variance of T • is less than v•, and the amount by which it is less is the (weighted)
average of degree to which each individual variance is larger than the actual variance.
If all of the variances are identical to σ̄ 2, all the ni = n, and the intercorrelations have
the same value ρ, then

V (T •) = v•
[
1 + (n − 1)ρ

]
/n,
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which for large values of ρ will be reasonably close to (but smaller than) v•
The usual test of the hypothesis H0: θ = 0, rejects if the statistic

Z = ∣∣T •/
√

v•
∣∣ > cα/2,

where cα is the 100(1 − α) percent point of the standard normal distribution. Because
v• overestimates the true variance of T •, the probability that the test based on Z will
reject is less than α when the null hypothesis is true. In particular, the probability that
the test based on Z rejects when the null hypothesis is true is

1 + Φ
(−cα/

√
R

) − Φ
(
cα/

√
R

)
,

where R is given in (12) above. This implies that the test of the hypothesis that the mean
effect size is zero is conservative (has a rejection rate less than the nominal significance
level). The test is not only conservative, but it may be quite conservative. For example, if
k = 10,m = 2 and ρ = .5, then R computed from (12) would be R = 1.5/2.0 = 0.75.
Consequently the true rejection rate of the test based on Z at the α = 0.05 significance
level would be

1 + Φ
(−1.96/

√
0.75

) − Φ
(
1.96/

√
0.75

) = 0.024.

It may be of interest to conduct sensitivity analyses to see how the standard error of
the combined effect size estimate changes as a function of the intercorrelations among
the effect sizes. This can be done by inserting values in (9) above, but it will usually
be more intuitive to simplify the structure somewhat, for example by assuming that the
intercorrelation has the same value ρ for all studies.

To test the hypothesis

H0: θ̄1 = · · · = θ̄K

of heterogeneity of synthetic effects across studies uses the statistic

(13)QM =
K∑

i=1

wi(T i − T •)2,

where in this case, wi = 1/σ̄ 2. Theorem 1 can be used to obtain the distribution of QM .
When all of the effect estimates are independent QM has the chi-square distribution
with (K − 1) degrees of freedom. When the effects are not independent Theorem 1
implies that QM has a distribution that is a constant g times a chi-square with h degrees
of freedom.

The conservative bias in estimation of the variance of the individual composites (that
is, σ̄ 2

i used to estimate the exact variance is generally larger than σ̃ 2
i ) naturally leads to

smaller values of QM , since each term is divided by a number that is larger than the
actual variance of T i .

When all of the studies have effects in all m groups and the intercorrelations are
identical, then g = [1 + (m − 1)ρ]/m, and h = (K − 1). For example, if K = 10,
m = 2 and ρ = 0.5, then Q would be distributed as 1.5/2.0 = 0.75 times a chi-square
with 10 − 1 = 9 degrees of freedom, and when the null hypothesis of homogeneity is
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Table 1
Effect size estimates and variances from 13 studies of the effects of coaching on SAT verbal and mathematics
scores

Data Derived quantities

Study nT nC T i1 vi1 T i2 vi2 T i σ̄ 2
i

Di 2σ̄ 2
i

1 145 129 0.12 0.0042 0.13 0.0042 0.125 0.0042 −0.01 0.00837
2 13 14 0.08 0.0368 0.00 0.0368 0.04 0.0368 0.08 0.07364
3 16 17 0.51 0.0449 0.14 0.0449 0.325 0.0449 0.37 0.0899
4 188 122 0.12 0.0033 0.12 0.0033
5 28 22 0.22 0.0195 0.22 0.0195
6 39 40 0.09 0.0122 0.09 0.0122
7 22 17 0.14 0.0250 0.14 0.0250
8 48 43 0.14 0.0106 0.14 0.0106
9 25 74 −0.01 0.0128 −0.01 0.0128

10 37 35 0.14 0.0133 0.14 0.0133
11 24 70 0.18 0.0134 0.18 0.0134
12 16 19 0.01 0.0276 0.01 0.0276
13 154 111 0.17 0.0037 0.17 0.0037

Note: These data are from Becker (1990).

true, the probability of getting a value of QM larger than 16.92 (the α = 0.05 critical
value of the chi-square with 9 degrees of freedom) is 0.007, much smaller than the
nominal 0.05.

If the correlations among effect sizes are not known, but it is known (or hypothesized
for sensitivity analysis) that all of the σ̄ 2

i overestimate σ̃ 2
i by the same fraction a (that

is, σ̃ 2
i = aσ̄ 2

i ), then QM has a distribution that is a times a chi-square with (K − 1)
degrees of freedom. Thus the actual critical value of the test at level α (corrected for
conservative estimation of the variance) is cα/a, where cα is the nominal critical value.
For example if K = 10, then the nominal α = 0.05 critical value of Q is 16.92, but the
corrected critical value is (16.92)(0.75) = 12.69.

If an exact test of homogeneity is desired, there are two possibilities. If all of the
correlations among effect sizes were known, then the exact variances of the composites
could be computed. If these exact variances were substituted for the σ̄ 2

i in QM , then
the test statistic would have the correct distribution and an exact test could be done.
Alternatively, the exact values of the variances would permit calculation of the constants
g and h using Theorem 1 to obtain the distribution of QM (when it was computed using
the σ̄ 2

i ).

EXAMPLE. Return to the example of the SAT coaching data. The effect size estimates
and their variances from the K = 13 studies, as reported by from Becker (1990), are
given in Table 1, along with the unweighted average effect size T i and the average
variance σ̄ 2

i for each study. The weighted mean (10) is T • = 0.130 with an estimated
variance from (11) of v• = 0.0007179, corresponding to a standard error of 0.0268.
Thus we compute a 95 percent confidence interval for θ as 0.077 � θ � 0.183. One
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advantage of this dataset is that the correlation parameter between effect sizes on out-
comes one and two (SAT mathematics and SAT verbal scores, respectively) is actually
known to be ρ = 0.66 (see Becker, 1990). This value makes it possible to compute the
exact variance of each of the T i , and consequently the exact variance of T •, which we
compute as V (T •) = 0.0006926, corresponding to an exact standard error of 0.02632.
We see that the ratio of v• to the exact variance of T • is R = 0.98, so that the approx-
imation to the variance had only a slight effect on the standard error of the weighted
mean effect size and the confidence interval computed from this exact standard error
(0.078 � θ � 0.181) is very close to that based on the approximation. Turning to the
homogeneity test, the value of the test statistic is QM = 4.334. If all of the effect size
estimates were independent, this statistic would have a chi-square distribution with 12
degrees of freedom if the null hypothesis is true, yielding a p-value of p = 0.977. Using
the exact variances of the T i and Theorem 1, we obtain the cumulants K1 = 11.525 and
K2 = 22.253, yielding g = 0.965 and h = 11.938, so that QM/0.965 has a chi-squared
distribution with 11.938 degrees of freedom. Compared with this later distribution the
p-value of the QM statistic is p = 0.972, very close to the original value based on ig-
noring dependence. Dependence had little effect in part because few of the total studies
(only 3 of 13) actually had dependent data.

4.2.2. Aggregating within-study contrasts between correlated effect sizes
Reviewers often wish to estimate the differential effect of treatments, that is, the differ-
ence between the effects of a treatment on different outcomes, at different time points,
or the differential effects of different versions of the same treatment. If the different
effects are measured on the same individuals, then the effect size estimates will not be
statistically independent.

REMARK. Omnibus tests of the difference between groups of effect sizes permit a flex-
ible analysis to examine the difference between average effect sizes in groups of studies
in cases when not every study has a measure in every group. When possible, it may be
desirable to compute contrasts of study results between groups within studies, and then
aggregate these within-study contrasts across groups. Such a comparison is logically su-
perior to contrasts of across study average effect sizes since each within-study contrast
controls for characteristics of the study that might affect results.

Note that when the variance of all of the effect size estimates in a study are ap-
proximately the same, the fixed effects estimate of the average of the differences will
give approximately the same results as the difference of the average. This need not be
so for random effects analysis however, because the variance component of the dif-
ferences may be quite different that of the individual components, which would affect
the weighting, possibly substantially. For example, it is possible that the effect sizes of
the individual components have substantial variation across studies associated with dif-
ferences in study design or procedures, while the differences are not affected by such
variation because both components of the difference are measured in the same study
(and therefore share the study design and procedures).
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A widely used approach in meta-analysis is to compute a within-study difference
between effect size estimates, and aggregate these synthetic effect size estimates across
studies. Denote the within-study difference between effect size estimates by

(14)Di = T ia − T ib,

which is an estimate of the difference between within-study effect size parameters

(15)�i = θia − θib.

If there are p differences and there is homogeneity of the effect size differences, that
is if �1 = · · · = �p = �, then each Di is an unbiased estimator of �. As in the
case of the composite effect size parameter, the two effect size estimates involved in the
difference are statistically dependent and this raises the problem of how to estimate the
variance of Di . Since the exact variance of Di is

(16)
σ

2
i = σ 2

ia + σ 2
ib − 2σiaσibρiab,

it follows that if ρ > 0, a conservative estimate of

σ

2
i is given by assuming that ρiab = 0,

that is by estimating 
σ

2
i by σ 2

ia + σ 2
ib = 2σ̄ 2

i . If the variances are identical to σ̄ 2
i , then

the variance of Di reduces to


σ

2
i = 2σ̄ 2

i (1 − ρiab).

Note that this formulation is actually quite conservative if ρ is large. When the vari-

ances are equal, the ratio of the exact variance 
σ

2
i to the conservative estimate (2σ̄ 2

i ) is
(1 − ρ12i ), so that when ρ = 0.8, the ratio is 0.2 and even if ρ = 0.6, the ratio is 0.4.
If it is known that ρ > 0.5 (which may be plausible for highly reliable tests of closely
related achievement constructs) then a much less conservative estimate of the variance
of Di is σ̄ 2

i .
Since the Di, i = 1, . . . , p, are independent, they can be combined to obtain an av-

erage effect and its standard error via the usual fixed effects methods (see, e.g., Shadish
and Haddock, 1994). Specifically, the weighted mean will be

(17)D• =
∑p

i=1 Di/σ̄
2
i∑p

i=1 1/σ̄ 2
i

,

where wi = 1/σ̄ 2
i , which will be an unbiased estimate of �. However the variance (the

square of the standard error) computed in the usual analysis will be

(18)v• = 2

(
p∑

i=1

1/σ̄ 2
i

)−1

(or v•/2 if the estimate σ̄ 2
i is used in place of 2σ̄ 2

i as the variance of Di), which will not
be correct.

From Fact 1, the exact variance of the weighted mean D• is given by

(19)V (D•) = v•

[(
p∑

i=1

wi


σ

2
i

σ̄ 2
i

)/
p∑

i=1

wi

]
= Rv•.
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If all of the variances are identical to σ̄ 2 and the intercorrelations have the same value
ρ, then

V (D•) = (
2σ̄ 2/k

)
(1 − ρ) = v•(1 − ρ),

which will be smaller than v•, and much smaller when ρ is large.
A test for heterogeneity of effects across studies is a test of the hypothesis H0: �1 =

· · · = �k . The usual test for heterogeneity of effects across studies, when applied to the
composite effect size estimates and the estimated variance given above uses the statistic

(20)QD =
p∑

i=1

(Di − D•)2/2σ̄ 2
i .

The usual test rejects the null hypothesis when QD exceeds the 100(1−α) percent point
of a chi-square distribution with (p − 1) degrees of freedom. When the effects are not
independent Theorem 1 implies that QD will not generally have the usual chi-squared
distribution with (p−1) degrees of freedom, but a distribution that is a constant g times
a chi-square with h degrees of freedom.

Note that the conservative bias in estimation of the variance of the individual com-

posites (that is, 2σ̄ 2
i used to estimate the exact variance


σ

2
i is generally larger than


σ

2
i )

naturally leads to smaller values of QD , since each term is divided by a number that is
larger than the actual variance of T i . In other words the test for heterogeneity based on
QD will tend to reject less often than expected given the nominal significance level. If
the correlations between effect sizes are large, then the rejection rate of the test based
on QD will be much less than the nominal rejection rate.

For example, when all of the studies have effects in all m groups and the intercor-
relations are identical, then g = (1 − ρ), and h = (k − 1). For example, if p = 10,
and ρ = 0.5, then QD would be distributed as (1 − 0.5) = 0.5 times a chi-square
with 10 − 1 = 9 degrees of freedom. The actual rejection rate for the test at nominal
significance level α = 0.05 when the null hypothesis is true would be less than 0.0001.

If a test of homogeneity is desired, there are two possibilities. If the correlations
between the effect sizes composing the Di were known, then the exact variances of the
difference could be computed. If these exact variances were substituted for 2σ̄ 2

i , then
this modified version of the test statistic QD would have the correct distribution and an
exact test could be done. Alternatively, the exact values of the variances would permit
calculation of the constants g and h using Theorem 1 to obtain the distribution of QD

(when it is computed using wi = σ̄ 2
i ).

If the correlations among effect sizes are not known, but it is known (or hypothesized
for sensitivity analysis) that all of the correlations between effects have the same value

ρ, then 2σ̄ 2
i overestimates 

σ
2
i by the same fraction 1/(1 − ρ) for all i, that is, 

σ
2
i =

2σ̄ 2
i /(1 − ρ), so that QD has a distribution that is (1 − ρ), times a chi-square with

(k−1) degrees of freedom. Thus the actual critical value of the test at level α (corrected
for conservative estimation of the variance) is (1−ρ)cα , where cα is the nominal critical
value. For example if p = 10, and ρ = 0.5, then the nominal α = 0.05 critical value of
Q is 16.92, but the corrected α = 0.05 critical value is (16.92)(0.5) = 8.46.
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The usual test of the hypothesis H0: � = 0, rejects if the statistic

Z = ∣∣D•/
√

v•
∣∣ > cα/2,

where cα is the 100(1 − α) percent point of the standard normal distribution. Because
v• overestimates the true variance of D•, the probability that the test based on Z will
reject is less than α when the null hypothesis is true. In particular, the probability that
the test based on Z rejects when the null hypothesis is true is

1 + Φ
(−cα/

√
R

) − Φ
(
cα/

√
R

)
,

where R is given in (19) above. This implies that the test of the hypothesis that the mean
effect size is zero is conservative (has a rejection rate less than the nominal significance
level). The test is not only conservative, it may be quite conservative. For example, if
p = 10, m = 2 and ρ = 0.5, then R computed from (19) would be R = 1.5/2.0 = 0.75.
Consequently, when the null hypothesis that � = 0 is true, the actual rejection rate of
the test based on Z at the α = 0.05 nominal significance level would be

1 + Φ
(−1.96/

√
0.75

) − Φ
(
1.96/

√
0.75

) = 0.024.

It may be of interest to conduct sensitivity analyses to see how the standard error of
the combined effect size estimate changes as a function of the intercorrelations among
the effect sizes. This can be done by inserting values in (16) above, but it will usually
be more intuitive to simplify the structure somewhat, for example by assuming that the
intercorrelation has the same value ρ for all studies.

EXAMPLE. Return to the example of the SAT coaching data. The effect size estimates
and their variances from the K = 13 studies, as reported by from Becker (1990), are
given in Table 1, along with the difference between effect sizes on SAT mathematics and
SAT verbal for p = 3 studies, and the average variance σ̄ 2

i for each study. The weighted
mean (17) is D• = 0.028 with an estimated variance from (18) of v• = 0.006937,
corresponding to a standard error of 0.0833. Thus we compute a 95 percent confidence
interval for θ as −0.135 � θ � 0.191. One advantage of this dataset is that the corre-
lation parameter between effect sizes on outcomes one and two (SAT mathematics and
SAT verbal) is actually known to be ρ = 0.66 (see Becker, 1990). This value makes it
possible to compute the exact variance of each of the T i , and consequently the exact
variance of D•, which we compute as V (D•) = 0.002358, corresponding to an ex-
act standard error of 0.0486. We see that the ratio of v• to the exact variance of D• is
R = 0.340, so that the approximation to the variance had a very large effect on the stan-
dard error of the weighted mean effect size. Note however that the effect is, as expected,
conservative. That is, the estimated variance v• is much larger than the true variance.
Note here that if we had used σ̄ 2

i instead of 2σ̄ 2
i as an estimate of the variance of Di , the

ratio R of the true variance to the estimated variance would have been R = 0.68, still
far from 1.0 (indicating that the variance was overestimated), but much closer to 1.0.

Turning to the homogeneity test, the value of the test statistic is QD = 1.510. If
all of the effect size estimates were independent, this statistic would have a chi-square
distribution with 2 degrees of freedom if the null hypothesis is true, yielding a p-value
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of p = 0.470. Using the exact variances of the Di and Theorem 1, we obtain the cu-
mulants K1 = 0.680 and K2 = 0.4624, yielding g = 0.340 and h = 2.000, so that
QD/0.340 has a chi-squared distribution with 2.000 degrees of freedom. Thus the sta-
tistic 1.51/.34 = 4.44 is the adjusted homogeneity test statistic that has a chi-square
distribution under the null hypothesis. Compared with this later distribution the p-value
of 4.44 is p = 0.108, very different from the original value based on ignoring depen-
dence. Dependence had a large effect because all of the studies involved in computing
Di values had dependent data and our estimates 2σ̄ 2

i for the variance of the Di was quite
conservative (that is, they were large overestimates).

4.3. Estimation and testing of mean effect sizes for different outcomes ignoring
dependence entirely

Because the effect sizes from different studies that estimate a given outcome are inde-
pendent, the usual estimates of the group mean effect sizes and their standard errors
have the expected properties. That is, the standard errors of the weighted group mean
effect sizes for each outcome separately are correct and the usual significance tests for
these means individually have the nominal significance levels. However tests for differ-
ences across outcomes in average effect size and estimates of the grand mean effect size
(across outcomes) are affected by dependence and the associated tests and estimates do
not have the distributions that would be expected under independence. In this section
we determine the effects of dependence on these statistics.

4.3.1. Testing for between-group differences in average effect size ignoring dependence
entirely

The test for between–outcome differences in meta-analysis uses an analogue of the
analysis of variance (Hedges, 1981). Specifically, the test of the hypothesis

H0: θ̄•1 = θ̄•2 = · · · = θ̄•m = θ

uses the test statistic

(21)QB =
m∑

i=1

w•j (T •j − T ••)2,

where T •j is the weighted mean of the effect size estimates for the j th outcome given
by

(22)T •j =
∑kj

i=1 wijTij∑kj

i=1 wij

,

T •• is the weighted grand mean given by

(23)T •• =
∑m

j=1
∑kj

i=1 wijTij∑m
j=1

∑ki

i=1 wij

=
∑m

j=1 w•j T •j∑m
j=1 w•j

,
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and w•j is given by

(24)w•j =
kj∑

i=1

wij = 1/v•j .

When the effect sizes are independent, this statistic has the chi-square distribution
with (m − 1) degrees of freedom under the null hypothesis. When the effect sizes are
not independent, this test statistic has a sampling distribution that depends of the co-
variance matrix V of the vector T = (T •1, . . . , T •m)′ of the group mean effect size
estimates. The diagonal elements of V are just the variances of the T •j , for example
the j th diagonal element of V is vjj = 1/w•j . The off-diagonal elements of V are the
covariance of T •a and T •b given by vij = ρ•ab/

√
w•aw•b where ρ•ab is the correlation

between T •a and T •b given by

(25)ρ•ab =
∑p

i=1
√

wiawibρiab√
(
∑ka

i=1 wia)(
∑kb

i=1 wib)

,

which is a kind of weighted average of the study-specific correlations between groups a

and b. Note that if p < ka or p < kb (e.g., if studies do not have effect size estimates in
every group), the consequence for the correlation ρ•ab is exactly the same as averaging
in a correlation of ρiab = 0 for that study. Because it is rarely the case that all studies
have measures in each group, the correlations between group mean effect sizes will
often be rather small even when the study-specific correlations that exist are rather high.
Theorem 2 gives the sampling distribution of QB .

THEOREM 2. The sampling distribution of QB is approximately by QB/g ∼ χ2
h , in

other words QB is distributed approximately as g times a chi-square with h degrees of
freedom, where g = K2/2K1, h = 2K2

1/K2, and K1 and K2 are the first two cumulants
of QB given by

K1 = m − (
∑m

j=1
∑m

i=1 w•iw•j vij )∑m
i=1 w•i

and

K2 = 2

[
m∑

j=1

m∑
i=1

w•iw•j v2
ij − 2[∑m

j=1 w•j (
∑m

i=1 w•ivij )
2]∑m

i=1 w•i

+ (
∑m

j=1
∑m

i=1 w•iw•j vij )
2

(
∑m

i=1 w•i )2

]
,

vjj = 1/w•j , and w•j is given in (24), vij = ρ•ab/
√

w•aw•b, and ρ•ab is given in (25).

PROOF. As in the proof of Theorem 1, write QB = T ′MT , for a m × m matrix M ,
and T′ = (T •1, . . . ,T •m). Note that T has a m-dimensional multivariate normal dis-
tribution with covariance matrix V given above (which is not diagonal in this case).
Theorem 3.1 in Box (1954) says that QB is distributed as approximately a constant
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g times chi-square with h degrees of freedom, where g and h are functions of the
first two cumulants of QB (K1 and K2, respectively), specifically g = K2/2K1 and
h = 2K2

1 /K2. A standard result gives the first two cumulants of QB as K1 = tr(V M)

and K2 = 2 tr(V MV M), where tr(X) is the trace of the square matrix X (see, e.g., Rao,
1973). Writing M = D −cww′ with D = diag(w1, . . . , wm),w = (w1, . . . , wm)′, and
cw = 1/(w1 + · · · + wm), we obtain the cumulants as K1 = tr(V D) − cw tr(w′V w)

and K2 = 2 tr(V DV D)− 4cw tr(w′V DV w)+ 2c2
w tr(w′V ww′V w), which, after sim-

plification gives the result. �

Note that when the effect sizes are independent, that is when vij = 0 if i �= j , then
g reduces to g = 1 and h reduces to h = m − 1, as expected. Also note that h � 1
in any event. Also note that the degrees of freedom are fractional, but the probability
statements involving the distribution remain valid.

Several results follow immediately from this theorem.

COROLLARY 1. When m = 2, h = 1 and g � 1, thus the probability that QB exceeds
the level α critical value of the chi-square distribution with 1 degree of freedom is less
than α. That is carrying out the test using QB with critical values assuming that effect
sizes estimates are independent leads to a conservative test.

COROLLARY 2. When m > 2, but the variances of the T •j ’s are equal, h = m− 1, but
g < 1, thus the probability that QB exceeds the level α critical value of the chi-square
distribution with (m − 1) degrees of freedom is less than α. That is carrying out the test
using QB with critical values assuming that effect sizes estimates are independent leads
to a conservative test.

COROLLARY 3. When m > 2 and the variances of the T •j are not too unequal (within
an order of magnitude or so), h < m − 1, but g < 1, thus the thus the probability
that QB exceeds the level α critical value of the chi-square distribution with (m − 1)

degrees of freedom is less than α. That is carrying out the test using QB with critical
values assuming that effect sizes estimates are independent leads to a conservative test.

COROLLARY 4. When the correlations between the T •a and T •b are small, the test is
only slightly conservative, but when the correlations are large, it can be very conserva-
tive.

COROLLARY 5. If the correlation structure between the T •a and T •b is known, a less
conservative test can be carried out using critical values obtained from the approximate
distribution given above. Alternatively, sensitivity analyses can be carried out to deter-
mine the p-value that would have been obtained under different assumptions about the
correlation structure.

4.4. Estimating the grand mean effect size ignoring dependence entirely

The weighted grand mean effect size estimate T ••, which is the usual estimate of the
effect size θ when the hypothesis of homogeneity of effects is true, is an estimate of θ ,
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but the usual computation of the

(26)v•• =
(

m∑
j=1

w•j

)−1

=
(

m∑
j=1

kj∑
i=1

wij

)−1

will underestimate the true standard error of T •• when data from different outcomes are
positively correlated. The variance of T •• is given by

(27)V (T ••) =
∑m

a=1
∑m

b=1 w•aw•bvab

(
∑m

j=1 w•j )2
= v•• +

∑m
a �=b

√
w•aw•bρ•ab

(
∑m

j=1 w•j )2
.

Because the second term on the right-hand side of (27) is a sum of quantities greater
than or equal to 0 some of which are greater than 0 (since some of the ρ•ab are larger
than 0), it must be greater than 0 and so the actual variance of T •• is greater than v••.
In other words v•• underestimates the true variance of T ••.

The usual test of the hypothesis H0: θ = 0, which rejects if the statistic

Z = ∣∣T ••/
√

v••
∣∣ > cα/2,

where cα is the 100(1 − α) percent point of the standard normal distribution. Because
v•• underestimates the true variance of T ••, the probability that the test based on Z will
reject is greater than α when the null hypothesis is true. In particular, the probability
that the test based on Z rejects when the null hypothesis is true is

1 + Φ
(−cα/

√
R

) − Φ
(
cα/

√
R

)
,

where R = V (T ••)/v••. Similarly, confidence intervals will be too short by a factor of√
R.
It may be of interest to conduct sensitivity analyses to see how the standard error

of the combined effect size estimate or confidence intervals based upon it change as a
function of the intercorrelations among the effect sizes. This can be done by inserting
values in (27) above, but it will usually be more intuitive to simplify the structure some-
what, for example by assuming that the intercorrelation has the same value ρ for all
studies.

EXAMPLE. Return to the example of the SAT coaching data. Using the data given in
Table 1 we use (22) to compute value of T •1 = 0.133 and T •2 = 0.129, and we use
(24) to compute v•1 = 0.001687 and v•2 = 0.000919. We compute the value of QB as
QB = 0.00446. Comparing this value with the chi-squared distribution with 1 degree
of freedom (the null sampling distribution of QB when effect sizes are independent),
we obtain a p-value of p = 0.947. Using the exact correlation between effect sizes
on outcome one and outcome two supplied by Becker (1990), we compute the exact
correlation between T •1 and T •2 as ρ•12 = 0.237. We then apply Theorem 2 with
these values of v•1 = 0.001687, v•2 = 0.000919, and ρ•12 = 0.237 to obtain the
cumulants K1 = 0.774 and K2 = 1.197, which yield g = 0.774 and h = 1.000. Thus
the actual distribution of QB can be defined by saying that QB/0.774 has a chi-squared
distribution with 1 degree of freedom. Comparing the value 0.00446/0.774 with the
chi-squared distribution with 1 degree of freedom yields a p-value of p = 0.939.
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We compute the weighted grand mean (23) as T •• = 0.131 with an estimated vari-
ance from (26) of v•• = 0.000595, corresponding to a standard error of 0.0244. Thus
we compute a 95 percent confidence interval for θ as 0.083 � θ � 0.178. Using the
known correlation parameter between effect sizes on outcomes one and two (SAT math-
ematics and SAT verbal) from Becker (1990), ρ = 0.66, we compute the exact variance
of T •• as V (T ••) = 0.000729, corresponding to an exact standard error of 0.0270. We
see that the ratio of v•• to the exact variance of T •• is R = 1.225, so that the approx-
imation to the variance had a substantial effect on the standard error of the weighted
mean effect size. Note however that the effect is, as expected, anti-conservative. That is,
the estimated variance v•• is smaller than the true variance.

5. Mixed models

We begin by examining procedures for dealing with non-independent effect sizes in
mixed effects statistical procedures. When there is only a single fixed effect (the mean)
such procedures are often called random effects models in meta-analysis.

5.1. Model and notation

Suppose that the data layout is the same as in the fixed effects case. Under the fixed
effects model, the θij were fixed, but unknown, constants. Under this assumption the
variance of Tij is simply vij . In the mixed model, the θij are not fixed but sampled from
a universe of θij values (corresponding to a universe of study effects for j th outcome
and the ith study). Therefore it is necessary to distinguish between the variance of Tij

assuming fixed θij and the variance of Tij that incorporates the variance of θij as well.
The former is the conditional sampling variance of Tij and the later is the unconditional
sampling variance of Tij .

We describe the sampling distribution of the Tij in two parts. Let the standard error
of Tij given θij be σij . Assume that

Tij = θij + εij = μj + ξij + εij ,

where εij is the sampling error of Tij as an estimate of θij and θij itself can be decom-
posed into the mean μj of the population of effects from which the effects of the j th
outcome are sampled and the error ξij of θij as an estimate of μj . In this decomposition
only μj is fixed, and we assume that ξij and εij are random and independently distrib-
uted with mean 0. The variance of εij is σ 2

ij , the conditional sampling error variance
of Tij , which is known. The variance of the population from which the ξij are sampled
is τ 2, assumed to be the same across groups. Equivalently, we might say that τ 2 is the
within-groups (of studies) variance of the population effect size parameters, which is
why τ 2 is often called the between-studies variance component.

Because the effect size θij is a value obtained by sampling from a distribution of
potential values, the unconditional sampling variance of Tij involves τ 2. In particular,
the unconditional sampling variance of Tij is

(28)σ 2 ∗
ij = σ 2

ij + τ 2.
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For the Tij where i � p and j � m, we can describe the dependence succinctly
by saying that the vector T = (T11, . . . , Tp1, T21, . . . , Tpm)′ has a multivariate nor-
mal distribution with mean vector μ = (1′μ1, . . . , 1′μ2, . . . , 1′μm)′ (where 1′ is a
p-dimensional column vector of ones) and covariance matrix

Σ∗ =

⎛
⎜⎜⎝

Σ∗
11 Σ∗

12 · · · Σ∗
1m

Σ∗
12 Σ∗

22 · · · Σ∗
2m

...
...

. . .
...

Σ∗
1m Σ∗

2m · · · Σ∗
mm

⎞
⎟⎟⎠ ,

where Σ∗
aa is a p×p diagonal matrix given by Σ∗

aa = diag(σ 2
a1+τ 2, . . . , σ 2

ap+τ 2),Σ∗
ab

is a p × p diagonal matrix given by Σ∗
ab = diag(σa1σb1ρ1ab + ατ 2, . . . , σapσbpρpab +

ατ 2), where ρiab is the conditional correlation between Tia and Tib given θia and θib,
the correlation induced by correlation of the within-study sampling errors (the εij ’s),
and α is the within-study correlation of the random effects (the correlation of the ξia’s
and ξib’s). Thus we could write Σ∗

aa and Σ∗
ab as

Σ∗
aa = Σaa + τ 2I

and

Σ∗
ab = Σab + ατ 2I.

Note that this model makes two assumptions. The first is that the within-outcome
variance component is the same in each outcome (since there is no group index on the
τ 2). Second, we assume that the study-specific random effects for each study have a
common correlation α. The latter assumption requires further discussion.

REMARK. Note that the model, as stated here, allows for the possibility that there are
correlations between the random effects contained in the correlated effect sizes. Specifi-
cally, it allows the possibility that the correlation between ξij and ξij ′ is α, and this value
does not differ across studies or between different outcomes. Such correlations between
the random effects (multiplied by the appropriate standard deviations) are called covari-
ance components. Such correlations are often plausible.

For example, suppose the groups consist of different outcome variables such as read-
ing and mathematics achievement. It is plausible that studies that find a larger than
average effect on reading (a positive ξi1) also find a larger than average effect on math-
ematics (a positive ξi2) because the particular implementation of the treatment in that
study was more generally effective. Alternatively, one might expect that studies that find
a larger than average effect on reading (a positive ξi1) find a smaller than average effect
on mathematics (a positive ξi2) because the particular implementation of the treatment
in that study concentrated more on reading than mathematics.

Models that can account for such correlations among the random effects are called
covariance components models. Estimation of covariance components typically requires
a considerable amount of data–data that is usually not available in the meta-analytic con-
text and is beyond the scope of this chapter. For a discussion of covariance component
models in meta-analysis see Becker and Schram (1994).



944 L.V. Hedges

5.2. Analyses involving synthetic effect sizes

Consider the strategy of combining effect sizes into averages or differences within stud-
ies (synthetic effect sizes) before combining them across studies (using random effects
procedures) to estimate an overall effect size or a difference between effect sizes.

5.2.1. Estimating the overall mean effect size
Suppose that reviewer wishes to use only a single composite estimate from each study,
and uses the mean T i of the estimates in the study given in Eq. (7). If the effect sizes
are such that all the μj = μ, then each T i is an unbiased estimate of μ.

The problem with using T i as the (single) composite effect size for the ith study
is the estimation of its (conditional) variance, which is used to compute the standard
error of the combined effect size estimate. If the individual study variances are inaccu-
rate, so is the standard error of the weighted average effect size estimate across studies.
Inaccurate variances of the T i contribute to inaccuracy in two ways: directly by inac-
curate estimates of the sampling error variances and indirectly through their effect on
estimation of the between-studies variance component.

A sensible suggestion made in connection with the fixed effects analysis is to use
σ̄ 2

i , the average of the variances of the estimates averaged to obtain T i . This variance
is smaller than the exact variance of T i , which will lead to an underestimation of the
variance component. However the overall estimate of the variance of T i will often be
quite close to the true value.

A direct computation shows that the variance of T i under the random effects model
is σ̃ 2

i + γiτ
2, where

(29)γi = [
1 + (ni − 1)α

]
/ni.

Note that the γi are in general a function of both ni , the number of effect sizes in each
study, and α, the correlation of the random effects within studies. Note also that if α = 1
so that there is a single study-specific random effect, then γi = 1.

Since the T i, i = 1, . . . , K , are independent, they can be combined using standard
random effects methods to obtain an average effect and its standard error (see, e.g.,
Shadish and Haddock, 1994). However, because the variance of the random effect asso-
ciated with each T i is not necessarily the same (unless all the ni are the same or unless
α = 1), the procedure for estimating τ 2 needs to be modified slightly. Specifically, τ 2

can be estimated by

(30)τ̂ 2
M =

[
QM−(K−1)

aM
if QM � (K − 1),

0 if QM < (K − 1),

where a is given by

(31)aM =
K∑

i=1

wiγi −
∑K

i=1 w2
i γi∑K

i=1 wi

,

wi = 1/σ̄ 2
i and QM is the homogeneity statistic given in (13) in connection with the

fixed effects analysis. Note that the fact that σ̄ 2
i used for the variance of T i in QM is an
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overestimate of its actual variance leads to bias in the form of consistent underestimation
of τ 2, since each term of QM is an underestimate of the ratio of the ith squared deviation
to the ith variance. An expression for the bias of τ̂ 2 is given in the following theorem.

THEOREM 3. The bias E{τ̂ 2
M} − τ 2

M in the estimate of τ 2 given by (30) is

Bias
{
τ̂ 2
M

} =
∑K

i=1
σ̃ 2

i

σ̄ 2
i

− (
∑K

i=1 wi)
−1

(∑K
i=1 wi

( σ̃ 2
i

σ̄ 2
i

)) − (K − 1)

a
,

where wi = 1/σ̄ 2
i and a is the constant given in (31) used in the estimate of τ 2.

PROOF. Writing QM as a quadratic form in T ′ = (T 1, . . . ,T K), which has covariance
matrix V = diag(σ̃ 2

1 +γ1τ
2, . . . , σ̃ 2

K+γKτ 2) under the mixed model. Writing M = D−
cww′ with D = diag(w1, . . . , wK),w = (w1, . . . , wK)′, and cw = 1/(w1 +· · ·+wK),
the expected value of QM is E{QM } = tr(V M) = tr(V D) − cw tr(w′V w), which, in
turn, leads to E{τ̂ 2

M} and the bias. �

Note that the bias does not depend on τ 2, but only on the ratio σ̃ 2
i /σ̄ 2

i of the exact to
estimated conditional variances of the T i . Specifically, the bias depends on the degree
to which the average ratio and the weighted average ratio (with weights wi = 1/σ̄ 2

i ),
respectively, depart from 1.

The random effects weighted mean will be

(32)T ∗• =
∑K

i=1 T i/(σ̄
2
i + γi τ̂

2
M)∑K

i=1 1/(σ̄ 2
i + γi τ̂

2
M)

.

The variance (the square of the standard error) computed in the usual analysis will be

(33)v∗• =
(

K∑
i=1

1/
(
σ̄ 2

i + γi τ̂
2
M

))−1

,

which will not be correct. Using Fact 1, the true variance V (T ∗•) is

(34)V (T ∗•) = v∗•

(
K∑

i=1

w∗
i

σ̃ 2
i + γiτ

2
M

σ̄ 2
i + γi τ̂

2
M

)/
K∑

i=1

w∗
i .

Note that the true variance is v∗• times a weighted mean of the ai = (σ̃ 2
i + γiτ

2
M)/(σ̄ 2

i +
γi τ̂

2
M), the ratio of the true unconditional variance to the estimated unconditional vari-

ance (using the weights w∗
i = 1/(σ̄ 2

i + γi τ̂
2
M)).

REMARK. Note, that the biases in the two quantities in the denominator of each term
of v∗• go in opposite directions. That is, σ̄ 2

i overestimates σ̃ 2
i , but τ̂ 2 underestimates τ 2,

so the biases tend to cancel. In fact, if all of the variances are identical to σ̄ 2, then T ∗• is
the unweighted sample mean of T 1, . . . , T K and v∗• is exactly equal to the usual sample
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estimate of the variance of the mean of T 1, . . . , T K , namely S2
T
/K . Thus we would

expect v∗• to be much closer to V (T ∗•) than v• is to V (T •).
The usual test of the hypothesis H0: θ = 0, rejects if the statistic

Z∗ = ∣∣T ∗•/
√

v∗•
∣∣ > cα/2,

where cα is the 100(1 − α) percent point of the standard normal distribution. The rejec-
tion rate of this statistic is often remarkably close to nominal. In fact, if all the variances
are identical, Z∗ is exactly the usual t-test statistics computed from the T i .

5.2.2. Aggregating within-study contrasts between correlated effect sizes
Reviewers often wish to estimate the differential effect of treatments, that is, the differ-
ence between the effects of a treatment on different outcomes, at different time points,
or the differential effects of different versions of the same treatment. If the different
effects are measured on the same individuals, then the effect size estimates will not be
statistically independent.

Suppose the analyst wishes to estimate the average within-study difference between
effect size estimates using Di , defined in (14) which is an estimate of �i defined in (15).
In this case the object of the estimation is not a constant value of the treatment effect
size, but the average, μ� of the �i values in the universe of studies from which the �i

have been sampled.
As in the case of the fixed effects model, the two effect size estimates involved in the

difference are statistically dependent and this raises the problem of how to estimate the
variance of Di . Under the random effects model, the exact variance of Di is


σ

2 ∗
i = σ 2

i1 + σ 2
i2 − 2σi1σi2ρi12 + 2(1 − α)τ 2 = 

σ
2
i + 2(1 − α)τ 2.

It follows that if ρ > 0, a conservative estimate of 
σ

2
i is given by assuming that ρi12 = 0,

that is by estimating 
σ

2 ∗
i by σ 2

i1 + σ 2
i2 + 2(1 −α)τ 2. If the variances are identical to σ̄ 2

i ,
then the variance of Di reduces to


σ

2
i = 2σ̄ 2

i (1 − ρ12i ) + 2(1 − α)τ 2.

Note that this formulation is actually quite conservative if ρ and α are large. If it is
known that ρ > 0.5 and α > 0.5 (which may be plausible for highly reliable tests of
closely related achievement constructs) then σ̄ 2

i + 2(1 − α)τ 2 will usually be a much
less conservative estimate of the variance of Di and it has much to recommend it. In
such cases, substituting σ̄ 2

i + 2(1 − α)τ 2 for 2σ̄ 2
i + 2(1 − α)τ 2 in analyses is desirable.

Since the Di, i = 1, . . . , p, are independent, they can be combined using standard
random effects methods to obtain an average effect and its standard error (see, e.g.,
Shadish and Haddock, 1994). However the procedure for estimating τ 2 needs to be
modified slightly. In this case τ 2 can be estimated by

(35)τ̂ 2
D =

[
QD−(p−1)

2a(1−α)
if QD � (p − 1),

0 if QD < (p − 1),
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where a is given by

(36)a =
p∑

i=1

wi −
∑p

i=1 w2
i∑p

i=1 wi

,

where the wi = 1/2σ̄ 2
i and QD is the heterogeneity statistic given in (20). Note that

the fact that σ̄ 2
i used for the variance of T i is an overestimate of its actual variance

leads to bias in the form of consistent underestimation of τ 2, since each term of Q is an
underestimate of the ratio of the ith squared deviation to the ith variance. An expression
for the bias of τ̂ 2

D is given in the following theorem.

THEOREM 4. The bias E{τ̂ 2
D} − τ 2

D is given by

Bias
{
τ̂ 2
D

} =
∑p

i=1


σ

2

i

σ̄ 2
i

− (
∑p

i=1 wi)
−1

(∑p

i=1 wi

(
σ

2

i

σ̄ 2
i

)) − (p − 1)

2a(1 − α)
,

where wi = 1/2σ̄ 2
i and a is the constant given in (36) used in the estimate of τ 2.

PROOF. The proof is essentially identical to that of Theorem 3. �

The random effects weighted mean will be

(37)D∗• =
∑p

i=1 Di/(2σ̄ 2
i + 2(1 − α)τ̂ 2

D)∑p

i=1 1/(2σ̄ 2
i + 2(1 − α)τ̂ 2

D)
.

The variance (the square of the standard error) computed will be

(38)v∗• =
(

p∑
i=1

1/
(
2σ̄ 2

i + 2(1 − α)τ̂ 2
D

))−1

,

which will not be exactly correct. The ratio of the true variance V (D∗•) to v∗• , the vari-
ance computed in the analysis of the composites

(39)
V (D∗•)

v∗•
=

(
p∑

i=1

w∗
i

σ̃ 2
i + 2(1 − α)τ 2

2σ̄ 2
i + 2(1 − α)τ̂ 2

D

)/
p∑

i=1

w∗
i

is a weighted mean of the (σ̃ 2
i + 2(1 − α)τ 2)/(2σ̄ 2

i + 2(1 − α)τ̂ 2
D), the ratio of the

true unconditional variance to the estimated unconditional variance (using the weights
w∗

i = 1/(2σ̄ 2
i + 2(1 − α)τ̂ 2

D)).
Note however, that the biases in the two quantities in the denominator of each term

of v∗• go in opposite directions. That is, 2σ̄ 2
i overestimates 

σ
2
i , but τ̂ 2 underestimates

τ 2, so the biases tend to cancel. For example, if all of the variances are identical to σ̄ 2,
then D∗• is the unweighted sample mean of D1, . . . , Dp and v∗• is exactly equal to the
sample estimate of the variance of the mean of D1, . . . ,Dp, namely S2

D
/K .
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The usual test of the hypothesis H0: θ = 0, rejects if the statistic

Z∗ = ∣∣D∗•/
√

v∗•
∣∣ > cα/2,

where cα is the 100(1 − α) percent point of the standard normal distribution. The rejec-
tion rate of this statistic is often remarkably close to nominal. In fact, if all the variances
are identical, Z∗ is exactly the usual t-test statistics computed from the Di .

5.3. Testing for between-outcome differences in average effect size ignoring
dependence entirely

The mixed model test for between-outcome differences in meta-analysis uses an ana-
logue of mixed model analysis of variance. Specifically, the test of the hypothesis

H0: μ•1 = μ•2 = · · · = μ•m = μ

uses the test statistic

(40)Q∗
B =

m∑
j=1

w∗•j (T ∗•j − T ∗••)2,

where T ∗•j is the weighted mean of the j th group given by

(41)T ∗•j =
∑kj

i=1 w∗
ij Tij∑kj

i=1 w∗
ij

,

T ∗•• is the weighted grand mean given by

(42)T ∗•• =
∑m

j=1
∑kj

i=1 w∗
ij Tij∑m

j=1
∑kj

i=1 w∗
ij

=
∑m

j=1 w∗•j T ∗•j∑m
j=1 w∗•j

,

and w∗•j is given by

(43)w∗•j =
kj∑

i=1

w∗
ij ,

and w∗
ij = 1/(vij + τ̂ 2). In the case of the mixed model, τ 2 is typically estimated by

(44)τ̂ 2 =
[

QW −m(p−1)
a

if QW � m(p − 1),

0 if QW < m(p − 1),

where QW is pooled within outcomes homogeneity statistic

(45)QW =
m∑

i=1

ki∑
j=1

wij (Tij − T •j )2,
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where wij = 1/σ 2
ij are the fixed effects weights, a is given by a = a1 + · · · + am, and

aj is given by

aj =
kj∑

i=1

wij −
∑kj

i=1 w2
ij∑kj

i=1 wij

.

Note that QW can be written as QW = QW1 + · · · + QWm, where QWi is the test sta-
tistic for homogeneity of effect sizes within the ith group. Thus the estimate of τ 2 given
in (44) can be seen as obtained by pooled (across outcomes) the within-outcomes het-
erogeneity statistics. Although the QWj are not independent, the estimate of τ 2 derived
from pooling across outcomes is still unbiased.

Note that the effect size estimates that are combined to yield T ∗•j are independent,

so the variance of T ∗•j is approximately 1/w∗•j . However, the T ∗•j are not independent
of one another in the model examined in this chapter. Thus test statistics such as Q∗

B

that were designed for comparing independent means will have not have their nominal
distributions under the model in this chapter.

When the effect sizes are independent, the test statistic Q∗
B has the chi-square dis-

tribution with (m − 1) degrees of freedom under the null hypothesis. When the effect
sizes are not independent, this test statistic has a sampling distribution that depends
of the covariance matrix V ∗ of the vector T ∗ = (T ∗•1, . . . , T

∗•m)′. The diagonal ele-
ments of V ∗ are just the variances of the T ∗

i•, for example the ith diagonal element of
V ∗ is vii = 1/v∗•j , the variance of T ∗•j computed under the random effects analy-

sis. The off-diagonal elements of V ∗ are the covariance of T ∗•a and T ∗•b given by
vij = ρ•ab/

√
w∗•aw∗•b where ρ•ab is the correlation between T ∗•a and T ∗•b given by

(46)ρ∗•ab =
∑p

i=1

√
wiawibρiab+ατ2

w∗
iaw∗

ib√
(
∑ka

i=1 w∗
ia)(

∑kb

i=1 w∗
ib)

,

which is a kind of random effects weighted average of the study-specific correlations
between groups a and b. The random effects average correlation ρ∗•ab is often less than
the fixed effects average ρ•ab since, in the model considered here, the random effects
increase the variance of effect size estimates but have no effect on the covariances be-
tween them. The sampling distribution of Q∗

B under the model in this paper is given in
the following theorem.

THEOREM 5. The sampling distribution of Q∗
B is approximately by Q∗

B/g ∼ χ2
h , in

other words Q∗
B is distributed approximately as g times a chi-square with h degrees of

freedom, where g = K2/2K1, h = 2K2
1/K2, and K1 and K2 are the first two cumulants

of Q∗
B given by

K1 =
m∑

i=1

w∗•iv∗
ii − (

∑m
j=1

∑m
i=1 w∗•iw∗•j v∗

ij )∑m
i=1 w∗•i
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and

K2 = 2
m∑

j=1

m∑
i=1

w∗•iw∗•j
(
v∗
ij

)2 − 4[∑m
j=1 w∗•j (

∑m
i=1 w∗•iv∗

ij )
2]∑m

i=1 w∗•i

+ 2(
∑m

j=1
∑m

i=1 w∗•iw∗•j v∗
ij )

2

(
∑m

i=1 w∗•i )2
,

v∗
jj = 1/w∗•j is given in (43), v∗

ij = ρ∗•ab/
√

w∗•aw∗•b, and ρ∗•ab is given in (46).

PROOF. As in the proof of Theorem 2, write Q∗
B = T ′MT , for a m × m matrix M ,

and T′ = (T ∗•1, . . . , T
∗•m). Note that T has a m-dimensional multivariate normal distri-

bution with covariance matrix V ∗ given above. Following the same procedure as in the
proof of Theorem 2 yields the result. �

Note that when the effect sizes are independent, that is when vij = 0 if i �= j ,
and if errors of estimation of τ 2 in w∗•j can be ignored, then g reduces to g = 1 and
h reduces to h = m − 1, as expected. Also note that h � 1 in any event. Also note
that the degrees of freedom are fractional, but the probability statements involving the
distribution remain valid.

Several results follow immediately from this theorem.

COROLLARY 1. When m = 2, h = 1 and g � 1, thus the probability that Q∗
B exceeds

the level α critical value of the chi-square distribution with 1 degree of freedom is less
than α. That is carrying out the test using QB with critical values assuming that effect
sizes estimates are independent leads to a conservative test.

COROLLARY 2. When m > 2, but the variances of the T ∗•j ’s are equal, h = m− 1, but
g < 1, thus the probability that Q∗

B exceeds the level α critical value of the chi-square
distribution with (m − 1) degrees of freedom is less than α. That is carrying out the test
using Q∗

B with critical values assuming that effect sizes estimates are independent leads
to a conservative test.

COROLLARY 3. When m > 2 and the variances of the T ∗•j are not too unequal (within
an order of magnitude or so), h < m − 1, but g < 1, thus the probability that Q∗

B

exceeds the level α critical value of the chi-square distribution with (m − 1) degrees
of freedom is less than α. That is carrying out the test using Q∗

B with critical values
assuming that effect sizes estimates are independent leads to a conservative test.

COROLLARY 4. When the correlations between the T ∗•a and T ∗•b are small, the test is
only slightly conservative, but when the correlations are large, it can be very conserva-
tive.

COROLLARY 5. If the correlation structure between the T ∗•a and T ∗•b is known, a less
conservative test can be carried out using critical values obtained from the approximate
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distribution given above. Alternatively, sensitivity analyses can be carried out to deter-
mine the p-value that would have been obtained under different assumptions about the
correlation structure.

5.4. Estimating the grand mean effect size ignoring dependence entirely

The weighted grand mean effect size estimate T ∗•• is the usual estimate of the effect size
μ under the mixed model when the hypothesis of homogeneity of effect sizes across
outcomes is true. In the case of dependence across outcome groups, T ∗•• is still an
estimate of μ, but the usual computation of the variance

(47)v∗•• =
(

m∑
j=1

w∗•j

)−1

=
(

m∑
j=1

kj∑
i=1

w∗
ij

)−1

will underestimate the true standard error of T ∗•• when data from different outcomes are
positively correlated. The variance of T ∗•• is given by

(48)V
(
T ∗••

) =
∑m

a=1
∑m

b=1 w∗•aw∗•bv∗
ab

(
∑m

j=1 w∗•j )2
= v∗•• +

∑m
a �=b λabρ

∗•ab

(
∑m

j=1 w∗•j )2
,

where

λab =
√

V (T ∗•a)V (T ∗•b)
v∗•av∗•b

.

Note that the exact variances in the numerator of λab involve the exact value of τ 2,
while the weights in the denominator of λab involve the estimated values of τ 2. Thus
except for estimation error, v•a = 1/V (T ∗•a) and λab = √

w∗•aw∗•b. Because the second
term on the right-hand side of (48) is a sum of quantities greater than or equal to 0
some of which are greater than 0 (since some of the ρ∗•ab are larger than 0), it must be
greater than 0 and so the actual variance of T ∗•• is greater than v∗••. In other words v∗••
underestimates the true variance of T ∗••.

The usual test of the hypothesis H0: μ = 0, which rejects if the statistic

Z∗ = ∣∣T ••/
√

v∗••
∣∣ > cα/2,

where cα is the 100(1 − α) percent point of the standard normal distribution. Because
v∗•• underestimates the true variance of T ∗••, the probability that the test based on Z∗
rejects is greater than α when the null hypothesis is true. In particular, the probability
that the test based on Z∗ rejects when the null hypothesis is true is

1 + Φ
(−cα/

√
R∗ ) − Φ

(
cα/

√
R∗ )

,

where R∗ = V (T ∗••)/v∗••. Similarly, confidence intervals will be too short by a factor
of R∗.

It may be of interest to conduct sensitivity analyses to see how the standard error
of the combined effect size estimate or confidence intervals based upon it change as a
function of the intercorrelations among the effect sizes. This can be done by inserting
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values into (48) above, but it will usually be more intuitive to simplify the structure
somewhat, for example by assuming that the intercorrelation has the same value ρ for
all studies.

6. Conclusions

Analysts often desire to combine effect size data that are not independent. Although
multivariate methods have been developed that provide optimally efficient estimates,
valid standard errors, and statistical test with valid significance levels, these multivariate
methods are seldom used because they require access to data on the correlation structure
of the estimates that is seldom available and cannot be often be usefully estimated from
the effect size data available. Consequently, analysts often use approximate methods
that do not require knowledge of the correlation structure.

One approach involves creating synthetic effect sizes from the dependent effect sizes
in each study, and then combining these (independent) synthetic estimates of effect size
across studies. These methods provide unbiased estimates of average effect size para-
meters, but conservative (that is, overestimates) of standard errors. Thus they lead to
confidence intervals for average effects that are too wide, and significance tests on the
mean that reject less often than nominal. The amount by which they are conservative
depends on the correlation structure and the amount of the effect size data that actually
involves correlated estimates. Under some circumstances (e.g., few studies that actually
provide multiple, correlated effect size estimates) they may be only slightly conser-
vative. Tests of heterogeneity of the synthetic effect sizes also reject less often than
nominal, that is they suggest heterogeneity less often than they should.

A second approach is to simply ignore the dependence among positively correlated
effect size estimates. This approach also leads to unbiased estimates of the grand mean
effect size parameter, but conservative (that is overestimates) of standard errors. Thus
they lead to confidence intervals for the grand mean effect that are too wide, and sig-
nificance tests on the grand mean that reject less often than nominal. Omnibus tests
for differences among group mean effect sizes have more complex behavior, but they
are generally also conservative, rejecting less often than nominal. This leads to the re-
markable situation in which ignoring dependence is actually conservative. However this
is only the case if the dependent effect size estimates are positively correlated. Pos-
itive correlations are plausible in cases where the dependent effect sizes are based on
measures of closely related constructs. However, negative correlations are possible, par-
ticularly when constructs are not closely related, and in such cases ignoring dependence
may be anticonservative.

One interesting finding is that random effects methods involving synthetic effect
sizes generally perform much better in terms of standard errors than do fixed effects pro-
cedures. This happens because random effects procedures compute the variance of each
effect size from two sources, one theoretical (which is selected to be an underestimate)
and one empirical which tends to overestimate variance exactly when the theoretical
component underestimates it. Thus these two biases tend to cancel each other. Indeed,
they do so exactly when all studies have the same conditional variances. This suggests
a new reason to prefer random effects methods in meta-analysis.
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Vertical Scaling: Statistical Models for Measuring
Growth and Achievement

Richard J. Patz and Lihua Yao

Abstract
This chapter examines psychometric modeling approaches to vertically scaled ed-
ucational assessments. We discuss historical approaches, and we examine model
assumptions widely used in current practice. We identify a weakness in exist-
ing approaches that leaves users overly vulnerable to implausible (e.g., disordinal)
grade-by-grade results, and we develop and demonstrate the general feasibility of an
alternative approach grounded in hierarchial modeling. The approach we introduce
and explore is a hierarchical multi-group item response theory model that allows ex-
plicit estimation of the functional form of the grade-to-grade growth patterns. The
modeling framework we introduce is very general and incorporates widely used item
response theory approaches to vertical scaling as special cases. We explore proper-
ties of the model and the estimation algorithms using simulated and real data from
achievement tests.

1. Introduction

Test forms may be scaled in order to support valid interpretations regarding growth and
change. Scaling may be used in conjunction with linking and equating to facilitate com-
parisons of results arising from the use of different test forms. Vertical scaling refers
to the calibration of test forms (i.e., “levels”) intended to be used at an ordinal set of
points in the development of examinee proficiency in a domain of knowledge (Patz
and Hanson, 2002). Prominent examples of vertical scales include those underlying the
achievement tests commonly used for measuring achievement in elementary and sec-
ondary schools. Many of these testing programs employ a set of unique test forms of
sequentially greater difficulty for testing students in progressive grade levels of school-
ing. Such tests may report “scale scores” on a common scale that spans the range of
tested grades.

When differences in population proficiency at adjacent levels are modest in com-
parison to differences among examinees within levels, and when the expectations or
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standards against which examinees are to be measured overlap extensively, then linking
the adjacent test levels to a common scale will make sense and help to provide meaning-
ful information. These conditions are generally well satisfied in the case of achievement
test batteries that measure development of proficiency in broad domains such as reading
and mathematics, for example, although it is certainly possible to configure standards
and test blueprints for such tests with minimal grade-to-grade overlap.

Tests that are vertically scaled are intended to support valid inferences regarding
growth over time, since a student may take forms that become intentionally more dif-
ficult as the student progresses through years of schooling. Vertical scaling may also
support the use of ‘out-of-level’ testing, where a student of one grade level may take
a test form built for a different grade level, as may be a prescribed accommodation for
some students.

The inferences that vertical scaling of test forms can support have important lim-
itations. Because adjacent test levels are not parallel forms, vertical scaling does not
constitute an equating of forms in the strict sense, but instead represents a form of test
linking. Furthermore, the validity of inferences based on such a linking will depend
on the strength of the link, and this strength will generally diminish with the distance
between levels under most vertical scaling data collection designs. That is, although a
set of tests may measure achievement in writing on a scale that spans grades 3–7, com-
parisons between scores based on the third and seventh grade forms will typically not
be well supported, although comparisons based on adjacent forms may be very well
supported.

In this chapter we examine vertical scaling issues in their statistical modeling con-
text. In Section 2 we discuss recent and historical statistical practice for creating vertical
scales. We discuss some historical approaches to vertical scaling, and we point out some
limitations in widely employed current practice. We discuss in Section 3 general mod-
eling issues that must be considered in evaluating approaches to vertical scaling. In
Section 4 we develop and implement a hierarchical model with a layer that explicitly
models the functional form of grade-to-grade growth in mean proficiency. We conclude
with a general discussion of the various modeling approaches.

2. Vertical scaling of achievement tests: Recent and past statistical practice

Tests and assessments that measure growth across large grade spans on a common scale
have a long history. For example, editions of the California Achievement Tests pub-
lished before 1980 (e.g., CTB/McGraw-Hill, 1979) used Thurstone (1928) scaling, as
described in Gulliksen (1950, pp. 284–286). Under this version of Thurstone scaling,
raw scores (i.e., number correct scores) for equivalent groups of examinees are normal-
ized and linearly equated.

The Iowa Tests of Basic Skills have been vertically scaled using a “scaling test”
design, wherein a special test composed of items selected from each test level is admin-
istered to special samples of students. Within- and between-grade variability and growth
is determined on the basis of the scaling test results, and grade level specific forms are
linearly equated to the scale (Hieronymus et al., 1982).
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Fig. 1. Grade-to-grade growth on the ITBS national standard score scale, derived from ITBS Guide to Re-
search and Development, 2003.

The Iowa Tests report student test results in terms of grade equivalent scores and
normalized standard scores. A student’s grade equivalent score is defined as the grade
level for which the student’s performance is the national median. Figure 1 depicts grade
level growth on Iowa’s developmental standard scale, as can be inferred from informa-
tion presented in the ITBS Guide to Research and Development (Riverside Publishing,
2003). Figure 1 shows grade on the horizontal axis (with Kindergarden as grade 0), and
scale score for the national 50th, 20th, and 80th percentile ranks. A grade equivalent
score associated with any scale score may be identified by finding the grade (on the
horizontal axis) associated with any scale score (from the vertical axis) using the line
for the 50th national percentile rank.

We note as an aside that Figure 1 displays a pattern of increasing within-grade vari-
ability as grade increases. Other authors have found decreasing or stable within-grade
variability depending on the method for creating the vertical scale, and the topic has
been a matter of some controversy (see, for example, Camilli et al., 1993).

It is generally recognized that grade equivalent scores must be interpreted with some
caution. Although it is possible, for example, to report grade-equivalent scores that dif-
fer (significantly) from a given student’s grade level, such a score should not be taken
as evidence that the student could advance several grades. A more subtle misinterpre-
tation of grade equivalent scores can arise when growth across grades is nonlinear. For
example, a pattern of decelerating growth is visible in the ITBS standard score scale
and is also visible in empirically derived vertical scale results for other published tests.
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Fig. 2. Examinees or schools with consistent normative performance may appear otherwise when grade
equivalent scores are used to characterize nonlinear growth.

Figure 2 displays, for students at the 20th, 50th, and 80th national percentile ranks,
the number of grades that each is above or below grade level. A student (or group of
students) scoring consistently at the 20th national percentile rank would appear to be
falling farther and farther behind over time. Similarly, students scoring consistently at
the 80th national percentile rank would appear to be pulling farther ahead. In each case
consistent normative performance may be misinterpreted when grade equivalent scores
are used.

Note that grade equivalent scores are uniquely defined only when the pattern of
growth across grade levels is monotonic. Some empirical evidence (e.g., Heynes, 1978)
suggests that students may fall back during a summer away from school, and achieve-
ment test batteries standardized for both fall and spring norms (e.g., CTB/McGraw-
Hill’s Comprehensive Test of Basic Skills, Fifth Edition), manage observed “summer
slumps” by creating separate sets of grade equivalent scores for fall and spring. Finally,
we note that grade equivalent scores may be derived from a vertical scale, but that grade
equivalents per se do not constitute a vertical scale (since, for example, the amount of
growth from one grade to the next is defined to be one grade equivalent unit).

2.1. Applications of item response theory to vertical scaling

Item response theory (IRT; Lord, 1980) models describe the probability of respond-
ing correctly (or to a degrees of partial correctness) to each of a set of items, for
students with proficiency characterized by values on a continuous scale. Examples
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include the one-parameter (Rasch, 1960), two-parameter, or three-parameter logistic
(3PL; Birnbaum, 1968) models, typically used for dichotomously scored multiple-
choice items, and (two-parameter or generalized) partial credit models (e.g., Masters,
1982; Muraki, 1992; Yen, 1993) for polytomously scored constructed response items.
When any of these IRT models are estimated based on examinee response data, the re-
sulting “latent variable” proficiency estimate for any examinee is statistically identified
as that variable that explains the statistical dependence of responses to multiple items
by individual examinees. Conditional independence of item responses given proficiency
is a fundamental IRT modeling assumption, and it has direct implications not only for
model building and estimation, but also for interpretation of reported scale scores. Scale
scores thus have immediate interpretation not only as the general proficiency on the
domain defined by the items on the exam, but also in terms of likely success for an
examinee on particular items. This observation is exploited, for example, in standard
setting procedures that order items from easiest to most difficult and elicit judgments
regarding required levels of mastery on the ordered item set (e.g., bookmark standard
setting as introduced by Lewis et al., 1996; see also Mitzel et al., 2001).

Scales based on IRT models have become the most widely used in vertically scaled
achievement tests in the United States. The Rasch (1960) IRT model has been widely
used for many decades. This model is the basis for scaling the widely used Stanford
Achievement Tests and Metropolitan Achievement Tests, for example, as well as a
number of state testing programs (e.g., California’s STAR testing program). The appli-
cation of the Rasch model to vertical scaling applications received significant attention
and scrutiny (e.g., Slinde and Linn, 1979; Gustafsson, 1979; Loyd and Hoover, 1980;
Holmes, 1982). This literature highlights some difficulties in interpreting results when
linking carried out using one set of examinees is used to support interpretations regard-
ing the performance of another set of examinees, especially when the different examinee
groups have different ability distributions.

The application of other IRT models (e.g., 3PL) in vertical scaling contexts has
been widely employed more recently. These models are used in the vertical scaling
of TerraNova series of tests (including the CTBS/5 and CAT/6 tests) published by
CTB/McGraw-Hill, as well as in state testing programs such as those in Mississippi
and Tennessee. Harris and Hoover (1987), and Harris (1991) studied the application of
the 3PL model to vertical scaling, and found reasons to be cautious about interpreting
the results for largely the same reasons identified for the Rasch model studies (i.e., the
ability level of the examinees involved in the linking of test forms has an impact on the
resulting scores and interpretations).

Comparisons of IRT and Thurstone scales in a variety of contexts may be found
in Yen (1986), Yen and Burket (1997), and Williams et al. (1998). A particularly in-
teresting discussion of historical approaches to the development of vertical scales for
achievement test batteries, with an emphasis on the advantages and disadvantages of
grade-equivalent scores, may be found in the 1984 edition of Educational Measurement:
Issues and Practice (Hoover, 1984a, 1984b; Burket, 1984). Because of its widespread
use, we focus on IRT approaches to vertical scaling in the remainder of this chapter.

Several compelling features are provided by achievement tests when they are ver-
tically scaled. They facilitate the estimation and tracking of growth over time, as we
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may obtain repeated measures on individual students using different, age- and grade-
appropriate test forms. This would help determine how much growth has occurred over
time and in different regions of the proficiency range. Second, it would appear that
vertically scaled achievement tests would allow more robust comparisons from sin-
gle, cross-grade administrations. In particular, vertical scales allow comparisons of one
grade level to another, and one cohort of students to another at any point in time.

Vertical scaling of test forms also enables important comparisons regarding test
items. Vertical scaling can lead to more efficient field testing of new content, as items
targeted for one grade might be found to be of more appropriate difficulty for an adja-
cent grade. Final form selection for a target grade can then identify appropriate items
from a larger pool, when each item in the pool has parameters on a common scale.
In addition, standard setting judgments can be made more precisely in theory, since a
richer set of items (from adjacent levels of the test) may be ordered and the scale may
thus be more finely segmented as the density of items increases.

All of these advantages that vertical scaling promises to deliver rest on the informa-
tion provided by the vertical scaling analysis. In the case of IRT models, the information
comes in the form of model parameters, and valid inference depends on the appropri-
ateness and fit of the model, and the accuracy with which model parameters can be
estimated. For these reasons, careful examination of modeling approaches that support
vertical scaling is warranted.

3. Statistical modeling approaches for vertical scaling

3.1. Modeling complex educational assessment phenomena

Inference problems that are complex may sometimes be broken down into a series of
simpler problems to be tackled in sequence. Educational assessment programs regu-
larly employ this “divide-and-conquer” strategy. For example, the National Assessment
of Educational Progress (NAEP) has the complicated task of measuring and tracking
over time the achievement of students in the United States as a whole and in selected
subgroups of the nation. Divide-and-conquer features of the NAEP analyses include:
(1) errors in the rating process for constructed-response items are monitored during the
scoring, but then assumed to not exist in subsequent analysis; (2) IRT item parame-
ters are estimated using a simple N(0, 1) model for proficiency, and then assumed to
be fixed and known at their estimated values in subsequent analysis (Patz and Junker,
1999b).

Similarly, operational scoring of standardized tests typically proceeds under an as-
sumption that the test’s characteristics (e.g., item parameters, raw-score-to-scale-score
conversions), are known and fixed at values based on an earlier analysis. Although it
would be possible to re-estimate test characteristics for the population being scored, that
would not be practical in most cases. Furthermore, for certain inferences regarding test
scores (e.g., comparisons with a norm group), it would not be desirable to re-estimate
the item and test characteristics.

Under a divide-and-conquer approach, the results of each sub-analysis will generally
be easy to interpret, and this may be especially important for validity in assessment
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contexts. Furthermore, sources of uncertainty or model misspecification may be easier
to identify and easier to isolate from other analyses. For example, if an IRT model does
not fit response data well, this fact may be easier to identify in an analysis that focuses
on the IRT model and does not include parameters for rater accuracy or parameters for
subpopulation effects.

Although divide-and-conquer approaches may have these advantages and may also
be computationally tractable where more unified analyses may not, a clear disadvantage
of a divide-and-conquer analysis is the difficulty associated with propagating errors or
uncertainty from one part of the analysis to another. For example, standard errors asso-
ciated with mean achievement levels in NAEP do not reflect any uncertainty attributable
to errors in the human rating process.

Inferences based on vertical scaling data may be amenable to either divide-and-
conquer or unified analyses. Unified analysis may take the form of concurrent estimation
of a single unidimensional IRT model that spans the grade levels and models the popu-
lation proficiency distribution for each grade (Bock and Zimowski, 1996; Zimowski et
al., 1996). Divide-and-conquer approaches involve separate analysis of data from each
grade level (or possibly pairs of levels), followed by an analysis focused on the relation-
ships between the grade-by-grade results.

The relative performance of divide-and-conquer versus unified analysis (i.e., separate
versus concurrent IRT estimation) in the case of horizontal equating (i.e., equating forms
intended to have equal difficulty) has been studied (Hanson and Béguin, 2002; Kim and
Cohen, 1998; Petersen et al., 1983). There is some evidence that when the model is
correctly specified concurrent calibration produces more accurate results than separate
calibration. Hanson and Béguin (2002) provided some evidence to indicate that this is
at least partly due to the fact that there is one set of parameter estimates for the common
items, which is based on more data than the two separate sets of parameter estimates for
the common items in separate calibration.

Several variations of divide-and-conquer are currently in use for vertical scaling, and
these are discussed and compared to a unified (i.e., concurrent calibration) approach by
Karkee et al. (2003) and Hoskens et al. (2003). These analyses using real assessment
data fail to indicate any advantage to the unified approach, and instead suggest that
separate calibration by grade level is superior. Patz and Hanson (2002) conjectured that
whereas a concurrent calibration may produce more accurate results when the model is
correctly specified, it may be that separate estimation or fixed estimation is more robust
to model misspecification than concurrent estimation.

A noticeable feature of existing statistical approaches (unified and divide-and-
conquer) to vertical scaling is that no assumptions are made regarding the progression
of proficiency across the grade levels. Instead, assumptions are made regarding the test
items (e.g., that items appearing on two test levels have common technical character-
istics on each), and inferences regarding progression of proficiency across grade levels
are made by examining the resulting distributions of estimated student proficiencies.
When those distributions have implausible characteristics, the validity of the scaling is
rightly called into question.

For example, in the early years of California’s STAR testing program, the state’s
ninth grade population, year after year, was reported to be less proficient in reading
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on average than its eighth grade population (see, for example, Shrag, 1999). In part
because this phenomenon (the “ninth grade dip”) showed up in other states using the
same standardized test battery, it was generally believed that the problem was likely a
problem with the vertical scaling of the standardized test or the appropriateness of the
vertical scale for newly developed forms of the standardized test.

Now that California and most other states have moved away from nationally stan-
dardized tests in favor of custom state tests, they face the prospect of vertically scaling
their NCLB reading and math tests with some caution. In many cases, states have de-
veloped their standards and tests for different grade levels at different points in time
and with different stakeholders. The resulting system of standards and test blueprints
may lack coherent cross grade articulation of progressively more challenging content
that publishers of nationally standardized tests build with great care. Furthermore, the
methods widely used in these vertical scaling analyses (for state tests and nationally
standardized tests) depend on strong assumptions regarding the behavior of relatively
few item parameters and not at all on reasonable assumptions regarding how very large
numbers of examinees might be expected to behave on average.

As a general statistical matter, assumptions (e.g., ordinality, smoothness) regarding
the progression of proficiency across grade levels may be articulated as constraints on
appropriate model parameters, resulting in a fitted model in which both items and ex-
aminees may be expected to display technical characteristics that conform to reasonable
expectations. In Section 4 we demonstrate the feasibility of such a statistical modeling
approach to establishing a vertical scale. First we lay some groundwork by describing a
general modeling framework.

3.2. A general IRT modeling framework for vertical scaling

In order to develop and explore comprehensive and unified modeling approaches it is
necessary to introduce a formal statistical model. We find Patz and Junker (1999b) de-
scription useful here. Item response data consists of a set {Xij : i = 1, 2, . . . , N; j =
1, 2, . . . , J } of J discrete observations on each of N individual examinees. IRT models
quantify examinee i’s propensity to answer item j correctly based on the examinee’s
location θi on a latent scale, and on characteristics of the items captured by parameters
βj . Covariates Y = (Y1, Y2, . . . , YN) on examinees (e.g., demographic or grade level
information) and covariates Z = (Z1, Z2, . . . , ZJ ) on items may be specified. We let
λ = (λ1, λ2, . . . , λL) represent the parameters of the distribution of θ in the popula-
tion; for example, if θ is assumed to be normally distributed, then perhaps λ = (μ, σ ),
the usual normal mean and standard deviation parameters. We assume independence of
item responses within examinees given proficiency (i.e., local independence), and inde-
pendence of item responses across subjects given θ and the relevant covariates. These
assumptions imply that

p(X|β, λ, Y, Z) =
∫

p(X|θ, β, λ, Y, Z)p(θ |β, λ, Y, Z) dθ

=
∫

p(X|θ, β, Y, Z)p(θ |λ, Y,Z) dθ
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=
∫

p(X|θ, β, Z)p(θ |λ, Y ) dθ

(1)=
N∏

i=1

∫ J∏
j=1

p(Xij |θi, βj , Zj )p(θi |λ, Yi) dθi,

where Xij is the response of examinee i to item j (Patz and Junker, 1999b). Most
standard IRT models and estimation methods may be characterized in relation to this
general framework.

In a fully Bayesian analysis, a prior distribution p(β, λ|Y,Z) for the parameters λ

and β is specified. It is usually most convenient to assume that all parameters are a-priori
independent, so that p(β, λ|Y,Z) = p(β|Z)p(λ|Y) = ∏J

1 pj (βj |Z)
∏L

1 p�(λ�|Y). We
are interested in features of the joint posterior distribution p(θ, β, λ|X, Y,Z), which
under the assumptions above we may write as

p(θ, β, λ|X, Y,Z)

∝ p(X|θ, β, λ, Y, Z)p(θ |β, λ, Y, Z)p(β|λ, Y,Z)p(λ|Y,Z)

(2)= p(X|θ, β, Z)p(θ |λ, Y )p(β|Z)p(λ|Y).

This joint posterior distribution presents a comprehensive and unified view of all un-
known quantities of interest in the model, including their expected or most probable
values, their statistical dependence on one another, and the degree of precision with
which they may be characterized. Estimation and examination of this distribution will
support unified analyses as generally described above. If the joint posterior distribu-
tion p(θ, β, λ|X, Y,Z) could not be estimated easily, we might resort to a divide-and-
conquer approach involving a sequence of analyses, each of which focuses on one part
of the model and makes simplifying assumptions regarding others.

The standard IRT models commonly estimated using marginal maximum likelihood
via the E–M algorithm (Bock and Aitken, 1981) may be seen as a special case of the
general model described above. In this case p(X|θ, β) is a standard unidimensional
IRT model (e.g., 3PL), and characteristics λ of the proficiency distribution are fixed so
that p(θ |λ) = N(0, 1). Separate calibration approaches to the vertical scaling problem
may be viewed as repeated estimation of the simple IRT model (once for each grade),
followed by a linear transformation of results based on separate analysis of parameters
of items common to two or more grades. (See, for example, Hanson and Béguin, 2002.)

The standard unified analysis of vertical scaling data, concurrent estimation of a
unidimensional, multiple group, IRT model, may also be seen as a special case of the
general framework. Here again, p(X|θ, β) is a unidimensional IRT model, the covariate
Y of interest is the grade level of the student, and features of the proficiency distribution
λ are {μg, σg}Gg=1, the mean and standard deviation of the population at each grade g.

In the remainder of this chapter we introduce a hierarchical model for p(θ |λ, Y ) that
includes a functional form for mean growth across grades. This level will allow us to
explicitly estimate a mean growth trajectory, and to do so under assumptions that such
a trajectory should have some degree of regularity. More generally, the approach is an
example of how estimation for one “small area” (i.e., one grade level) may be informed
by estimation of other areas of the model (i.e., adjacent grade levels).
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An alternative exploration using this framework may be found in Patz and Yao
(2005), where proficiency θ is allowed to be multidimensional and p(X|θ, β) is a mul-
tidimensional IRT model. Whereas multidimensional IRT analyses can explain how the
definition of proficiency changes over grades, unidimensional IRT analyses are likely to
remain central in the actual building of assessments and the reporting of their results.

In order to implement the approaches and to retain flexibility to easily examine mod-
eling alternatives, we develop Markov chain Monte Carlo (MCMC) algorithms. MCMC
may be implemented in a straightforward manner for fitting item response models (Patz
and Junker, 1999a), and variations of standard IRT models may be developed and ex-
amined with relative ease using MCMC (e.g., Patz and Junker, 1999b; Béguin and Glas,
2001).

4. Exploring grade-to-grade growth in achievement: An application of
hierarchical modeling

In this section we develop and implement a version of (1) that includes a hierarchical
model for p(θ |λ, Y ) with a functional form for mean growth across grades. Patz and
Hanson (2002) suggested such an approach for vertical scaling problems but did not
implement it. Principles of hierarchical modeling and Bayesian data analysis would
suggest that such an approach might result in more regular patterns of mean growth
across grade levels, as estimates for any grade level mean will “borrow strength” from
the information available at neighboring grades.

In this chapter we are able to demonstrate plausibility of the approach and reason-
ableness of parameter estimates using a simple simulation study and an analysis of real
vertical scaling data. We introduce one functional form (quadratic growth across grades)
and estimate the model using a specific set of prior distributions. We note at the start
that significant further investigation (including, for example, sensitivity of results to
prior specification) will be required before the approach we recommend is adopted in
practice.

4.1. Model specification

In K-12 achievement tests, the mean growth curves often appear to follow an approxi-
mately quadratic form, with the growth rate noticeably steeper at the lower grades and
leveling off as the grades increase. We will examine the hierarchical modeling approach
assuming a general quadratic form (i.e., one that would accommodate growth that ac-
celerates over grades just as easily as growth that decelerates). We will assume standard
item response theory models for dichotomous and polytomous items.

For a dichotomous item j we will assume that the probability of a correct response
for an examinee with ability θi follows the three-parameter logistic (3PL) model:

(3)Pi,j = P(Xi,j = 1|θi, βj ) = β3,j + 1 − β3,j

1 + e(−β2,j θi+β1,j )
.

In this case βj = (β1,j , β2,j , β3,j ) are the parameters for the j th item.
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Let

Pi,j (Xi,j |θi, βj ) = P
Xi,j

i,j (1 − Pi,j )
1−Xi,j .

For a polytomous item j , we assume the probability of a response k for an examinee
with ability θi is given by the generalized or two parameter partial credit model (2PPC)
as:

(4)Pi,j,k = P(Xi,j = k|θi, βj ) = e(k−1)β2,j θi−∑k
t=1 βδt ,j∑Kj

m=1 e[(m−1)β2,j θi−∑m
t=1 βδt ,j ] ,

where

βj = (βδ2,j , . . . , βδKj
,j , β2,j )

are the parameters for j th item, βδ1,j = 0, and k = 1, 2, . . . , Kj , where Kj is the num-
ber of response categories for the j th item. The latent trait space can be unidimensional
or multidimensional. In this section, the latent trait space is unidimensional.

Let

Pi,j (Xi,j |θi, βj ) =
Kj∏
k=1

P
1(Xi,j =k)

i,j,k ,

where

1(Xi,j =k) =
{

1 if Xi,j = k,

0 otherwise.
The item parameters for all items on the test are

β = (β1, . . . , βj , . . . , βJ ),

where

βj = (β1,j , β2,j , β3,j )

for 3PL items and

βj = (βδ2,j , . . . , βδKj
,j , β2,j )

for 2PPC items. The ability parameters for examinees are

θ = (θ1, . . . , θN).

Thus the likelihood takes the form

(5)P(X|θ, β) =
N∏

i=1

P(Xi |θi, β) =
N∏

i=1

J∏
j=1

P(Xi,j |θi, βj ).

A two-level model for proficiencies can be specified by re-writing one term in
Eq. (2):

p(λ|Y) = p(λ|Y, τ)p(τ |Y).

Here we allow τ to characterize the distribution of population parameters.
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We assume that for students in grade g, with population mean and standard deviation
μg and σg , we assume

P(θ |μg, σg) ∼ N(μg, σg).

The population parameters λ are thus

λ = (μ1, σ1, μ2, σ2, . . . , μG, σG),

where each μg, σg is the mean and standard deviation of the population distribution for
grade g = 1, 2, . . . ,G.

Thus,

(6)P(λ|Y) =
G∏

g=1

P(μg, σg|Y, τ)P (τ |Y)

(7)=
G∏

g=1

P(μg|τ)P (σg)P (τ |Y).

Here we will use τ to specify a quadratic function for mean proficiencies over grades.
That is τ = (a, b, c) and

(8)P(μg|τ) = P(μg|a, b, c) ∼ N
(
ag2 + bg + c, σμ = 0.1

)
,

(9)P(σg) ∼ N(μσ = 1, σσ = 0.1).

Finally, we assume a flat prior for quadratic parameters

(10)p(τ) = P(a, b, c) = 1.

4.2. Estimation method and software

Markov Chain Monte Carlo (MCMC) methods sample from the posterior distribution as
in Eq. (2), which were obtained from Eq. (5) (the likelihood), (7), (8) and (9). Markov
Chain Monte Carlo algorithms are well suited to IRT models (see, for example, Patz
and Junker, 1999a, 1999b). The algorithm has been implemented in the software pro-
gram BMIRT (Yao, 2003). The BMIRT microcomputer software program was used for
calibrations of multiple groups. Identifiability of the model is achieved by constraining
the mean and standard deviation of the person ability distribution equal to 0 and 1, re-
spectively, for one of the groups. Means and standard deviations for all other groups
may then be estimated along with the other model parameters. Additional discussion of
identifiability may be found in Patz and Hanson (2002).

For comparison, Pardux (Burket, 2002), a microcomputer software program was
used for all calibrations and equatings in the present study. Pardux can estimate di-
chotomous and polytomous IRT models for both single groups and for multiple groups
using the E–M algorithm. In the single group case Pardux constrains the mean and stan-
dard deviation of the person ability distribution equal to 0 and 1, respectively, during the
item parameter estimation process to obtain model identification. In the multiple group
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case Pardux constrains the mean and standard deviation of the person ability distribu-
tion equal to 0 and 1, respectively, for one of the groups and estimates the means and
standard deviations for all other groups during the item parameter estimation process,
in order to obtain model identification. Marginal maximum likelihood is used to esti-
mate item parameters. Although Pardux estimates means and standard deviations for
each grade level, no prior distributions are specified for these parameters and no func-
tional form is assumed or estimated. The Pardux program can also be used for equating
and linking. Pardux uses the Stocking–Lord (1983) test characteristic curve method for
equating/linking.

We specify prior distributions for item parameters. Proper prior distributions can
be helpful in obtaining stable parameter estimates, particularly true for the 3PL model
(see Patz and Junker, 1999b). For multiple choice items (3PL model), we assume the
following priors:

β1,j ∼ N
(
μβ1,j

, σ 2
β1,j

)
,

log(β2,j ) ∼ N
(
log(μβ2,j

), σ 2
β2,j

)
,

β3,j ∼ beta(a, b).

For constructed response items (2PPC model), the item parameters are

βj = (βδ2,j , . . . , βδKj
,j , β2,j ).

The priors are taken to be lognormal for β2,j and normal for βδk,j . And the means and
standard deviations of the prior distributions are μβ2,j

= 0, μβδk,j
= 1, σβδk,j

= 1,
σβ2,j

= 1, where k = 1, . . . , Kj .

4.3. Examining model estimation with simulated data

4.3.1. Simulated data
We examine characteristics of the model estimation using a simulated data set with
characteristics similar to what was observed in a vertical scaling analysis using real
assessment data. In particular we simulate 1000 examinees in each of 5 grade levels.
The ability distribution for each grade was taken to be normal. The means across grades
were taken to fall along a quadratic function, namely (−1.65,−0.65, 0, 0.40, 0.60).
The standard deviations are specified to be sd = (0.906, 0.965, 1, 1.110, 1.006). The
number of common items between grades are (18, 18, 18, 19), and they are all MC
items. For each grade, there are 13 constructed responce items: seven two-level items,
one three-level item, and five five-level items. The total number of items for each grade
3–7 are 53, 53, 54, 55, and 51.

Figure 3 displays the test characteristic curves (TCCs) for Grade 1 to Grade 5 from
the true parameter files that we used to simulate the data. Also visible in the graph is a
vertical line indicating the mean of the examinee proficiency for each grade.

4.3.2. Estimation results
We fit the hierarchical BMIRT model in 15000 iterations of the MCMC algorithm,
using the first 5000 to reach stationarity (“burn-in”), and estimating parameters using
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Fig. 3. Test characteristic curves for simulated vertical scaling test forms. Vertical lines show population
means by grade.

Table 1
BMIRT EAP population parameter estimates (posterior standard deviations
in parentheses) from a simulated data set, with (nonhierarchical) Pardux es-
timates for comparison. Parameters a, b, and c indicate the shape of the
quadratic growth specified for the prior distribution of grade-level means

Variable True Pardux BMIRT (SE)

a −0.13 – −0.16 (0.08)

b 1.35 – 1.48 (0.48)

c −2.85 – −2.94 (0.58)

μ1 −1.65 −1.82 −1.66 (0.11)

μ2 −0.65 −0.71 −0.63 (0.06)

μ3 0.00 0.00 0.00 (0.03)

μ4 0.40 0.41 0.37 (0.07)

μ5 0.60 0.58 0.50 (0.08)

σ1 0.91 1.05 0.90 (0.11)

σ2 0.97 1.08 1.01 (0.10)

σ3 1.00 1.01 1.00 (0.05)

σ4 1.11 1.16 1.20 (0.11)

σ5 1.01 0.97 0.93 (0.10)
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Fig. 4. True and estimated proficiency distribution means and standard deviations across grades from simu-
lation.

the last 10000 iterations. Quick inspection, sufficient for our exploratory purposes here,
suggests that the Markov chain reached stationarity.

Results for population parameters are presented in Table 1, and graphically in Fig-
ure 4. The BMIRT software appears to do a plausible job of capturing population
parameters. There appears to be some divergence in the extreme grades, with BMIRT
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Fig. 5. True and estimated (by Pardux and BMIRT) test characteristic curves for each grade.

doing a better job at the lowest grade and Pardux doing a better job at the higher grade.
More testing of the program is warranted.

Results for item parameters are summarized graphically as the corresponding test
characteristic curves are displayed in Figures 5 and 6. The BMIRT software appears to
do a plausible job of capturing item parameters.

It is worth emphasizing again that the purpose of this simulation and model estima-
tion exercise was to examine behavior of the modeling approach and software program
in an example for which the BMIRT model fits exactly. It appears to behave adequately
in this case. One might expect that BMIRT fitted growth curves would be close to the
true curves, given the quadratic form of the prior on grade means, and this appears visi-
ble to some extent. It will be important in future work to examine the impact of making
an incorrect assumption regarding the functional form of the growth curves. Compar-
isons with Pardux estimates simply provide some additional context for examining the
results, but no conclusion regarding the relative performance of the two programs is
suggested or supported by these analyses.

4.4. Vertically scaling real achievement test data

We next examine the behavior of the hierarchical model when fit to real achievement
test data. For this purpose we use data collected as a part of the national standardization
studies conducted for the Comprehensive Test of Basic Skills, Fifth Edition (CTBS/5;
CTB/McGraw-Hill, 1998). We examine the mathematics results for grades 2–8, utiliz-
ing nationally representative samples of 1700 examinees per grade. We compare the
resulting grade level means to those published by CTB/McGraw-Hill (1998). Published



Vertical scaling 971

Fig. 6. True and estimated (by Pardux and BMIRT) test characteristic curves for a test comprising all items
across all grade levels.

Fig. 7. Growth on CTBS/5 Mathematics between grades 2 and 8.
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results are based on simultaneous analysis of fall and spring testing data, and are sub-
ject to additional smoothing procedures. To align the scales, we linearly transform our
results so that the grade 2 mean and grade 8 mean agree, allowing us to examine how
our estimates of where this growth occurs compares to the published results. Figure 7
displays the results. We can see that our results display a generally similar trend to the
published results. This analysis suggests that the approach may plausibly be applied to
real data sets, with reasonable grade-to-grade trends resulting. More extensive develop-
ment and testing is warranted for this particular model, its variations, and this particular
estimation approach.

5. Discussion

In this chapter we have examined general issues in modeling educational assessment
data for which vertical scaling may be appropriate. We have described the divide-
and-conquer and unified approaches currently in practice, and we have developed and
explored a unified approach that might overcome significant limitations of existing ap-
proaches. In particular, we developed an approach that might be most useful when there
is reason to believe that the growth in proficiency might be relatively smooth, and where
other information regarding the relative proficiencies of grade levels might be strength-
ened.

The hierarchical approach is a more general version of concurrent estimation of the
unidimensional IRT model. That is, the marginal Bayes or maximum likelihood esti-
mation of the multi-group IRT model is consistent with the hierarchical model with flat
priors for parameters characterizing the grade-by-grade proficiency distributions. When
proper priors are specified for these components of the hierarchical model, the hier-
archial model may be viewed as a constrained version of the multi-group IRT model.
To the extent that the prior distributions capture real features of growth patterns, they
promise to enable more reliable estimation in vertical scaling problems.

As in any fully Bayesian analysis, information contained in the prior distributions
is combined with information contained in the data (through the likelihood function),
so that the final results derived from the posterior distribution reflect both prior and
data. In particular, specifying regular (i.e., quadratic in our example) growth in the prior
does not force regular growth in the posterior estimates of grade level means. Although
we obtain posterior estimates of parameters characterizing grade-to-grade growth (i.e.,
quadratic parameters a, b, and c in our example), posterior estimates μg for each grade
g will deviate from this estimated curve. The approach will have an effect of smoothing
grade-to-grade growth, and the degree of smoothness is controlled by the strength of the
prior distributions (e.g., by the size of σμ). More work remains to be done to identify
appropriate choices of these parameters for particular analyses.

Patterns of growth for individuals and populations is of direct interest, and having a
model that captures salient features of growth trajectories would provide an important
tool for examining these features. In this chapter we have successfully fit a model with a
quadratic form for grade-to-grade growth, and we have shown by straightforward simu-
lation that the estimation approach can capture model parameters. More work is needed
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to make the estimation algorithm more robust, and to identify those conditions under
which the approach would provide superior or inferior results. Furthermore, the reason-
ableness of the quadratic growth assumption should be evaluated, and alternatives to
quadratic growth (e.g., splines) should be investigated. A useful feature of the MCMC
fitting algorithm is that changes to distributional assumptions and functional relation-
ships are relatively easy to implement, so these investigations should be practical in the
near future.

The results of these analyses suggest that (1) more comprehensive modeling ap-
proaches are possible; (2) patterns of growth, which will remain of interest, can be
modeled parametrically and better understood and controlled; and (3) that we have
some additional work to do before we are able to supplant existing divide-and-conquer
approaches and reap the benefits in practice that more comprehensive modeling might
bring.

Finally, we note that the approaches we have proposed and explored in this chapter
relate to a single administration of a cross-grade assessment. This type of data is of
significant interest, and it is generally the only type of data that may be available when
a vertical scale must be established. The growth that is modeled and analyzed captures
changes in the distribution of proficiency from one grade level to the next. Perhaps
the most powerful information available to inform us about growth over grade levels,
however, will come from longitudinal data collected as students progress over years
of schooling. Such data is just now becoming available in large volume as states have
established assessment programs and data warehouses that capture information every
year for all students in a range of grades. This data will allow us to examine individual
growth trajectories, as advocated by Willett (1994), Singer (1998), and Singer and Willet
(2003), for example, and to re-examine the definition of vertical scales for achievement
tests. We expect the tools we have developed here for hierarchical analysis to facilitate
this promising area of study.
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Review of Cognitively Diagnostic Assessment and a
Summary of Psychometric Models1,2

Louis V. DiBello, Louis A. Roussos and William Stout

Abstract
This paper is divided into two main sections. The first half of the paper focuses
on the intent and practice of diagnostic assessment, providing a general organiz-
ing scheme for a diagnostic assessment implementation process, from design to
scoring. The discussion includes specific concrete examples throughout, as well as
summaries of data studies as appropriate.

The second half of the paper focuses on one critical component of the implemen-
tation process – the specification of an appropriate psychometric model. It includes
the presentation of a general form for the models as an interaction of knowledge
structure with item structure, a review of each of a variety of selected models,
separate detailed summaries of knowledge structure modeling and item structure
modeling, and lastly some summarizing and concluding remarks.

To make the scope manageable, the paper is restricted to models for dichoto-
mously scored items. Throughout the paper, practical advice is given about how to
apply and implement the ideas and principles discussed.

1. Preliminaries

As a context for describing existing approaches to cognitive diagnostic modeling, this
paper describes an assessment implementation framework, including assessment de-
sign and subsequent development, model specification, estimation, and examinee score
reporting. In the second half, the paper presents a survey of psychometric models, focus-
ing primarily on several current diagnostic models and approaches. The paper promotes
further research along two streams: (1) research in the various disciplines required for

1DiBello and Roussos are co-first authors.
2The second half of this paper represents a focused updating of an earlier report by Roussos (1994). In
addition we acknowledge the important review of statistical approaches to cognitively relevant assessment by
Junker (1999), especially for the idea of grounding a discussion of psychometric models within the broader
framework of assessment design. We follow that approach here.
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effective diagnostic assessment design, field test trials, and evaluation in operational ed-
ucational testing settings that may benefit from skills diagnostic scoring, and (2) further
statistical and psychometric investigations of these models, methods and applications.
The terms “skills” and “attributes” are used interchangeably throughout.

2. Implementation framework for diagnostic assessment

As noted by Junker (1999), the challenges of designing a diagnostic assessment are:
“how one wants to frame inferences about students, what data one needs to see, how
one arranges situations to get the pertinent data, and how one justifies reasoning from
the data to inferences about the student.” This recognition of assessment design as a
process of reasoning from evidence was summarized in the NRC Report, Knowing What
Students Know (Pellegrino et al., 2001), as the “assessment triangle” consisting of three
main components: cognition, observation, and interpretation. The evidence centered de-
sign (ECD) paradigm developed by Mislevy, Almond, and their colleagues (see, e.g.,
Almond et al., 2003; Mislevy et al., 2003, 2004) frames that recognition into a system-
atic and practical approach to assessment design. In this section we adapt and augment
the ECD paradigm to describe a framework for the entire implementation process for
diagnostic assessment, elaborating on practical aspects of cognitively based assessment
design and also going beyond design to illuminate practical issues in regard to estima-
tion and score reporting.

We conceptualize the diagnostic assessment implementation process as involving the
following main components:

(1) Description of assessment purpose;
(2) Description of a model for the latent skills of diagnostic interest (the skills space);
(3) Development and analysis of the assessment tasks (e.g., test items);
(4) Specification of a psychometric model linking performance to latent skills;
(5) Selection of statistical methods for model estimation and evaluating the results; and
(6) Development of systems for reporting assessment results to examinees, teachers,

and others.

As we will detail next, the components of a successful implementation process are
necessarily nonlinear, requiring considerable interaction and feedback between the com-
ponents and demanding close collaboration between users, test designers, cognitive
psychologists, and psychometricians.

2.1. Assessment purpose

The purpose of the assessment should be clearly delineated, and this purpose has strong
implications for the description of the latent attribute space. For example, if the purpose
is to diagnose human competency on a user-selected set of multiple skills, this would
seem to require an explication of what it means to be competent in each of the skills and
would seem to point toward a small number of discrete levels of classification on each
skill, e.g., the dichotomy of competent versus not competent on each skill. However,
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if the purpose of the assessment is a more traditional one of ranking examinees along
some broad general competency scale, then an appropriate skill space selection would
seem to be a single continuous scale.

In particular, the purpose of the assessment will have significant impact on whether
the targeted latent attribute or skill space will be modeled with one or more than one
variable, and whether the variables will be discrete for classification purposes or con-
tinuous for scaling purposes. It is essential to note that targeted skill inferences can be
supported by the user-selected tasks only if proper attention is given to skill information
provided by the tasks. Hence, the determination of purpose in the first step interacts
with choosing tasks that provide appropriate information about skills.

Already, one can see the nonlinear nature of diagnostic assessment implementation in
that components (2) and (3) above are necessarily partly initiated at step (1). However,
it is still convenient to think of the components as separate, even though successful
implementation requires tight interaction and integration among the six components.

There are two kinds of practical skills diagnostic settings considered: (1) analysis of
existing assessment data using more complex skills-based models in hopes of extracting
richer information than provided by unidimensional scaling or other existing analyses,
and (2) designing a test from the beginning for a skills-based diagnostic purpose. In
designing an effective diagnostic assessment, satisfying the assessment purpose is the
prime motivation, so delineating the assessment purpose should be accomplished with
care. However, many of the applications with complex diagnostic models that are ac-
tually found in the literature are cases in which the skills diagnosis is conducted as a
post-hoc analysis, called retrofitting by some, sometimes as a demonstration of a new
statistical model and/or method, and sometimes as an attempt to extract richer informa-
tion than the assessment was designed for. One good example of where the consideration
of assessment purpose preceded and motivated the discussion of the development of a
skills diagnosis implementation procedure is that of Klein et al. (1981), who investigated
the diagnosis of student errors in math problems involving the addition and subtrac-
tion of fractions. Another example is the LanguEdge study of Jang (2005, 2006) and
Roussos et al. (2006b). The Jang study is an example of an existing test in the sense that
the LanguEdge English Language Learning (ELL) assessment items already existed.
Jang defined a new classroom purpose for this test and subsequently built a successful
skills framework to extract diagnostic information that would be useful for teachers and
learners in an ELL class. We cite both of these examples (along with a few others, as
needed) throughout this paper to illustrate important points about diagnostic assessment
design and implementation.

2.2. Description of the attribute space

As mentioned above, the assessment purpose leads naturally to the question of what is
to be assessed about the test takers – what proficiencies are involved and what types
of inferences are desired. The second component in our implementation process then
requires a detailed formulation of the skills and other attributes that will be measured
in order to accomplish the test purpose. In this step, a detailed representation of the
skills or attributes space is developed in light of the purpose and based on cognitive
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science, educational psychology, measurement, and relevant substantive literature. Of-
ten such literature will not lead to only one particular attribute or skills representation,
and in such cases multiple representations should be considered before a selection is
made. Jang (2005, 2006) and Roussos et al. (2006b) provide an excellent example of
such a detailed literature investigation as Jang considered how to represent reading com-
prehension in second-language learning. Jang reported great controversy as to whether
reading comprehension was decomposable into skills; and that, among the many re-
searchers who did believe in a skills representation, there was still further controversy
about what exactly those skills should be. Jang based her final selection of the skills
space representation on careful consideration of the several possibilities given in the
literature and also on task analyses of component (3). Since in this example the tasks
already existed, Jang carefully analyzed the tasks before settling on a final selection of
the skills representation.

In general, although substantive cognitive theory is essential for successful design
and implementation, we underscore here that the arbiter of which representation is se-
lected for the attribute space is not solely or even primarily which representation is most
cognitively or psychologically correct. The substantive theory and knowledge must al-
ways be considered within the context of the purpose of the assessment. If the purpose
is mainly to rank examinees along a single competency scale, a unidimensional contin-
uous ability model may be the best solution even though most cognitive psychologists
would not seriously believe that such a model captures much of any depth about real
cognition. Further, the number of skills cannot be overly large and must be controlled
by issues of statistical tractability.

2.3. Development and analysis of the assessment tasks

Logically, considering assessments as systems for reasoning about mental capabilities
according to evidence from tasks administered to examinees, the choice of tasks should
be based primarily on a consideration of the type and amount of evidence needed to
support desired inferences about examinee attributes. Ideally, test developers should
consider a wide variety of possible tasks, choosing feasible ones that best match the
purpose of the assessment. As we demonstrate throughout the survey of the psychomet-
ric models in Section 4, task developers should not avoid tasks that require combinations
of multiple skills per task.

In cases where the assessment instrument already exists, the question becomes how
much information can be provided about the set of desired attributes by the test. In
the preferred case when new tasks are explicitly designed for a new diagnostic assess-
ment, the task development phase should also include a detailed analysis of the tasks
to understand how many and what kinds of skills or attributes are involved, at what
level of difficulty, and in what form of interaction. For example, Jang (2005, 2006)
and Roussos et al. (2006b), in analyzing an already existing test for use as a diagnos-
tic assessment, identified possible examinee solution strategies for each of the tasks
(the test items), conducted verbal think-aloud protocols with appropriate subjects, con-
sulted the test specification codes from the original test developers, analyzed the task
textual features (such as number of words in the task stimulus, difficulty of the vocabu-
lary in the questions asked, etc.), and conducted a nonparametric latent dimensionality
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analysis using data that had been previously collected from administration of the test
forms. Through the use of all these analyses together, Jang was able to develop a final
skills space for her assessment design that simultaneously satisfied the new teaching
and learning purpose of her assessment and was theoretically defensible from the view-
point of existing linguistic literature. In reporting her results, she stressed that it was
important that the number of skills not be so large as to be statistically unsupportable.
In particular, she initially identified through substantive analyses 32 possible processes
or features that could have been used as skills or attributes, a number she knew was
not statistically supportable. She then reduced this to 16 and finally to 9, a number she
found was both statistically and substantively supportable. She noted that further re-
ductions by combining or eliminating skills, while possibly resulting in still increased
reliability, would have not been supported by substantive theory in that either skills
that are too distinct would have had to have been combined or skills would have been
eliminated such that some items would have had no assigned skills. In general, the
number of skills should not be reduced too much by deleting or combining so as to
result in the remaining skills lacking diagnostic utility or interpretability. Making this
compromise between the initially proposed set of skills and a set of skills that can be
successfully statistically assessed is a vital aspect of carrying out a successful skills
diagnostic analysis.

In developing the skills space, it is also important to keep in mind how the skills
interact with each other both in terms of correlational relationships among skills and the
nature of the interactions among the multiple skills required by individual tasks. One
of the more important distinctions for within-task interaction is one that we refer to as
conjunctive versus compensatory. By “conjunctive” interaction of skills on a task, we
mean a task for which successful application of all the required skills seems necessary
for successful performance on the task as a whole – lack of competency on any one
required skill represents a severe obstacle to successful performance on the task as a
whole. By “compensatory” (or “fully compensatory”) interaction of skills on a task, we
mean that a high enough level of competence on one skill can compensate for a low
level of competence on another skill to result in successful task performance, even to
the extreme “disjunctive” case in which the probability of successful task performance
is high so long as competency occurs on any one or more of the required skills. For
example, a disjunctive model is appropriate when the various attributes really represent
alternative strategies for solving the item. In that case, successful performance of the
item only requires that one of the possible strategies be successfully applied.

The choice of mode of attribute interaction clearly depends on the diagnostic setting,
including the purpose of the assessment, and how the skills or attributes are defined.
Jang (2005, 2006) and Roussos et al. (2006b) noted that depending on the skill repre-
sentation she chose, Jang could have been led to either a conjunctive, compensatory, or
a mixture of the two models. She purposely chose a conjunctive skill representation for
her particular setting because based on her task analyses and her reading of the liter-
ature, most of the skill interactions seemed cognitively conjunctive in nature, and the
few that were not were amenable to being combined into a single skill. Understanding
of this type of attribute interaction within tasks is important because it will help deter-
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mine which psychometric model is most appropriate and interpretable for the intended
diagnostic assessment.

Another important part of understanding skill interactions is that there may be im-
portant relationships between the skills, such as, certain skills tending to co-occur on
tasks, an ordering of the difficulty of the skills, or mastery of one skill only occurring
when another skill has been mastered. Also, skill pairs tend to be positively correlated in
general so that choosing models that presume this correlational structure can be useful.
Including such information increases the accuracy of a skills diagnostic analysis if the
added complexity can be reasonably well fit by the data.

Still another important outcome of the task analysis process is the development of
specific task-skill coding rules that are used for an initial substantive assignment of skills
to tasks so that independent coders will reliably agree on these assignments. The matrix
that relates skill assignment to tasks is referred to as the Q matrix – the rows are the
tasks, the columns are the skills or attributes, and the entries are 1’s and 0’s indicating,
respectively, whether a specific skill is intended or not intended to be measured by a
particular task. One can consider a proposed Q matrix as a hypothesized linking of
skills and tasks, based on theoretical and other substantive considerations. Subsequent
statistical analyses can result in the initial Q matrix being modified to improve statistical
performance. An example of such a Q matrix modification performed by Jang (2005,
2006) is briefly discussed later in this paper. A successful skills diagnosis critically
depends on high quality Q matrix development.

Once diagnostic assessment data have been analyzed, one useful internal consis-
tency check of the hypothesized Q matrix is the consideration of whether there are any
mismatches between observed or logically inferred task difficulties (proportion of test
takers successfully performing each task) and the difficulty of the skills or attributes that
are assigned to the tasks. For the dichotomous case of mastery/nonmastery of skills, we
speak of the estimated population proportion of masters of an attribute as the difficulty
of that attribute. For example, in the case of a conjunctive model, a Q matrix entry
should not assign a purportedly difficult skill to an easy task.

2.4. Psychometric model specification

The model discussions in the second half of this paper focus on component (4), the
selection of the psychometric model. We focus primarily on psychometric models that
explicitly contain multiple examinee proficiency variables corresponding to the skills or
attributes that are to be diagnosed. Some researchers (other than the authors) claim the
use of residual methods to derive diagnostic benefits from unidimensional item response
theory (IRT) models can suffice. It should be noted that Tatsuoka’s rule space method
(Tatsuoka, 1983, 1984, 1990) based upon unidimensional IRT ability and person fit
statistics, can be considered a residual approach that does employ a Q matrix. In the
interests of space, we restrict our discussion mostly to models with an explicit Q matrix
or equivalent. The only exceptions are the standard unidimensional IRT models, which
are included as a base of comparison because of their widespread use in educational
measurement.

One important distinction between the models is that the proficiency variables may
be modeled as discrete or continuous depending on the purpose of the assessment as
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described above. Another important distinction, also mentioned above, will be whether
the required skills for a specific task interact in a conjunctive or compensatory manner.
The psychometric model itself is a mathematical function specifying the probability
of a particular item response in terms of examinee skills and item characteristics (the
item parameters). For a given set of skill variables and a type of skill interaction (con-
junctive versus compensatory), a variety of particular models with varying simplifying
assumptions may be compared and selected for suitability to the specific testing purpose
at hand. For example, one might assume that the item success probability is the same
for all examinees who are nonmasters of any one or more required skills, regardless of
how many or which required skills are nonmastered. Another simplifying assumption
is that items that involve the same skills have the same values for their item parameters
and hence the same success probability for each examinee. These types of assumptions
reduce the number of item parameters to be estimated, thus reducing standard errors of
estimation. This can be especially useful when the total number of items measuring a
given attribute is small or if the number of examinees in the sample is small. But these
kinds of parameter reductions may also introduce unwanted bias if the assumptions are
not warranted.

2.5. Model calibration and evaluation

In the next step of the implementation process, the selected model must be calibrated
(estimation of both item parameters and examinee population parameters), the cali-
bration must be evaluated, and then examinees classified on the skills (e.g., for the
dichotomous classification case, estimation of mastery versus nonmastery of each skill
for each examinee). Models with large numbers of skills and/or large average numbers
of skills per item are in particular danger of being nonidentifiable (see further discussion
below). Moreover, even if identifiability holds, test designs must provide sufficient num-
bers of items per skill, and not too many skills per item in order for accurate estimation
to be possible.

The reality of much diagnostic testing is that for tests of reasonable length the num-
ber of items that contribute to the measurement of each skill will be relatively small
compared to the numbers of items that typically contribute to the estimation of uni-
dimensional scale values. For this reason, it is necessary to keep models as simple
as possible while satisfying the constraints imposed by the diagnostic purpose. Even
the simplest models that are able to satisfy the test purpose often will exhibit signifi-
cant parametric complexity, at least more than is encountered in typical unidimensional
models. Careful consideration of both parameter identifiability and systematic model
evaluation help achieve effective calibration.

The discussion in this section is broadly divided into two parts: (1) estimation and
computation and (2) evaluation of the estimation results.

2.5.1. Commonly used estimation and computational methods
Commonly used estimation methods In principle, models can be non-Bayesian or en-
hanced in a partially Bayesian or fully Bayesian manner. That is, model parameters can
be posited in one of three ways: all parameters are estimated without prior distributions,
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a portion of the parameters can have prior distributions imposed (such as for the latent
skills mastery/nonmastery vectors), or all of the parameters can be assigned a joint prior
distribution.

Related to this selection of the level of Bayesian involvement in the model, three
general estimation approaches have come to be discussed, some heavily used and oth-
ers having the potential to be used. These are joint maximum likelihood estimation
(JMLE), which seems natural for the non-Bayesian models, maximum marginal like-
lihood estimation (MMLE), which has been widely used for the partially Bayesian
models that place a prior just on the population parameters for the latent examinee
skills vector space, and Bayesian Expected a posteriori (Bayes EAP) estimation for
fully Bayesian models that place priors on all model parameters. Bayes maximum a
posteriori (Bayes MAP) estimation is possible also. Although conditional maximum
likelihood is possible (see, for example, Junker, 1999, p. 67), we are unaware of any
serious applications in skills level assessment. In many real data examples with fully
Bayesian models, instead of analytically computing the Bayes EAP, Markov Chain
Monte Carlo (MCMC) estimation is used to simulate the Bayesian posterior distrib-
utions of parameters. Expectation–maximization (EM) computational approaches for
fully or partially Bayes models are sometimes used too.

Commonly used computational methods Because the models are usually parametrically
complex and the data sets are often large (e.g., 25 or more items and 2000 or more ex-
aminees), the choice of computational method becomes an important practical issue.
First, we note that a direct application of JMLE seems largely unused currently in the
skills diagnostic setting, partially because of the lack of good theoretical asymptotic
consistency results, which is true even for parametrically simple scaling models like the
two-parameter logistic model. However, the ever increasing speed of low-cost comput-
ing seems to allow for the practical use in fitting skills diagnosis models of the JMLE
exhaustive search and divide-and-conquer approach. In such an approach, one fixes item
parameters while estimating examinee parameters, then proceeds vice versa, and iterates
until some convergence criterion is satisfied.

As discussed above, an alternative estimation approach to JMLE is MMLE, which
can be implemented by providing an examinee skills vector distribution and integrating
over that distribution. The EM computational procedure can be used for this purpose. In
the empirical Bayes tradition, the examinee skills distribution could be and sometimes
is updated using the observed data, perhaps by using a hierarchical Bayes approach.
Once the model has been thus calibrated, a straightforward likelihood approach can be
used to do examinee skills classification.

MCMC is a probabilistically based computational method that is used to generate
Markov chains of simulated posterior distributions for all the model parameters given
the data (see Gelman et al., 1995). Largely due to the influence of the pair of Patz and
Junker (1999a, 1999b) articles, MCMC has become popular in many skills diagnostic
applications; in particular for the fully Bayesian Fusion model (Roussos et al., 2006a)
and the NIDA and DINA models (de la Torre and Douglas, 2004).

It is interesting to note that MCMC could be used from either a partially Bayesian or
non-Bayesian perspective. However, the most common application seems to be for fully
Bayesian models, often with hierarchical structure to give it an appropriate empirical
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Bayes flavor. The primary inferential outcome is the joint posterior distribution of the
item and examinee parameters. Many MCMC references exist, and the Patz and Junker
(1999a, 1999b) papers and the Gelman et al. (1995) book are especially recommended to
readers considering parametrically complex models such as the models surveyed here.

EM algorithms have also been used in estimating skills diagnostic models, for ex-
ample, by von Davier in calibrating his General Diagnostic Model (GDM) (von Davier
et al., 2006; von Davier, 2005; von Davier and Yamamoto, 2004). The EM algorithms
are often much more computationally efficient relative to MCMC algorithms. On the
other hand, the EM algorithm tends to be more difficult to extend to new models or
model variants compared to MCMC. As Patz and Junker (1999a, p. 14) point out,
EM algorithms are not as “straightforward” (see also Junker, 1999, p. 70) to apply
for parametrically complex models. Further, MCMC provides a joint estimated poste-
rior distribution of both the test’s item parameters and the examinee skills parameters,
which may provide better understanding of the true standard errors involved (as argued
by Patz and Junker, 1999a, 1999b). Moreover, MCMC routines adapt easily to pro-
duce posterior predictive model diagnostics. MCMC also provides a ready capability
for comparing model parameter prior and posterior distributions as a measure of para-
meter identifiability (Sinharay, 2006).

2.5.2. Broad-based evaluation of estimation results and connections with validity
When a complex diagnostic model is applied to data, the results of the estimation
process must be carefully scrutinized. In this section, we deliberately broaden the typical
model checking process to include evaluation of statistical convergence, interpretation
of parameter estimates for the items and the ability distribution, traditional model fit
statistics, reliability, internal validity, and external validity. In particular, we emphasize
the intertwining of psychometrically oriented validity assessment along with essential
statistical model fit procedures in evaluating the appropriateness and effectiveness of
the statistically calibrated model.

Evaluation of statistical convergence No matter which of the above estimation methods
is used, all such estimation methods require checking for convergence – either conver-
gence to within some specified tolerance as in a JMLE or EM algorithm or convergence
to the desired posterior distribution in the case of MCMC. Because the statistical infor-
mation one obtains from MCMC estimation (a full posterior distribution) is richer than
that obtained from an EM algorithm (an estimate and its standard error), the evaluation
of whether convergence has occurred is more difficult in the MCMC case.

If nonconvergence occurs, one can revisit the model building steps and reconsider
the Q matrix and the selected model to see where changes may be warranted. For ex-
ample, if a skill is assigned to items having a large range of difficulty, then the MCMC
algorithm may not be able to converge to a single level of difficulty for the skill. There
is much more to say about MCMC convergence. The reader is referred to Cowles and
Carlin (1996), Gelman et al. (1995), and Sinharay (2004) for excellent and thorough
discussions.

Interpretation of model parameter estimates Given that the parameter estimation proce-
dure has converged, the estimates for the ability distribution and item parameters should
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be evaluated for internal consistency, reasonability, and concurrence with substantive
expectations. For example, a key issue for mastery/nonmastery diagnostic models is
whether the proportion of examinees estimated as masters on each skill is relatively
congruent with substantive theoretical expectations. If a skill turned out much harder
or easier than expected (e.g., from a standard-setting perspective), the Q matrix should
be revisited and the item difficulty levels investigated for the items to which the skill
has been assigned. In addition, the choice of tasks for that skill can be revisited to see
if other more appropriate tasks can be found (e.g., if the proportion of masters for a
skill is too low, one could try replacing the harder tasks for that skill with easier ones).
Ultimately, the definition of the skill may need to be adjusted, for example, by suitable
modification of Q or in a more basic way leading to a new set of tasks.

In Jang (2005, 2006) and Roussos et al. (2006b), one of the skills was found by
statistical analysis to be easier than expected whereas the other eight skill difficulties
were ordered as expected. In this case, Jang did not feel it necessary to conduct any
further modifications for purposes of her study, but she plans future work to investigate
this particular skill.

Next, the item parameters should be inspected in detail because they play a key role
in determining the success of the diagnosis. For every model, the item parameters indi-
cate how well the items performed for diagnostic purposes. The item parameters may
indicate, for example, how well each item discriminates for each skill between masters
and nonmasters. In the analysis of Jang (2005, 2006) and Roussos et al. (2006a, 2006b),
the estimated item parameters led Jang to eliminate about 9% of her Q matrix entries
because certain items did not discriminate well on some of the skills that had been as-
signed to them. In general, such a reduction in number of parameters may be beneficial
simply because fewer parameters can be better estimated with the same observed data;
but, more importantly, eliminating nonsignificant Q matrix entries reduces the very real
possibility of confusion that can arise from examinees labeled nonmasters performing
nearly as well as those labeled masters on the items corresponding to the Q entries being
eliminated.

Model checking statistics Standard definitions of model checking appropriately focus
on assessing the degree of fit between the estimated model and the observed data. For
skills diagnostic implementation success and, hence, for this review, we expand this
focus to include some aspects of consequential validity. This broader perspective is in-
tended to subsume, refocus, and broaden traditional statistical model-checking when
specialized to skills diagnostic assessment. More precisely, as mediated by the assess-
ment purpose, enacted by the assessment design, and controlled by the skills classifi-
cation setting (particularly testing constraints), the goal is that the choice of the model
and the subsequent model estimation and examinee skills classification provide accu-
rate enough calibration to allow the practitioner’s skills-level assessment goals to be
met. Much the same argument can be made for any type of assessment. The satisfaction
of appropriate validity standards is essential to achieve success. Because of the greater
complexity of diagnostic assessment, it is especially critical that validity concerns are
explicitly addressed from the initial phases of determination of test purpose and assess-
ment design through the entire implementation process.
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A concrete example is a study by Zhang et al. (2006) in which four skills are mea-
sured in an English language learning test of 40 items. In this particular case the standard
two-parameter logistic (2PL) IRT model did a better job of predicting total score. In
part, the reason was that students who were classified as lacking all skills or having
mastered all skills were not broken down as finely as they were on the estimated con-
tinuous IRT ability scale. Consequently, in a comparison of classical model fit statistics
between the more complex skills-diagnostics-focused model versus the unidimensional
scale-focused model with fewer parameters, the unidimensional model performed bet-
ter than the complex model at predicting total score. But the unidimensional model did
not provide a direct basis for inferring which of the specific skills were mastered and
not mastered. This particular total-score-based fit statistic was not germane to the skills
classification purpose.

The development of appropriate fit statistics that are sensitive to the skills diagnostic
purpose of assessment is an important area for further research. Model fit evaluation
must be sensitive to the primary diagnostic purpose of the assessment. For example, in
the case of posterior predictive model checking mentioned later, the discrepancy mea-
sures investigated should be sensitive to aspects of the data consequential for diagnostic
performance.

Once a model has been calibrated from data, one relatively straightforward and
easily interpretable approach to evaluating model fit is to compare observed and model-
predicted statistics. For example, the Bayesian RUM (Reparameterized Unified Model)
approach (Henson et al., 2004, 2005) checks both item difficulties and item pair corre-
lations. When MCMC has been used to produce posterior distributions for the model
parameters, one can simulate from these posterior distributions and estimate the pre-
dicted distribution of a statistic or discrepancy measure based on the simulated data,
and then compare the observed value of the statistic with the predicted distribution.
This particular approach is called posterior predictive model checking (see Gelman and
Meng, 1996; Gelman et al., 1995; Sinharay, 2005; and especially Sinharay, 2006, which
is a skills diagnosis application). From our perspective of consequential validity used
to augment classical model fitting for diagnostic assessments, the challenge in applying
posterior predictive model checking and other common fit techniques is selecting test
statistics that reflect aspects of data that are important for the primary goal of diagnostic
assessment.

As a specific example, in the application of Jang (2005) and Roussos et al. (2006a,
2006b), the mean absolute difference (MAD) between predicted and observed item
proportion-correct scores was 0.002, and the MAD for the item-pair correlations
was 0.049, supporting the claim of good fit. One can also compare the fit between the
observed and predicted score distributions. Shown in Figure 1 is a comparison between
the observed and predicted score distributions from the real data analysis of Jang (2005,
2006) and Roussos et al. (2006a, 2006b). The misfit at the very lowest and highest parts
of the distribution were expected as the mastery/nonmastery examinee model overes-
timated the scores of the lowest scoring examinees and underestimated the scores of
the highest scoring examinees. Because the goal of the analysis was to estimate mas-
tery/nonmastery rather than to scale examinees, this misfit actually had no effect on the
mastery/nonmastery classification.
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Fig. 1. Comparison of observed and model-estimated score distributions (from Jang, 2005, 2006 and Roussos
et al., 2006a, 2006b).

Other standard fit statistics have also been used in real data analyses. Sinharay (2006)
examined several model diagnostic approaches applied to a real data analysis of the
mixed-number subtraction data of Tatsuoka (1984) and Tatsuoka et al. (1988), using a
DINA-like Bayes-net model due to Mislevy (1995). Sinharay’s methods demonstrated
several instances of poor model fit, as well as severe nonidentifiability of model parame-
ters, as determined by comparing prior and posterior distributions of item parameters.
Although the focus in the Sinharay (2006) article was Bayes nets, the model fit diagnos-
tics and approaches are broadly applicable to cognitive diagnosis models such as those
discussed here.

Another standard fit statistic is the log-likelihood statistic that is typically used to
compare models, especially nested models. This statistic with others was employed by
von Davier (2005) in an analysis of data Educational Testing Service Test of English
as a Foreign Language in which he compared the predicted log likelihood of the man-
ifest distribution for a compensatory mastery/nonmastery diagnostic model to that of
a unidimensional 2PL model. It was interesting to note the 2PL model had the larger
log likelihood. This was a case in which the Q matrix was nearly simple structure (four
skills with most items having only one skill), and the estimated posterior probabilities
of mastery were highly correlated with 2PL scale score. In such a case as this, one could
make the argument that most of the available compensatory-model-based classification
information is captured by the scale score, and so the lower-reliability, less-well-fitting
classification information may not add substantial new information to the scaled score.
This is an example where caution should be exercised in applying a multidimensional
skills diagnosis model in a situation where a unidimensional model better fits the data.

Reliability estimation Standard reliability coefficients as estimated for assessments
modeled with a continuous unidimensional latent trait do not translate directly to dis-
crete latent space modeled cognitive diagnostic tests. We note, however, that concep-
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tions of reliability from first principles do still apply. Diagnostic skills classification
reliability can be conceptualized in terms of the twin notions of, on the one hand the
correspondence between inferred and true attribute state, and on the other hand the con-
sistency of classification if the same assessment were independently administered to the
same examinee twice. The reader is referred to Henson et al. (2006).

For example, to estimate classification reliability, Henson et al. (2004) use the cali-
brated model to generate parallel sets of simulated data, estimate mastery/nonmastery
for each simulated examinee on each set, and calculate the proportion of times that an
examinee is classified correctly according to the known true attribute state (thus pro-
ducing an estimate of correct classification rate for the attribute/skill) and proportion of
times an examinee is classified the same for that skill on two parallel tests (thus produc-
ing an estimated test-retest consistency rate). These agreement rate calculations based
on simulated data provide reasonable estimates of actual rates. The calculated rates also
can be adjusted for agreement by chance, for example, with the Cohen kappa statistics.
Zhang et al. (2006) applied this procedure in an analysis of large scale English lan-
guage assessment data (about 33 items per form, 2 forms, 4 skills, approximately 1.3
skills per item and 11 items per skill) where they typically found skills classification
test–retest consistency indices of 0.8 with the Cohen’s Kappa value being typically 0.6.
These levels of skills classification reliability could be judged sufficient for low-stakes
uses.

Internal validity checks Several measures of internal validity are important to evaluate.
The examinee “scores” of interest are the proficiency estimates resulting from using the
psychometric model. One kind of internal validity check is to measure the differences
in observed behavior between examinees who are classified differently. We call these
statistics “internal validity checks” because they use the test data itself to help verify
the authenticity of the model. As one illustration of such a procedure that has been
developed in the case of a conjunctive model (Hartz and Roussos, 2005; Roussos et al.,
2006a), one defines an examinee to be a master of a particular item (an “item master”)
if the examinee is classified as a master of each of the skills required by that item.
For each item, this separates the set of examinees into two subsets: the set of all item
masters of that item, and the set of all examinees who are not masters of that item.
A simple comparison used in the “IMstats” procedure of Hartz and Roussos (2005) is to
note the average observed proportion of examinees answering the item correctly among
the item masters versus the item nonmasters. If these two proportions are close, then the
inferred skill classification has little effect on performance of that item. That indicates
that the item, the Q matrix and the skills coding of the item should be investigated.
A similar measure, called EMstats, has been developed for examinee performance by
Hartz and Roussos (2005).

As an example of the use of the IMstats internal validity check in a real data analysis,
we present in Figure 2 the IMstats results from Jang (2005, 2006) and Roussos et al.
(2006a, 2006b) for one of the test forms she analyzed. These results indicate a high
degree of internal validity for the skills diagnosis as the mean score differences between
item masters and item nonmasters are quite large for the vast majority of the items. The
results also point to certain problematic (for example, Item 1 in Figure 2) items. Jang
investigated these items and discovered that they tended to be either extremely easy or
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Fig. 2. Internal validity check comparing performance difference between item masters and item masters and
item-masters (from Jang, 2005, 2006 and Roussos et al., 2006a, 2006b).

Table 1
Effect of diagnosis-based remediation on seriousness of student errors based on pretest and posttest data.
Results reproduced from Table 5 in Tatsuoka and Tatsuoka, 1997

Pretest Posttest

Serious Nonserious Total

Serious 21 93 114 (51%)
Nonserious 1 107 108 (49%)
Total 22 200 222

(10%) (90%)

extremely hard. As noted by Jang, the test she used had been originally intended as a
norm-referenced test with the purpose of placing examinees on a continuous scale, thus
requiring items of a wide range of difficulty. Jang quite rightly notes that such a test is
not necessarily the best one for doing skills diagnosis, and the identification of these
problematic items through the internal validity analysis drove home this point.

External validity checks We use “external validity” to refer to criterion-related validity
– statistics that relate test-derived ability estimates to some other ability criterion exter-
nal to the test. One example of such research is a study in which Tatsuoka and Tatsuoka
(1997) conducted skills diagnosis in a classroom setting (more than 300 students in
all) performing diagnosis at a pretest stage, providing remediation instruction based on
the diagnosis, and then evaluating the effectiveness of the diagnosis-based instruction
with a posttest diagnosis. The results indicated that the diagnosis was very effective.
For example, as shown in Table 1 (Table 5 in Tatsuoka and Tatsuoka, 1997), for the
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114 students diagnosed with serious errors at pretest, the diagnosis-based remediation
resulted in 93 of them improving to having only nonserious errors, while only one of
the 108 students who had nonserious errors at pretest was assessed as having a serious
error at posttest. Jang (2005) and Roussos et al. (2006a, 2006b) also conducted skills
diagnosis in a pretest–posttest setting, but on a much smaller sample (27 students). An-
other example is a protocol study by Gierl (1997) comparing diagnostic classification
results to observed student performance on algebra items from a large scale standard-
ized test. There is a need for more validity studies like these. It would also be useful
to have validity studies that include control groups or alternate treatment groups, which
were not used in the above studies.

2.6. Score reporting

The last step in our framework for a diagnostic assessment implementation process is
the development of the score reports, which, for example, would go to students, teach-
ers, and parents in an educational diagnostic assessment setting. Such score reports
must be easy to read and interpret and, most importantly, must fit into the use envi-
ronment. For example, the information on the score report must be useful to teachers
and students. From our perspective of consequential validity, the score reports may in-
clude action advice such as prescribed instructional or learning activities for a given
classification outcome. One example of a diagnostic score report in current practice
is the College Board’s “Score Report Plus™” that is sent to each student who takes
the PSAT/NMSQT™ (Preliminary SAT/National Merit Scholarship Qualifying Test).
This is the first nationally standardized test to give some limited diagnostic skills-
based feedback (other than the use of subscores or proportions correct on subsets of
items). The information provided for the PSAT/NMSQT is based on the diagnostic
methodology of Tatsuoka (1983). Interested readers are strongly encouraged to visit
the College Board website (http://www.collegeboard.com/student/testing/psat/scores/
using.html) that shows what the score report looks like and gives links for further in-
formation. Jang (2005) and Roussos et al. (2006a, 2006b) developed score reports that
give more extensive information and is the best example we know of a complete user-
friendly diagnostic report.

3. Reliability, validity, and granularity

Determining the appropriate level of reliability and validity necessary for successful
educational applications of cognitive diagnostic assessment is not well researched.
Measures of success depend as much on user needs, user environments, and market
acceptance as on technical aspects of reliability and validity. But it seems clear that
more work is needed for determining standards of sufficient statistical quality for vari-
ous types of diagnostic assessment.

Within the IRT psychometric paradigm there is a clear trade-off between increas-
ing model complexity to more closely align the psychometric model with skills-based
psychological models for test takers at the expense of increased estimation error and

http://www.collegeboard.com/student/testing/psat/scores/using.html
http://www.collegeboard.com/student/testing/psat/scores/using.html
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even possible nonidentifiability, as opposed to improving reliability that can be achieved
with simpler, low-dimensional continuous proficiency representations, at the possible
expense of low congruence with cognitive theory. This trade-off can be thought of as
a version of the well-known statistician’s bias-variance trade-off. In fact the pursuit
of cognitive diagnosis within the IRT probability modeling framework enforces strong
feasibility constraints on modeling complexity. Because of the combined effects of non-
identifiability along with the danger of having a large number of parameters, the best we
can expect to do is to modestly expand model complexity from a single ability variable
to a few skill proficiencies – on the order of ten skills or so for a standard length test.
A 40-item mathematics test, for example, could not possibly statistically support diag-
nosis of 50 skills, even if there are compelling substantive rationales for the 50 skills.
We believe that advancing psychometric and test development capabilities so that 40-
item mathematics tests can be used to effectively diagnose, say, even as few as 5 or 6
specified skills, will provide significant teaching and learning benefits.

Two strong guidelines are presented for practitioners wishing to carry out successful,
psychometrically rigorous skills diagnosis. First it is necessary for reasons of feasibility
to keep the models as parametrically simple as possible within the diagnostic purpose of
the test. Second, the question of how simple can a diagnostic model be and still accom-
plish the diagnostic purpose is not as straightforward as it may sound and requires close
collaboration between statisticians and subject matter experts. In our view, parsimony is
important, provided it is correctly applied. The aim is not to achieve the simplest model
that fits the data, but rather the simplest model that accomplishes the diagnostic purpose
and fits the data reasonably well. Thus, one could choose a more complex model, even
if some traditional fit measures were lower, provided substantive argument supports the
model.

Let us consider how these principles apply to a few real assessment examples,
moving from unidimensional assessments to multidimensional examples. One promi-
nent application setting for skills diagnosis models is that of standardized educational
achievement tests, which are designed to measure a single dominant dimension. The
dominant dimension, such as math or verbal proficiency, may be decomposed into a set
of skills, but they are generally highly correlated with each other. In other settings, how-
ever, such as classroom applications of specially designed instruments for diagnosing
math errors as analyzed by Tatsuoka and Tatsuoka (1997) or in application of instru-
ments developed for diagnosing the presence of psychological disorders as analyzed by
Templin and Henson (2006), the assessment instruments are designed for cases that are
more strongly multidimensional.

In cases where a single dimension tends to dominate, low-dimensional or even unidi-
mensional skills diagnosis models may be appropriate. (Here, the number of skills to be
diagnosed can be larger than the number of latent dimensions, which may even be one.)
In such cases the Q-matrix-based skills diagnosis model might be combined with a stan-
dard unidimensional modeling assumption to enrich the unidimensional score scale with
interpretable skill information, such as identifying a correspondence between specific
skill masteries and thresholds on the score scale.

In the more strongly multidimensional cases, the skills diagnosis model provides
still further information beyond that which a single unidimensional scale can provide.
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For example, Tatsuoka and Tatsuoka (1997) provide a tree diagram for nine knowl-
edge states where the different states of mastery cannot be ordered by a unidimensional
scale. Templin and Henson (2006) provide an example in a psychological testing setting
where data were analyzed from an instrument used to diagnose pathological gambling
based on 10 DSM (Diagnostic and Statistical Manual of the American Psychological
Association) criteria. They forcefully demonstrated that the inferred latent criteria were
strongly multidimensional (e.g., criteria 3, 6, and 7 were practically uncorrelated with
the other seven criteria), and they emphasized that the criteria-profile they estimated for
each individual has the potential to lead to better prevention and treatment programs
than would result from merely estimating whether or not each individual is a patholog-
ical gambler.

It should be stressed here that careful and systematic design for cognitive diagnosis
is necessary but not sufficient. That is, given a diagnostic test purpose, an identified skill
space structure, and a selection of tasks that experts believe will measure the designated
skills, it is still necessary through data analysis and various model evaluation steps to
confirm that the intended and expected diagnostic performance did indeed occur. At the
pilot data analysis stage, it may be helpful to replace one psychometric model with a
simpler model to achieve improved statistical estimation and diagnostic performance,
for example, by imposing further constraints to reduce the number of item parame-
ters. The key consideration from the point of view of diagnostic assessment is that the
model simplifications be made within the framework of the diagnostic purpose. If a di-
agnostic test is desired to assess examinee skill levels, for example, on four user-defined
skills, then it is necessary to verify that the proposed four-skill diagnostic instrument is
statistically sound, in addition to being valid from a design perspective. Simpler four-
skill models may result in improved diagnostic performance by reducing estimation
variability. Even the originally proposed skills space and task designs may need to be
thoroughly revisited to determine if they can be improved.

Such statistical supportability procedures are no different in spirit from the rigorous
statistical analyses done to support a unidimensional test model. Finally, if there appears
no reasonable way to statistically support diagnosis of four distinct skills with the test,
a more fundamental redesign from first principles is necessary, starting by reviewing the
purpose and proceeding through the components of the implementation process.

To engage with the test client and the design and development teams to discover
why a particular four-skill design did not achieve statistical supportability will provide
a valuable service toward clarifying and satisfying the ultimate diagnostic testing needs.
For example, some modification of the original four skills model may indeed achieve
statistical supportability and thus satisfy the user’s assessment purpose. The purpose-
driven statistician’s role is essential within the implementation process to help the client
find a way to satisfy their diagnostic assessment needs, provide hard scientific informa-
tion when their goal has been reached, and determine the degree of statistical quality.

4. Summary of cognitively diagnostic psychometric models

In the last two decades psychometricians have proposed a number of models apro-
pos cognitive diagnosis. This section reviews and compares these models within an
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overarching framework that allows practitioners to see clearly the differences and sim-
ilarities in the models. Although the current treatise is limited in scope to models for
dichotomously scored items, the general model for dichotomous items can be easily
generalized to polytomously scored items, and the organizing structure is equally ap-
plicable to polytomous-item models.

The framework for discussing the models consists of the following sections:

Section 4.1: General model for item-knowledge interaction.
Section 4.2: Specific models for item-knowledge interaction.
Section 4.3: Knowledge structure modeling assumptions.
Section 4.4: Item structure modeling assumptions.
Section 4.5: Summary table of the models.

Section 4.1 presents a general model that encompasses all the specific cognitive di-
agnosis models reviewed in this paper. It reviews the deterministic cognitive diagnosis
model underlying this general model, introduces relaxations of the deterministic model
along with psychological explanations for these relaxations, and presents a generalized
model equation. We also briefly discuss two other general model frameworks that read-
ers may find useful to further investigate.

Section 4.2 then reviews each of the specific models included in the paper describing
how each represents the interaction of item structure with knowledge structure. Unidi-
mensional item response theory (IRT) models are included even though they are usually
not used as, nor intended be, cognitive diagnosis models. They are included as a basis for
comparison because they are well known for modeling the performance of examinees on
tests and, as such, help motivate modifications needed to produce effective psychome-
tric models for skills diagnosis. We also include a brief description of Fischer’s (1973,
1983) LLTM even though it does not model the ability variable as a multidimensional
vector of multiple cognitive skills. As we describe below, we see LLTM’s use of a Q

matrix as an historically pivotal development that lies mid-way between unidimensional
models such as the Rasch model and fully diagnostic models such as those on which we
focus here.

Table 2 presents a list of the models included in this review along with pertinent
references and with the abbreviations that will be used to refer to these models.

We should note that Adams et al. (1997) introduced a model that is actually more
general than the MIRT-C model of Reckase and McKinley (1991) and includes some of
the other models. Similarly, von Davier (2005), von Davier et al. (2006), von Davier and
Yamamoto (2004) presented a generalized form of the compensatory model of Maris
(1999), within a much more general modeling framework. Our paper focuses on spe-
cific instantiations of these models that have been presented in the literature. These
more general modeling approaches of von Davier and of Adams et al. are discussed in
Section 4.1.3 below.

Because our summary generally focuses on models that include an explicit specifica-
tion of skills or attributes of interest as delineated by a Q matrix (or equivalent), we do
not present general latent class models or loglinear models (see, e.g., Hagenaars, 1993;
Rost, 1990; or Kelderman and Macready, 1990) or even skill mastery models that do
not involve Q in their model structure (e.g., Macready and Dayton, 1977, 1980).
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Table 2
List of reviewed cognitive diagnosis models

Model
abbreviation

Model name Reference(s)

1PL One-parameter logistic Rasch (1961)
2PL Two-parameter logistic Birnbaum (1968)
3PL Three-parameter logistic Birnbaum (1968)
DINO Deterministic-Input Noisy-Or Templin and Henson (2006)
GLTM General component latent trait Embretson (1985, 1997)
HYBRID HYBRID Gitomer and Yamamoto (1991)
LLTM Linear logistic test Fischer (1983)
MCLCM-C Compensatory MCLCM

(multiple classification latent class)
Maris (1999)

MCLCM-D Disjunctive MCLCM Maris (1999)
MIRT-C Compensatory multidimensional IRT Reckase and McKinley (1991)
MIRT-NC Noncompensatory MIRT Sympson (1978)
MLTM Multicomponent latent trait Whitely (1980), Embretson (1997)
RLCM Restricted latent class Haertel (1984, 1990)
RUM Reparameterized unified DiBello et al. (1995)

cognitive/psychometric Hartz (2002), Hartz and Roussos (2005)

After describing the above models in detail in Section 4.2, Sections 4.3 and 4.4 sepa-
rately focus on the knowledge structure and the item structure, respectively, comparing
and summarizing how the different models represent each of these components.

For simplicity in the current paper, we will generally use the term “skills” to refer to
the latent traits or, more generally, cognitive attributes or components being measured
on examinees or test takers. We recognize that the latent examinee characteristics of
interest do not always fit well with the use of this term (for example, in diagnosing the
amount of knowledge an examinee has or in diagnosing an illness or disease). We will
also use the term “ability parameter” as a general way of referring to any variable used
to model the level of examinee proficiency or standing on a skill or attribute.

The goal of a model is to represent the performance of an examinee on an item in
terms of the skills required in responding to the item and the proficiency of the ex-
aminee on these skills. The general idea behind all the models is that the higher the
proficiency of an examinee on the skills required for the item, the higher the probability
the examinee will get the item right.

4.1. General model for item-knowledge interaction

The general model form that is presented here is a slight generalization of the form
described in DiBello et al. (1995). The psychological justification/explanation for the
model is also taken from DiBello et al. (1995).

4.1.1. Deterministic cognitive diagnosis model
To arrive at the general model form, we first start with a description of the deterministic
psychological model for cognitive diagnosis. We begin, as in Tatsuoka (Tatsuoka, 1984,
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1985, 1990; Tatsuoka and Tatsuoka, 1987), with a test of I items, and a list of K skills
of interest for diagnosis on the test. Let Q be the I ×K skills-by-items incidence matrix
that specifies which skills must be mastered in order for an examinee to give a correct
answer on each item:

qik =
{

1 if item i requires skill k,

0 otherwise.

Implicit in the selection of these skills is a particular solution strategy. An alternative
solution strategy would likely result in a different list of skills, though a large degree of
overlap would typically be expected.

Next, we define for the j th examinee a vector αj = (α1j , α2j , . . . , αKj ) denoting the
state of mastery of the examinee on each of the skills. In this deterministic psychological
model of cognitive diagnosis, mastery is modeled as a dichotomous variable (though, in
general, examinee mastery could be modeled with either dichotomous, polytomous or
continuous variables):

αjk =
{

1 if examinee j has mastered skill k,

0 otherwise.

Finally, we assume that the cognitive requirement for the multiple skills within an
item is conjunctive – that is, answering the item correctly requires mastery of all the
skills required by that item. Then the probability an examinee correctly responds to an
item is determined from the following deterministic model:

P(Xij = 1|αj ) =
{

1 if αj contains 1s for all skills required for item i,

0 otherwise.

Thus, a computationally simpler form would be:

P(Xij = 1|αj ) =
K∏

k=1

(αjk)
qik .

4.1.2. Relaxations of the single-Q deterministic model
As described above in this deterministic model, knowing an examinee’s state of mastery
on the skills of an item determines whether an examinee gives a correct response on the
item. Though not explicitly mentioned above, this deterministic assumption holds also
for application of the skills. In other words, if an examinee has mastered a skill, then
the deterministic model assumes the examinee has a probability of 1 of successfully
executing it on an item that requires it; and, conversely, if an examinee has not mastered
a skill, then the examinee has a probability of 0 of successfully executing it on an item
that requires it. In reality, however, other factors play a role in whether an examinee gets
an item right and DiBello et al. list four that seem the most salient:

STRATEGY: The examinee may use a different strategy from that presumed by the
skills listed in Q.

COMPLETENESS: An item may require skills in addition to those listed in Q. If so,
then Q is said to be not complete for that item.
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POSITIVITY: An examinee who has “mastered” a skill will sometimes fail to exe-
cute it correctly; and, conversely, an examinee who has not “mastered” a skill will
sometimes execute it correctly. This lack of perfect positivity can be explained by
how, in practice, skills are defined. From a practical point of view, skills cannot be
overly atomistic (i.e., indivisible). Otherwise there would be so many fine grained
skills that it would be difficult to estimate the mastery of all of them separately. Be-
cause the defined skills are divisible, any possible definition of mastery of a skill
must always allow some lack of perfect positivity. Some models deal with positivity
by representing skill mastery level with continuous variables and employing item re-
sponse functions (IRFs) that are sensitive to the continuous scale of the skill mastery
variables. Other models maintain the representation of skill mastery as dichotomous
variables and deal with positivity by relaxing the probability of 1 given mastery to
allow a probability somewhat less than 1 and/or by relaxing the probability of 0 given
nonmastery by allowing a probability somewhat greater than zero.1

SLIPS: The student may commit a random error. This is a “catch-all” category for all
the remaining nonsystematic error in an examinee’s responses. One example of how
this could be manifested is when an examinee accidentally bubbles in the wrong
response category on a multiple-choice test.

Presented next is the general form of the cognitive diagnosis model – the interaction
of item structure and knowledge structure that is based upon the above psychological
reasoning.

First, some additional notation needs to be defined:

νi = the number of strategies for item i.
Sli = [Examinee applies lth strategy of the νi strategies for item i].
ψ

j
= skill mastery proficiency vector for examinee j .

Cli = [Examinee correctly executes all the cognitive components for strategy l on
item i].

ps = probability of a random slip.

The general form of the cognitive diagnosis model is then given by:

P(Xij = 1|ψ
j
)

(1)= (1 − ps)

νi∑
l=1

[
P(Sli |ψj

)P (Cli |Sli, ψj
)P (Xij = 1|Sli , Cli , ψj

)
]
.

The equation can be most easily understood as mimicking an abstract summary of
the cognitive progression of an examinee as the examinee solves the item. The entire
equation is based on the examinee not committing a random slip, so it begins with the
probability of not slipping, which is 1−ps . Given that no slipping occurs, the examinee
first chooses a particular strategy Sli . This is represented in the model by the first term
in the product within the summation, the probability that an examinee with skill mastery
vector ψ

j
uses the lth strategy for item i, namely P(Sli |ψj

). Then, given that particular

1 It is not difficult to extend the dichotomous mastery models to allow for multiple discrete categories.
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strategy choice, the examinee must successfully execute the skills for the item that the
strategy calls for. This is represented in the model by the probability that an examinee of
given mastery levels on the skills and given strategy successfully executes the skills as
specified by Q for the item, namely P(Cli |Sli, ψj

). Finally, given a particular strategy

selection and given successful execution of the skills, the examinee must still execute
whatever other skills are necessary to solve the item that may have been left out of Q.
This is represented by the last probability in the product within the summation, the
probability of a correct response, given skills mastery levels, strategy selection, and
successful execution of the skills, namely P(Xij = 1|Sli, Cli , ψj

).

4.1.3. Other general diagnostic model frameworks
GDM Von Davier’s General Diagnostic Model (GDM) (von Davier et al., 2006; von
Davier, 2005; von Davier and Yamamoto, 2004) is defined in a very general manner.
Part of the general form of the model is provided by a link function. By setting this
link function in various ways, a large class of models can be generated as special cases
of the GDM, including uni- and multidimensional Rasch models, 2PL model, the gen-
eralized partial credit model, the FACETS model (Linacre, 1989), and Maris’ (1999)
compensatory MCLCM, as well as more general partial noncompensatory models, in-
cluding conjunctive diagnostic models. Analyses of real and simulated data have been
published on the compensatory discrete MIRT version of the models. The estimation
software is EM-algorithm based MML and has demonstrated good computational effi-
ciency. The reader is referred to the references for further detail.

MRCMLM The random coefficient multinomial logit model (RCMLM) was proposed
by Adams and Wilson (1996) and extended to a multidimensional model (MRCMLM)
(Adams et al., 1997). The functional form of this model is quite flexible and generates a
wide range of unidimensional and multidimensional models, including unidimensional
and multidimensional Rasch models, Fischer’s (1973, 1983) LLTM, Master’s (1982)
partial credit model, the FACETS model (Linacre, 1989), Wilson’s ordered partition
model (Wilson, 1992), Whitely’s (1980) MLTM, Andersen’s (1985) multidimensional
Rasch model for repeated testing, and Embretson’s (1991) multidimensional model for
learning and change. In addition to a design matrix similar to the Q matrix that spec-
ifies the contribution of each skill to item difficulty, there is a second design matrix
called a scoring matrix. The scoring matrix extends the flexibility of the model and pro-
vides the capability for handling testlets (called item bundles in Wilson and Adams,
1995) and even allows a conjunctive version. Examples are provided in which the Q

matrix is not simple structure – i.e. some items require more than one skill. The per-
son population parameters are assumed to be random variables and used mainly for
the purpose of parameter estimation. They are decomposed into a linear combination
of multiple parameters. The general model allows polytomous items, linear constraints
on item parameters and flexible scoring rules. Estimation methods attempted include
MML estimation that was successful up to three or four dimensions, and CML estima-
tion in the case of Rasch versions of the model. The reader is referred to the references
for further detail (Adams et al., 1997; Wilson and Adams, 1995; Adams and Wilson,
1996).
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The next section will now review each of the specific models from Table 2, describ-
ing how each represents the interaction of the knowledge structure and item structure.
The following two sections after that will separately review the knowledge structure and
item structure, respectively, in general terms, summarizing key points from the detailed
reviews of the individual models. The knowledge structure review will summarize the
variety of ways that skill mastery level ψ

j
has been seen to be modeled in Section 4.2;

and the item structure review will summarize the variety of approaches seen in mod-
eling P(Cli |Sli, ψj

), P(Xij = 1|Sli, Cli , ψj
), and P(Sli |ψj

). Thus, Section 4.4 on

item structure will be divided into three subsections – one describing item structures
for modeling performance on the cognitive components in Q (P(Cli |Sli, ψj

)), an-

other describing item structures for modeling performance on abilities missing from Q

(P(Xij = 1|Sli, Cli , ψj
)), and another describing item structures for modeling strategy

selection (P(Sli |ψj
)).

4.2. Specific models for item-knowledge interaction

This detailed discussion of specific models will generally progress from the simplest
models to the more complex models; however, there is no strict ordering in terms of
complexity for some of the models in the middle of the spectrum. For convenience, we
will mostly use the acronyms for each model without naming it. The reader is referred
to the table for name-acronym pairs. The Item-Knowledge interaction modeling of the
cognitive diagnosis models will now be reviewed for each model, explicitly connecting
the structure of each model to the different components of the general model. It is in
this section that the various modeling approaches of Table 2 are made explicit.

4.2.1. Unidimensional logistic models: 1PL, 2PL, & 3PL (Rasch, 1961; Birnbaum,
1968); and LLTM (Fischer, 1973, 1983)

The IRF for the 3PL model is as follows:

P(Xij = 1|θj ) = ci + 1 − ci

1 + exp[−1.7ai(θj − bi)] ,

where θj = level of proficiency of examinee j on the presumed unidimensional con-
struct that the item is measuring; ai = the discrimination parameter for item i and is
proportional to the maximum slope of the IRF, it is “the degree to which item response
varies with ability level” (Lord, 1980); ci = the so-called “guessing parameter,” which
is the probability of a correct response for an examinee of very low proficiency, the
lower asymptote of the IRF; bi = the difficulty level of item i which is the level of
proficiency at which an examinee has a probability of a correct response that is halfway
between 1.0 and ci .

When ci = 0, the 2PL model results. When ai = 1 and ci = 0, the 1PL model results.
Since the 1PL, 2PL, and 3PL models are unidimensional, they do not have the capability
to be directly connected to a set of multiple skills. So, these models are not generally
regarded as directly applicable to modeling multiple skills in item performance. Usually
two or more skills are conjectured to have an effect on many, if not most, of the items
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and these skills are usually regarded as distinct dimensions that should appear in the
model. (Multidimensional IRT models are discussed below.)

In terms of the general model (Eq. (1)), there is only one possible strategy and the
number of skills for any item is one, and indeed the same skill for all items. Successful
performance on the skill is the same as successful performance on the item, i.e., the
modeled skill is assumed to capture all the skills involved in solving the item (com-
pleteness of Q). Lack of perfect positivity in the skill is dealt with by modeling mastery
level as a continuous variable and employing a logistic IRF to determine probability
of a correct response conditioned on mastery level. The probability of a random slip is
assumed equal to zero. Thus,

ps = 0, P (S1i |ψj
) = 1,

ψ
j

= θj , P (C1i |S1i , ψj
). = the 3PL IRF,

νi = 1, P (Xij = 1|C1i , S1i , ψj
) = 1.

We include here a brief description of LLTM (Fischer, 1973, 1983) even though it
does not model the ability variable as a vector of multiple cognitive skills. As conceived
by Fischer, the LLTM does not provide, and was not intended to provide, the capability
for cognitive skills diagnosis of individual students. We nonetheless include LLTM in
this discussion because, in our interpretation, the analysis of item difficulty into factors
of difficulty, which can represent “cognitive operations” as noted by Fischer, was a key
step historically in the evolution of cognitive diagnostic models from unidimensional
IRT models. LLTM includes a Q matrix specifying from a given list of types of “cogni-
tive operations” for each item, the number of each such operations required by the item.
Consequently, even though LLTM ability is unidimensional, we see LLTM’s use of a
Q matrix as an historically pivotal development that lies mid-way between unidimen-
sional models such as the Rasch model and fully diagnostic models such as those on
which we focus below.

The IRF for this model was described by Fischer as a restricted form of the Rasch
or 1PL, in the sense that the linear expression for item difficulty in terms of cognitive
operations can be thought of as a constraint on item difficulty. The 1PL modeling frame-
work was extended to include “cognitive operations” within the model. These cognitive
operations were viewed by Fischer as attributes of items, and not as skills of examinees.
Once cognitive determinants of item difficulty have been identified, represented by the
LLTM Q matrix, a natural next step is to partition overall ability measured by the test
into factors of ability, one for each cognitive determinant of item difficulty. As was done
by Tatsuoka, each cognitive item difficulty factor was mapped in a one-to-one fashion
to the student’s ability to perform on items that involve that factor. Even though LLTM
does not directly diagnose examinee mastery on each skill, it is included in our discus-
sion here because it was the first to employ a Q matrix representation and was, thus,
an important stepping stone toward the more complex models and, as such, provides
important insights in terms of understanding the more complex models.
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Specifically, the LLTM IRF has the same basic form as that for the 1PL model with
the only item parameter being bi , but in LLTM the bi parameter is further explicated as:

bi =
K∑

k=1

qikηk + c,

where qik = the frequency with which skill k is a factor in the solution of item i,
ηk = the level of difficulty attributed to skill k, and c = arbitrary constant that fixes the
origin of the scale.

The qik variable is almost always dichotomous, indicating whether or not the skill
influences item difficulty.

In terms of the general model, there is only one possible strategy. Even though the
model allows for any number of skills per item, the performance on the separate skills
is not modeled. By using a single latent trait, the model effectively employs a projection
of all the skills mastery levels onto a unidimensional representation that can be thought
of as some implicit combination of the skills. Thus, θ can be thought of as a weighted
average of the skills mastery levels of an examinee. With such an interpretation the
model can be seen to be a special case of a compensatory model. In Section 4.3 there
is a discussion of when this assumption is appropriate. Also note that in the case of qik

being dichotomous, all items that measure the same set of skills are assumed to have
the same difficulty level. Successful performance on the skills is modeled as being the
same as successful performance on the item, i.e., Q is considered to be complete. Lack
of perfect positivity is dealt with in the same way as with the logistic models above:
overall skill mastery level is modeled as continuous and the logistic function determines
a probability of a correct response for a given level of overall skill mastery level.

4.2.2. Compensatory multidimensional IRT model: MIRT-C (Reckase and McKinley,
1991)

The IRF for the MIRT-C model can be written as follows:

P(Xij = 1|θj ) = ci + (1 − ci)
[
1 + e

−1.7‖ai‖
( at

i
θj

‖ai‖ −bi

)]−1
,

where θj = mastery level vector for examinee j , indicating level of mastery of ex-
aminee j on each of the skills required by the item, ai = vector of discrimination
parameters (aik , k = 1, . . . , K), for item i indicating the amount of discrimination that
item i has for each of the skills that the item is sensitive to, ci = the so-called “guessing
parameter,” which is the probability of a correct response for an examinee who has very
low level of mastery on all the skills required by the item, bi = the difficulty parameter
for item i, and ‖ai‖ = (

∑K
k=1 a2

ik)
1/2.

This model was first introduced by Reckase and McKinley (1991) and has been
popularized for use in cognitive diagnosis by Adams et al. (1997), who employ a Rasch-
model based version in which all the ai parameters are set equal to 1, ci is set to 0, and a
Q matrix determines which skills correspond to which items. The compensatory nature
of the item can be seen more clearly if we look at the IRF for the case of two dimensions
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with ci = 0, bi = 0, and a1 = a2 = 1. The IRF for this special case is:

P(Xij = 1|θ1, θ2) = 1

1 + e−1.7(θ1+θ2)
.

If we let θ1 take on a very low value, say θ1 = −2, and let θ2 compensate for this low
value of θ1 by taking on a very high value, say θ2 = +2, we get P(Xij = 1|θ1, θ2) =
0.5, the same value we would get if we had θ1 = θ2 = 0. Clearly in this model a high
level of mastery on one skill can compensate for a low level on another to give the effect
of a medium level on both. For cognitive diagnosis, this model is generally an improve-
ment over the unidimensional IRT models in that multidimensionality is allowed. (See
Section 4.3 below for discussion of this issue.) However, the compensatory nature of
the interaction of the skills does not match cognitive assumptions in many diagnostic
settings. In particular, cognitive analysis of item performance often requires successful
performance (i.e., high level of mastery) on all the required skills for an item in order
to have success on the item as a whole. In these circumstances, at least from a cogni-
tive perspective, a conjunctive model appears to be more appropriate for the cognitive
assumptions.

In terms of the general model, there is only one possible strategy. The model allows
for a multitude of skills to influence an item through a multidimensional examinee skill
mastery parameter. Successful performance on the skills is modeled as being the same as
successful performance on the item, i.e., Q is assumed to be complete. Lack of perfect
positivity in the cognitive components is dealt with by modeling ability as continuous
variables and employing a logistic IRF. The probability of a random slip is assumed
equal to zero. Thus,

ps = 0, P (S1i |ψj
) = 1,

ψ
j

= θj , P (C1i |S1i , ψj
) = the MIRT-C IRF,

νi = 1, P (Xij = 1|C1i , S1i , ψj
) = 1.

4.2.3. Noncompensatory MIRT model: MIRT-NC (Sympson, 1978)
The item response function (IRF) for the MIRT-NC model is as follows:

P(Xij = 1|θj ) =
K∏

k=1

1

1 + e−1.7aik(θjk−bik)
,

where θjk = level of mastery of examinee j on skill k, aik = discrimination parameter
of item i on skill k, and bik = the difficulty level of item i on skill k.

The knowledge structure of this model is multidimensional, as is generally desired;
and the interaction of the skills with item performance is noncompensatory, in the sense
that its multiplicative form results in a low probability of a correct response on the item
if an examinee has very low proficiency on any one skill, regardless of how high a
proficiency the examinee has on any other skill. More precisely, the model is not fully
compensatory – we use the term “noncompensatory” for convenience. Note that the
term conjunctive is also sometimes used instead of noncompensatory. A reformulation
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of the model helps to clarify the conjunctive/noncompensatory nature. Note that each
term of the product is a 2PL IRF. Let

Yikj =
{

1 if examinee j successfully executes skill k on item i,

0 otherwise.

Then,

P(Xij = 1|θj ) =
K∏

k=1

P(Yikj = 1|θjk).

A justification for the use of this product is the assumption that the examinee must
successfully execute all the required skills and that these operations are independent
of each other for a given set of skill levels. By independence, the joint probability of
successfully executing all the skills is the product of the conditional probabilities of
success for the individual skills.

In terms of the general model, there is only one possible strategy. The model allows
for a multitude of skills to influence an item through a multidimensional examinee skill
mastery parameter space. Successful performance on the skills is modeled as being the
same as successful performance on the item, meaning that Q is assumed to be complete.
Lack of perfect positivity is dealt with by modeling skill mastery as a vector of contin-
uous variables and employing logistic functions for probability of success on executing
each skill. The probability of a random slip is assumed equal to zero. Thus,

ps = 0, P (S1i |ψj
) = 1,

ψ
j

= θj , P (C1i |S1i , ψj
) = the MIRT-NC IRF,

νi = 1, P (Xij = 1|C1i , S1i , ψj
) = 1.

4.2.4. Multicomponent latent trait model: MLTM (Embretson, 1985, 1997; Whitely,
1980)

This model can be viewed as an extension of MIRT-NC. Like MIRT-NC, it employs
unidimensional IRFs to model the probability of successful examinee performance on
each skill and uses the product of these IRFs to model the probability of successful
examinee performance on all the skills of an item simultaneously. In addition, MLTM
models the probability of successful examinee performance on the item as a whole,
conditioned on whether or not the examinee successfully executed all the skills. The
modeling of examinee performance on the item (given successful execution of the skills)
amounts to including the modeling of examinee performance on the non-Q skills.

First, let Yikj be defined as above as a dichotomous indicator of the success of ex-
aminee j in executing skill k on item i. Then, the IRF for MLTM can be written as
follows:

P(Xij = 1|θj ) = a

K∏
k=1

P(Yikj = 1|θjk) + g

[
1 −

K∏
k=1

P(Yikj = 1|θjk)

]
,
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where θjk = level of mastery of examinee j on skill k, a = P(Xij = 1|∏K
k=1 Yikj = 1),

g = P(Xij = 1|∏K
k=1 Yikj = 0), P(Yikj = 1|θjk) = 1

1+e−(θjk−bik ) (a one-parameter

logistic function), and bik = the difficulty level of item i on skill k.
In terms of the general model, this model can be viewed as having two strategies

with each strategy linked to examinee performance on the skills. The first strategy is
that the examinee responds to the item by trying to successfully execute the required
skills; and the second is that the examinee, having unsuccessfully executed one of the
skills, “guesses.” The probability of the first strategy is defined to be the probability of
successfully executing all the required skills for the item. The probability an examinee
applies the second strategy (guessing) is simply the probability that an examinee does
not successfully execute the required skills for the item.

Successful performance on the skills is not modeled as being the same as successful
performance on the item, which essentially means that Q is allowed to be not complete.
Only when a = 1 is Q modeled as complete for the item. If a = 1 and g = 0 this model
reduces to MIRT-NC.Lack of perfect positivity in the skills is dealt with by modeling
skill mastery as a vector of continuous variables and employing logistic functions to
determine success probability on each skill. The probability of a random slip is assumed
equal to zero. Thus, ps = 0, ψ

j
= θj , νi = 2,

P(S1i |ψj
) =

K∏
k=1

P(Yikj = 1|θjk),

P (S2i |ψj
) = 1 −

K∏
k=1

P(Yikj = 1|θjk),

P (C1i |S1i , ψj
) = 1, 4

P(C2i |S2i , ψj
) = g (the skill in this case, guessing, is not very cognitive),

P (Xij = 1|C1i , S1i , ψj
) = a, and

P(Xij = 1|C2i , S2i , ψj
) = 1.

MLTM also includes a version that allows for multiple cognitive strategies, which
we now describe. In this version of the model, the strategies have an order of applica-
tion such that the probability that each strategy is applied is equated to the probability
that the previous strategies in the order were not successfully applied. Additionally all
examinees are assumed to use the same order of strategy application. Specifying the
order of strategy execution and the skills for each strategy is crucial to the model. The
skill mastery vector, θj , now includes skills for all the strategies. Note that this model for
multiple cognitive strategies fits the two-strategy MLTM case above where the probabil-
ity of applying the second strategy, guessing, was equal to the probability of nonsuccess
on the first strategy, i.e., the probability of nonsuccess in the execution of the skills for
the single-strategy MLTM case.

4 This probability is determined given S1i whose probability is equal to P(C1i |ψj
). That is why this is 1.
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Let Sli = [Examinee applies strategy l on item i], Cli = [successful execution of the
skills for strategy l on item i], Kl = the set of skills for strategy l.

Then, the probability that strategy L is applied on item i is given by:

P(SLi |θj ) =
L−1∏
l=1

[
1 − P(Cli |Sli, θj )

]
,

where

P(Cli |Sli, θj ) =
∏
k∈Kl

P (Yikj = 1|θjk).

As in the case of a single cognitive strategy, MLTM in the case of multiple cognitive
strategies does not model successful performance on the skills for a given strategy as
being exactly the same as successful performance on the item. That is, Q is allowed to
be incomplete for each strategy. The probability of successful performance on item i for
strategy l is given by:

P(Xij = 1|θj ) = P(Sli |θj )P (Cli |Sli , θj ) al,

where al = the probability of successful performance on the item given successful
performance on the cognitive components of strategy l. This probability is a constant
over all examinees and items but may vary with strategy.

In terms of the general model:

ps = 0, P (SLi |ψj
) =

L−1∏
l=1

[
1 − P(Cli |Sli , θj )

]
,

ψ
j

= θj , P (Cli |Sli, ψj
) =

∏
k∈Kl

P (Yikj = 1|θjk),

νi = the number of strategies
for item i,

P(Xij = 1|Cli, Sli , ψj
) = al.

4.2.5. General component latent trait model: GLTM (Embretson, 1985, 1997)
This model is a mixture of the MLTM for a single cognitive strategy and the LLTM.

As with MLTM, Yikj is defined as before. Then the item response function (IRF), as
with MLTM, is written as follows:

P(Xij = 1|θj ) = a

K∏
k=1

P(Yikj = 1|θjk) + g

[
1 −

K∏
k=1

P(Yikj = 1|θjk)

]
,

where, as with MLTM, θjk = level of mastery of examinee j on skill k, a = P(Xij = 1|∏K
k=1 Yikj = 1), g = P(Xij = 1|∏K

k=1 Yikj �= 1), P(Yikj = 1|θjk) = 1
1+e−(θjk−bik ) ,

and bik = the difficulty level of item i on cognitive component k.
But now, as with LLTM, the bik difficulty parameter is broken down as follows:

bik =
p∑

f =1

ηf kqikf + βk,
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where qikf = complexity (usually 1 or 0) of difficulty factor f in skill k on item i,
ηf k = weight of difficulty factor f in overall difficulty of skill k, and βk = normaliz-
ation constant.

In LLTM each ηf k stands for the effect on item difficulty resulting from the item
response requiring the application of required skill k, but in MLTM and GLTM the
effect on the item response of the required skills is more directly represented through
the θjk examinee parameters. In GLTM, each ηf k is interpreted as a difficulty factor
that comes from breaking down the kth skill into the stimuli that are its building blocks.

In terms of the general model, GLTM has the exact same representation as the
single-strategy form of MLTM (except for the decomposition of the difficulty para-
meter described above). Therefore, the comparison with the general model will not be
repeated here for GLTM.

4.2.6. Restricted latent class model: RLCM (Haertel, 1984, 1990)
RLCM is termed a restricted latent class model because the number and types of deter-
ministic latent response vectors allowed in the model are restricted by Q.

With this model, unlike the models discussed above, the level of mastery of an ex-
aminee is not represented as a continuous variable on the dimensions defined by the
skills. Instead, examinee ability is modeled by a K-dimensional vector α of 0’s and 1’s.
This vector indicates for each skill whether an examinee is a master (1) or nonmas-
ter (0) of the skill. RLCM takes into account lack of perfect positivity by introducing:
πi = probability an examinee get item i right, given the examinee has mastered all the
skills for item i, ri = probability an examinee gets item i right, given that the examinee
has not mastered at least one of the skills for item i.

The IRF for RLCM is then defined by:

P(Xij = 1|αj ) = π

∏K
k=1 α

qik
jk

i r
1−∏K

k=1 α
qik
jk

i .

Cognitively the model simply says that if the examinee has mastered all the skills
specified as required for an item, the examinee has one (likely high) probability of
getting the item right. Whereas, if the examinee has not mastered all the skills of an
item, the examinee has another (likely small) probability of getting the item right. Note
that with RLCM if an examinee has not mastered one or more required skills for an
item, it does not matter how many nor which particular ones have not been mastered.
This is an example of the deliberate introduction of modeling parsimony to improve
statistical tractability. This type of skill interaction is often referred to as “conjunctive”
(analogous to noncompensatory) because the model intends for a high probability of
correct response to require mastery of all the skills required for the item.

Historically, RLCM can be viewed as an extension of a model proposed by Macready
and Dayton (1977) that used a similar IRF but assumed all items are measuring the
same skills and, thus, classifies examinees into one of two categories, either having
mastered all the skills or having nonmastered at least one. The RLCM model has been
more recently referred to as “DINA” (Junker and Sijtsma, 2001), which stands for
“Deterministic-Input, Noisy-And.” The acronym highlights two features of the model:
the α vector by itself that can be used to deterministically determine which items an
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examinee will get right and wrong (see description of deterministic model in Sec-
tion 4.1.1), but also the fact the item response is probabilistic and is intended to require
mastery of all the skills (the “And” part) in order to result in a high probability of a
correct response. For a more detailed explanation, readers should consult Junker and
Sijtsma (2001).

In terms of the general model, there is only one possible strategy. The model allows
for a multitude of skills to influence an item. Successful performance on the skills is
modeled as being the same as successful performance on the item, which means that
Q is assumed to be complete. Lack of perfect positivity in the skills is dealt with by
allowing πi to be less than 1 and allowing ri to be greater than 0. The probability of a
random slip is assumed equal to zero. Thus,

ps = 0, P (S1i |ψj
) = 1,

ψ
j

= αj = (α1j , α2j , . . . , αKj ), P (C1i |S1i , ψj
) = the RLCM IRF,

νi = 1, P (Xij = 1|C1i , S1i , ψj
) = 1.

4.2.7. HYBRID model (Gitomer and Yamamoto, 1991)
This model, from one perspective, is very similar to RLCM, indeed RLCM is included
within HYBRID. In addition to the latent classes postulated by RLCM, HYBRID adds
one more class of examinees whose item responses follow a unidimensional IRT model.

Thus, based on an examinee’s observed response vector, the examinee is either clas-
sified into one of the α latent classes or is simply assigned an estimate of unidimensional
ability from a unidimensional IRT model (such as 1PL, 2PL, or 3PL). The IRF is given
by:

P(Xij = 1|examinee j) =

⎧⎪⎨
⎪⎩

RLCM IRF if examinee j is estimated to
belong to a latent class,

Pi(θj ) if examinee j cannot be
classified into any latent class,

where θj = unidimensional overall mastery level of an examinee who cannot be classi-
fied into a latent class, Pi(θj ) = either the 1PL, 2PL, or 3PL unidimensional IRF.

In terms of the general model, this model can be viewed as having two strategies,
even though the originators of the model probably did not intend for their model to
be viewed this way. Examinees who use the first strategy are sensitive to the varied
skills that have been specified as being required for the items, i.e., they are using the
Q-based strategy. For these examinees, skill mastery is modeled as membership in a
latent class. Examinees who use the second strategy are not using the Q-based skills and
are modeled as though they are only sensitive to a unidimensional combination of all
the skills, as though the items were measuring only a single skill. For these examinees,
skill mastery is modeled as a continuous unidimensional latent trait. The probability of
the first strategy is simply the probability that an examinee is in one of the latent classes.
The probability of the second strategy is simply 1−P (first strategy). HYBRID assumes
that the probability a randomly chosen examinee uses a particular strategy does not vary
across items and that an examinee uses the same strategy for all items on the test. This
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latter assumption concerns the test as a whole and is, thus, not captured in our general
model which is for a single item. The comparison with the general model is the same as
for RLCM, except for the addition of the second strategy. Thus,

ps = 0, P (S1i |ψj
) = P(S1) = probability an examinee is

classified into one of the latent classes,
ψ

j
= αj or θj , P (S2i |ψj

) = 1 − P(S1),

νi = 2, P (C1i |S1i , ψj
) = RLCM IRF,

P (C2i |S2i , ψj
) = Pi(θj ) (1PL, 2PL, or 3PL IRF),

P (Xij = 1|C1i , S1i , ψj
) = 1,

P (Xij = 1|C2i , S2i , ψj
) = 1.

4.2.8. Deterministic-Input, Noisy-Or: DINO (Templin and Henson, 2006)
This model is very similar to RLCM (also known as DINA), except instead of being
conjunctive (the “And” in DINA), it is disjunctive (the “Or” in DINO). By disjunctive
we mean that this model intends for a high probability of a correct response on an item
to occur whenever any of the skills are mastered (the “Or” part). Thus, the item and
ability parameters are nearly the same as for RLCM, but the IRF takes on a disjunctive
form.

Examinee ability is modeled the same as with RLCM using a K-dimensional vector
α of 0’s and 1’s. DINO takes into account the lack of perfect positivity by introducing:
πi = probability examinees get item i right, given they have mastered at least one of
the skills for item i, ri = probability examinees get item i right, given they have not
mastered any of the skills for item i.

The IRF for DINO is then defined by:

P(Xij = 1|αj ) = π

[
1−∏K

k=1(1−αjk)
qik

]
i r

∏K
k=1(1−αjk)

qik

i .

With DINO, if an examinee has mastered one or more required skills for an item,
it does not matter how many have been mastered nor which particular ones have been
mastered. This is another example of the deliberate introduction of modeling parsimony
to improve statistical tractability. As mentioned above, this type of skill interaction is
referred to as “disjunctive” (analogous to compensatory) because the model intends for
a high probability of an incorrect response on the item to require nonmastery of all the
skills required for the item.

In terms of the general model, the only difference from RLCM is P(C1i |S1i , ψj
) =

the DINO IRF.

4.2.9. Reparameterized Unified Model: RUM (DiBello et al., 1995; Hartz, 2002)
The original Unified Model of DiBello et al. (1995), although conceptually attractive,
had nonidentifiable item parameters and, hence, was statistically inestimable without
further constraints on the parameters. There was also a version that allowed for multiple
strategies, which will not be discussed here. Hartz (2002) parsimoniously reparameter-
ized the single-strategy Unified Model, and this is the model that has been extensively
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researched and applied, and which will be presented here. Hartz also added a Bayesian
hierarchical structure for estimation purposes and called the enhanced model the Fusion
Model. Our focus here is on the RUM IRF, although readers interested in the Bayesian
component are advised to consult Hartz (2002) or Hartz and Roussos (2005).

Like HYBRID, RUM can be viewed as an extension of RLCM. Note that HYBRID
does not change the part of RLCM that determines the classification of the exam-
inees into cognitively based (i.e., Q-based) latent classes. Instead, HYBRID merely
places hard-to-classify examinees under the umbrella of a unidimensional IRT model,
thus moderating the knowledge structure assumptions of RLCM. RUM, on the other
hand, faithfully maintains a knowledge structure based on cognitively meaningful latent
classes and, instead, brings more elaborated cognitive modeling into the item structure
in an attempt to improve the classification process.

The authors of RUM intended for the model to be a unifying bridge between cog-
nitively over-simplified unidimensional IRT models and intractable cognitive-based
expert systems with thousands of nodes. In addition, within the context of cognitive
diagnosis models alone, RUM can be viewed as bridging the gap between the more cog-
nitively complex MLTM (single strategy) and GLTM and the statistically more tractable
but cognitively more constrained RLCM and HYBRID.

Like MLTM and GLTM, RUM models examinee performance on the individual
skills. However, RUM replaces the continuous skill level parameters with discrete ones.
RUM uses RLCM-like item parameters (focused on dichotomous skill mastery) instead
of logistic functions (focused on continuous skill mastery) to model examinee perfor-
mance on the skills. (Research has been completed with a version of RUM in which skill
levels can be any finite number of ordered categories. That work will not be discussed
here.)

Thus, in terms of model complexity RUM is effectively in between (MLTM, GLTM)
and (RLCM, HYBRID). As described for RLCM, RUM models the ability of exami-
nee j by a vector αj of 0’s and 1’s, indicating mastery (1) or nonmastery (0) on each
of the K skills in Q. As described for MLTM and MIRT-NC, RUM models the joint
probability of successfully executing all the skills required for an item as the product
of the success probabilities for the individual skills, an assumption of skill execution
independence.

Thus, as in MIRT-NC and MLTM, let

Yikj =
{

1 if examineej successfully executes skill k on item i

(or if examinee j is not required to execute skill k on item i),

0 otherwise.
Assuming skill execution independence,

P

(
K∏

k=1

Yikj = 1|αj

)
=

K∏
k=1

P(Yikj = 1|αj ).

In MLTM, positivity is dealt with by modeling P(Yikj = 1|αj ) as a logistic function
with structural parameters specific to skill k on item i. In RLCM, positivity is dealt
with by modeling P(

∏K
k=1 Yikj = 1|αj ) as two constants, one (high) value for when∏K

k=1 α
qik

jk = 1, and another (low) value for when
∏K

k=1 α
qik

jk = 0.
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The original Unified Model maintained structural parameters specific to skill k on
item i, but simplified the model by using RLCM-like constants. Specifically, in the
original Unified Model (UM),

P(Yikj = 1|αj ) = π
αjk

ik r
(1−αjk)

ik ,

where πik = P(Yikj = 1|αjk = 1) and rik = P(Yikj = 1|αjk = 0).

Thus, P(
∏K

k=1 Yikj = 1|αj ) = ∏K
k=1 π

αjkqik

ik r
(1−αjk)qik

ik .
With UM, if an examinee has not mastered a required skill for an item, the probabil-

ity of a correct response depends on which skills have not been mastered. The positivity
of the nonmastered skill determines how likely the examinee will successfully execute it
given nonmastery on it. If all the skills for an item have sufficiently high positivity, then
the probability that an examinee who has not mastered one or more skills will success-
fully execute all the skills required for an item, will be approximately the same (very
close to 0) value no matter how many or which skills the examinee has not mastered. If
such a strong assumption is justified then this part of UM can be effectively replaced by
the simpler representation used in RLCM.

The above parameterization was not identifiable, as also pointed out by Maris (1999).
To ameliorate the nonidentifiability, Hartz (2002) reparameterized UM as follows:

P

(
K∏

k=1

Yikj = 1|αj

)
= π∗

i

K∏
k=1

r∗(1−αjk)qik

ik ,

where π∗
i = ∏K

k=1 π
qik

ik and r∗
ik = rik

πik
.

The parameter π∗
i is the probability that an examinee having mastered all the Q

required skills for item i will correctly apply all the skills. For an examinee who has not
mastered a required skill, the item response probability will be multiplicatively reduced
by an r∗

ik for each nonmastered skill, where 0 < r∗
ik < 1. The more strongly the item

depends on mastery of a skill, the lower the item response probability should be for a
nonmaster of the skill, which translates to a lower r∗

ik for that skill on that item. Thus, r∗
ik

functions like a reverse indicator of the strength of evidence provided by item i about
mastery of skill k. The closer r∗

ik is to 0, the more discriminating item i is for skill k.
Like MLTM (and unlike RLCM), RUM also allows for Q to be not complete and,

thus, does not equate successfully executing the Q-specified skills with successfully
executing the item. RUM includes a model for the ability of the examinee to successfully
execute skills that are necessary for getting the item right but that have been left out of
the Q-specified skills for an item. These skills are modeled using a unidimensional IRT
model with a continuous latent trait, ηj . Thus, the full IRF for RUM can be written as
follows:

P(Xij = 1|αj , ηj ) = P

(
K∏

k=1

Yikj = 1|αj

)
Pci

(ηj ),

where Pci
(ηj ) = 1

1+exp{−1.7[ηj −(−ci )]} , a 1PL model with difficulty parameter −ci and
ability parameter ηj .
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The ηj parameter functions as a unidimensional projection or combination of the
levels of skill mastery for an examinee on the non-Q skills. The ci parameter is referred
to by DiBello et al. and by Hartz as the “completeness parameter” and is interpreted as
an indicator of the degree to which Q is complete in its coverage of the skills. Hartz
constrained ci to be greater than 0, with larger values indicating greater completeness
for Q. When ci is 3 or more, this term will be very close to 1 for most values of ηj , and
when ci is near 0, the ηj variation will have its maximum influence on the RUM IRF.

The Pci
(ηj ) part of the model simply recognizes that it is usually neither desirable

nor possible to list in Q every possible skill that goes into solving an item for a given
strategy. Indeed, this part of the model might sometimes be appropriately viewed as
representing higher-order skills, such as self-monitoring behavior or the ability to assim-
ilate the separate cognitive components into a coherent whole, which are less amenable
to being modeled as discrete cognitive components (as suggested by Samejima, 1995).

If all examinees with the same latent skill class α have the same η, then the com-
pleteness term could be eliminated by setting ci equal to 10 (or any large number) and
reducing the other item parameters by appropriate multiplicative constants. Also, as
described above, if the positivity of all the cognitive components for an item were suf-
ficiently high, then this part of RUM could further reduce to the corresponding part of
RLCM.

In terms of the general model,

ps = 0, P (S1i |ψj
) = 1,

ψ
j

= (αj , ηj ), P (C1i |S1i , ψj
) = π∗

i

∏K
k=1 r∗(1−αjk)qik

ik ,

νi = 1, P (Xij = 1|C1i , S1i , ψj
) = Pci

(ηj ).

4.2.10. Disjunctive MCLCM (Maris, 1999)
Maris (1999) proposed several Multiple Classification Latent Class Models, including
a disjunctive model which we refer to here as MCLCM-D. Let Yijk be the same as
defined above as for MLTM, MIRT-NC, and RUM, all of which assumed skill execution
independence such that

P

(
K∏

k=1

Yikj = 1|αj

)
=

K∏
k=1

P(Yikj = 1|αj ).

If Q is complete, then

P(Xij = 1|αj ) =
K∏

k=1

P(Yikj = 1|αj ).

The RUM IRF takes on this form when Q is complete. Maris (1999) proposed a
model of this form using the same parameterization of UM, thus rediscovering the
Q-complete version of the original Unified Model. He called it a “conjunctive” MCLC
model because the conjunction of successful skill execution on all the skills is required
for success on the item.
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Maris also proposed what he called a “disjunctive” model as follows:

P(Xij = 1|αj ) = 1 −
K∏

k=1

[
1 − P(Yikj = 1|αj )

]
,

where he again used the same parameterization as UM for P(Yikj = 1|αj = 1) and
P(Yikj = 1|αj = 0), namely, πik = P(Yikj = 1|αjk = 1) and rik = P(Yikj = 1|
αjk = 0).

Thus, the MCLCM-D IRF can be written as

P(Xij = 1|αj ) = 1 −
K∏

k=1

(1 − πik)
αjkqik (1 − rik)

(1−αjk)qik .

As in UM, these item parameters are not identifiable, but a reparameterization simi-
lar to that of Hartz (2002) could be implemented. The interpretation of this disjunctive
model is that a high probability of success at the item level will occur so long as ex-
aminee j has a high probability of successfully executing at least one of the required
cognitive components for the item (i.e., the examinee is a master of at least one of the
required components). Conversely, a low probability of success will occur only if the
examinee is a nonmaster on all the cognitive components. This disjunctive model might
be termed the maximum or extreme compensatory model, as it allows mastery on any
one component to compensate for nonmastery on all the others. This model may also
be viewed as a more complex version of DINO. In both DINO and MCLCM-D, a high
probability of success on an item is intended to result from mastery of any of the skills;
but, in MCLCM-D this probability varies depending on which skills have been mas-
tered, whereas in DINO this probability is the same no matter which skills or how many
have been mastered (as long as at least one has been mastered).

In terms of the general model,

ps = 0, P (S1i |ψj
) = 1,

ψ
j

= αj , P (C1i |S1i , ψj
) = MCLCM-D IRF,

νi = 1, P (Xij = 1|C1i , S1i , ψj
) = 1.

4.2.11. Compensatory MCLCM (Maris, 1999)
Among several Multiple Classification Latent Class Models proposed by Maris (1999),
see also von Davier et al. (2006), von Davier (2005), von Davier and Yamamoto (2004),
was a compensatory model in the form of MIRT-C, but using the dichotomous (αjk, k =
1, . . . , K) ability variables instead of the continuous θj variables of the MIRT-C model.

Thus, the form of the IRF is as follows:

P(Xij = 1|αj ) = exp[∑K
k=1 aikαjk − di]

1 + exp[∑K
k=1 aikαjk − di]

,

where aik is the amount of increase in probability on the log-odds scale when αjk goes
from 0 to 1, and di is a threshold parameter.
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This model has the attractive feature of allowing practitioners to maintain discrete
(mastery, nonmastery) skills while implementing cognitive diagnosis in a situation
for which a compensatory model is more appropriate than a noncompensatory model.
One could imagine using this model in comparison with the complete-Q RUM to see
whether a conjunctive or compensatory model is more appropriate for a given psycho-
logical situation. It is important also to note a model sensitivity issue here. Even in
cases in which a conjunctive model is better aligned with cognitive theory, a compar-
ison of both conjunctive and compensatory discrete models can indicate if the model
outcomes are sensitive to the model differences. Research is currently being conducted
to investigate this issue.

In terms of the general model,

ps = 0, P (S1i |ψj
) = 1,

ψ
j

= αj , P (C1i |S1i , ψj
) = MCLCM-C IRF,

νi = 1, P (Xij = 1|C1i , S1i , ψj
) = 1.

4.3. Knowledge structure modeling assumptions

This section of the paper, in somewhat broad strokes to aid clarity of presentation,
reviews and, in particular, compares and contrasts the nature of the knowledge struc-
tures for the models detailed in Section 4.2. The two main distinctions to be made are:
(1) Dimensionality (unidimensional vs. multidimensional) and (2) Skill mastery scale
(continuous vs. discrete). Table 3 summarizes the knowledge structure of the models
with respect to these two dimensions. Readers are advised to consult Section 4.2 and
Table 2 as the model abbreviations will be used throughout this section and the detailed
model descriptions will sometimes be referred to.

Table 3
Knowledge structure of reviewed cognitive diagnosis models. U = Unidimen-
sional, M = Multidimensional, C = Continuous, D = Discrete

Skill mastery scale Dimensionality

U M U/M

C 1-2-3PL MIRT-C
LLTM MIRT-NC

MLTM
GLTM

D DINO
MCLCM-C
MCLCM-D
RLCM
RUM (Q complete)

C/D RUM HYBRID
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4.3.1. Dimensionality
The knowledge structure is explicitly unidimensional for some models (LLTM, 1PL,
2PL, and 3PL) and is explicitly multidimensional for the others (MIRT-C, MIRT-NC,
MCLCM-C, MCLCM-D, MLTM, GLTM, RLCM, DINO, and RUM). One model, HY-
BRID, is a mix of unidimensional and multidimensional modeling. For HYBRID, most
of the examinees can be assigned a multidimensional vector of skill mastery levels, but
examinees who do not fit the multidimensional model are assigned a unidimensional
overall mastery level estimated from a unidimensional IRT model (1PL, 2PL, or 3PL).

Given that cognitive diagnosis models are meant to be applied in situations where
individual items are assumed to be measuring a number of skills, standard unidimen-
sional IRT models (1PL, 2PL, and 3PL) lack any direct link between the individual
skills and their unidimensional ability variable. LLTM does include an explicit link be-
tween skills and items through the item component of the IRF, even though its ability is
unidimensional.

In LLTM the unidimensional ability can be interpreted as some sort of composite
of the multiple skills. Thus, according to the model, two examinees who have the same
average level of skill mastery (not necessarily the same set of mastered and not-mastered
skills) are expected to have the same probability of a correct response on any item. For
this assumption to hold at least roughly, LLTM implicitly requires the multiple skills
be highly related. This representation could hold true in some situations. For example,
consider a classroom of students learning a subject for which all start off with zero
knowledge. All students receive the same instruction and thus learn the multiple skills
(to the best of their ability) in the same order. Since skills are usually highly related in
such a setting, the degree to which a child learns one skill could be the same for all
skills. And since all skills are learned in the same order, the unidimensional knowledge
structure model would hold approximately true. Thus, unidimensional models can be
useful in some cognitive diagnosis settings. However, in situations where students with
the same average ability over the multiple skills vary significantly on their levels of
mastery on the individual skills, multidimensional cognitive diagnosis models would be
necessary in order to effectively assess skill mastery levels. Multidimensional models
vary widely, of course. One important distinction is whether the knowledge structure is
continuous or discrete, or a mixture of the two. This distinction is discussed next with
respect to all the models. Beyond this distinction, models with the same knowledge
structure may also differ in their item structures which will be discussed in Section 4.4.

4.3.2. Skill mastery scale
The second distinction in knowledge structures to be highlighted is that of continuous
skill mastery scale vs. discrete skill mastery scale. The models that have unidimensional
knowledge structure (LLTM, 1PL, 2PL, and 3PL) all have continuous representations
for knowledge via a single real-valued number of a continuous scale, which along with
the item parameters completely determines the examinees probability of getting the item
right.

Of the models that allow the required skills for an item to be multidimensional,
MLTM, GLTM, MIRT-C, and MIRT-NC represent knowledge as continuous latent traits
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with the number of latent traits for an item being the number of skills of the knowledge
structure involved in responding to the item.

On the other hand, of the remaining multidimensional models, RLCM, DINO,
MCLCM-C, MCLCM-D, and RUM (with Q complete) all use a discrete representation
of the knowledge structure, namely a latent class defined by a vector of dichotomous
skill mastery parameters, αj = (αj1, αj2, . . . , αjK)t , where, as described earlier in
Sections 4.1 and 4.2, αjk = 1 indicates examinee j has mastered skill k, and αjk = 0
indicates nonmastery.

We ignore here the question of whether the models have mathematically equivalent
discrete representations. For example, 1PL is mathematically equivalent to a model for
which the ability variable is discrete with I +1 ordered levels, where I is the number of
items. For purposes of this paper, we consider the continuity or discreteness as explicitly
defined. In the examples surveyed here, the number of discrete ordered levels for ability
variables is two. In published cases using more than two discrete ordered levels, the
number of such levels is usually much lower than the number of items.

The remaining models that allow for multidimensional knowledge structure, employ
a mixture of continuous and discrete representations, though in very different ways. The
HYBRID model uses virtually the same knowledge structure as RLCM except that, in
addition to the discrete latent classes, HYBRID also models some examinees to have
their knowledge characterized instead by one of the unidimensional IRT models (1PL,
2PL, or 3PL), which, as mentioned above, employ a continuous representation of skill
mastery level. The RUM knowledge structure representation is similar to that of RLCM
and HYBRID. All three have the same latent class knowledge representation for skill
mastery, a vector of dichotomous skill mastery level parameters. The major difference
between RUM and the other two models is that RUM not only includes model parame-
ters for mastery of the Q-specified skills, but also includes a continuous unidimensional
parameter to provide an approximate model for any skills that may be needed to get
the item right and which are not included in the Q-specified skills. Note that this use
of IRT modeling to augment the latent class knowledge structure based on Q is much
different from the use of the unidimensional IRT model in HYBRID. In HYBRID the
knowledge structure of an examinee is either one of the restricted latent classes or an
IRT ability estimate. One or the other case is assumed to hold for all items. By con-
trast, with RUM all examinees are posited both a latent class α (for their Q-specified
skills) and a continuous IRT ability estimate (summarizing their non-Q skills). Of all
the cognitive diagnosis models, RUM seems to be the only one that attempts to model
examinee differences in mastery on skills not included in Q. This flexibility may turn
out to be of consequence in many modeling situations, though the continuous term as
currently parameterized has often been difficult to work with.

A comparison of the above knowledge structure representations with the knowledge
structure representation of the purely deterministic cognitive diagnosis model and with
the relaxations of knowledge structure described in Section 4.1 can provide some guid-
ance to deciding what type of knowledge structure is preferred. In individual cases, such
preference would depend on how different the modeled situation is from the determin-
istic situation. Specifically, it depends on the positivity of the skills, the completeness
of Q, and the purpose of the cognitive diagnosis. If Q is approximately complete or if
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examinees of equal mastery on the Q skills do not vary significantly on their non-Q
skills, then a model with no representation of the non-Q skills may perform very well.
If the testing situation is truly concerned only with determination of mastery vs. non-
mastery (even in the presence of low positivity of the skills) or if the skills have a high
degree of positivity, then the discrete (for example, the mastery/nonmastery dichotomy)
representation of mastery on the skills would seem to be preferred since the estima-
tion will be more efficient than for models with continuous mastery variables. Other
trade-offs in complexity between knowledge structure and item structure can also be
considered as described in Section 4.2.

4.4. Item structure modeling assumptions

In this section the item structure modeling assumptions will be discussed in general
terms to demonstrate the broad variety of such assumptions present in cognitive diag-
nosis models. The models have many differences in the details of the implementations
of these structures, and the reader is referred to Section 4.2 for a more detailed descrip-
tion of the assumptions for each model. This section is divided into three subsections:
Item structure for Q skills, Item structure for non-Q skills, and Item structure for mul-
tiple strategies. All of the models are included in the first subsection, but only three of
the models reviewed in this paper have item structure for non-Q skills and only two
have item structure for multiple cognitive strategies. All of the models assume that re-
sponses to individual items are statistically independent conditioned on ability. This is
commonly referred to as the assumption of Local Independence or Conditional Inde-
pendence.

4.4.1. Item structure for Q skills
The two main distinctions to be made among the item structure representations for the
Q skills are: (1) Number of skills (single vs. multiple) and (2) Skill interaction (com-
pensatory/disjunctive vs. noncompensatory/conjunctive). By compensatory/disjunctive
is meant that no matter how low a level of mastery an examinee has on one skill, it is
possible in the mathematical model of the IRF that a high level of mastery on another
required skill can compensate (in terms of probability of a correct response) for the low
level of mastery on the first skill to any desired degree. Suppose an item depends on
only two skills. Then even if an examinee is extremely weak in mastery of one skill,
by having high enough mastery of the second skill the examinee can still have a high
probability of a correct response. By noncompensatory/conjunctive is meant that an ex-
aminee must be of sufficiently high ability on all the required skills of an item in order
to have a high probability of getting the item right. Weakness on one skill may be partly
compensated by strength on another but it cannot be compensated for to an arbitrarily
high degree. Partial compensation is allowed in all the noncompensatory models as one
of the relaxations (positivity) of the deterministic cognitive diagnosis model described
in Section 4.1. Indeed, any item response model that demonstrates monotonicity in each
of the ability variables must demonstrate some amount of partial compensation (van der
Linden, personal communication).
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Table 4
Item structure for Q skills. S = Single, M = Multiple, C = Compensatory-
Disjunctive, NC = Noncompensatory-Conjunctive, N.A. = Not applicable

Skill interaction Number skill components

S M S/M

C LLTM
MIRT-C
MCLCM-D
MCLCM-C

NC MIRT-NC
GLTM
MLTM
RLCM
RUM
DINO

N.A. 1-2-3PL
NC/N.A. HYBRID

Table 4 summarizes the item structure of the models with respect to these two di-
mensions. Note that when an item structure models only a single skill, then the skill
interaction dimension is not applicable.

Number of skills Given that cognitive diagnosis models are meant to be applied in sit-
uations where individual items are assumed to be measuring a number of skills, the
standard unidimensional IRT models (1PL, 2PL, and 3PL) are seen, as discussed above,
to not provide direct links between multiple skill demands of items and multiple skill
levels of examinees. All the remaining models allow for the influence of multiple skills
in their IRFs. In HYBRID, as mentioned in the previous section, most of the exam-
inees are modeled with a vector of dichotomous variables which indicate mastery or
nonmastery of the multiple skills modeled by the test items; but a few examinees are
modeled with a unidimensional ability. Thus, HYBRID is listed as a model that mixes
a single-skill representation with a multiple-skill representation.

Skill interaction Type of skill interaction assumed by a model is most important when
items require multiple skills, but, as we have seen above, does not strictly require a
multidimensional representation of skill mastery. Specifically, LLTM does include the
effects of multiple skills in the item structure portion of its IRF, but skill mastery is es-
sentially represented as some sort of unspecified average of mastery over all the skills,
a unidimensional representation. Although the representation of multiple skills is not
explicit in LLTM, as we discussed earlier, it can be thought of as equivalent to a com-
pensatory skill mastery interaction model. Consequently, we have so labeled it in our
corresponding tables. Clearly, LLTM was not intended for diagnosis of examinee mas-
tery on individual skills, and we include it here as an historically important bridge in the
evolution from nondiagnostic unidimensional models to multidimensional diagnostic
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models. MIRT-C and MCLCM-C each use a weighted sum of mastery level variables
on the skills in their IRFs, thus making them also compensatory models. MCLCM-D is
referred to by Maris (1999) as a “disjunctive” model because a high probability of a cor-
rect response will occur so long as at least one of the required skills has been mastered,
which could be viewed as the maximum possible compensation.

All of the remaining models that have item structures that allow for multiple skills
assume that the mastery levels on the skills required by the item interact in a noncom-
pensatory or “conjunctive” manner in the IRF.

From a psychological perspective, the interaction of skills in examinee item response
behavior may sometimes be better modeled as compensatory and other times better
modeled as conjunctive. From the classical model fit perspective, however, it may be
that either type may fit approximately equally well in practice. For example, even though
the compensatory models in principle allow compensation to an arbitrarily high degree
among the skills, in practice the skills required for a given item may be highly enough
correlated so as to preclude large amounts of compensation for a given examinee. In
situations where this is true, a compensatory model might sometimes be favored over
an equivalent noncompensatory model if the parameters of the compensatory model
are fewer in number or easier to estimate for a particular setting. However, as will be
described below, the available noncompensatory models may also contain other psy-
chologically valuable modeling components – such as item structure for non-Q skills
(Section 4.4.2) and multiple cognitive strategies (Section 4.4.3) – that are not found in
the compensatory models thus making it difficult to find an equivalent compensatory
model. Perhaps the highlighting of such modeling gaps will result in new models to fill
these gaps as needed.

4.4.2. Item structure for non-Q skills
Only three models have item structure for non-Q skills: MLTM, GLTM, and RUM. As
mentioned in Section 4.3, among all the models only RUM explicitly models differences
in examinee mastery on non-Q skills. MLTM and GLTM essentially assume that all
examinees have the same level of mastery on the non-Q skills. MLTM and GLTM have
exactly the same item structure for modeling performance on the non-Q skills. They
both use a constant probability that is independent of both examinees and items (indeed,
this constant could be interpreted as the probability of “not slipping,” although that
was not the intended interpretation in Embretson, 1985, 1997). RUM takes a different
approach, using a 1PL model with a completeness item parameter that ranges from 0 to 3
(the negative of the 1PL difficulty parameter). Thus, RUM allows different degrees of Q

completeness from item to item, and uses a unidimensional parameter to approximately
model the non-Q skills.

As discussed in the Knowledge structure section (Section 4.3 above), the modeling
of the non-Q skills, as in RUM, is not always necessary. Even though completeness
and positivity are theoretically separate issues, the two can become confounded. For
example, as discussed earlier, if examinees of the same level of mastery on the skills are
also of the same level of mastery on the non-Q skills, performance on the non-Q skills
cannot be distinguished from performance on the Q skills, and Q incompleteness is
totally accounted for within the positivity terms. Of course there is also the trivial case
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where modeling performance on non-Q skills is not necessary because Q is complete, or
very nearly so. Though a high degree of completeness is unlikely on theoretical grounds,
we believe that when the number of skills is at least moderately large, the skills in Q

may “explain” (much like in a principal components analysis) most of the observed
systematic variation. In such cases, we can eliminate the completeness term from the
model with little penalty to effective skills mastery assessment.

4.4.3. Multiple cognitive strategies
The term strategy as we use it here refers to a hypothesis about how examinees respond
to one or more test items. A strategy is made concrete by the specification of the skills
that are required for each item, i.e., the Q matrix. Only MLTM allows for alternate
strategies in the item response behavior of examinees. Even though HYBRID can also
be viewed as modeling two specific strategies, only one of the strategies is cognitively
based. In MLTM the alternative strategies are explicitly modeled in the skills. In HY-
BRID, even though only a single set of skills is modeled, the alternative unidimensional
model within HYBRID can be viewed as modeling a single skill for all the items. As
mentioned above, this single skill could be viewed as a unidimensional composite of
the multiple skills with the composite being the same for all the items.

Although the modeling of multiple strategies in parametric IRT skills diagnosis has
been implemented to only a limited degree, the integration of multiple strategies into
unidimensional and latent class IRT models has been studied more extensively, includ-
ing, for example, Mislevy and Verhelst (1990), Kelderman and Macready (1990), and
Rost (1990). Thus, the modeling of multiple strategies in parametric IRT skills diagnosis
is an area where advancements in the near future can be expected.

4.5. Summary table of the models

The above review of cognitive diagnosis models can be summarized with a table high-
lighting important differentiating characteristics that the above review revealed. Four
features seem especially relevant in assessing the degree of complexity of a model:

(1) Multidimensionality. The skills can be modeled as separate dimensions and more
than one can be allowed to occur in a given item. We note here the term multidi-
mensional is used to refer to the indicated dimensions. Even if a four-skill model
were shown to have lower dimensionality for a particular dataset, the model itself
mediates the true statistical dimensionality for this dataset and the indicated dimen-
sionality that may be based on cognitive or pedagogical theory.

(2) Conjunctive vs. compensatory item response modeling. The psychological nature
of how the cognitive components interact in an item should help determine which
model is more appropriate. Conjunctive models are better aligned with cognitive
theory in some cases in which it is strongly believed that high levels of ability on
all required skills for an item are required for high likelihood of correct response to
that item.

(3) Incompleteness of Q. The degree to which Q may be considered complete or nearly
complete should be considered in choosing a model. When the number of specified
skills is large, Q will usually be approximately complete, by analogy with principal
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Table 5
Classification of cognitive diagnosis models

Model Multidimensional Noncompensatory Q incomplete Multiple strategies

1PL N N N N
2PL N N N N
3PL N N N N
LLTM N N N N
MIRT-C Y N N N
MIRT-NC Y Y N N
GLTM Y Y Y N
MLTM Y Y Y Y
MCLCM-C Y N N N
MCLCM-D Y N N N
DINO Y N N N
RLCM Y Y N N
HYBRID Y Y N Y
RUM Y Y Y N

components analysis. But when the specified number of skills is small, this part of
the modeling process could be important.

(4) Multiple cognitive strategies. There will often exist more than one way to solve an
item correctly and this can result in more than one set of skills available for success
in solving the item.

A fifth important feature is that a model allow for the influence of multiple skills
on examinee item performance. As noted above, all the models, except 1PL, 2PL, and
3PL, allow for such an influence, usually through multidimensional modeling of exami-
nee proficiency. Even though this is an important characteristic of a cognitive diagnosis
model, since it is shared by all the models meant for cognitive diagnosis, it is not in-
cluded as a separate entry in this list. Table 5 summarizes the cognitive diagnosis models
reviewed in this paper by noting whether or not (Y for Yes, N for No) each model con-
tains the above characteristics. The first four models in the table are the unidimensional
models; the next four models are the ones with multidimensional continuous skill mas-
tery representations; and the last five models are the models with multidimensional
discrete skill mastery representations. Within each of these sets the models are placed
in order according to increasing cognitive complexity as determined by the headings of
the table, though the ordering is only partial in some cases since there are ties.

Finally, it is important to point out that models having a time component were pur-
posely left out of this review to maintain a reasonable scope. These models include
the multidimensional Rasch model for learning and change by Embretson (1991), the
LLTM with relaxed assumptions by Fischer (1989), the tutoring systems of Anderson et
al. (1995) and of VanLehn et al. (1998), and the stochastic learning theory model for a
knowledge space by Falmagne (1989). A separate summary of how learning over time
is modeled should be addressed in the future.
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5. Summary and conclusions: Issues and future directions

The purpose of this paper is to provide for psychometricians and statisticians a broad
survey of the basic ideas, models, and statistical tools that constitute the emerging
field of skills diagnostic assessment, to provide a focused survey of the field’s rapidly
growing literature, and to lay out for researchers and practitioners the steps needed to
effectively conduct such assessments. A secondary goal is to illuminate some of the
unresolved issues and controversies of the skills diagnostic assessment field, as a guide
for future research. This statistical subfield promises exciting research opportunities and
promises to play a vital societal role as assessments developed specifically to support
teaching and learning become increasingly important in schools and other instructional
settings.

Skills diagnostic assessment research to date has made considerable and important
progress. In particular, a rich, varied, and useful collection of parametrically complex
and potentially useful stochastic models have been developed, which were carefully and
systematically surveyed in the second portion of the paper. To situate the model survey
within a proper context of assessment design, the first portion of the paper presented
a practitioner-oriented framework for the broad basic steps of the process required to
conduct a skills diagnostic assessment, including modeling and statistical analysis.

Scientific disagreements and controversies exist in both the methods and goals of
the approach we advocate, and in the interpretations of progress that has occurred to
date. We provide our point of view here, and the reader is encouraged also to read
the literature for alternative points of view. Well established and largely agreed-upon
recommendations concerning which combinations of model, inference method, com-
putational approach, and evaluation of assessment effectiveness that should work best
for practitioners in various settings do not yet exist and are still subject to controversy.
In spite of the lack of consensus concerning various aspects, the foundations and basic
building blocks of the field are well developed, numerous models and several statistical
approaches are available for application and study, and various appropriate computa-
tional software packages exist. Thus, skills diagnostic assessment studies can currently
be carried out to pursue the questions that remain.

Alternative statistical computation methods such as MCMC and EM algorithms
can be compared along several important dimensions. For example, the EM algorithm
demonstrates advantages over MCMC such as greater computational efficiency and di-
rect focus on estimation of particular parameters. EM disadvantages include greater
difficulty in developing the analytical likelihood functions necessary to implement new
models, especially complex models, and less straightforward determination of standard
errors (Junker, 1999; Patz and Junker, 1999a, 1999b).

MCMC advantages over EM include relatively greater ease in setting up new mod-
els, and the generation of the estimated posterior distribution of all the parameters. The
estimated posterior distribution directly aides determination of multiple modes and bet-
ter control of standard errors. These advantages come at certain costs, including longer
computation time, and greater difficulty of determining convergence since the conver-
gence is not that of individual parameters, but convergence of a joint posterior with
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many variables (all the model parameters). These issues, as they relate specifically to
cognitive diagnostic models, should be a target of future setting-specific research.

As we argue in the paper, development of effective diagnostic assessment can be
attempted now, whether for experiment or for trial and/or operational use within a
program. Better diagnostic performance can be expected if the data come from a test
carefully designed for the purposes of skills diagnosis. The selection of an appropriate
cognitive diagnostic model based on an analysis of the cognitive interaction between
the skills and the items on the test, almost always requires consultation of the litera-
ture and close collaboration among psychometric and substantive experts, in addition
to empirical checking and confirmation. As emphasized in the paper, one should plan
a broad-based evaluation of the effectiveness of one’s model-driven skills assessment
from a variety of perspectives, including statistical convergence of the estimation pro-
cedure, interpretation of model parameter estimates for reasonableness and internal
consistency, evaluation of model diagnostics, reliability estimation, and gathering mul-
tiple pieces of evidence in support of internal and external validity. Comparison of fit
statistics based on a cognitive diagnostic model with fit statistics based on a standard
unidimensional IRT model may have scientific or academic interest, but, as we note in
the text of this paper, whether or not a unidimensional model has better statistical fit
does not determine, in and of itself, the appropriateness or usefulness of the diagnostic
model. For the fit study to be most useful, the fit measures used to vet the model must
be sensitive to the diagnostic purpose of the test.

Given the available foundations of cognitive diagnostic modeling, the field is at a
stage where conducting pilot skills diagnostic studies involving real test data and for
various test design settings (including tests already designed and originally intended for
continuous scaling of examinees rather than diagnosing them) is a natural and necessary
next step in the evolution of the field. The resulting feedback from numerous such real-
data-based pilot studies should sharpen the focus of future model building research and
associated statistical methodology development, should contribute to the foundations
of diagnostic assessment design and task development, and should resolve many of the
outstanding open issues that remain. Such diagnostic research will make clearer which
combinations of models, procedures, and computational approaches are to be preferred,
as a function of varying instructional settings and assessment purposes.

One fundamental requirement for the approach we advocate here is that the skills
and the Q matrix of the cognitive diagnostic model represent what substantive experts
believe to be the essential skills and their item/skill interactions. That is, to optimize
effectiveness, a skills diagnostic analysis of data must accept ab ovo the approximate
validity of the proposed cognitive diagnostic model. Then, as long as the diagnostic
model with its expert-chosen Q matrix fits the data reasonably well, based on fit mea-
sures that are relevant to the skills diagnostic analysis, it will be appropriate to use the
model to draw skills diagnostic conclusions, even if the diagnostic model fits slightly
less well in a classical sense than a unidimensional model, say. As we note in the body
of the paper, parsimony is vitally important, but only what we would term “parsimony
well conceived”: The simplest solution is preferred among all possible solutions that
satisfy the diagnostic purpose.
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We also note that high correlations among the skills and/or low individual skill re-
liabilities have the potential to cause measurement problems. In general, it is helpful if
the diagnostic model and estimation method used are equipped to model and estimate
inter-skill correlations. We note that a most extreme case may occur in which five skills,
say, are defined with perfectly unidimensional data. In such a case the ordered indi-
vidual skill classifications would be completely determined by four thresholds on the
unidimensional scale. As long as the individual skills are clearly defined substantively
in terms of a Q matrix that connects cognitive skills and items, it may be an extremely
useful service to teachers and learners to know that each particular scale score denotes a
particular profile of skill proficiencies. The point of the example is that even in the most
extreme case that data are perfectly unidimensional, there may be statistically support-
able, useful diagnostic information that can be given to teachers and learners, stated in
terms of the cognitive diagnostic skills rather than an abstract scale score.

The typical formative assessment student profiles that educators and students require
for their teaching and learning purposes are almost always more substantively complex
and detailed than what a single score can provide. For example, each examinee might be
assigned a nine component discrete mastery/nonmastery algebra skills diagnostic profile
as a result of an algebra skills diagnostic assessment. This sort of additional parametric
complexity includes a real danger that selected models may be nonidentifiable or, more
generally, may demonstrate unstable estimation or computation. The careful user needs
to watch for this possibility.

On one hand the use of cognitive diagnostic models presents some very real dangers
due to model complexity, and on the other hand, the use of overly simple models fails to
provide the diagnostic benefit that is required. Thus, one of the key emerging challenges
facing both researchers and practitioners is the finding of a comfortable middle ground
of moderate model complexity such that rigorous statistical thinking supports the use of
the selected models and the consequent statistical methodology chosen, but also where
there is just enough well-estimated parametric complexity to provide student profiles
with enough cognitive skill information to be useful for student and instructor.

It is important to note that most test data that have been currently available for skills
diagnostic analysis have been from tests intended for continuous unidimensional scal-
ing. By contrast, future skills diagnostic assessments ideally will be generated from
tests specifically designed to assess discrete levels of mastery of a targeted set of skills.
Such designed tests may display much stronger latent multidimensionality as will be
determined by future research and applications.

The DSM pathological gambling diagnostic example (Templin and Henson, 2006) of
Section 3 provides an instance where the profile information resulting from the multiple
latent components of the complex multidimensional diagnostic model improves on the
practitioner’s capacity to draw conclusions about gambling profiles. The multiple di-
mensions that were found were so strongly dimensionally distinct from each other that,
a fortiori, information was provided that could not have been made available from a
standard unidimensional model based analysis. The further consequential validity ques-
tion of whether this additional information obtained can in practice actually improve
the diagnosis or treatment of gambling addiction is a subject of interesting future re-
search. Expanding the store of such real data examples, some more explicitly defended
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by statistical analyses and especially some involving consequential validity, is another
important goal for future research.

Some would argue that relatively simple and perhaps even approximately unidi-
mensional IRT models, accompanied by targeted sophisticated statistical analyses, can
produce as much diagnostic information as can be reasonably expected for test lengths
appropriate for classroom use. We disagree that this assertion should be uniformly ap-
plied to all (or even most) skills diagnostic settings and welcome the opportunity to
address the issue in future studies and applications. Of course, the resolution of this
controversy may have differing general conclusions for the different types of student
test data. In particular, for example, there may be one answer for assessments that are
strongly unidimensional and for which the diagnostic question is translated into pro-
viding better skills-based information about the score scale. A different answer may be
expected for tests that are designed for the explicit purpose of providing more highly
multidimensional, discrete skill profile information.

Reliability has always been a conceptual cornerstone of psychometrically based edu-
cational testing, and remains so for diagnostic testing. Perhaps the most salient question
for skills diagnostic testing is understanding and establishing standards for this new no-
tion of skills classification reliability. The paper summarized one practical method of
defining and estimating an index of reliability. Given estimates of diagnostic classifica-
tion reliability, the literal transfer of standardized test reliability standards to diagnostic
testing may not be appropriate. If, for example, a Cronbach alpha or KR20 of at least
0.9, say, represents high reliability for a high stakes college admission test, it does not
necessarily follow that the same level of 0.9 estimated correct classification reliabil-
ity or skills classification test–retest consistency is required for a successful diagnostic
test intended for classroom use. The needed standards of reliability for these diagnostic
classification reliability indices must be determined in reference to the changed inter-
pretation of the new scale and the changed diagnostic testing setting and purposes for
the test, and must evolve independently through research and experience over time.

A multitude of interesting and important research questions remain concerning skills
diagnostic assessment, especially concerning the statistical aspects of such diagnoses.
These questions include foundational questions as well as applications questions, and
comprise psychometric and statistical aspects as well as applications work that com-
bines the statistics with substantive areas of cognitive science, pedagogy, and learning
theory. The benefits of widely providing effective skills diagnostic assessment in the
near future, designed to improve teaching and learning in instructional settings, are po-
tentially very large. Moreover, as this paper argues, based on the current state of the art,
practitioners and researchers alike can currently carry out skills diagnostic assessments
in multiple ways with tools to evaluate performance.

We hope this concluding discussion spurs increased activities along two different
and vital streams of research. The first is to assess how wide and deep the value of
skills diagnosis assessment is when applied in real instructional settings. This is partly
a question of how much value is added by the diagnostic information from carefully
designed and analyzed diagnostic tests. The consequential validity question is whether
the added information directly and demonstrably improves teaching and learning.
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The second stream of research is statistical and psychometric, namely to continue to
refine various diagnostic approaches, to introduce new ones, and to compare the per-
formances of the major approaches with the goal of setting-specific optimization of the
retrieval of skills diagnostic information. Some models, statistical methods, computa-
tional approaches, and evaluation approaches will fade away but the needs are so rich
and varied that the authors predict that many will survive and prosper.
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Some Notes on Models for Cognitively Based Skills
Diagnosis

Shelby J. Haberman and Matthias von Davier

Cognitive diagnostic models have been proposed in recent years. Although the explicit
intention has been to employ such models in assessments designed for cognitive di-
agnosis, these models have commonly been employed to produce cognitive diagnosis
from assessments not designed for this purpose. This strategy raises a number of ques-
tions. First, what really happens when existing, well established assessment instruments
are retrofitted using cognitive diagnosis models? Are the hypothesized multiple skills
distinguishable from overall performance on the test? Second, is there evidence for the
presence of the number and the structure of the hypothesized multiple skills, or can
the observed data appropriately be described using fewer ability variables or using a
simpler skill structure? Third, what is the utility or added value of reports that contain
skill profiles? How do educators and other consumers of these reports actually use such
student data? Fourth, what distinguishes models for skills diagnosis from other models
with multiple latent variables such as multidimensional IRT or multiple classification
latent class models?

Introduction

Cognitive diagnostic assessment traditionally has been performed through the use of
specialized tests designed for this purpose. The Woodcock–Johnson III™ Tests of Cog-
nitive Abilities are a well-known example. These tests are traditionally analyzed by
straightforward statistical methods. However, within psychometrics, recently a much
different picture of cognitive diagnosis has emerged in which statistical models are em-
ployed to obtain cognitive diagnosis information from conventional assessments not
designed for cognitive diagnosis purposes. It is appropriate to ask whether use of these
statistical models accomplishes its purpose. Presumably, if the application to cognition
is really successful, then validity studies should relate results of analyses based on cog-
nitive diagnostic models to results that are obtained from use of conventional tests of
cognition. As far as we are aware, such a validity study has not yet been attempted, al-
though limited validity studies of other kinds have been conducted to evaluate the skill
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assessments produced by cognitive diagnostic models (see, for example, the discussion
on validity in DiBello, Roussos and Stout in Chapter 31A).

Without a validity study, examination of the value of cognitive diagnostic models
must be performed on a much more limited basis. The models in effect seek to find
multivariate proficiency measures to explain the observed patterns of responses to items
in conventional tests. These multivariate measures are not necessarily difficult to find.
In the old SAT® I examination, it is a straightforward matter to consider a combined
measure of quantitative proficiency based on the Math examination and a measure of
verbal proficiency based on the Verbal examination. To be sure, the correlations of the
proficiencies appear to be rather high, say more than 0.7, but a claim that the complete
SAT measures more than one proficiency appears reasonable enough.

The challenge to cognitive diagnostic models arises when a single test designed to
measure a single proficiency is analyzed in an attempt to extract more information. For
instance, the SAT I Verbal examination was designed to provide a highly reliable test
of verbal proficiency. Such design leads to a test relatively well described by use of
conventional univariate item response theory. To be sure, such an item response model
will not provide a perfect description of the data, but the room for improvement appears
to be modest. In addition, some causes of model variation are much more prosaic than
are the causes considered by cognitive diagnostic models. Multiple responses are based
on items that refer to a common reading passage, so that testlet effects may appear.
Occasional examinee blunders arise in which gridding errors are not caught, pages are
omitted for no obvious reason, or speededness may have an effect. Nonetheless, such
an examination is relatively unfavorable for models that envision multivariate proficien-
cies. The burden of proof lies on the developer of a multivariate item response model
to demonstrate that multivariate parameters can be reliably estimated, that the multi-
variate model approximates the observed pattern of responses better than the univariate
model, and that the multivariate parameters cannot be more accurately estimated by a
simple regression of the multivariate parameter estimates on the conventional univariate
estimate (Haberman, 2005).

This approach that models should not have more parameters than necessary can be
regarded as contradicting a market demand for systems to diagnose skills without use
of a custom-designed test. Clients of testing agencies want to report more data about
examinees and expect that these richer reports can be used by teaching professionals
to modify their instruction. Nonetheless, a claim concerning market demand does not
ensure either that reporting multiple skills for a given assessment is actually warranted
or that such a multidimensional report has a higher utility for the user of such data than
a report that contains only one normed or equated scale score, a percentile, or a single
proficiency level (e.g., “proficient” or “above basic”). This note addresses some of the
questions that arise when models for cognitive diagnosis are considered for reporting
student performance on cognitive tasks. Section 1 considers problems associated with
an existing test that is provided with a more complex cognitive structure than was en-
visioned when the assessment was originally designed. Section 2 addresses a related
question, the issue of dimensionality, that arises even if an instrument was constructed
based on the assumption of multiple skills. Section 3 talks about actual use of skill pro-
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files, an issue that needs further research. Section 4 addresses the relationship between
models for skills diagnosis and other statistical models with multiple latent variables.

1. Retrofitting a test with a hypothesized skill structure

Traditionally, theory or hypothesis driven test construction aimed at developing a reli-
able measure for an operationalization of one construct at a time. An assessment may
contain more than one of these unidimensionally defined and constructed measures.
More exploratory test development strategies use statistical tools such as principal com-
ponent analysis that enable one to derive subsets of items reflecting empirically defined
and distinguishable entities. Once a structure of an assessment has been established, pro-
tective measures take place during subsequent administrations, which aim at preserving
the original structure of the assessment.

In this note, we discuss a slightly different approach that has been taken in order to
allow the use of skill diagnosis tools with existing test instruments. This approach is
often referred to as retrofitting. It assumes that a given one- or low-dimensional assess-
ment can be augmented by an expertly generated Q-matrix that relates the assessment
to a more complex theory than the one originally applied to develop the instrument.
The Q-matrix is utilized to derive a multidimensional skill structure for the retrofitted
assessment. An examination of basic tools of classical test theory indicates the problem-
atic nature of retrofitting existing unidimensional assessments with a multidimensional
skill structure. Formulas commonly used to assess reliability are also being used to se-
lect items, often with the effect that items most representative of the total score are
retained while less representative items are often removed from a scale. In addition,
tasks that function differently in different subpopulations are also considered undesir-
able for classical applications of tests, which usually aim at providing only one (or very
few) score(s) that should ideally be comparable and equally reliable and valid across
different subgroups of the target population. Testing organizations have highly sophis-
ticated procedures to ensure that tasks entering operational use are of this type, so that
operational versions of assessments may be less than ideal material for finding devia-
tions from unidimensionality. Unidimensionality in turn, implies that only one score or
ability estimate is necessary (see von Davier, 2005) to predict observed variability of
responses across students, so that skill diagnostic models that assume more than one
dimension will likely fail to provide evidence that more than one skill is required to
perform successfully on the assessment.

Retrofitting an existing assessment with a cognitive diagnosis structure also implies
that some form of arbitrary choice has been made. The original test construction has
taken place under one paradigm, whereas the cognitive diagnosis retrofit assumes an-
other paradigm. Often the difference lies in the assumption of one (or a few) continuous
latent variables versus a multitude of discrete (mastery/nonmastery) latent variables, for
which the intercorrelations have to be estimated. In the case of an originally unidimen-
sional assessment, the resulting correlations will be rather high, so that the choice of
the Q-matrix design, more specifically the number and allocation of skills becomes ar-
bitrary, since the highly correlated skills found for unidimensional assessment data are
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almost interchangeable. So far, most examples of applications of cognitive diagnosis
have made use of retrofitted data. However, we will assume in the following that assess-
ment data are based on a test that was constructed based on the assumption of multiple,
empirically distinguishable skills.

2. Dimensionality

Even if an assessment was actually designed according to a rationale that encompasses
more than one skill domain, so that different subsets of the tasks representing the as-
sessment tap into more than one skill or student attribute, research has to establish that
the hypothesized structure can be identified reliably for the assessment in the targeted
population. Based on extensions of classical test theory, Haberman (2005) has shown
that in cases where skills correlate considerably, predictions of subscores based on a to-
tal test score can be more reliable than the subscores themselves. Apart from the skills
correlations and other structural variables, this result depends also on the length of the
subscales, but obviously bears relevancy for many applications of diagnostic skill as-
sessments where dichotomous skill mastery/nonmastery assessments are based on as
few as three or four, often dichotomous, items.

There are examples of large-scale assessments where multidimensional data were an-
alyzed with lower-dimensional models and comparable fit was achieved using a model
with fewer dimensions. As just one example, Cartsensen et al. (2004) analyzed large
scale assessment data from a national reading assessment option embedded in a large
scale international assessment. The analysis with the multidimensional random coef-
ficients multinomial logit model (Adams et al., 1997) using the hypothesized 8-factor
structure crossing content domains and cognitive dimensions resulted in a similar fit
compared to a 3-dimensional model with a mixed domain/cognitive structure of the de-
sign matrix. De la Torre and Douglas (2004) analyzed simulated test data with multiple
skills and found that the simulated positively correlated skills could be modeled using
a higher-order unidimensional latent trait. If such a data reduction is possible without
noticeable loss of model-data fit, the question of why we should opt for a model with
more latent variables seems appropriate, especially if the hypothesized skill variables
represent constructs that are not observables. If there are directly observed variables, it
is easier to argue for maintaining a multitude of correlated entities, even though some
may argue that aggregating correlated observed variables is a good idea.

We would like to advocate the principle of parsimony to be applied for cognitive
diagnosis models and skills assessment systems. Apart from an abstract and some-
what sterile principle, there is evidence that parsimony should be a guiding principle
in terms of utility. Thissen-Roe et al. (2004) have shown in the area of physics edu-
cation that out of a large number of hypothesized misconceptions in student learners,
only very few misconceptions could be found empirically. A physics-didactics proverb
would be that students physics skills are not as complex as teachers and other physics
education experts wish they were. Even if additional misconceptions may exist, they
may be extremely rare and therefore found only occasionally even in large scale as-
sessments. If desired, they could potentially be identified by specifically targeted tests,
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which would then contain several tasks intended to measure a single (unidimensional)
variable, namely the absence or presence of a comparably rare math misconception.

Another perspective is brought to bear from the philosophy of science, for example,
Hitchcock and Sober (2004) discuss the balance between prediction and accommoda-
tion, in which prediction is termed as the component of model data fit that is general-
izable and withstands cross-validation in additional samples whereas accommodation
represents the always present over-fitting when estimating the parameters of a statisti-
cal model. Since random variation and nonpersistent effects of administration will be
present in any data collection, accommodation of that noise is inevitable. However, be-
cause each estimate of the unobserved entities is based on relatively fewer observed
entities, models with a larger amount of entities to be estimated per observation are
more prone to tip the balance towards accommodation. For models with fewer unob-
served entities, the nonpersistent effects and random variations can be expected to be
more balanced, for each entity to be estimated is based on averaging over a relatively
larger base of observed quantities.

3. Utility and use of skills classifications

A related issue to the dimension of the unobserved latent structure necessary to fit the
observed data is the utility and actual use of the reported skills based on a multidi-
mensional skill structure. If the main use is description, one common way to describe
the observations is with respect to some order relation. However, an order relation is
difficult to establish and visualize in multiple dimensions. Common ways to develop a
measures by which to order are either to ignore the multidimensional subscore results
and to use the unidimensional results, or to construct a composite based on (weighted)
subscores.

If an order relation is not sought, profiles of skills are a useful way to compare ob-
servations in somewhat more qualitative terms. If many skills, say more than 10, are
involved, the number of different skill profiles is already quite large. As mentioned
above, this comparably large set of potential skill profiles may again be subjected to
data-reduction techniques like latent class analysis, log-linear modeling, item response
theory, etc. (see de la Torre and Douglas, 2004). Other considerations also may result in
the need to eliminate or combine certain skills. One important issue is the reliability and
the differential validity of the different skills in the sense of meriting separate report-
ing. If there are many skills that are virtually perfectly correlated, then reporting these
skills separately provides no real information not already provided by a single com-
posite score based on the joint collection of tasks that previously represented separate
skills. Another extreme is that the skills reported do not possess sufficient reliability in
the sense that skill classifications are to a large extent random. In that case, skill profiles
that are different with respect to such unreliable skills are not distinguishable in statisti-
cal terms. Besides from a lack of reliability, one cannot make valid distinctions between
skill profiles in such cases.

Multiple skills may be aggregated or modeled using higher-order models (de la Torre
and Douglas, 2004). However, if higher-order variables are the target of inference, they
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are the ones being reported and used by clients employing the assessment outcomes
for their decisions. In that case, the skills diagnosis system becomes an intermediate
processing step and will be an internal variable, much in the same way as are inter-
nal layers of a neural network. They are necessary to some extent but are subject to
scrutiny, and attempts to prune randomly activated or redundant nodes seem inevitable.
A related issue is whether a model with an intermediate layer is necessary in such cases.
If higher-order processing is considered necessary, skills in the intermediate layer may
be replaceable by direct links between the observations and the variables actually re-
ported and used. Models of this kind with multiple latent variables have been available
for some time.

4. Latent structure models, latent responses, conjunctive versus compensatory
skills

Models for cognitive diagnosis reinvent ideas from – and are essentially an application
of – models for categorical data with more than one unobserved variable. Cognitive
diagnosis models have a lot in common with multiple classification latent class models
(Maris, 1999) and with log-linear models with unobserved variables (Haberman, 1979).
In addition, multidimensional item response theory (M-IRT) is based on ideas some of
which are found nowadays in diagnostic modeling. This similarity to other models can
be used to learn about the specific issues researchers face when using diagnostic models.

One long-standing issue in use of models with multidimensional latent variables is
assumptions concerning interactions of the latent skill variables. The joint effect of a
specific skill profile on the conditional probability of successfully answering an item
has to be specified in any model that contains more than one latent skill variable. Are
effects incremental, or are all skills as specified in the Q-matrix assumed to be present
simultaneously as a necessary condition to move from a low probability of solving an
item to a high probability? In the literature on M-IRT, such issues are discussed in terms
of compensatory versus noncompensatory models (Reckase, 1985, 1997), whereas diag-
nostic modeling, since latent variables tend to be discrete, discuss similar matters more
in terms of Boolean logic, for example, the NIDA (noisy input, deterministic AND)
model (Maris, 1999; Junker and Sijtsma, 2001) assumes that mastery/nonmastery levels
of multiple skill are mapped through Boolean AND operation on some discrete space,
whereas the DINA model assumes a deterministic input, and a noisy Boolean AND
operation. Obviously, additional models are easily derived based on other Boolean op-
erators such as OR or XOR, or by using Boolean AND for some skills and Boolean OR
operators for some other skills.

Other models allow more general types of unobserved skill variables, such as, for
example, ordinal skill levels, and base the joint effect of multiple skills on linear com-
binations of the skill variables (see von Davier, 2005; von Davier and Rost, 2007,
Chapter 19 in this volume), which is quite similar to a latent confirmatory factor analysis
with discrete latent factors.

Without going into details, decisions about how multiple skills interact are impor-
tant in determining the functional arguments for model based conditional probabilities
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given skill profiles, but in most cases such decisions are not directly determined by the
theory or hypothesis the diagnostic model tries to reflect. Hypotheses about cognitive
variables such as skills required to perform on math problems may provide information
concerning skill interaction, but the decision whether the AND is noisy or the input of
the AND is noisy are only so specific in rare cases.

What is known or at least can be studied, however, is how different assumptions
perform in studies involving misspecified models, where the model is specified in one
way and the data generation is based on a different model. De la Torre and Douglas
(2004) analyzed data generated from a conjunctive diagnostic model with a compen-
satory model in one condition, and data generated from a compensatory model with
a noncompensatory model in another. Their conclusion was that compensatory mod-
els can fit data generated from conjunctive models relatively better than the other way
around. This is not surprising when one takes into account that conjunctive models as-
sume all required skills need to be present in order to increase the likelihood of a success
to the maximum, but are not as strict in constraining the likelihood of success if only
one out of several required skills is missing.

In contrast to certain conjunctive models and compensatory models, noncompensa-
tory models produce fewer conditional probability levels given different skill patterns.
Even for a simple example with only two required skills for an item, for the four dif-
ferent possible skill combinations (0, 0) (0, 1) (1, 0) and (1, 1) there are two levels
of conditional probabilities for a noncompensatory model instead of four levels for a
compensatory model. This holds because noncompensatory models assume that only
the presence of all required skills for an item will raise the success probability from
the nonmastery level to a mastery level. Conjunctive models are not as strict, since
here the terms determining the conditional success probability are joint multiplica-
tive, so that a smaller numeric value due to a lack of one skill cannot be compensated
totally, but alleviated somewhat (unless the term equals zero) if all remaining skills
are mastered. Conjunctive models of the multiplicative type could therefore be labeled
semi-compensatory in the system of terms commonly used in M-IRT.

The decision in favor or against a specific modus operandi on how and if skills in-
teract can be tested in terms of model-data fit. Noncompensatory models may often
perform worse than the more flexible conjunctive (multiplicative connection of skill
terms) and compensatory models (additive connection of skill based terms) when com-
pared with respect to model-data fit. The decision between a compensatory model and a
conjunctive model may be based on the question whether each of the skills when lack-
ing should be capable of reducing the probability of success, in some cases down to
zero, even if all other required skills are present for the item(s).

5. Outlook

The variety of available models for cognitive diagnosis adds complexity to the respon-
sibilities of researchers. Models of the diagnostic type allow one to derive sophisticated
skill profile estimates for student reports to a level that may be beyond what a de-
cision maker can consume for larger groups of students. In addition, the differences
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between the models may be minimal in terms of model-data fit, so that a decision for
one specific model based on the reproducibility of observed data alone will not suffice.
Checking model-data fit is necessary and should focus on how well the observed data
are predicted by the different types of statistics assumed in the models considered, for
example, with resimulations methods like the parametric bootstrap (Langeheine et al.,
1996) or posterior predictive checks (Sinharay, 2005). However, even less computation-
ally costly checks such as residual analyses may prove useful for comparisons between
more or less parsimonious ways to model the data. In addition to such internal model-
fit checks, cross-validation with additional samples seems advisable to ensure that the
model chosen based on some measure of fit in one data set is also an appropriate choice
in at least a second data set. Moreover, validation studies that target the utility of the
outcome statistics derived from the different models are needed. This allows one to
compare alternative models with respect to predicting behavioral data collected outside
of the assessment used to select the models.
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The Statistical Procedures Used in National Assessment
of Educational Progress: Recent Developments and
Future Directions

Matthias von Davier, Sandip Sinharay, Andreas Oranje and
Albert Beaton

Abstract
The National Assessment of Educational Progress (NAEP) is an ongoing survey of
the performance of the school students in the U.S. in a number of subject areas,
including reading, writing, and mathematics. This chapter discusses in detail the
statistical model, the current estimation technique, possible alternatives, and future
directions of psychometric research in NAEP.

The reporting method used in NAEP relies on a complex latent regression model
and sampling weights with some of the assessments involving more than a hundred
thousand examinees. Estimating the model parameters, therefore, is not straightfor-
ward for NAEP data, and neither is reporting of the results. For example, in order to
generate maximum (marginal) likelihood estimates of the parameters of the latent re-
gression model, multivariate (of up to five dimensions) integrals must be evaluated.
Also, computing standard errors is not straightforward because of the complicated
nature of the model and the complex sampling scheme. Still, the current estima-
tion method used in NAEP performs respectably. However, the method has often
been criticized recently. A number of researchers have suggested alternatives to the
current statistical techniques in NAEP.

1. Introduction

The National Assessment of Educational Progress (NAEP) is the only regularly ad-
ministered and congressionally mandated national assessment program. NAEP is an
ongoing survey of the academic achievement of school students in the United States in
a number of subject areas like reading, writing, and mathematics. NAEP policies are de-
termined by the National Assessment Governing Board (NAGB). NAEP is carried out
by the National Center for Education Statistics (NCES), a part of the U.S. Department
of Education, and is administered to samples of students (see Appendix) in grades 4, 8,
and 12.
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A document called the Nation’s Report Card1 reports the results of NAEP for a num-
ber of academic subjects on a regular basis. Comparisons are provided to the previous
assessments in each subject area. NAEP results are reported in terms of an average scale
score in the subject for all students at a grade level in the U.S. and also as the percentage
of students in the grade who attained predefined levels of proficiency in the subject. The
levels are defined by the NAGB and indicate what students should know and be able
to do at each grade level. In addition to producing these numbers for the nation as a
whole, NAEP reports the same kind of results for states, urban districts, etc., as well
as for different subpopulations (based on such characteristics as gender, race/ethnicity,
school type) of the student population.

The principal dilemma NAEP faces is the conflicting interests between a relatively
short testing time for students and the reliable and valid assessment of a broad frame-
work. A short testing time (e.g., less than 1 hour) is particularly motivated by concerns
about students motivation and performance, given the fact that NAEP is a low stakes
test, and given that fatigue effects affect performance in most lengthy tests in funda-
mental ways. As a result, NAEP only assesses each student in a portion of the contents
of the framework, but assesses the total framework across students by use of a balanced
incomplete block (BIB) design. In a BIB design, blocks of items are paired systemati-
cally across booklets such that each block appears together with each other block in at
least one booklet. Also, blocks appear an equal number of times in each of the block
positions (either two or three). There are situations where these objectives conflict in
which case preference is given to a balanced position over balanced pairing by replicat-
ing several pairings, thus, adding booklets.

The immediate result is that the scores of different students are not comparable. How-
ever, NAEP is not required nor allowed to disseminate individual results. Instead, results
are reported by subgroup (e.g., males and females) and, subsequently, a subgroup based
analysis approach is conducted to overcome the incomparability of students. Effectively,
the testing dilemma has shifted to an analysis problem.

A simple solution to this analysis problem would be to assess the relative difficulty
for each test booklet that is given, and computing simple booklet scores adjusted for
difficulty and aggregating for subgroups. Instead, response behavior of test takers are
modeled using item response theory (IRT; see Chapter 15 by Bock and Moustaki in
this volume), analyzing response patterns rather than scores and taking into account
uncertainty as a function of proficiency. In addition, because blocks of items are sys-
tematically linked across booklets in the BIB design, every item can be linked to every
other item using equality constraints.

Yet, with as few as 2 items (e.g., NAEP Writing assessment) and usually no more
than 20 items (e.g., NAEP Reading and Mathematics assessments) per scale in a book-
let, the uncertainty for an individual student might still be too high to make substantive
claims about his or her performance. Instead, NAEP considers groups of students rather
than individuals, and utilizes the fact that enough information is available for groups
to warrant a point estimate of proficiency for that group. Because the proficiency dis-
tribution is latent, a latent regression (Mislevy, 1984, 1985) is carried out with group

1 A version is available on the website: http://nces.ed.gov/nationsreportcard/.
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indicators as independent variables and the effect of belonging to a certain group can
be estimated. In summary, the NAEP method exploits the many advantages of item
response theory to overcome sparse testing to produce reliable results for subgroups.

A number of extensions and alternative estimation methods have been suggested to
improve or replace the current operational method. The Markov Chain Monte Carlo
(MCMC) estimation approach (Johnson and Jenkins, 2004; Johnson, 2002) focuses on
implementing a fully Bayesian method for joint estimation of IRT and regression pa-
rameters. Direct estimation for normal populations (Cohen and Jiang, 1999) tries to
replace the multiple regression by a model that is essentially equivalent to a multigroup
IRT model with various additional constraints. The YGROUP approach (von Davier
and Yu, 2003) implements seemingly unrelated regressions (Zellner, 1962) and offers
generalized least-squares (GLS) solutions. Researchers von Davier and Sinharay (2004)
apply a stochastic expectation–maximization (EM) algorithm to perform the estimation.

The following section gives an overview of the NAEP model and the estimation
method it currently uses. Section 3 discusses an example. Section 4 discusses some
model extensions that have been suggested. Section 5 lays out conclusions and future
directions.

2. The current NAEP model and estimation method

2.1. The model

In the NAEP model, the unique p-dimensional latent proficiency vector for examinee i

is θ i = (θi1, θi2, . . . , θip)′. For example, for a mathematics assessment, θ i denotes the
multidimensional mathematics skill vector of examinee i, and its components relate to
mathematics sub-skills like algebra, geometry, data analysis, etc. In NAEP, p could be
between 1, 2, 3, 4 and 5. The response vector to the examination items for examinee i

is yi = (yi1, yi2, . . . , yip), where yik , a vector of responses, contributes information
about θik . The likelihood for an examinee is given by

(1)f (yi |θ i ) =
p∏

q=1

f1(yiq |θiq) ≡ L(θ i; yi )·

The terms f1(yiq |θiq) above follow a univariate IRT model, usually with 3PL (Lord and
Novick, 1968) or generalized partial credit model (GPCM; Muraki, 1992) likelihood
terms. Though most NAEP assessments measure multiple sub-skills, each item in a
NAEP assessment is constructed to measure only one sub-skill; this is often known as
“between items multidimensionality” (e.g., Wang et al., 1997) as opposed to “within
items multidimensionality” where an item may measure more than one sub-skill. The
approach used in NAEP to deal with the latent variables can also be used to handle
“within items multidimensionality.” To simplify notation, the dependence of f (yi |θ i )

on item parameters is suppressed.
Suppose xi = (xi1, xi2, . . . , xim) are m demographic and educational characteristics

for the examinee. Conditional on xi , the examinee proficiency vector θ i is assumed to
follow a multivariate normal prior distribution, i.e., θ i |xi ∼ N(Γ ′xi , Σ). The mean
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parameter matrix Γ and the variance matrix Σ are assumed to be the same for all ex-
aminees.

In practice, NAEP collects information on hundreds of variables zis on each ex-
aminee, runs a principal component analysis on them and uses a number of princi-
pal components (xis) that explain 90% of the variation in the zis for further analy-
sis.

Under this model, L(Γ,Σ |Y ,X), the (marginal) likelihood function for (Γ,Σ)

based on the data (X,Y ), is given by

(2)
n∏

i=1

∫
f1(yi1|θi1) . . . f1(yip|θip)φ(θ i |Γ ′xi , Σ) dθ i ,

where n is the number of examinees, and φ(·|·, ·) is the multivariate normal density
function.

The complete NAEP model obtained by combining IRT and a latent regression in
two levels is referred to either as a conditioning model, a multilevel/hierarchical IRT
model (Adams et al., 1997; Chapter 17 by Johnson et al. in this volume), or a latent
regression model.

Besides reliable reporting of most subgroups, there are other advantages associated
with this approach. First, the underlying item response model grants the opportunity
to use advanced equating techniques across years based on common items and/or ran-
domly equivalent populations. Also, this model provides a straightforward approach
to multi-dimensional scales. While the subscales have been determined before con-
ditioning, patterns of corresponding responses on items of different subscales can be
translated into scale covariances at the sample or subgroup level. In addition, this
overcomes some of the disadvantages of multidimensional item response theory, such
as indeterminacy of parameters. Finally, the uncertainty in the parameters of the la-
tent regression can be used to quantify measurement error. Assuming that the group
membership information is precise, the uncertainty of the regression parameters can
contribute to the uncertainty reflected in the latent distribution. Based on this, an im-
putation model can be constructed, imputing proficiency for all students and deriving
plausible values (explained later in Section 2.3) for each individual as part of their vec-
tor of group memberships. The variance between these plausible values can be regarded
measurement error.

2.2. NAEP estimation and the MGROUP programs

NAEP uses a three-stage estimation process to fit the above model.

• The first stage, scaling, fits an IRT model (consisting of 3PL and GPCM terms) to the
examinee response data, and estimates the item parameters.

• The second stage, conditioning, assumes that the item parameters are fixed at the esti-
mates found in scaling, and fits the latent regression model to the data, i.e., estimates
Γ and Σ in its first part. In the second part of the conditioning stage, plausible values
(multiple imputations) for all examinees are obtained as described in Section 2.3. The
plausible values are used to estimate examinee subgroup averages.

http://dx.doi.org/10.1016/S0169-7161(06)26017-6
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• The third stage, variance estimation, estimates the variances corresponding to the
examinee subgroup averages, using multiple imputation (e.g., Rubin, 1987) in combi-
nation with a jackknife approach (see, e.g., Johnson, 1989; Johnson and Rust, 1992).

In the conditioning step, the goal is to fit the model given by Eq. (2) to the data. If the
θ i’s were known, the maximum likelihood estimators of Γ and Σ would be

(3)
Γ̂ = (X′X)−1X′(θ1, θ2, . . . , θn)

′,

Σ̂ = 1

n

∑
i

(θ i − Γ ′xi )(θ i − Γ ′xi )
′.

However, the θ i’s are latent variables and hence unknown. Mislevy (1984, 1985) shows
that the maximum likelihood estimates of Γ and Σ under unknown θ i’s can be obtained
using an expectation–maximization (EM) algorithm (Dempster et al., 1977). The EM
algorithm iterates through a number of expectation steps (E-steps) and maximization
steps (M-steps). The expression for (Γt+1, Σt+1), the updated value of the parameters
in the (t + 1)th M-step, is obtained as

(4)Γt+1 = (X′X)−1X′(θ̃1t , θ̃2t , . . . , θ̃nt

)
,

(5)Σt+1 = 1

n

∑
i

[
Var(θ i |X,Y , Γt ,Σt ) + (θ̃ it − Γ ′

t+1xi )(θ̃ it − Γ ′
t+1xi )

′],
where θ̃ it = E(θ i |X,Y , Γt ,Σt ) is the posterior mean for examinee i given the prelim-
inary parameter estimates of iteration t . The process is repeated until the estimates Γ

and Σ converge. The MGROUP set of programs at Educational Testing Service consists
of various implementations of this EM algorithm.

Formulas (4) and (5) require the values of the posterior means E(θ i |X,Y , Γt ,Σt )

and the posterior variances Var(θ i |X,Y , Γt ,Σt ) for the examinees. Correspondingly,
the (t + 1)th E-step computes the two required quantities for all the examinees.

Different versions of the MGROUP program are used, depending on the statistical
method used to perform the E-step. BGROUP uses numerical integration, NGROUP
(e.g., Beaton, 1988) uses Bayesian normal theory, and CGROUP (Thomas, 1993) uses
Laplace approximation.

The CGROUP and BGROUP programs are used operationally in NAEP. When the
dimension of θ i is less than or equal to two, BGROUP, which applies numerical quadra-
ture to approximate the integral, is used. When the dimension of θ i is larger than two,
NGROUP or CGROUP may be used. NGROUP is not used for operational purposes
in NAEP because it assumes normality of both the likelihood and the prior distribution
and may produce biased results if these assumptions are not met (Thomas, 1993).

CGROUP, the approach currently used operationally in NAEP and several other
large-scale survey assessments, uses the Laplace approximation of the posterior mean
and variance to approximate the means and covariances of θj s as

E(θj |X,Y , Γt ,Σt )

(6)≈ θ̂j,mode − 1

2

p∑
r=1

GjrGrr ĥ
(3)
r , j = 1, 2, . . . p,
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cov(θj , θk|X,Y , Γt ,Σt )

≈ Gjk − 1

2

p∑
r=1

(GjrGkrGrr)ĥ
(4)
r

+ 1

2

p∑
r=1

r∑
s=1

{[
1 − 1

2
I (r = s)

]
ĥ(3)

r ĥ(3)
s Grs

× (GjsGksGrr + GjsGkrGrs + GjrGksGrs + GjrGkrGss)

}
,

(7)j, k = 1, 2, . . . p,

where

θ̂j,mode = j th dimension of the posterior mode of θ ,

h = − log
[
f (y|θ)φ(θ |Γ ′

t x,Σt )
]
,

(8)Gjk =
(

∂h

∂θr∂θs

∣∣∣∣
θ̂mode

)−1

jk

,

ĥn
r = nth pure partial derivative of h with respect to θr ,

evaluated at θ̂mode.

Details about formulas (6) and (7) can be found in Thomas (1993, pp. 316–317).
The Laplace method does not provide an unbiased estimate of the integral it is ap-

proximating and may provide inaccurate results if p is large, and the number of items
measuring each skill is small, which is not rare in NAEP. Further, if the posterior distri-
bution of θ i’s is multi-modal (which can occur, especially for small number of items),
the method may perform poorly. Therefore the CGROUP method is not entirely sat-
isfactory. Figure 2 in Thomas (1993), plotting the posterior variance estimates of 500
randomly selected examinees using the Laplace method and exact numerical integra-
tion for two-dimensional θ i , shows that the Laplace method provides inflated variance
estimates for examinee proficiency estimates with large posterior variance (see also
von Davier and Sinharay, 2004). The departure may be more severe for θ i’s for higher
dimensions.

2.3. Estimating group results with plausible values

After completing the EM algorithm in the conditioning step, multiple imputations – in
this context called plausible values – for each examinee’s proficiency are drawn from
an approximation of the conditional posterior distribution of proficiency, using the fol-
lowing algorithm:

1. Draw Γ (m) ∼ N(Γ̂ , V (Γ̂ )), where V (Γ̂ ) is the estimated variance of the maximum
likelihood estimate Γ̂ obtained from the EM algorithm.
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2. Conditional on the generated value Γ (m) and fixed variance Σ = Σ̂ (obtained from
the EM algorithm), calculate the mean θ̄ i and variance Σi for the conditional poste-
rior of each examinee i in the sample.

3. Draw a single θ i ∼ N(θ̄ i , Σi) independently for each examinee i = 1, 2, . . . , N .

The above three steps are repeated M times, producing M sets of imputations (plausible
values) for each examinee in the sample. The plausible values are used to approximate
posterior expected values as well as other reporting statistics, such as percentiles and
percentages above achievement levels.

One of the major goals of NAEP is to estimate the performance of examinee sub-
groups by computing the average value of some function g(θ) over all individuals in
that group. Some examples of g(θ)’s that are of usual interest are: (i) g(θ) = θj , when
the interest is in the average of one subscale, (ii) g(θ) = ∑

j wj θj , when the interest
is in average of an overall/composite ability (where the weights wj ’s are usually de-
termined by the test developers), (iii) g(θ) = I∑

j wj θj >K , when the interest is in the
proportion of examinees with overall/composite ability above a cutpoint.

To estimate the average value of g(·) for all individuals in group G, the NAEP oper-
ational analysis calculates the posterior expected value of

ĝG(θ) = 1

nG

∑
i∈Gs

wig(θ i ),

with nG = ∑
i∈Gs

wi , and Gs denoting the members of group G who are in the sam-
ple s. Then the above expected value is estimated, using the plausible values, as

g̃G = 1

M

M∑
m=1

1

nG

∑
i∈Gs

wig
(
θ

(m)
i

)
.

2.4. Variance estimation

The third stage in the three-stage NAEP operational analysis is to find the variance of
the group estimators g̃G. There are two primary sources of uncertainty associated with
the estimates. First, NAEP samples only a portion of the entire population of students.
Second, the true values of the sampled students’ proficiencies θ is are not directly ob-
served; examinees simply provide multiple discrete indicators (item responses) of their
proficiency by responding to the assessment items.

The operational analysis, therefore, splits the total variation into two additive pieces:
the variation due to sampling, and the variance due to latency of proficiencies. NAEP
uses a jackknife repeated-sampling estimate of the sampling variance (Efron, 1982) and
the multiple imputation or plausible-value methodology (Rubin, 1987) to estimate the
variance due to latency.

2.4.1. Variance due to latency of the proficiency θ i’s
The variance due to the latency of θ i , or measurement error of θ i , is the variance of
the latent proficiency given the item responses. If the abilities θ i were observed di-
rectly, then the measurement error would be zero. However, because we estimate the
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proficiencies based on a finite number of item responses for each examinee, the mea-
surement error will be nonzero.

The operational analysis estimates the variance of g̃G due to latency of θ i for sub-
group G, denoted UG, by calculating the variance of the posterior expected values over
the plausible values. That is,

UG = 1

M − 1

M∑
m=1

(
ĝ

(m)
G − g̃G

)2
.

2.4.2. Variance due to sampling of students
The variance due to sampling of students arises from the fact that NAEP uses only a
sample of students from the total student population and that different samples would
lead to different estimates. The NAEP estimation procedure uses a jackknife estimator
(Efron, 1982) to estimate the variance due to sampling.

For example, in NAEP 1998, thirty-six primary sampling unit (PSU; described in the
appendix) strata were formed from the 72 PSUs sampled with noncertainty. The strata
were composed of PSU’s from adjacent regions so that PSU strata were relatively sim-
ilar in socioeconomic makeup. The schools from the 22 PSUs sampled with certainty
were distributed to 26 pseudo-PSU strata based on information about the schools. Com-
bining the 36 noncertainty PSU strata with the 26 certainty PSU strata yielded 62 PSU
strata. (These numbers vary in different assessment years due to differences in assess-
ment design and participation.) In turn, a stratum was chosen from the 62 PSU strata, a
single PSU was dropped from the stratum, and the estimated mean g̃G was recalculated
(after increasing the weight on the remaining PSU in the stratum chosen to compensate
for the missing PSU). In most assessments after 2001, schools instead of PSUs were
directly sampled and assigned to the 62 strata (i.e. 124 units). In noncertainty schools,
schools were assigned to one of 124 units while in certainty schools students were indi-
vidually assigned to those 124 units.

Let ĝ
(l)
G denote the estimate obtained when a PSU is dropped from lth PSU stratum.

The NAEP jackknife estimate of sampling variance, denoted VG, is defined as

VG =
62∑
l=1

(
g̃G − ĝ

(l)
G

)2
.

In practice the NAEP operational analyses use only the first plausible value to calculate
the group estimate ĝ

(p)
G for the replicate set p, and this may have an impact on the

estimates of the standard errors.

2.4.3. Other approaches for variance estimation
Alternative approaches to estimating the sampling variance of the group statistics have
been explored by Longford (1995) and Raudenbush et al. (1999). In both cases the au-
thors use superpopulation methods (Potthoff et al., 1992) to derive estimates of sampling
variance; Longford (1995) employs a classical approach and Raudenbush et al. (1999)
apply Markov Chain Monte Carlo (MCMC; Gilks et al., 1996) techniques to perform a
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Bayesian analysis. However, like the current NAEP estimation procedures, these meth-
ods are based on plausible values, assume that the item parameters are known and fixed
at estimates found in scaling.

3. Example: NAEP data and results

From 1990 to 2003, NAEP assessments in Mathematics and Reading in grades 4 and
8 were analyzed using the NAEP model described above – the CGROUP program was
used. The Mathematics assessment in grades 4 and 8 contain five subscales. Reading in
grade 4 is assessed in two subscales and in grade 8 in three subscales. Rounded sample
sizes for the national results, including private schools, are displayed in Table 1, showing
an increase in 2002 reflecting the use of State samples being combined into a National
sample as opposed to a separate National sample before 2002. Also, the table shows
which assessments took place by year. Several results will be discussed to illustrate what
kind of information yielded from these models could be of interest to school administra-
tors, policy makers, educators, and researchers. All results are taken from the publicly
available online analysis tool accessible via http://nces.ed.gov/nationsreportcard.

An important part of NAEPs results is characterized by trends showing whether the
status of education is improving or not. This is a fundamental outcome of the year to
year linking based on item response theory, common items, and randomly equivalent
samples. For example, 4th grade students performed better in Reading in both 2003 and
2002 compared to 2000, 1998, and 1994, but they have reached the same level students
had in 1992. In grade 8, students have not improved in 2003, 2002, and 1998, but have
in all those years improved over 1994 and 1992. In Math, 4th graders have shown con-
tinuously improvement over the years 1990, 1992, 1996, 2000, and 2003, albeit that a
temporary stagnation showed between 1996 and 2000. The same continuously improv-
ing pattern shows in 8th graders, though a stagnation occurs between 1992 and 1996.

Table 1
Approximate sample sizes in NAEP

Population Mathematics Reading

Grade 4 Grade 8 Grade 4 Grade 8

1990 3400 3400
1992 7200 7700 6300 9500
1994 7400 10100
1996 6900 7100
1998 7800 11200
2000 13900 15900 8100
2002 140500 115200
2003 190100 153200 187600 155200

Note. Source: NAEP Data Tool at http://www.nces.ed.gov/nationsreportcard

http://nces.ed.gov/nationsreportcard
http://www.nces.ed.gov/nationsreportcard
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For state legislators it might be of interest to see whether their state follows the same
trends as the national results, or whether their state may out- or under-perform. Addi-
tionally, it might be of interest to compare state results with other similar states to see
whether they do better or worse. One implication could be to investigate whether certain
policies or good practices could be adopted from better performing states to improve
education further. An important factor in American demographics is the regional differ-
ences in population composition and, hence, a similar state could be defined in terms
of race/ethnicity composition. States that are fairly similar are, for example, Maryland,
Delaware, and North Carolina or Vermont, Maine, and New Hampshire, or Arizona and
New Mexico. Subsequently, it can be derived from NAEP that in 2003 grade 8 Mathe-
matics Maryland and Delaware performed similar to the nation, but that North Carolina
outperformed both states and the nation. Also, all four jurisdictions showed an increase
between 1992 and 2003, while North Carolina showed the largest improvement.

The choice of race/ethnicity composition to define similar states can be further sup-
ported by looking at differences between racial groups in terms of scale scores. For
example, in 2003 grade 8 Reading, White and Asian American students perform similar
and higher than Black, Hispanic, and Native American students, who in turn perform
similar. Furthermore, between 1992 and 2003 White, Black, and Hispanic students
improved their performance while Asian American students showed no change in per-
formance between those years. This triggers another important policy issue, which is
the difference between subgroups coined as gaps, and especially, closing of the achieve-
ment gap between racial groups. From the grade 4 Mathematics national assessment it
can be concluded that the White–Black and the White–Hispanic achievement gap is nar-
rowing between 2000 and 2003. However, in 2003 these gaps are still 27 and 22 scale
score points, which amounts to more than .65 of a standard deviation unit. In grade
12 Reading between 1998 and 2002 those two gaps did not change significantly. More
specifically, all three race/ethnicity groups performed lower in 2002 compared to 1998
by the same amount. Yet, the gaps are 25 to 20 points, an effect size of approximately
.65. These results can also be derived from NAEP for specific states, for example, to
find out which state is more successful in closing the achievement gap.

Another possible area of interest to educators, legislators, and teachers might be the
framework of NAEP and the differentiation between knowledge and skills areas, trans-
lated into subscales. At the heart of the population characteristics estimation and the
development of subsequent software (e.g., CGROUP in addition to BGROUP) is the
multi-dimensional character of the assessment. For example, the Reading assessment in
grades 8 and 12 covers three distinct, though related, areas: reading for literary experi-
ence, reading for information, and reading to perform a task, which are combined to a
composite scale in most reports. However, these areas can also be analyzed separately.
While 12th graders overall Reading performance declined between 1998 and 2002, this
was not true for the reading to perform a task subscale, which remained level.

Finally, there are many research questions that are too specific, or sensitive from a
privacy and individual disclosure risk standpoint, to be made publicly available. For
those cases, a restricted use secondary users file is offered that includes the imputa-
tions generated from CGROUP. These imputed values can be applied to a wide variety
of modeling techniques, such as Hierarchical Linear Modeling and Structural Equation
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Modeling, enabling the researcher to obtain reasonable complex sample and measure-
ment standard error estimates.

4. Alternatives approaches

A number of modifications of the current NAEP methodology have been suggested in
the literature. These evolved out of criticisms of (i) the complex nature of the NAEP
model, and (ii) the approximations made at different stages of the NAEP estimation
process.

4.1. Application of seemingly unrelated regressions

Seemingly unrelated regressions (SUR; Zellner, 1962; Greene, 2000) are a special case
of multiple, multivariate regressions, that is applicable if all dependent variables are
paired with exactly the same set of predictors.

More formally, if the dependent variable is directly observed and has k dimensions
θ = (θ1, . . . , θk)

T and there is an m-dimensional predictor variable x = (x1, . . . , xm)T

with θ = xΓ T + ε where Γ is a m × k matrix of regression coefficients, where all re-
gression equations contain the same set of predictors, it can be shown that the separate
ordinary least squares (OLS) estimators for the columns Γk are equivalent to the simul-
taneous generalized least-square estimators (see Greene, 2000, p. 616, Section 15.4.2).
Cohen and Jiang (1999) conjecture without a formal proof that this property may also
apply in the case of indirectly observed dependent variables, i.e., in cases where θ ’s are
estimated and not observed, as in NAEP.

Comparison of YGROUP (von Davier and Yu, 2003) that implements SUR in NAEP
estimation and CGROUP have so far shown that YGROUP provides estimates of Γ

close but not identical to those of CGROUP. Noticeable differences may be seen in cases
where CGROUP’s multidimensional approach can borrow information based on covari-
ances between dimensions. This is especially true if the dimensions are highly corre-
lated and are measured with varying precision across dimensions. YGROUP is faster
than CGROUP and requires fewer iterations in some cases. This suggests that YGROUP
may be used to generate starting values for fully multidimensional approaches like
CGROUP or stochastic EM version of MGROUP (von Davier and Sinharay, 2004) in
order to reduce computational costs.

4.2. Application of an stochastic EM method

Researchers von Davier and Sinharay (2004) approximate the posterior expectation and
variance of the examinee proficiencies θ i in (4) and (5) using importance sampling (e.g.,
Gelman et al., 2003).

The posterior distribution of θ i , denoted as p(θ i |X,Y , Γt ,Σt ), is given by

(9)p(θ i |X,Y , Γt ,Σt ) ∝ f (yi1|θi1) . . . f (yip|θip)φ
(
θ |Γ ′

t xi , Σt

)
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using (2). The proportionality constant in (9) is a function of yi , Γt , and Σt . Let us
denote

(10)q(θ i |X,Y , Γt ,Σt ) ≡ f (yi1|θi1) . . . f (yip|θip)φ(θ |Γ ′
t xi , Σt ).

We drop the subscript i for convenience for the rest of the section and let θ denote
the proficiency of an examinee.

We have to compute the conditional mean and variance of θ with the density
p(θ |X,Y , Γt ,Σt ). If we can generate a random sample θ1, θ2, . . . , θn from a dis-
tribution h(θ) approximating p(θ |X,Y , Γt ,Σt ) reasonably, we can approximate the
conditional mean by A/B, where

A = 1

n

n∑
j=1

θ j q(θ j |X,Y , Γt ,Σt )

h(θ j )
; B = 1

n

n∑
j=1

q(θ j |X,Y , Γt ,Σt )

h(θ j )
.

Similarly, we can approximate the variance as the ratio C/B, where

C = 1

n

n∑
i=1

(θ i − E(θ i |X,Y , Γt ,Σt ))(θ
i − E(θ i |X,Y , Γt ,Σt ))

′q(θ i |X,Y , Γt ,Σt )

h(θ̃
i
)

.

Researchers von Davier and Sinharay (2004) use a multivariate t distribution with
four degrees of freedom as the importance-sampling density. The mean and variance of
the importance-sampling density are the same as the mode and curvature of the posterior
distribution of θ . Because the posterior mode and posterior curvature (information) is
already computed in the MGROUP program, this is a convenient choice. Simulated
data and real data analyses indicate that the stochastic EM method provides a viable
alternative to CGROUP for fitting the NAEP model.

4.3. Multilevel IRT using Markov Chain Monte Carlo methods

Johnson and Jenkins (2004) and Johnson (2002) suggest a MCMC estimation method
(e.g., Gelman et al., 2003, Gilks et al., 1996) that can be adapted to combine the three
steps (scaling, conditioning, and variance estimation) of the MGROUP program. They
use a Bayesian hierarchical model that includes the IRT component and the linear re-
gression component of the NAEP model discussed earlier; in addition, their model
accommodates clustering of the examinees within schools and PSUs, using a linear
mixed effects (LME) model.

The model accommodates clustering of the examinees within schools and PSUs with
the help of a LME model of the form

θ i |νs(i), Γ, xi , Σ ∼ N(νs(i) + Γ ′xi , Σ),

νs |ηp(s), T ∼ N(ηp(s), T ),

ηp(s)|Ω ∼ N(0,Ω),

where s(i) is the school that examinee i attends and p(s) is the PSU (school district,
state, etc.) that school s belongs to. This idea is similar to that proposed by Longford
(1995) and Raudenbush et al. (1999).
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Prior distributions are assumed where required, a determination currently made em-
pirically. The joint posterior distribution of the item and ability parameters and the mean
and variance parameters in the regression model are computed, and a Gibbs sampler
samples from the joint posterior distribution. However, Johnson and Jenkins (2004) deal
only with unidimensional student proficiency. Johnson (2002) handles data with three-
dimensional student proficiency, but incorporates only three background variables.

4.4. Estimation using generalized least squares

von Davier and Yon (2004) applies generalized least-squares (GLS) methods to the con-
ditioning model used in NAEP, employing an individual variance term derived from the
IRT measurement model. A quasi-Newton estimation algorithm using the Broyden–
Fletcher–Goldfarb–Shanno (BFGS) algorithm (Dennis and Schnabel, 1983) was de-
veloped and implemented. This method eliminates some basic limitations of classical
approaches to regression model estimation. von Davier and Yon (2004) discuss similar-
ities with feasible GLS methods and the White robust covariance estimator.

The proposed estimator can be viewed as a GLS estimator that uses the available
information about the uncertainty associated with the indirectly observed dependent
variable θ . The GLS estimator is defined as

Γ = (
XTΩX

)−1
XTΩΘ

and includes a N × N matrix

Ω =
⎛
⎝ σ 2

1 . . . σ1N

. . . σ 2
i . . .

σN1 . . . σ 2
N

⎞
⎠

of error variances and covariances. The classical OLS approach is to assume un-
correlated errors (i.e., all σij = 0) and homoscedasticity (i.e., σ 2

i = σ 2
j ) for all

i, j ∈ {1, . . . , N}. von Davier and Yon’s (2004) approach retains the assumption of
uncorrelated errors but relaxes the homoscedasticity assumption using

σ̂ 2
i = ŝ2(θ̃ |�x) + ŝ2(θ |�yi, �xi),

which assumes that the individual residual variance is the sum of the averaged squared
residual

ŝ2(θ̃ |�x) = N

N − K

N∑
i=1

(θ̃i − �xiΓ )2

and the individual posterior variance, given data and background variables.
Analysis of real and simulated data have shown that the approach does not devi-

ate from homoscedastic estimation if data are balanced and the variance in precision
across subjects is small. As expected, for unbalanced designs and large variation across
booklets, the results from weighted estimation differ moderately from those from the
homoscedastic approach.
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4.5. Other modifications

The other important works on modification of the current NAEP methodology include
Bock (2002) and Thomas (2002).

5. Conclusions

The methodology currently used in NAEP to estimate population distributions is the
focus of ongoing research. Suggestions either to ignore auxiliary information when es-
timating distributions or to incorporate this information in a different way are discussed
in the literature. The suggestions aimed at limiting the number of background variables
(e.g., Cohen and Jiang, 1999) stand to some extent in contrast to current developments
in the estimation of statistics from complex surveys (see the literature on small area es-
timates, or model-based estimates; Rao, 2003). Research that focuses on extending the
model or making the current model less restrictive (Thomas, 2002) may be viewed as
the more promising approach when the goal is to make the model more appropriate for
increasingly complex samples.

The complexity of NAEP’s operational model, as well as its integration into a large
operational project that must produce results in a reliable way that enables stable com-
parisons, makes trials with different model extensions a nontrivial matter. Therefore,
an evolution of increasingly flexible models seems preferable to a revolution replacing
the current model by some even more complex alternative. At the same time, alterna-
tive ways of modeling the data must be explored as well, as a way to study the impact
on reporting results of different ways of modeling the data. In addition, the conver-
gence between IRT and hierarchical linear models and other schools of modeling data
from complex samples should be studied. If possible, desirable features of these models
should be incorporated into the operational marginal estimation model of NAEP.

Research that aims at weakening or removing some technical assumptions and ap-
proximations seems promising. The increased availability of powerful computers makes
some approximations that were necessary in the past obsolete. Among these seemingly
minor modifications are methods that aim at producing more general estimation algo-
rithms. This is a valuable approach since it maintains continuity, but at the same time
allows greater flexibility. It may not have the same appeal as a totally new method, but
it has the advantage that introducing generalizations gradually keeps fallback positions
and well-established solutions for common issues in estimation and reporting at hand.

More substantial modifications that aim at replacing the operational approach need
to provide answers to important questions regarding NAEP’s charge to provide com-
parable measures across assessment cycles over time. The current method is based on
maximum likelihood estimates using methods from IRT. This method has a long history
of research, and linking across time points is a standard process in this approach. Al-
ternative approaches will probably only find consideration if they can perform this task
equally well.
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Appendix: Sampling students in NAEP

NAEP is prohibited by law from reporting results for individual students (Jones and
Olkin, 2004), schools or school districts, and is designed to obtain optimal estimates
of subpopulation characteristics rather than optimal point estimates of individual per-
formance. To assess national performance in a valid way, NAEP must sample a wide
and diverse body of student knowledge. To avoid the burden involved with present-
ing each item to every examinee, NAEP selects students randomly from designated
grade and age population (First, a sample of schools are selected according to a de-
tailed stratified sampling plan, as mentioned in, e.g., Beaton and Zwick, 1992, and
then students are sampled within the schools) and administers to each student one of
a number of booklets that contains only a subset of items. This process is sometimes
referred to as “matrix sampling of items.” For example, the year 2000 fourth grade
NAEP in Mathematics contained 173 items split in 26 booklets. Each item is devel-
oped to measure one of five subscales: (i) Number and operations, (ii) Measurements,
(iii) Geometry, (iv) Data Analysis, (v) Algebra. An item can be a multiple-choice item
or a constructed response item. Background information is collected on the students
through questionnaires that are completed by students, teachers, and school adminis-
trators. These background variables are used in various ways in the NAEP assessment.
For one, background information is used to subset the student population for purposes
of reporting into policy relevant subgroups like “limited English proficiency YES/NO”.
Another purpose background variables are used for is to provide auxiliary information
to model the proficiency distribution in subgroups as a composite of distributions that
are specified by the outcome on these background variables. For example, the back-
ground variables used to modeling the composite population distribution in the 2000
fourth grade NAEP Mathematics assessment was providing 381 numbers for each stu-
dent. The above description clearly shows that NAEP’s design and implementation are
fundamentally different from those of a large-scale testing program aimed at individual
scores.

In addition to NAEPs content sampling scheme that ensures a broad coverage of
the assessment domain, NAEP samples geographic areas to ensure a representative
picture of the nations educational progress. The basic primary sampling unit (PSU)
sampling design is a stratified probability sample with a single PSU drawn in each stra-
tum. A single PSU consists of a consolidated metropolitan statistical area (CMSA),
a metropolitan statistical area (MSA), and a New England county metropolitan area
(NECMA), a county, or group of contiguous counties in the United States.
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The sampling frame consists of 1027 PSU’s; 290 of the PSU’s are MSA’s. The largest
22 PSU’s are included in the sample with certainty. The remaining PSU’s are first strati-
fied according to region of the country and MSA status of the PSU. Crossing the region
of the country (Northeast, Southeast, Central, West) with MSA status (MSA, non-MSA)
defines the eight major strata. Within each of the major stratum, further stratification is
achieved by ordering PSU’s on additional socioeconomic characteristics, yielding 72
strata with approximately equal populations according to the 1990 Census. Within each
of the 72 strata, a single PSU is drawn with probability proportional to the population
of the PSU. Combining the 22 certainty PSU’s with the 72 noncertainty PSU’s gives a
total of 94 primary sampling units from which schools are sampled.

Sampling of Schools: Schools are sampled within PSU’s with a sampling probabil-
ity proportional to a measure of school size with two adjustments. In order to increase
the precision of estimates for the group means of minority and private school students,
schools designated high minority (HM; the Black and Hispanic students account for
more than ten percent of the total student population) and private schools were over-
sampled. The sampling probability for high minority schools was double that of nonhigh
minority schools; and the sampling probability was tripled for private schools. A total
of 483 schools participated in the NAEP 1998 eighth grade reading assessment.

Sampling of Students: Students are sampled randomly from a list of all enrolled
students in the specified grade. In public schools with low minority enrollment, Black
and Hispanic students are oversampled. The oversampling is accomplished by taking all
nonselected Black and Hispanic students and sampling from this list the same number
of Black and Hispanic students in the original student sample from the school. A similar
method was used to oversample students with disabilities (SD) and students of limited
English proficiency (LEP).

To account for the differential probabilities of selection, and to allow for adjustments
for nonresponse, each student is assigned a sampling weight. Let wi denote the sampling
weight for examinee i. The interested reader can find more information on the derivation
of the sampling weights in NAEPs technical reports available online.
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Statistical Procedures Used in College Admissions
Testing

Jinghua Liu, Deborah J. Harris and Amy Schmidt

1. Introduction

Large-scale college admissions testing, as we know it today, began in June of 1926
when the Scholastic Aptitude Test was administered to slightly over 8,000 young men
who had aspirations to go to college. The test was administered by the College Entrance
Examination Board, an organization created in 1900 and originally made up of a select
group of colleges and universities that wanted to instill some uniformity into a college
admissions process wherein each higher education institution had a unique set of re-
quirements and examinations. The original Scholastic Aptitude Test consisted of nine
subtests: definitions, arithmetical problems, classification, artificial language, antonyms,
number series, analogies, logical inference, and paragraph reading (Lawrence et al.,
2003). Since then, the SAT Reasoning Test™, or just simply the SAT, has evolved to
measure developed verbal and mathematical reasoning skills. The College Board, the
membership organization that sponsors the SAT, has stated that the SAT is a “demand-
ing test that examines fundamental math and reading abilities that are crucial to success
in college and adult life” (College Board, 2001, p. 4). In March 2005 the College Board
introduced a new version of the SAT. The new version consists of a critical reading sec-
tion, a math section, and a writing section, which includes an essay and multiple-choice
items. See Lawrence et al. (2003) for more detail on the history of the SAT Reasoning
Test.

In the late 1950s, a new test, the ACT®, joined the SAT, and these two assess-
ments have dominated the landscape in large-scale college admissions testing ever
since. The ACT Assessment is owned by ACT, Inc., a not-for-profit organization ded-
icated to “measurement and research in support of individuals making educational
and career transitions and decisions” (ACT, 1997, p. 1). The American College Test-
ing Company, as it was known then, was established by E.L. Lindquist in 1959.
Lindquist, who was a member of the Board of Trustees for the College Board before
he founded ACT, was interested in moving college achievement testing from an apti-
tude testing model to more of an achievement testing model. Lindquist believed that
a college admissions test should measure a student’s readiness for college and the ex-
tent to which a student is prepared to profit from college experience (Peterson, 1983;
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Schmeiser, 2004). The current version of the ACT Assessment Program includes an in-
terest inventory and other components, as well as a battery of four mandatory multiple-
choice tests: English, Mathematics, Reading, and Science. In February 2005, an optional
writing component that includes a student-produced essay was added to the battery.

Approximately 1.4 million college-bound seniors now take the SAT each year, and
more than 80 percent of four-year colleges use college admissions tests such as the SAT
as part of their admission process when evaluating a test-taker’s readiness for college-
level work. The ACT Assessment Program (hereinafter called the ACT) was taken by
1.2 million students in the 2004 graduating class; nearly 3,000 postsecondary institu-
tions (including scholarship agencies, state educational systems, individual public and
private universities, four-year colleges, junior and community colleges, nursing schools,
and technical schools) require or recommend that applicants submit ACT Assessment
results (ACT, 1997, 2004a).

Although the ACT and the SAT have somewhat different underlying philosophies
(i.e., a focus on achievement versus a focus on developed reasoning ability) and some-
what different structures, the two assessments function quite similarly in their ability
to predict first-year grade point average in college. In one concordance study the ACT
composite and sum scores (English, Mathematics, Reading, and Science) correlated
0.92 with SAT sum scores (verbal plus math) for 103,525 students who took both the
ACT and the SAT, and used both scores in applying for admission during the 1996–1997
period (Dorans, 1999).

College admissions testing programs have a unique set of advantages over other
large-scale assessments but they also face a unique set of challenges. Students who take
college admissions tests are generally very motivated to do well, and are willing to pay
the fees associated with taking the test and reporting results to colleges to which they
are applying. The large, relatively steady volume of test-takers allows the test sponsors
to create very high-quality assessments at a reasonable price. These are clear advan-
tages, but because of the high-stakes nature of these assessments, sponsors of college
admissions tests must also cope with a great deal of criticism from a wide variety of
constituents – high school counselors, college admissions officers, parents, students, re-
searchers, and the media, to name a few – and a great deal of effort goes into producing
research to support, improve, and defend the use of the tests.

In terms of psychometric considerations, college admissions testing programs must
emphasize certain aspects of technical quality that may or may not be as salient in other
testing programs. For example, while licensure and certification tests require a great
deal of measurement precision around the pass/fail point of the scale, college admissions
tests usually require good measurement precision all along the scale continuum. College
admissions tests are administered multiple times per year, and test scores from each
administration must be comparable across different versions of the test and multiple
testing years; therefore, the ability to place the tests on an appropriate scale and equate
different test forms to one another becomes of paramount importance. Because of the
high-stakes nature of college admissions, it is vitally important that college admission
test scores exhibit a high degree of reliability, and validity evidence must be gathered
and evaluated on a regular basis. Arguably one of the most important characteristics of
college admissions tests in this age of increasing diversity in the test-taking population
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is that they are as fair as possible. Fairness is one of the thorniest issues that test sponsors
and developers face, especially as there is no single technical definition for it (AERA
et al., 1999). However, content development procedures and statistical analyses have
been developed to ensure that items appearing on college admissions tests are as fair as
possible to all test-takers.

In this chapter we review each of these topics. The concepts of reliability, validity,
equating and linking are topics that are covered in greater depth in a more general con-
text in other chapters, but we will discuss these concepts so that the reader can see their
specific applications in the context of college admissions testing. For example, we focus
on equating plans and methods because the frequent administration of college admis-
sions tests requires that greater emphasis be paid to score comparability. In terms of
validity, we concentrate primarily on predictive evidence, because although it has be-
come more important in recent years to amass validity evidence of a variety of sorts to
support the use of college admissions tests, the primary type of validity evidence that
has been collected historically has been predictive in nature. In addition, we discuss
topics that are not covered in other chapters, such as test design and assembly, item
pretesting models, item analysis, and so on. While these latter topics are certainly ones
that are important in other types of testing programs, the large-scale nature of college
admissions testing ensures that the testing organizations that create these tests are very
cognizant of the “state of the art” techniques in each of these areas. We hope that the
reader comes away with a deeper understanding of the care that goes into the process of
creating a high-quality, reliable, and valid college admissions test.

This chapter is organized in such a way that follows the chronological order of a
testing cycle: creating a test, administering and scoring it, and making use of the re-
sults. Section 2 outlines the procedures and guidelines for test design and assembly.
Section 3 describes item pretesting: the trying out of items before they are operationally
administered. Section 4 discusses item analysis, such as assessing item difficulty, item
discrimination, and differential item functioning. Section 5 presents test equating and
scaling. Section 6 describes test reliability, standard errors of measurement, and test
validity. Section 7 discusses other important issues.

2. Test design and assembly

In this section we will briefly discuss the process of test design and test assembly, from
the development of test specifications to the assembly of a final test form. Before test
developers begin to build a test, they should be able to answer such questions as: what
is/are the intended purpose(s) of the test? What is the target population of test-takers?
And what constructs should be measured by the test? The answers to these questions
will influence the development of both the content and statistical test specifications.

2.1. Defining the purpose(s) of the test

The first step in designing a test is to ascertain the purpose of the test. How is the
information derived from the test intended to be used? Is it a test of general knowledge
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or is it a test of minimum competence? Is it a placement test? Every aspect of the
development of a test grows out of the test’s purpose. The more specific a test developer
can be at this point, the better able s/he is to design a successful test.

The purpose of the SAT, for example, is to give college admission professionals
meaningful information to help guide their decisions about how likely students are to
succeed at their institutions (College Board, 2004a). Providing information for college
admissions is also one of the primary purposes of the ACT, which is designed to help
high school students develop postsecondary educational plans and to help postsecondary
educational institutions meet the needs of their students (ACT, 1997). It should be noted
that although a test is designed with a particular purpose in mind, its use may evolve.

2.2. Defining the target population of the test

In conjunction with defining the intended purpose(s) of the test, test developers must
know the population(s) to be served by the test. Test developers should be able to de-
scribe the characteristics of intended test-takers, including the major subgroups in the
population. For example, the SAT and ACT are both designed for test-takers who are
seeking entrance to colleges, most of whom are high school students in the United
States. This population includes examinees from diverse geographical regions and well
as varied academic and demographic backgrounds.

2.3. Defining the construct(s) to be measured

Test developers must know what underlying construct the test is intended to measure.
The ACT and SAT have been designed to measure general areas that have been deter-
mined to be relevant to virtually all college and university programs. This ensures the
tests have broad applicability. The SAT measures verbal and mathematical reasoning
abilities that students develop over time, both in and out of school. It emphasizes crit-
ical thinking and problem-solving skills that are essential for college-level work. The
ACT contains four tests of educational achievement: English, Mathematics, Reading
and Science. Underlying the ACT Assessment tests of educational achievement is the
belief that students’ preparation for college is best assessed by measuring, as directly as
possible, the academic skills that they will need to perform successfully at the college
level.

2.4. Defining the test specifications

Once the purpose, population, and construct of the test are determined, test developers
need to define the desired attributes of the test in detailed specifications to ensure the
purpose of the testing is achieved. Test specifications are a detailed blueprint of all the
important dimensions of the test. The purpose of the test specifications is to help ensure
that the test does indeed measure the construct intended at the appropriate level for the
target population, and that multiple forms of a test are built to the same blueprint, to en-
sure they are measuring the same thing. There are two major types of test specifications:
content specifications and statistical specifications.
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Content specifications
Content specifications may include various types of information, at various levels of
detail. Key information contained in the content specifications includes: item content
and skills to be measured; item formats and item types; scoring methods and rubrics;
and the overall make up of a form, including the numbers of each item format/type and
the relative weight to be given to each part of the domain that is to be measured (ETS,
2002).

The SAT and the ACT content specifications are developed through similar
processes. Both the College Board and the ACT conduct extensive and frequent sur-
veys of high school and college faculty to determine what is being taught in the U.S.
schools, to identify college success skills, and to ensure the content appropriateness of
the tests (College Board, 2004a; ACT, 1992, 1998, 2000, 2003). A series of consultant
panels or review committees, made up of national content experts, college faculty, and
high school teachers, are convened, at which the experts reach consensus regarding the
important knowledge and skills to be on the tests given current and expected curricu-
lar trends. This cycle of reviewing test specifications, curriculum guides and national
standards, administering curriculum surveys, and meeting with content experts is an
ongoing process for both the ACT and the SAT.

Statistical specifications
Statistical specifications usually involve the difficulty index and the discrimination index
of individual items on the test. The simplest measure of item difficulty is the proportion
correct: the proportion of test-takers who answer the item correctly among who attempt
to answer the item (i.e., p-value). ACT uses proportion correct as a difficulty index; ETS
uses the delta index for the SAT, which is derived from the p-value (see Section 4.1 for
more details).

When test developers set the difficulty specifications for a test, they frequently set
a target average difficulty for the entire test, and either a standard deviation and/or a
distribution of individual item difficulties. Item difficulty specifications may interact
with content specifications to ensure, for example, that the most difficult items do not
all come from a single content area.

Difficulty specifications need to reflect the purpose of the test. For example, col-
lege admissions test specifications may display a wide range of item difficulty, with the
largest concentration of items at the average ability level of the test taking population.
In general, test developers want to target the item difficulties to the ability level at which
the finest discrimination among test-takers is desired. It should be kept in mind that the
observed p-value and delta value are group dependent, and they should not be compared
directly across different administrations.

Both the ACT and SAT are constructed to be centered at middle difficulty. The tar-
get mean item difficulty for the ACT is about 0.58, with a range of difficulties from
about 0.20 to 0.89 (ACT, 1997). The distribution of item difficulties is set so that the
test will effectively differentiate among test-takers who vary widely in their level of
achievement. The mean delta for the SAT is about 11.4 (SAT-V) and 12.0 (SAT-M),
which roughly corresponds to p-values of 0.66 and 0.60, respectively. The delta distri-
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Table 1
Difficulty distributions and mean discrimination indices for ACT assessment test items, 2003–2004

Difficulty range Observed difficulty distributions (frequencies)

English Mathematics Reading Science

0.00–0.09 0 0 0 0
0.10–0.19 4 19 0 2
0.20–0.29 3 39 5 14
0.30–0.39 22 54 26 35
0.40–0.49 40 44 48 33
0.50–0.59 81 60 54 45
0.60–0.69 124 56 61 38
0.70–0.79 110 60 28 42
0.80–0.89 65 26 18 28
0.90–1.00 1 2 0 3
No. of itemsa 450 360 240 240
Mean difficultyb 0.64 0.53 0.57 0.58
Mean discriminationc 0.51 0.52 0.5 0.49
Avg. completion rated 93 92 94 95

Note. Taken from ACT Technical Manual, ACT, in press.
aFive forms consisting of the following number of items per test: English 75, Mathematics 60, Reading 40,
Science 40.
bDifficulty is the proportion of examinees correctly answering the item.
cDiscrimination is the item-total score biserial correlation coefficient.
dMean proportion of examinees who answered each of the last five items.

bution for the SAT is a unimodal distribution with more middle difficulty items (that
is, items answered correctly by one-third to two-thirds of test-takers), and fewer very
easy (answered correctly by at least two-thirds of test-takers) or very difficult (answered
correctly by less than one-third of test-takers) items.

Another aspect of statistical specifications is item discriminating power. Each item
in a test should be able to distinguish higher ability test-takers from lower ability test-
takers with respect to the construct being tested. A common measure is the biserial
correlation, which is the correlation between test-takers’ performance on a single item
(correct/incorrect for a multiple-choice item) and his or her performance on the total
test (see Section 4.2 for more details). Test developers may set a different criterion for
these correlations depending on the purpose of the test. For a general test such as ACT
and SAT, the goal is to try to discriminate across the entire range of ability. Items on
the ACT have a minimum biserial correlation of 0.20 (ACT, 1997); on the SAT, the
criterion of biserial correlation for unacceptable items varies between from below 0.2
to below 0.4, depending on the item difficulty and item type (ETS, 2005). Examples of
the distributions of item difficulties, the mean difficulty and discriminations are given
in Table 1 for the four ACT tests.
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2.5. Content and fairness review

In addition to content specifications and statistical specifications, there are other issues
that need to be considered in assembling a test, such as fairness issues. Items on the
SAT and the ACT are written by content specialists in the disciplines measured by the
tests. These content experts represent diverse racial and ethnic groups, in order to help
ensure that no items are offensive or inappropriate toward any culture. After items are
written, they undergo a series of content and fairness reviews to make certain they are
fair in content and tone for all test-takers.

In developing the SAT, for example, ETS employs two procedures that constitute the
process known as “fairness review”. The first is the sensitivity review, a process in which
all ETS products and services – including individual test questions, tests, instructional
materials, publications, and other products – are evaluated for their demonstration of
awareness to the contributions of various groups to society in the United States. Items
in the SAT, as well as those in other ETS products, are also constructed to avoid the
use of stereotyping and language, symbols, words, phrases, or examples that are sexist,
racist, or otherwise potentially offensive, inappropriate, or negative toward any group
(ETS, 2002). The second procedure, known as Differential Item Functioning (DIF),
is conducted to detect when people from different groups who have approximately
equal knowledge and skill perform in substantially different ways on a test question
(see Section 4.4). After the internal reviews are completed, external committees review
preliminary versions of the test forms, and appropriate changes are made based on the
committees’ comments. On the SAT, DIF is conducted using both pretest data and op-
erational data (see Section 4.4).

ACT test forms are subjected to several reviews as well. First, items are checked
by ACT staff for content accuracy and conformity to ACT style. Then the overall test
forms are reviewed again by different reviewers, to ensure the forms conform to ACT
style and to check for “cuing”; that is, clues in other items that could allow students to
correctly answer a particular item without having the requisite skill or knowledge. The
forms are then submitted for review by external content and fairness experts. Two pan-
els, one for content and one for fairness, are then convened to discuss with ACT staff
the experts’ comments. Finally, appropriate changes are made (if the changes are signif-
icant, another review is conducted), and forms are ready for operational administration.
The total development cycle can take two and a half years, with at least 20 independent
reviews done on each item (ACT, 1997). In all, the reviews are performed to help ensure
that each test-taker’s level of achievement is accurately and fairly evaluated. Additional
reviews are conducted after the forms are administered.

2.6. Test assembly

Items judged to be acceptable after the content and fairness reviews are then pretested
and analyzed (see Section 3 for item pretesting and Section 4 for item analysis). Items
that are statistically sound are placed in an item pool, ready to be selected and assembled
into intact test forms. Item selection is usually subject to various rules, based on the test
specifications, to constrain the selection of items for test forms. Preliminary forms are
constructed by selecting items from the item pool that match the constraints.
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The SAT program currently employs test creation software that uses an automated
item selection (AIS) algorithm to assemble tests. This method requires a variety of
constraints with different weights, and these constraints are used as rules to select items.
The model attempts to satisfy the target test properties by minimizing failures to satisfy
properties at the aggregate level, and attempts to provide some control over allowable
failures by weighting each constraint (Stocking and Swanson, 1992). Consequently, by
using AIS, the quality of the assembled test is usually assured. Preliminary forms of the
ACT are also constructed by using software that selects items from the item pool that
match the content, cognitive and statistical specifications of each test (ACT, 1997).

3. Item pretesting

Pretesting allows for the collection of examinee responses to test items before the items
are used operationally (e.g., before the items count towards the test-takers’ scores).
Items may be pretested using various designs. They may be pretested at regular test
administrations, or under special arrangements separate from regular test administra-
tions; they may be either embedded in a separately timed section of a test, or mixed
with operational items in an intact test book. In this part of the chapter, we discuss the
goals of pretesting in more detail and present several designs for collecting pretesting
data.

3.1. Purpose of pretesting

One of the major purposes of item pretesting is to obtain item statistics before the items
are used operationally and contribute to an examinee’s score. Accurate item statistics are
necessary for building tests to the specifications discussed earlier, which are employed
to ensure the items will be at the appropriate difficulty level for the targeted examinee
population; to distinguish high from low ability test-takers, and not to advantage or to
disadvantage one subgroup over another. The second major purpose of pretesting items
is to detect flaws in items. There are many possible ways in which items may be flawed.
For example, a multiple-choice item may have an incorrect response (a distractor) that
appeals to the more able test-takers, suggesting that the intended correct answer (the
key) may not be the best answer, or that the item is written in a confusing manner that
distracts test-takers inappropriately, or an item may have content flaws. A flawed item
can be rejected or revised and re-pretested. The two major purposes of pretesting are
related. Often item flaws are signaled by unusual item statistics.

In order to have good item statistics on which to assemble test forms, care must be
taken in obtaining the pretest data. Pretest data should be obtained from participants
who come from and are representative of the intended test-taking population, and these
participants should be sufficiently motivated to perform as well as they can on the pretest
items. Various designs that address these issues are taken up in the following section.

3.2. Pretesting data collection design

There are certain key issues that must be considered in pretest data collection, such as
the characteristics of the sample on which the data is to be gathered, whether the data
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collection design is part of an operational administration, where items are positioned
in pretesting, and whether pretest items can be distinguished from operational items.
There are advantages and disadvantages associated with each type of data collection
design, which range from security concerns to obtaining optimal item statistics, to con-
text effects and the impact of these effects on the examinees’ operational scores. A good
pretesting design seeks to balance these issues.

Pretest sample
Items that are to be pretested should, if possible, be given to a sample from the same
test-taking population for whom the test is intended. A major advantage of sample
representativeness is that the test-takers who take the pretest items are from the same
test-taking population who will later be administered the test form the pretest items may
appear on, and hence item statistics are usually more accurate and stable (other things,
such as examinee motivation, being equal) from pretest to operational use. On the other
hand, this design may be associated with some security risks, in that the same test-takers
may see these pretest items again in the future (though this may be controlled to some
extent by the lag in time between pretesting and operational use of an item), and are
thus more motivated to copy or memorize the items.

To avoid the security risks associated with pretesting in the same population, pretest-
ing in a different population (e.g., pretest items designed for high school test-takers
using college students) may be considered, but the resulting item statistics are then
based on the pretest population, and not on the test-taking population. The statistics can
be adjusted for differences in populations, but the method is far from ideal.

Pretest administration
Pretest items can be given in a regular test administration along with operational items.
The SAT and ACT both pretest items during regular test administrations. This design
ensures that data are obtained from a motivated and representative test-taking popula-
tion, which in turn ensures that the pretest statistics accurately reflect the operational
statistics to be calculated later on. The disadvantage is that in order to collect pretest
data under operational conditions, test administration time must be extended.

Pretest items may also be given during a specially-arranged administration, separate
from the regular test administrations, in which the examinees take pretest items only.
This design allows more pretest items to be administered, but context effects (i.e., item
position, item order, test length, etc.) may be an issue, depending on how closely the
pretest forms mimic the operational test forms. SAT Subject Tests (special content-
based tests that augment the SAT) employ this design. Separate pretests are sent to
volunteer high school and college classes, which administer the pretests under different
conditions than those associated with an actual administration. The initial forms of the
ACT Writing Test were pretested in a special study, because forms had to be pretested
prior to introducing the test operationally in February 2005. An advantage of completely
separate pretests is shortened operational testing time. A major disadvantage is that this
pretesting method typically results in a sample of convenience that is not necessarily
representative of the test-taking population. Item statistics are not as stable from pretest
to operational use as those obtained from a representative sample under operational test
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taking conditions. Test-takers probably are not as motivated as they would be in a real
test administration, which may lead to poor pretest statistics. Another disadvantage may
be an increased security risk.

Pretest item location
Pretest items can be embedded within operational sections so that examinees are not
sure if they are responding to an operational item or a pretest item. This method typically
provides optimal item statistics for the pretest items; however, this must be balanced by
the effect that pretesting this way may have on the examinee’s operational score, where
pretest items require time and energy that may be diverted from the items that contribute
to an examinee’s score. Even if the items are appended at the end of the operational
questions, there is no guarantee that examinees will answer all the questions in the order
given, as many examinees tend to “skip around” a test section. There is the additional
concern that fatigue and lack of time will affect the pretest statistics if the items are all
at the end of the test.

Pretesting may also occur in a separately timed section of the test packaged along
with the operational test and given at the same administration. The ACT and SAT can
both pretest in this way because the two tests contain several test sections. For exam-
ple, the SAT test book consists of operational sections containing operational items,
and a variable section containing either equating or pretest items. The variable section
can appear in any of the sections of the test, so that test-takers do not know which
section contains pretest items (or equating items) and which sections contain opera-
tional items. This means that the test-takers work just as hard on the pretest items as
on the rest of the test. Use of a separate section for pretesting allows the SAT pro-
gram to obtain pretest data from a representative test-taking population under realistic
testing conditions, yielding highly accurate item statistics. Because every test adminis-
tration includes pretesting, the item pool is constantly replenished. Thus, the program
remains viable even with regularly scheduled mandated test form disclosures (for op-
erational items only). Operationally, this is a very inexpensive way to collect data (Liu
and Walker, 2002).

4. Item analysis

Item analysis provides a statistical description of how a particular item functions on
a test for a specific group of test-takers. There are a variety of ways in which item
functioning can be assessed when conducting an item analysis, such as assessing how
difficult an item is; how well an item distinguishes high ability from low ability test-
takers; how the distractors on a multiple-choice item behave; how an item performs
across different subgroups of examinees; and whether an item has a high non-response
rate. In the following sections, we will examine each of these aspects.

4.1. Assessing item difficulty

As discussed earlier, the simplest measure of item difficulty for a given group of test-
takers is the p-value: the proportion of the test-takers who attempted to answer the
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item and who answered the item correctly. This value is routinely computed in all item
analyses.

For the SAT Program, p-values are converted onto a standard scale called delta index:

(1)Delta = 13 + 4 × z,

where (1 − p) is first converted to a normalized z-score and then linearly transformed
to a scale with a mean of 13 and a standard deviation of 4. Suppose an item has a
p-value of 0.25. We draw a normal curve and find the z-score below which 75% of the
area below the curve falls. This z-score is 0.67. We multiply the z-score by 4 and plus
the result from 13, and then get the delta value, 15.68. Deltas are inversely related to
p-values: the lower the p-value, the higher the delta, and the more difficult the item.

The conversion of p-values provides raw delta values that reflect the difficulty of the
items from the particular test-takers from a particular administration. This measure of
item difficulty then must be adjusted to correct for differences in the ability of different
test-taking populations. Delta equating is a statistical procedure used to convert raw
delta values to equated delta values. This procedure involves administering some old
items with known equated delta values, along with new items. Each old item now has
two difficulty measures: the equated delta, which is on the scale to be employed, and
the observed delta from the current group of test-takers. The linear relationship between
the pairs of observed and equated deltas on the old items is used to determine scaled
values for each of the new items. Delta equating is essential because the groups taking
a particular test may differ substantially in ability from one administration to another.
Through delta equating, item difficulties can be compared directly to each other.

Examining item difficulty, either through p-values or deltas, is done to ensure that
the final test form meets the test specifications. In general, items that are too easy or
too difficult are not very informative, because either all examinees will get them right
or will miss them. Item difficulty for some non-multiple choice items, such as essays
written to a prompt, is often assessed by looking at the score distributions.

4.2. Assessing item discrimination

Another important characteristic of an item is item discrimination. Each item in a test
should be able to distinguish higher ability test-takers from lower ability test-takers with
respect to the construct being tested. An item is considered discriminating if proportion-
ately more test-takers who are high in the ability being measured, generally defined by
the total score on the test, answer the item correctly than do test-takers low in the ability
measured. Note that item difficulty can constrain item discrimination, in that if most or
very few examinees are responding correctly to an item, the discrimination is restricted.

There are a number of indices used in assessing the discriminating power of an item.
The index currently used on both the SAT and the ACT is the biserial correlation co-
efficient (rbis), which measures the strength of the relationship (correlation) between
examinees’ performance on a single item and some criterion, usually defined as perfor-
mance on the total test. A very low or negative correlation indicates that the item does
not measure what the rest of the items on the test are measuring (and should perhaps
be removed from the test), while a very high correlation (close to +1) suggests that the
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information provided by the item is probably redundant with the information provided
by the other items.

Items with extreme biserials should be examined carefully. Although items should
rarely be discarded on the basis of statistics alone, an extreme rbis serves as a flag to
draw attention to the item, which should lead to further investigation for possible defects
such as key error, ambiguity in the stem, more than one correct answer, and so on. In
addition to examining the biserial, ACT divides examinees into low-, medium-, and
high-performing groups by the individuals’ scores on the test as a whole, using cutoff
scores of the 27th and the 73rd percentile points in the distribution of those scores. These
points are chosen to maximize the critical ratio of the difference between the mean
scores of the upper and lower groups, under the assumption that the standard errors
of measurement in each group is the same and that the scores for the entire examinee
population are normally distributed (Millman and Greene, 1989).

The rbis is appropriate for all dichotomous (right/wrong) scored items. When as-
sessing discrimination for some non multiple-choice items, such as the essay, other
methods can be used. For example, for the essay in the ACT Writing Test, ACT ex-
amines the distribution of prompt scores conditioned on an external variable, such as
English achievement as measured by the ACT English Test.

4.3. Distractor analysis

When we conduct item analysis on a multiple-choice question, we not only evaluate
how the key (the correct response) functions, but we also examine how the distractors
behave. This can be done by examining the percent of examinees in both high and low
scoring groups who choose each distractor (ACT’s method) or by drawing an empirical
item response curve (SAT’s method).

Figure 1 shows an example containing multiple empirical item response curves, one
for each option. Figure 1 illustrates a psychometrically sound 5-choice multiple-choice
item. The total score on the test appears on the horizontal axis and the percentage of
people at each possible score level on the test who choose each response appears on
the vertical axis. The curves are drawn by computing the percentage of people choosing
each response and fitting a smoothed function to the points. “A” is the key. The line
associated with choosing “A” keeps rising from the bottom left corner and climbing
higher towards the top right corner. This indicates that test-takers who do better on the
total test have a greater tendency to answer this item correctly. Distractors B, C, D and
E show decreasing frequencies from left to right, which means they only attract those
test-takers at lower ability levels. The higher the test-takers’ scores, the less likely they
are to select any of these distractors. Thus all the distractors appear to be good ones.

Figure 2 illustrates a possibly flawed item. B is the key, but one would not easily
know that from looking at the plot. At all score levels, more test-takers either choose C,
or omit the question. It shows that the correlation between this item and the total score
is low. The large numbers of test-takers omitting the item, and/or choosing distractor C,
may be a sign that the item is ambiguous, and that test-takers are unable to determine
the correct answer. This is an item that would likely not be included in a final form of a
test.
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Fig. 1. Empirical item response curve of a good item.

Fig. 2. Empirical item response curve of an item that is possibly flawed.
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Fig. 3. Empirical item response curve of items with two possible keys.

Figure 3 presents an item that appears to have two possible keys. Both C and D
function like a key, with frequencies rising from left to right. Across most of the score
range (say, below 700), proportionally more test-takers tend to choose C rather than D
even though D is the key. It might be the case that either the stem is ambiguous, or
both C and D are acceptable. This item would be flagged for further scrutiny by content
experts to verify the key.

Generally speaking, one is looking for the pattern where the high ability examinees
choose the key, and the low ability examinees are spread pretty evenly across all the
distractors. Distractors that are not chosen by any examinee are not functioning well;
distractors that draw a large number of high ability examinees may indicate a wrong
key or ambiguity in the item.

4.4. Differential Item Functioning (DIF) analysis

Differential Item Functioning, or DIF, is another item analysis procedure that is typ-
ically performed. DIF indicates “a difference in item performance between two com-
parable groups of examinees; that is, the groups that are matched with respect to the
construct being measured by the test” (Dorans and Holland, 1993, p. 35). Theoreti-
cally, if test-takers from two different groups have the same ability level, they should
have the same probability of getting an item correct. The two groups are referred to
as the focal group and the reference group, where the focal group is the focus of
analysis and the reference group is the basis for comparison. There are a variety of
statistical methods that can be used to identify DIF. Two commonly used methods
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for DIF assessment are the Mantel–Haenszel approach (Holland and Thayer, 1988),
used for DIF detection, and the standardization approach (Dorans and Kulick, 1986;
Dorans and Holland, 1993), used for DIF description. Both methods are designed for
use with multiple-choice items, and require data from significant numbers of examinees
to provide reliable results. Both the ACT and SAT use these two procedures to examine
DIF.

The Mantel–Haenszel (MH) procedure
Holland and Thayer (1988) adapted the procedure for the study of matched groups de-
veloped by Mantel and Haenszel (1959) and used it as a DIF detection device. The MH
method is based on a 2 (groups) × 2 (item scores) table at each level of a matching
variable m, where m is usually the total test score:

Group Item score

Right Wrong Total

Focal group Rf m Wf m Nf m

Reference group Rrm Wrm Nrm

Total group Rtm Wtm Ntm

The null hypothesis for the MH method is that “the odds of getting the item correct
at a given level of the matching variable is the same in both the focal group and the
reference group, across all m levels of the matching variable” (Dorans and Holland,
1993, p. 39). With the MH approach, the constant odds ratio, αMH, is defined as:

(2)αMH =
[∑

m

RrmWf m

Ntm

]
[∑

m

Rf mWrm

Ntm

] ,

where m = score levels = 1, . . . , m. Holland and Thayer (1985) converted αMH into a
difference in deltas so that it is more convenient for test developers to use:

(3)MH D-DIF = −2.35 ln[αMH].
Positive values of MH D-DIF favor the focal group, while negative values favor the
reference group. For a detailed discussion of the MH D-DIF method, see Dorans and
Holland (1993).

Standardization approach
Standardization is a flexible method to describe DIF in that this approach is based on
all available appropriate data to estimate conditional item performance given ability
matching and avoids contamination caused by model misfit (Dorans and Holland, 1993).
The index of standardization that is currently used in the ACT and SAT programs is the
standardized p-difference (STD P-DIF), originally developed by Dorans and Kulick



1072 J. Liu, D.J. Harris and A. Schmidt

(1983). The standardized p-difference is defined as:

(4)STD P-DIF =
∑
m

[
Wm(Pf m − Prm)∑

m Wm

]
=

∑
m

[
WmDm∑

m Wm

]
,

where Pf m = Rf m

Nf m
and Prm = Rrm

Nrm
are the proportions correct in the focal and reference

groups at score level m, and Dm is the difference between these two proportions. What
is critical about this standardization approach is the use of common weighting factor
(Wm/

∑
m Wm) with both Pf m and Prm. In practice, Wm = Nf m in that it “gives the

greatest weight to differences in Pf m and Prm at those score levels most frequently
attained by the focal group under study” (Dorans and Holland, 1993, p. 49).

At ETS, the current practice for the SAT is to run DIF analyses in which Whites are
the reference group, while African Americans, Hispanics, Asian Americans and Native
Americans each separately serves as the focal groups; and to run an analysis in which
males are the reference group and females are the focal group. Both the standardization
approach and the Mantel–Haenszel method are used for item screening for the SAT. On
the basis of the MH D-DIF statistic, and/or STD P-DIF values, a classification scheme
was developed at ETS to put items into one of the three DIF categories: negligible DIF
(labeled A), intermediate DIF (labeled B), or large DIF (labeled C). Any C-DIF item
will either be dropped after pretesting or will be revised and then re-pretested. The
operational item pool of SAT does not contain C-DIF items.

Similarly, the procedures currently used for DIF analysis for the ACT are the stan-
dardized difference in proportion-correct (STD) procedure, which is similar as STD
P-DIF used for the SAT, and the Mantel–Haenszel common odds-ratio (MH) proce-
dure, which is the same as αMH defined by formula (2). Items with STD or MH values
exceeding pre-established criteria are flagged. Flagged items are reviewed by the con-
tent specialists for possible explanations of the unusual results, and actions are taken as
necessary to eliminate or minimize the influence of the problem item.

4.5. Test speededness: Not reaching rates

Item analysis also includes the calculation of the percentages of examinees not reaching
items. Large numbers of examinees not reaching an item could be an indication that
the test is speeded, suggesting speed rather than lack of knowledge or ability was the
reason examinees did not get the item correct. Both ACT and SAT examine the item
omission rates and not reaching rates (see Table 1 for an example of the completion
rates for ACT tests). Table 1 provides an example that includes the completion rate for
ACT tests, computed as the average proportion of examinees who answered each of the
last five items on a test.

Speededness is also assessed from the perspective of fairness. The SAT uses a mea-
sure of differential speededness to examine whether or not a test unfairly favors or
disfavors certain group(s). Differential speededness refers to the “existence of differen-
tial response rates between focal group members and matched reference group members
to items appearing at the end of a section” (Dorans and Holland, 1993, p. 56). This stan-
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dardized not-reached (NR) difference is expressed as:

(5)STD P-DIF (NR) =
∑
m

Wm

(
Pf m(NR) − Prm(NR)

) / ∑
m

Wm.

The same criteria are used here as with STD P-DIF to put items into three DIF clas-
sifications. The data show, for example, that across the testing year 2002–2003, all
the SAT verbal (SAT-V) items demonstrate negligible STD P-DIF (NR) values for the
male/female comparison, with STD P-DIF (NR) near zero. For the SAT math (SAT-M),
two items were classified as intermediate, or B-DIF (NR) items, but the degree of STD
P-DIF (NR) was not great enough to cause concern.

4.6. Three stages of item analysis

Item analysis is usually performed several times at different stages in the “life span” of
an item. In chronological order, we discuss the three stages of item analysis as: pretest
item analysis, preliminary item analysis, and final item analysis.

Pretest item analysis is conducted after the new items are first tried out in pretest
form. As discussed in the pretesting section, one of the major purposes of pretesting
items is to obtain reliable item statistics, which serve as indicators of how the items will
perform when used as operational items in a test form. These item statistics help test
developers assemble tests to meet test specifications. Another major purpose of item
pretesting is to detect flawed items. A flawed item is either discarded, or revised and
re-pretested. Therefore, pretest item analysis ensures that items on the final test form
have sound statistics.

Once items are pretested and determined to be acceptable they are assembled into
a final form of a test. Once the test form is administered, but before all the answer
sheets are scored, another item analysis is conducted. Because this analysis precedes
the completion of scoring, this stage is called preliminary item analysis. The purpose
of preliminary item analysis is to determine whether the key for each item is in fact
the one being used for scoring, whether one of the distractors is arguably the correct
response, or whether the item is otherwise seriously flawed (Hecht and Swineford, 1981;
Crone and Kubiak, 1997). Preliminary item analysis serves as a further check on errors
that may have slipped through the pretest item analysis or on errors that may have
been made between the time of test assembly and the time of test scoring; for example,
a wrong key may have been entered into the computer system, or an item flaw went
undetected in the pretest analysis. For those testing programs that do not have the luxury
of pretesting all the items to appear in final forms, preliminary item analysis is especially
critical.

Final item analysis is performed after all answer sheets from a test administration
have been received and scored. The primary purposes of final item analysis are to assist
in the overall evaluation of the entire test and to further evaluate individual items on
the full population. The overall evaluation provides information on test performance.
It focuses on the main aspects of the tests, such as the test difficulty, reliability and
speededness. It is used to determine how well the statistical specifications were satisfied
by the test items, and how well the test has in fact performed its intended function. In
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addition, final item analysis also yields item statistics to be used in testing programs
that are able to re-use items. In general, final item statistics are more appropriate than
pretest statistics in assembling future final forms. Even for the ACT, which does not
reuse items, final item statistics are important as feedback on the quality of the test
development process.

Because of the care that goes into the building of the ACT and SAT forms, it is very
rare to find a flawed item on an operational test form. In addition to the many content and
statistical reviews, there is also the actual review done by the test examinees themselves.
After every test administration, examinees may submit “item challenges” regarding any
item they feel is questionable. Once a challenge is raised, content specialists review the
item. “In the event that a problem is found with an item, actions are taken to eliminate
or minimize the influence of the problem item as necessary. In all cases, the person who
challenges an item is sent a letter indicating the results of the review” (ACT, 1997).

5. Scaling and equating

Because of the high stakes nature of admissions testing, both the ACT and SAT ad-
minister multiple forms throughout the school year. In order to provide scores that are
comparable across test administrations, scale/d scores (note that ACT uses “scale” and
SAT uses “scaled”) are reported instead of raw scores, and equating is conducted to en-
sure that the reported scores have the same meaning across different forms and across
years. In this section we discuss these concepts as they pertain to college admissions
tests.

5.1. Scaling

Both the ACT and SAT report scaled scores, rather than raw scores. Scaled scores are
designed to retain their meaning across different forms (i.e., a scale score of 25 on the
ACT Science Test should indicate the same level of achievement, respectively, regard-
less of the particular ACT form they were obtained on), whereas raw scores can vary
in meaning depending on which form they were obtained (i.e., a raw score of 40 on a
somewhat easy form is not the same as a raw score of 40 on a somewhat more difficult
form). According to the Standards for Educational and Psychological Testing (AERA
et al., 1999), detailed information on how a scale is developed should be provided to
test score users in order to facilitate score interpretation.

As discussed in Petersen et al. (1989), there are a variety of methods one can use
when setting a score scale. The SAT and ACT scales were set in very different ways,
yet both sets of resulting reported scores are useful for college admissions. Both tests
have been in existence for many years, yet circumstances required the original scales be
adjusted in the 1990s. The SAT scales were recentered in 1995 because of concern about
the changes in the test-taker population and the resulting effects of continued use of the
original scales. There was interest in being able to “repopulate the top end of the score
scale” (Dorans, 2002, p. 3). The current ACT scale was set in 1989 when the content of
the ACT tests underwent major revisions, and it was determined that the scores on the
pre-1989 and post-1989 tests were not directly comparable (ACT, 1997).
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Until 1995, SAT scores were reported on a 200-to-800 scale that was based on a 1941
Reference Group of slightly more than 10,000 people. The scaled score mean was set
to 500, and the standard deviation was set to 100. Since 1995, the College Board 200-
to-800 scale used for the SAT has derived its meaning from a 1990 Reference Group of
slightly more than one million test-takers. In redefining the SAT scale, Dorans adhered
to seven properties of a well-aligned scale: (1) the average score for the reference group
should be near the midpoint of the score scale; (2) the distribution of scores in the ref-
erence group should be unimodal; (3) the distribution of scores in the reference group
should be symmetric; (4) the shape of the distribution of scores in the reference group
should follow a recognized distribution, such as the normal distribution; (5) the work-
ing range of scores should extend enough beyond the reported range of scores to permit
shifts in the population away from the midpoint of the scale without causing problems
with the endpoints of the scale; (6) the number of scaled score points should not exceed
the number of raw score points, and (7) the reporting scale should be viewed as an in-
frastructure in need of periodic repair (Dorans, 2002). Dorans imparted these properties
to the SAT verbal and math scales by normalizing the test scores in the 1990 Reference
Group (to achieve a symmetric, unimodal distribution); setting the scaled score mean
to 500 (the center of the 200-to-800 scale); and setting the scaled score standard devia-
tion to 110 (creating a working scaled score range of roughly 170 to 830). In this way,
the marginal distributions of both verbal and math scores were identical in the 1990
Reference Group.

The ACT scales range from 1 to 36, and target means for each of the four tests were
set at 18, using data from college-bound students at the beginning of twelfth grade in
a nationwide sample in 1988. The scales were set such that the average standard error
of measurement is approximately 2 points for each test score, and the conditional stan-
dard errors of measurement are approximately equal. The scaling process for the ACT
Assessment consisted of three steps. First, weighted raw score distributions for both na-
tional and college-bound groups of examinees were computed, with the weighting based
on the sample design. Second, the weighted raw score distributions were smoothed
in accordance with a four-parameter beta compound binomial model (Lord, 1965;
Kolen, 1991; Kolen and Hanson, 1989). Finally, the smoothed raw score distribu-
tions for twelfth-grade college-bound examinees were used to produce initial scaled
scores, which were rounded to integers ranging from 1 to 36 for the tests, with some
adjustments made in attempting to meet the specified mean and standard error of mea-
surement, to avoid score “gaps” and to avoid having too many raw scores converting to
a single scale score. This process resulted in the final raw-to-scale score conversions.
The ACT Composite score is not scale, but is calculated by rounding the average of the
four test scores.

The new ACT writing test has lead to the development of two additional scales.
The Direct Writing subscore is based on the scoring rubric and ranges from 2 to 12.
The Combined English/Writing score scale was created by standardizing the English
and Direct Writing scores, weighting them by 2/3 and 1/3, respectively, and using a
linear transformation to map these combined scores onto a scale that ranged from 1
to 36. These transformed scores were then rounded to integers to form the reported
score scale.
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5.2. Equating

Once score scales for reporting purposes have been established they are maintained
by equating. Therefore, scores from different forms are interchangeable. A variety of
equating designs and methods exist. There are two types of equating designs employed
in the current SAT program: the nonequivalent groups anchor test design (NEAT); and
the random/equivalent groups (EG) design. At each administration of a new SAT form,
the new form is equated to multiple old SAT forms through a NEAT design. The old
forms were either administered to a group with a similar ability level, and/or they were
administered at core administrations of the SAT that contribute large numbers of scores
to the SAT cohort. This design has produced stable equatings because it directly ac-
knowledges the important role that the old form equating plays in placing a new form
on scale (Dorans et al., 2004). At each SAT administration with two new forms, the first
new form is equated through the NEAT design, while the second new form is equated
to the first one through an EG design. The spiraling procedure used in the administra-
tion and the large numbers of examinees who take each form usually ensures equivalent
groups in the same administration. Typical SAT equatings employ a variety of equat-
ing models, linear as well as nonlinear models, observed scores as well as true score
models, and equatings that employ poststratification.

The ACT equating design uses a carefully selected sample of examinees from one
of the national test dates, and administers a spiraled set of forms to that sample. One
of the forms, an anchor form, in the set has already been equated, and serves as the
link to the score scale; the other forms are new forms. The use of randomly equivalent
groups is an important feature of the equating procedure and provides a basis for confi-
dence in the continuity of scales. Scores on the alternate forms are equated to the score
scale through the anchor form, which is already on scale, using equipercentile equating
methodology. In equipercentile equating, a score on Form X of a test and a score on
Form Y are considered to be equivalent if they have the same percentile rank in a given
group of examinees. The equipercentile equating results are subsequently smoothed us-
ing an analytic method described by Kolen (1984) to establish a smooth curve, and the
equivalents are rounded to integers. The conversion tables that result from this process
are used to transform raw scores on the new forms to scaled scores.

Different equating designs have advantages and disadvantages, but for large scale
programs like the ACT and SAT, which have carefully developed test forms and the
availability of large, stable examinee groups, it is likely that most methods would work
satisfactorily. Stability studies (McHale and Ninneman, 1994; Modu and Stern, 1975;
Harris and Kolen, 1994; Hanson et al., 1997) and careful monitoring suggest that both
the SAT and ACT equating designs are working satisfactorily in terms of providing
stable scale or scaled scores.

One way of evaluating an equating is to examine whether the equating function is
invariant across subpopulations, such as gender or ethnic groups, as it is in the total
population. That is, is the equating function derived using subgroup data the same as the
equating function derived using the data from the total population (Dorans and Holland,
2000)? Research indicates population invariance was achieved for SAT-V and SAT-M
equatings across gender groups (Dorans and Holland, 2000; Liu et al., 2006). ACT has
examined the stability of equating results defined by examinee ability (Harris and Kolen,
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1986; Yi et al., 2004) and found that the conversions obtained from different subgroups
were similar to the conversions obtained by using the total group.

5.3. Norms/ranks

In addition to providing information on how a score scale is established and maintained
over time, test sponsors typically provide a wealth of interpretive information. College
admissions test scores are generally interpreted by comparing an examinee’s scores to
those of other examinees. The SAT provides percentile ranks of SAT-V, SAT-M, and
composite scores (SAT V+M) to aid in score interpretation. The percentile ranks range
from 1 to 99, indicating the percent of examinees scoring below a given score. The
national percentile ranks for SAT-V and SAT-M scores from a testing year are based on
scores from the most recent college-bound seniors cohort. For example, the percentile
ranks for the SAT verbal and math scores for the 2004–2005 test administrations are
based on scores from the 2004 college-bound seniors cohort.

The ACT provides accumulative percents (the percent of examinees scoring at or be-
low a given score) for students for each test score, subscore, and the composite score,
which are based on the most recent scores of the seniors who graduated during the
previous three years and who tested as 10th, 11th, or 12th graders under standard con-
ditions, either on a national test date or as part of a state testing program. In addition,
the ACT periodically collects national norm information. Both the ACT and SAT report
additional sets of ranks, such as state ranks, when appropriate.

The SAT score scale allows for the comparison of scores across the math and ver-
bal tests because the average of each is about 500, although the user is cautioned that
because there is always some inaccuracies in scores, an examinee could score slightly
higher on one test and still have the same level of ability in both skills. Therefore there
must be at least a 60-point difference between a student’s verbal and math scores to
consider one score better than the other.

Because each of the four ACT tests were scaled separately, one should not directly
compare scores; instead, one should compare percentile ranks. However, the question
of whether an examinee is stronger in reading than in mathematics, as assessed by the
ACT, can only be answered relative to the group of examinees making up the reference
group, and whether the answer is “yes” or “no” may vary, depending on the group.

6. Reliability and validity

6.1. Reliability

The potential for error, or uncertainty, exists in all cognitive measurements, and it is
therefore important for the user to have information that will help determine how much
confidence to have in a test score. “Error” is often interpreted as inconsistency: how
likely is the examinee to obtain the same score if he/she were tested over and over
and over? Scores that fluctuate widely would be of little use to a college admissions
officer trying to make enrollment decisions – the decision would become in large part
a process based on chance or luck, similar to rolling a die, rather than one based on
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whether a student appears to have the requisite skills needed to succeed at a particular
college.

Several factors can impact how consistent scores will be, including test factors (e.g.,
test specifications, number of items, score scale), examinee factors (e.g., propensity to
guess, knowledge level), and situational factors (e.g., the amount of fatigue an examinee
has on a particular occasion, the particular set of items administered on a particular
occasion). Reliability indices are used to indicate the expected consistency in scores
for a particular test. Because it is generally impractical to administer tests over and
over to the same examinees, several different types of reliability coefficients have been
developed to estimate score consistency.

One type of reliability coefficient used is internal consistency. What is typically
termed “test–retest” reliability attempts to get at the consistency of scores for an exami-
nee that is administered the same test form more than once. Because there are problems
with obtaining this type of data (such as an examinee remembering how they responded
to a question the first time it was administered), it is typically estimated using a single
administration of a particular test form by computing an internal consistency measure.
Both the ACT and SAT use the KR-20 formula to compute the internal consistency es-
timate; however, because the SAT uses formula scoring, a modification of the formula
is used (Dressel, 1940):

(6)reliability = n

n − 1

[
1 −
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iq
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′
i

σ 2
t

]
,

where pi = proportion of total sample responding correctly to item i, p′
i = proportion

of total sample responding incorrectly to item i, qi = 1 − pi , q ′
i = 1 − p′

i , k =
correction factor for formula scoring (0.250 for 5-choice, 0.333 for 4-choice, and 0
for student produced response items), n = total number of items in the subscore test
section, and σ 2

t = variance of total formula scores for the item type or test section.
This estimate is identical to coefficient alpha.
Internal consistency estimates are computed on raw scores. However, the scores on

which decisions are made are scale/d scores, which are the ones reported to users, so it
is important to also compute estimates of reliability on these scale/d scores. Alternate
forms reliability is usually estimated using either repeater data or data collected during
a special study. There are drawbacks to both approaches, in that naturally occurring re-
peater examinees are self-selected and tend to consist of examinees who did not score
as high as they would have liked on the original testing. In addition, they often engage
in activities designed to improve their skill level during the second testing (e.g., they
take an additional semester of high school mathematics). Special study examinees often
lack the motivation to perform at their best on two forms of an assessment. In a special
analysis conducted using two sets of repeater data and realistic simulation data, where
both a test/retest and an alternate forms situation were mimicked, the observed reliabil-
ity as estimated by the correlation between two reported test scores ranged from 0.86 to
0.93 for the ACT English test. The reliability of scaled scores can also be estimated by
using scores from a single administration of a test and applying statistical formulas.

In addition to scaled score reliability, the scaled score standard errors of measure-
ment (SEM) is reported. While reliability looks at score consistency over a group of
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examinees, and is reported on a scale from zero (no consistency) to one (perfect con-
sistency), the SEM is reported on the reported score metric, and is an estimate of how
much we expect scores to typically vary across testings. If the normal distribution can
be used to approximate the distribution of measurement error, about two-thirds of the
examinees can be expected to be mismeasured by less than 1 SEM. For example, a
test-taker got 500 on his/her SAT-V, and the SEM on the SAT-V is 30. It means if the
test-taker takes the test again, the chance that his/her second score will fall in the range
of 470–530 (500 ± 30) is 68%. According to the Standards (AERA et al., 1999, p. 29),
“The standard errors of measurement is generally more relevant than the reliability coef-
ficient once a measurement procedure has been adopted and interpretation of the scores
has become the user’s primary concern.”

The SEM of a test is not constant across all levels of ability (Lord, 1980). Rather,
the SEM varies depending on the ability level and the psychometric properties of the
items comprising the test. These SEMs are referred to as conditional standard errors of
measurement (CSEMs). The CSEM examines the SEM conditioned on score level, al-
lowing a user to examine whether, for example, low scoring examinees and high scoring
examinees are measured with the same precision.

Plots of the CSEM are provided in Figure 4 for the four ACT tests. The minimum
scale scores plotted were chosen such that only an extremely small proportion of ex-
aminees are expected to have a true scale score lower than the minimum plotted score
for each test for each administration. The ACT tests were scaled to have a relatively
constant SEM across most of the true score range (see ACT, 1997). Scale score average
standard errors of measurement were estimated using a four-parameter beta compound
binomial model as described in Kolen et al. (1992). The estimated scale score reliability
for test i (RELi) was calculated as:

(7)RELi = 1 − SEM2
i

σ 2
i

,

where SEMi is the estimated scale score average standard errors of measurement and
σ 2

i is the observed scale score variance for test i. Table 2 shows the range of scale score
reliabilities and average SEMs for six recent ACT forms.

Figure 5 presents the SAT CSEM plots for 13 SAT Verbal forms administered be-
tween 1999 and 2001. Although there are some variations across individual forms, the
trend is the same: greater measurement precision (or smaller CSEMs) is gained for
scores between about 300 and 700, where the majority of the scores are located. Dorans
(1984) computed the conditional standard error of measurement (CSEM) based on the
three-parameter IRT model:

(8)pi(θj ) = ci + 1 − ci

1 + e−1.7ai (θj −bi )
,

where pi(θj ) is the probability of answering item i correctly for examinee j , given the
three item parameters (ai : the discriminating power of the item; bi : item difficulty; and
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Fig. 4. Estimated conditional standard errors of measurement of the four tests of the six national ACT assess-
ment administrations in 2002–2003.

ci : the guessing parameter of the item). The CSEM for a given number right score, is:

(9)CSEM(RS) =
√√√√ N∑

i=1

Pi(θj )Qi(θj ),

where Qi(θj ) = 1 − Pi(θj ), and N is the total number of items on the test. When
formula scoring is used, the CSEM may be computed by:

(10)CSEM(FS) =
√√√√ N∑

i=1

[
ki

ki − 1
∗ CSEM(RS)

]2

,

where ki is the number of options associated with item i (i.e., 5-choice). An overall
SEM is calculated based on CSEMs and the number of test-takers:

(11)SEM =
√∑N

m=0(CSEM2
m · Jm)

J
,
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Fig. 5. The scaled score CSEMs of 13 SAT-V administered from 1999–2001.
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Table 2
Scale score reliability and average standard errors of measurement summary statistics for the six national
ACT assessment administrations in 2002–2003

Test/subtest Scale score reliability Average SEM

Median Min Max Median Min Max

English 0.91 0.90 0.91 1.68 1.67 1.74
Mathematics 0.89 0.89 0.91 1.58 1.57 1.65
Reading 0.84 0.82 0.85 2.36 2.22 2.50
Science 0.79 0.77 0.84 1.96 1.72 2.12
Composite 0.96 0.96 0.96 0.89 0.87 0.92

Table 3
Reliability estimates and standard errors of measurement (SEM) of scaled scores for SAT based on 13 forms
administered from 1999–2001

Test/subtest Scaled score reliability SEM

Average Min Max Average Min Max

Verbal 0.91 0.90 0.93 30 29 32
Mathematics 0.92 0.90 0.93 31 28 33

where Jm is the number of examinees obtaining observed score m, and J is the total
number of examinees. IRT scaled score reliability is calculated from the SEM using
formula (7). The average and the range of SAT scaled score reliability and SEM for
thirteen SAT forms are presented in Table 3. As can be seen, both SAT-V and SAT-M
are highly reliable, with reliability estimates around 0.92.

Both the SAT and ACT have added writing components to their assessments in the
spring of 2005. The ACT added an optional writing component, while the SAT added a
mandatory writing component. Once the writing assessments are introduced, additional
reliability coefficients will be estimated, specifically rater consistency and reliability
index making use of generalizability theory variance components. Initial data from a
preliminary study estimates the inter-rater reliability of the ACT essay as 0.92 to 0.94,
which indicates the percentage of times two independent raters assigned an essay an
identical score. The variance component for examinees was 63% of the total variance,
indicating that most of the variability in scores was due to differences in examinee
ability, rather than prompts or raters. The estimated reliability of the combined Eng-
lish/Writing score is 0.91, with a SEM of 1.67.

The various reliability statistics reported for the ACT and the SAT indicate that ad-
missions staff, or other test score users, can have confidence that the reported scores
indicate examinees’ level of achievement and not random fluctuations.
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6.2. Validity

The topic of validity is covered in depth in another chapter in this volume; in this section
we concentrate on the kinds of validity evidence that are typically collected to support
the inferences made from college admissions test scores. One of the major purposes of
both of the ACT and the SAT is to predict success in college; therefore, historically,
predictive validity evidence has been the primary type of evidence collected to sup-
port the use of these scores. Typically, predictive validity models examine the degree to
which SAT or ACT scores, by themselves and in combination with high school grades,
predict important college outcomes, such as first-year grade point average, retention,
and graduation. ACT scores are often used for making course placement decisions, and
so placement validity evidence (that is, evidence that demonstrates the ability of ACT
scores to accurately predict student success in particular college courses), is also col-
lected. In recent years it has also become important to amass different types of validity
evidence, as both the College Board and ACT are asked more frequently than ever be-
fore, perhaps as a result of the standards movement, to explain exactly what the SAT
and the ACT assessments measure. Other uses that are made of college admissions test
scores that are explicitly or implicitly sanctioned by the testing organizations, such as
the use of scores as a piece of evidence to decide whether to award a college scholar-
ship or a high school diploma to a student, also need to be validated by the collection
of appropriate evidence. While the above-mentioned types of validity evidence are the
primary types that are collected, both testing organizations, in keeping with the Stan-
dards (AERA et al., 1999), are keenly aware of the need to collect validity evidence on
an on-going basis to support the use of their assessments and to educate users regarding
their responsibility to collect validity evidence when test scores are used for purposes
for which the tests were not designed. In the next section we briefly review a small
portion of the literature that exists that supports the use of ACT and SAT scores for
admissions and placement. The reader should note that there are literally hundreds of
studies examining the predictive validity of college admissions test scores. The studies
presented here are primarily those conducted or sponsored by the testing organizations,
and are only meant to be a small sampling even of these.

As mentioned previously, the most common college outcome variable used in pre-
dictive validity studies is first-year grade point average in college (FYGPA), which is
used most often not only because it can be collected relatively easily when compared to
four-year grade point average and graduation, but also because it is considered an im-
portant measure in itself in that it reflects the judgment of faculty from several different,
important disciplines during a year when all of the students are typically taking a similar
set of introductory courses (Bridgeman et al., 2000). Typically, in a predictive validity
analysis, a multiple linear regression model is specified with FYGPA as the dependent
variable and test scores and a measure of high school achievement (usually high school
grades or class rank) included as independent variables. Correlation coefficients that
reflect the strength of relationship between the predictors and FYGPA are computed
and reported. Results of many studies that have been conducted over the years indicate
that there is a significant, positive relationship between both ACT and SAT test scores
and FYGPA, and that when a measure of high school success is added, the relation-
ship is even stronger. In its technical manual, ACT reports that the median correlation
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coefficient between ACT scores and FYGPA is 0.42, and when high school grades are
added, it rises to 0.53 (ACT, 2006). These results are based on data obtained from 291
post-secondary institutions from students who entered college in 1997 (all correlation
coefficients are uncorrected in restriction of range). Results from studies sponsored by
the College Board are very similar. The College Board reports that the mean weighted
correlation coefficient between SAT scores and FYGPA is 0.42, and rises to 0.55 when
high school grades are added (Ramist, 1984). (These results are based on data obtained
from 685 post-secondary institutions for students who entered college between the mid-
1960s and the early 1980s.) A more recent College Board study (Bridgeman et al.,
2000), which was conducted after a new SAT was introduced in 1994 and recentered
in 1995, showed slightly lower correlations between the predictors and FYGPA (.35 for
SAT scores alone and 0.44 for SAT scores and high school grades, based on data from
23 post-secondary institutions for students who entered college in 1994 and 1995), but
this discrepancy was explained by the fact that these coefficients were uncorrected for
restriction of range (Burton and Ramist, 2001). Once the coefficients from both the older
and newer studies were corrected, the differences between them were negligible. (For a
more complete discussion of the problem of range restriction, see Gulliksen (1950), and
for a good discussion of that and other technical issues in conducting predictive validity
studies, see Burton and Ramist (2001).)

The studies that we have discussed so far involve calculating correlation coeffi-
cients across entire populations of students, but many test score users and policy mak-
ers are also concerned with whether test scores function the same way for women
and men and for members of various racial or ethnic subgroups. The types of stud-
ies that address these questions are often referred to as predictive differential analy-
sis (PDA). These studies have generally found that both ACT and SAT scores pre-
dict FYGPA about equally well across different racial/ethnic subgroups; however, test
scores and high school grades tend to over-predict college performance for African
American and Hispanic students and for males in general, and under-predict college
performance for White and Asian students and for females in general (ACT, 1997;
Bridgeman et al., 2000; Burton and Ramist, 2001; Noble, 2003; Ramist et al., 1993).
Although estimates vary across studies, in general, the over- and under-prediction phe-
nomena is reduced when both test scores and high school grades are used together to
predict first-year grade point average. Some researchers have suggested that most, if not
all, of the differential prediction results from differential academic preparation in high
school (Noble et al., 1992), while others have been able to reduce the effect when taking
into account such variables as different course-taking patterns and grading policies in
college (Ramist et al., 1993) or the level of selectivity of the post-secondary institution
(Bridgeman et al., 2000).

Even though FYGPA remains the criteria most often used in predictive validity stud-
ies, studies that have examined the ability of test scores to predict college outcomes
such as four-year GPA and graduation have also been conducted. Similar to what has
been found with studies that predict FYGPA, both high school grades and test scores
are significant predictors of both four-year GPA and graduation, although the strength
of the relationship is somewhat lower for four-year grades than for FYGPA (Burton and
Ramist, 2001; Bridgeman et al., 2004).
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While the use of multiple linear regression models remains a popular way to evaluate
predictive validity, the results of such models can be difficult for lay people to interpret,
and testing organizations have been often criticized because of the seemingly small in-
cremental validity that test scores provide over high school grades in predicting college
performance. Other methodologies have been used to provide information that may be
more intuitive for the layperson than correlation coefficients. For example, Noble and
Sawyer (2002) specified logistic regression models using various levels of FYGPA as a
dependent measure, and they found that both high school grades and ACT scores were
effective in predicting FYGPA levels of 2.0, 2.5 and 3.0, while ACT scores were more
useful in predicting higher levels of FYGPA. Bridgeman et al. (2004) took an even sim-
pler approach and presented a series of tables with the percentages of students that fit
into each category of high school grades, SAT score, and academic intensity of high
school coursework, for each of two levels of FYGPA and four-year GPA (2.5 and 3.5),
and for each of four levels of college selectivity. The results indicate that there are sub-
stantial differences in the percentage of students who succeed at the end of one year
or four years of college by SAT score level, even when the intensity of the high school
curriculum and high school grades are taken into account.

In addition to using test scores for admission purposes, post-secondary institu-
tions may also be interested in using these scores, along with high school perfor-
mance information, in making course placement decisions for entering freshman.
While the College Board’s SAT program offers a different set of assessments for
this purpose, (i.e., the SAT Subject Tests), scores from the ACT Assessment can be
used both for admission and placement (ACT, 1994, 1997; Allen and Sconing, 2006;
Noble and Sawyer, 1997). ACT bases their placement validity argument on both con-
tent and statistical evidence, pointing to the fact that the ACT is developed to reflect
the academic skills and knowledge that are acquired in typical college-preparatory high
school classes, although they recommend that college faculty who are considering us-
ing ACT scores for placement should carefully evaluate the test content to assess the
degree of alignment between what is tested on the ACT and the skills that are required
for success in specific courses at specific institutions (ACT, 1997). ACT also collects
statistical evidence to support the use of ACT scores in placement. In its technical man-
ual, ACT reports that, after the new ACT Assessment was introduced in 1989, ACT
collected course grades across a variety of entry-level course types from over 90 post-
secondary institutions in order to establish the placement validity of ACT scores (ACT,
1997). Logistic regression models were specified to estimate the probability of success
for each course at each level of ACT score, with success defined as attaining a B or
higher at the end of the course. Results indicate that ACT scores allow institutions to
make more accurate placement decisions across a variety of entry-level courses than if
they had not used the scores. Using a hierarchical logistic regression model, ACT ex-
tended this research to establish “benchmark” ACT scores that indicate readiness for
three common first-year credit-bearing college courses: English composition, college
algebra, and biology (Allen and Sconing, 2006), allowing high schools to assess how
well they are preparing students for the rigors of college courses.

Many more studies exist that support the use of college admissions test scores, both
from a content and statistical perspective, for a variety of purposes; this select review
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was intended only to give the reader a general sense of the kinds of studies that are typ-
ically done on an on-going basis. As was previously mentioned, the need to continually
collect validity evidence is a never-ending process, and both major testing organizations
offer free and easy-to-use predictive validity services that make it simple for colleges
and universities to participate. Because a revised SAT, which includes a writing sec-
tion, was introduced in March 2005, the College Board is planning on replicating and
expanding the work done by Bridgeman and his colleagues (2000) to support the con-
tinued use of the SAT in college admissions. The study will be expanded to provide
placement validity evidence for the new writing section, as well as an estimate of the
incremental predictive validity provided by the writing section for use in admissions.
ACT will also be carefully evaluating its new essay component, introduced in February
2005, and will continue to provide updated validity information that supports the use of
ACT scores for admission and placement. Preliminary validity data from 2005 found
the median accuracy rate for placement into a standard English composition course for
the combined English and Writing test scores was 74% for the institutions in the sample
studied (ACT, 2005).

7. Other issues

One of the primary goals of creating a large-scale, standardized college admissions test
is to produce scores for individual test-takers that are comparable across forms, admin-
istration dates, and years. Test-score users depend on the test developers to provide this
comparability so that candidates for admissions can be compared fairly, and so that
trends across time can be maintained. There are several seemingly-disparate topics that
influence the issue of score comparability that do not fit neatly into any of the previous
sections but will be addressed in this section: the effects of coaching on test scores;
testing special populations; and the detection of cheating.

The effect of coaching on test scores
There are many companies and individuals that offer various services for helping stu-
dents prepare for college admissions tests, and a major criticism that has been leveled
against testing companies is that affluent students have a strong advantage over their
less-wealthy peers because of their access to these sometimes very expensive services.
The larger test preparation companies often claim that their services will result in ex-
tremely large test score increases, and if their claims were true, it would pose a serious
threat to the validity of test scores. Both ACT and the College Board advise students
to have a basic familiarity with their tests in terms of content, item types, testing time
limits, strategies for guessing, etc., and, in keeping with the Standards (AERA et al.,
1999), they both provide free copies of test forms and answer keys so that students can
become familiar with the test in advance of taking the test. Both organizations report
data annually demonstrating that students who take more college-preparatory courses in
high school also obtain higher test scores, and one can draw the inference that test scores
are positively related to a high-quality, long-term educational experience (ACT, 2004b;
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College Board, 2004b). The large test preparation firms, in contrast, offer very inten-
sive short-term instruction and practice on the content that is being tested, as well as
information on test-taking tips and “tricks”. Research conducted by ACT (1997), ETS
on behalf of the College Board (Powers and Rock, 1998), and an external researcher not
affiliated with any of these organizations (Briggs, 2004) all reach the same conclusion –
the effects of test preparation on test score change is minimal at best. ACT reports that
students who engaged in a test preparation course showed no gain in ACT composite
score over students who did not take a prep course, but that students who used practice
tests and workbooks showed a modest gain of 0.2 points on the ACT composite, which
ranges from 1 to 36 (ACT, 1997). Powers and Rock (1998) found that students who
received coaching gained, on average, 8 points on the verbal section and 18 points on
the math section, on a scale of 200 to 800, and they noted that a full third of the students
who received coaching either did not experience any score change, or experienced a
score decline. Briggs’s (2004) results are similar. He found that the effect of coaching
was about 30 points for verbal and math scores combined, with math scores gaining
more from coaching than verbal scores. While these results are persuasive to some re-
searchers, many members of the public still believe that expensive coaching classes can
significantly increase test scores, and effectively communicating that this is simply not
so remains an on-going challenge.

Testing special population
Large-scale college admissions testing programs must adhere to the applicable laws
and to the Standards (AERA et al., 1999) pertaining to the testing of students with
disabilities. Both major testing organizations offer a variety of accommodations to
students who qualify, such as large print and Braille versions of test forms, or tests
administered by a reader, or through the use of an audiocassette. However, the over-
whelming number of students who take the SAT and the ACT with accommodations,
many of whom have a learning disability, simply request extra time, typically either
50% or 100% extra time. Both the College Board and ACT maintain guidelines and
procedures for determining student eligibility for the various accommodations that are
provided, and all accommodations are made with the intent of ‘leveling the playing
field’; that is, of providing test scores for students with disabilities that are compara-
ble to test scores achieved by students without disabilities who take the test without
accommodations. Testing organizations should provide evidence of score comparabil-
ity to the extent that it is practically possible; however, even though a fairly large
number of students take college admissions tests with accommodations, because of
the differences between students in terms of their individual disabilities, it is diffi-
cult to get enough data on large enough groups of students with disabilities who are
similar enough to one another be able to conduct such analyses. Studies have been
conducted that compare the performance of students with disabilities to students with-
out disabilities under regular time and extended time conditions (Camara et al., 1998;
Bridgeman et al., 2003), and in general, they have found that students without disabili-
ties do not exhibit significant score gains when provided with extra time while students
with disabilities do. These findings provide some evidence of comparability, but more
research in this area is needed.
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Security procedures and detection: Prevention of unfair advantage
Another threat to the ability to compare scores across students occurs when students
fail to follow directions and attempt to gain unfair advantages. Much time, effort and
money is spent in developing appropriate security procedures for the delivery of college
admissions tests. Both the ACT and the College Board provide extensive manuals to test
center staff with strict guidelines about how test materials should be handled, exactly
how the tests should be administered and collected, and what kinds of student behaviors
are prohibited, etc. (ACT, 2004b; College Board, 2004b). Toll-free numbers are pro-
vided to the center staff to report serious security breaches and pre-printed forms are
provided to facilitate reporting of minor disturbances or breaches of procedures. Scores
for individual students who have been reported can be delayed while a security inves-
tigation takes place. In addition, when students retake a test and exhibit a much larger
than expected score differences between the two tests, their scores will be flagged for
review. If the review resulted in substantial evidence of score invalidity, scores may not
be reported.

Concordance tables relating SAT and ACT scores
Most four-year colleges and universities that require test scores for admissions will
accept either SAT or ACT scores, and because of this, admission offices need a
way to compare the performance of students who submit scores from one assess-
ment to the performance of students who submit scores from the other. Because of
this need on the part of the test score users, ACT, the College Board and ETS co-
operated to analyze data from students who took both tests in order to create ta-
bles that provide the correspondence between ACT and SAT scores (Dorans, 1999;
Dorans et al., 1997). Because of the differences in test specifications and test-taking
populations, SAT and ACT scores cannot be considered interchangeable; however,
because scores on the SAT sum (verbal plus math) and the ACT composite or sum
correlate at 0.92, the production of the concordance tables is justified (Dorans, 1999;
Dorans et al., 1997). While concordance tables are provided, and will be updated due to
the introduction of the revised SAT and the ACT with writing, caution is recommended
in using such tables, because SAT scores and ACT scores are not interchangeable, and
concordance results are highly dependent on the samples used to produce them.

8. Summary

In this chapter, we review the statistical procedures used in college admissions testing.
Topics discussed above include test design, item pretesting, item analysis, test equating
and scaling, and test reliability and validity. Information contained in other chapters
has been augmented by the unique information provided in this chapter, such as test
design and item analysis, to give the reader an appreciation for the full role statistics
play in large-scale operational testing programs, and a deeper understanding of the care
that goes into the process of creating high-quality, reliable and valid college admissions
tests.
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Integration of Models1

Robert L. Brennan

Our psychometric models are quite well developed, but there are occasional miscon-
ceptions and paradoxes (see Brennan, 1998a, 2001c) and, in some respects, the models
are not well integrated. In considering relationships among models, it is important to
attend to both mathematical and conceptual issues. Mathematics can address syntacti-
cal similarities, but semantics and inference require attention to conceptual issues. Both
conceptually and mathematically, it can be argued that classical test theory is largely a
special case of generalizability theory. Also, it can be argued mathematically that clas-
sical test theory is a special case of item response theory (IRT) (Holland and Hoskens,
2003). However, from a conceptual perspective, IRT is essentially a scaling model,
whereas classical test theory and generalizability theory are measurement models. The
essential difference, as I see it, is that a measurement model has a built-in, explicit con-
sideration of error. There are also differences among these models in what constitutes
replications, definitions of true scores, and conceptualizations of error.

What constitutes a replication?

Whether reliability is quantified as a coefficient or a standard error of measurement
(SEM), it involves quantifying the consistencies and/or inconsistencies in examinee
scores over replications. In this sense, the concept of reliability and its estimates in-
volves grappling with the question: “What constitutes a replication of a measurement
procedure?” (See Brennan, 2001a.) In generalizability theory the notion of replications
is operationalized in part by specifying which sets of conditions of measurement (i.e.,
facets) are fixed for all replications and which are random (i.e., variable) over replica-
tions.

Careful thought about replications requires that an investigator have clear answers
to two questions: (1) what are the intended (possibly idealized) replications of the mea-
surement procedure, and (2) what are the characteristics of the data actually available, or
to be collected, to estimate reliability? It is particularly important to note that if a facet
is intended to be random (Question 1), but it is effectively fixed (e.g., only one instance)
in a particular set of data (Question 2), then a reliability coefficient computed using

1Much of this part is an abbreviated version of a section in Brennan (2006).
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the data will likely overestimate reliability, and error variance will be underestimated.
For example, Brennan (2001b, pp. 127–129) shows how differences in the magnitudes
of traditional coefficients of reliability are partly explainable in terms of fixed versus
random facets.

Historically, in IRT, the terms “fixed” and “random” have not been used widely.
However, these notions play a role in the theory. Specifically, in typical treatments of
IRT, the n items are fixed, or, more correctly, the parameters of the items are fixed.
That is, a replication would involve a set of n items with identically the same item
parameters. In effect, there is no assumed sampling of content in the usual IRT mod-
els, whereas other models permit content sampling. One clear implication is that, all
other things being equal, standard errors of ability estimates in IRT will tend to be
smaller than SEMs in classical test theory or generalizability theory (see Lee et al.,
2000, pp. 14–16).

In theory, one possible route to relaxing the assumption of fixed item parameters in
IRT models is to employ Bayesian procedures with prior distributions for the item pa-
rameters. Doing so might lead to greater integration of IRT and generalizability theory,
but much research remains to be done. (See Kolen and Harris, 1987, for a different ad
hoc approach to integrating generalizability theory and item response theory.)

What are true scores?

Theories of measurement make repeated reference to true scores, or scores on some
latent proficiency. Since true scores are unobservable, they must be defined for these
theories to have any utility. Importantly, “true score” does not mean the same thing in
all of these models.

Classical test theory and generalizability theory employ an expected-value notion
of true score. By contrast, when IRT is used with dichotomously-scored items, some
of the arguments among proponents of the one-parameter logistic (1PL) and two-
parameter logistic (2PL) models vis-à-vis the three-parameter logistic (3PL) model
are essentially arguments about what shall be considered true score. The 3PL model
with its non-zero lower asymptote is reasonably consistent with defining true score as
an expected value, because it acknowledges that a low-ability examinee has a posi-
tive probability of a correct response. By contrast, the 1PL and 2PL models require
that low ability examinees have a probability-of-correct response approaching zero. In
this sense, it appears that these latter models are based on defining true score in the
more platonic sense of “knowing” the answer to an item, as opposed to getting it cor-
rect.

Recall, as well, that in traditional treatments of IRT, the n items in an analysis are
fixed, which means that true scores given by the test characteristic curve are for the fixed
set of items. By contrast in classical test theory and generalizability theory, true score
(or universe score) is defined as the expected value of observed scores over forms that
are “similar” in some sense. These differences, which are often unacknowledged, have
important theoretical and practical implications.
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What is error?

In classical theory and generalizability theory, error does not mean mistake, and it
does not mean model misfit. Rather, important aspects of error are defined directly or
indirectly by the investigator. A principal difference between classical theory and gener-
alizability theory is that the latter permits an investigator to assess directly the influence
of different facets on investigator-defined error variance.

There is no error term per se in IRT, but there are different notions of error that are
often discussed in conjunction with the model. For example, the extent to which the
model does not fit the data is a type of error. Rarely, however, is model misfit reported
as a quantified amount; rather, various methodologies are employed to assess model
(mis)fit. Also, conditional standard errors of ability estimates in IRT are usually used in
much the same way that conditional SEMs are used in classical test theory or general-
izability theory. Sometimes, however, this can be misleading.

For example, it is often stated that, under IRT assumptions, conditional standard
errors of estimates are larger at the extremes of the score scale than in the middle. By
contrast, in classical test theory and generalizability theory, almost always conditional
SEMs are smaller at the extremes than in the middle. This difference is almost always
an artifact arising from the choice of the θ scale (see Brennan, 1998b, pp. 326–328),
and there is no a priori theoretical virtue to any particular choice of scale (Lord, 1980,
pp. 84–85).

Also, in traditional IRT, standard errors cannot distinguish among multiple sources
of error. Recognizing this, Bock et al. (2002) have suggested an ad hoc modification of
information functions based on results from a generalizability analysis. The net effect
is an adjustment of the IRT standard errors so that they incorporate error attributable
to multiple facets; that is, in a sense, the procedure induces more random error into the
model.

No “right” model

The 20th century (particularly the second half) witnessed the development of superb
measurement and scaling models, but they are not yet particularly well integrated, and
there is no “right” model. I submit that integrating these models is one of the principal
psychometric challenges at the beginning of the 21st century.

References

Bock, R.D., Brennan, R.L., Muraki, E. (2002). The information in multiple ratings. Applied Psychological
Measurement 26, 364–375.

Brennan, R.L. (1998a). Misconceptions at the intersection of measurement theory and practice. Educational
Measurement: Issues and Practice 17 (1), 5–9. 30.

Brennan, R.L. (1998b). Raw-score conditional standard errors of measurement in generalizability theory.
Applied Psychological Measurement 22, 307–331.



1098 R.L. Brennan

Brennan, R.L. (2001a). An essay on the history and future of reliability from the perspective of replications.
Journal of Educational Measurement 38, 295–317.

Brennan, R.L. (2001b). Generalizability Theory. Springer-Verlag, New York.
Brennan, R.L. (2001c). Some problems, pitfalls, and paradoxes in educational measurement. Educational

Measurement: Issues and Practice 20 (4), 6–18.
Brennan, R.L. (2006). Perspectives on the evolution and future of educational measurement. In: Brennan,

R.L. (Ed.), Educational Measurement, 4th ed. American Council on Education/Praeger, Westport, CT.
Holland, P.W., Hoskens, M. (2003). Classical test theory as a first-order item response theory: Application to

true-score prediction from a possibly nonparallel test. Psychometrika 68, 123–149.
Kolen, M.J., Harris, D.J. (1987). A multivariate test theory model based on item response theory and gen-

eralizability theory. A paper presented at the Annual Meeting of the American Educational Research
Association, Washington, DC, April.

Lee, W., Brennan, R.L., Kolen, M.J. (2000). Estimators of conditional scale-score standard errors of measure-
ment: A simulation study. Journal of Educational Measurement 37, 1–20.

Lord, F.M. (1980). Applications of Item Response Theory to Practical Testing Problems. Erlbaum, Hillsdale,
NJ.



Handbook of Statistics, Vol. 26
ISSN: 0169-7161
© 2007 Elsevier B.V. All rights reserved
DOI: 10.1016/S0169-7161(06)26041-3

34B

Linking Scores Across Computer and Paper-Based
Modes of Test Administration

Daniel R. Eignor

The past five to ten years have witnessed an increased level of interest in the com-
puterization of existing large-scale paper-and-pencil testing programs. The availability
of hardware to support this sort of testing has been a major contributor to this level
of increased interest. For innovative computerized testing procedures, such as computer
adaptive testing (CAT), the availability of software to support such processes has played
a major role (see Wainer, 2000). While in the case of transitioning paper-and-pencil
testing programs to CAT there have been some unexpected wrinkles, such as the unan-
ticipated need for extremely large pools of items for secure CAT administration (see
Wainer and Eignor, 2000), one issue has remained pervasive across most existing test-
ing programs considering a switch from paper to computer mode of administration: the
need to link scores across the two modes of administration. For existing testing pro-
grams, undertaking such a linking has proven to be a most challenging enterprise in that
the results have often been treated in an inappropriate fashion, with related repercus-
sions. The issue remains as a future challenge to the psychometric community because
at present there is a lack of clarity as to how to best undertake such a linking and how
best to share the results with score users in operational contexts. In what follows, an
attempt is made to provide some of this needed clarity.

The major reason for needing to link computer- and paper-based scores in testing
programs is that both modes of testing are likely to occur together, at least for some
transition period. For instance, computer-based facilities may not initially be available
at all testing sites, and paper-based forms of the test will need to be used at these sites.
This will be particularly true for large-scale testing programs that test at an interna-
tional level. However, even if it were the case that paper-and-pencil testing could be
immediately phased out when computer-based testing is introduced, scores from the
paper version would continue to be reported for some period of time until they are of-
ficially no longer accepted. The ideal situation in this context would be one in which
the computer- and paper-based scores can be reported on a common reporting scale.
Depending on the nature of the computer-based test, this may or may not be possible.

Holland and Dorans (2006) have developed general definitions or descriptions for a
wide variety of score linking methods, three of which are important in the context of
linking computer- and paper-based test scores: equating, calibration, and concordance.
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Holland et al. (Chapter 6 in this volume) refer to the latter two methods as procedures
for aligning scales.

Equating is used to refer to the linking of scores on test forms that measure the
same construct at approximately the same level of difficulty and with the same level of
reliability. Equated scores can be treated as being interchangeable and can be reported
on the same score reporting scale. When an equating has taken place, the resulting
equated scores are subgroup invariant; this is, the equating transformation will be the
same for all relevant subgroups of the test taking population.

Calibration is used to refer to the linking of scores on test forms that measure the
same construct, but in many cases at different levels of difficulty, and in all cases with
different levels of reliability. Calibrated scores are not subgroup invariant, and the link-
ing transformation will be different for different subgroups of the test taking population.
Because of this, calibration is best carried out using samples that are representative of
the whole population. Calibrated scores from different test forms have often been treated
as though they were interchangeable, and scores reported on a common reported score
scale. In certain limited instances this can be viewed as being for the most part appro-
priate, while in most other instances, this clearly should not be done. For instance, it
would be viewed as appropriate to report scores on 95 and 100 item paper-and-pencil
test forms, both built to the same level of difficulty and measuring the same construct,
on the same scale as an outcome of the calibration process, because the forms will dif-
fer only slightly in reliability. (In effect, the calibrated scores are treated as if they were
equated scores.) On the other hand, scores on 50 item and 100 item paper-and-pencil
test forms measuring the same construct and built to the same level of difficulty should
be reported on separate scales because the difference in reliability of the scores across
the two forms is substantial.

Concordance refers to the linking of scores on test forms that measure somewhat
similar constructs, often at different levels of difficulty and reliability. Scores that have
been concorded can not be treated as if they were interchangeable, and separate re-
porting scales need to be set up for the tests. A concordance table then relates scores
reported on the two different score reporting scales. Like calibrated scores, concorded
scores will vary across different subgroups from the relevant population, and hence, it is
important that samples that are representative of the population be employed. Proper use
of a concordance table depends to a great extent on how it is presented and explained to
the score user. Without appropriate explanation, a score user might use a concordance
table to directly translate a score on one scale to a score on another scale, in essence
treating the scores as if they were interchangeable.

The simplest form of a computer-based test occurs when a paper-and-pencil form of
a test is put on the computer in a linear fashion, i.e., the items are presented in the same
order they would have been presented in the corresponding paper-and-pencil test form,
and all that differs between the two tests is the mode of administration. In this situation,
linked scores from different forms, one given in paper mode and the other in computer
mode, can frequently be viewed as being the result of an equating, and scores from
both modes can be reported on the same scale and appropriately treated as being inter-
changeable. Holland and Dorans (2006) discuss procedures for determining whether a
particular linking of scores qualifies as an equating of the scores, and these procedures
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should definitely be applied in this context. In many instances, the same form that al-
ready exists in paper-and-pencil is put on the computer in a linear fashion. It should
not be assumed that scores here are automatically interchangeable; in many instances
the computer mode of administration may affect the level of difficulty of the items (see
Mazzeo and Harvey, 1988). However, in most instances, after appropriate application
of the equating process, the resulting scores can be treated as interchangeable.

Many of the large-scale paper-and-pencil tests that recently have been computerized
have also taken advantage of the machinery that allows CAT to be possible and have
created adaptive tests. In this case, test forms are built that are tailored to the ability
level of each examinee. Wang and Kolen (2001) discuss reasons why a linking of such
scores to scores on a paper-and-pencil form should not be treated as an equating. Instead
the linking should be considered to be a calibration. Two fairly obvious reasons for
this is that it is unlikely that the CAT administered to a particular examinee will be
at the same level of difficulty as the paper form, which typically would be centered
on middle difficulty. Also, for typical CATs, which are fixed length in nature, i.e., all
examinees are administrated CATs of the same length, the actual CAT test length will
be determined so that the CATs will provide approximately the same overall level of
reliability as the paper test in a representative group of examinees. While this should
ensure reasonably comparable overall standard errors of measurement, it in no way
ensures that the conditional standard errors of measurement, which are the relevant
measures, are equal. This situation violates one of the assumptions of equating, the
equity assumption (see Kolen and Brennan, 2004).

It should be noted that recent CAT/paper-and-pencil comparability studies that have
been conducted have considered the derived linking relationship to constitute an equat-
ing, and scores from the two modes have been reported on the same scale rather than
more appropriately reported on separate scales. (See Eignor, 2005, for a review of these
studies.) Only when the groups used in the calibration process are representative sam-
ples from the relevant population of examinees and these samples of examinees are
both computer literate and familiar with CAT procedures is it reasonable to even con-
sider that the effects of the inappropriate treatment of the calibrated scores as if they
were equated scores will be minimal. Unfortunately, most studies have not been con-
ducted under such conditions, and scores should have been reported on separate scales.
If a relationship between scores is needed, the relationship should be treated as if it is
the outcome of a concordance study, to be described next.

For instances where the new computer-based test has been purposely constructed to
differ from the paper-and-pencil test in the construct being measured, perhaps though
the use of innovative computer-based item types, then linked scores from the two modes
can not be considered to be interchangeable in the sense of an equating, and scores
should be reported on different scales. Typically a concordance table will be created
that relates reported scores across the two reporting scales. Experience has shown how-
ever (see Eignor, 2005) that great care needs to be taken in how the concordance table
is constructed and in describing exactly how the table should be used. The table should
not be used to directly translate a score on one scale to a score on the other scale. The ta-
ble might be used to tentatively transfer a cut-point on the paper-and pencil scale to the
computer-based scale, but the new tentative cut-point would then need to be validated
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through actual application. One big mistake the producers of concordance tables have
made is to present the concordance relationship between the two scales on a point by
point basis. This encourages users to use the concordance table as if it were an equating
table and substitute a “comparable” paper-based score for an individual’s computer-
based score so that all scores can be processed through the existing paper-based system.
In this situation, users do not want to employ two sets of reporting scales and systems,
one for the computer test and one for the paper-and-pencil test, and hence will inappro-
priately use the concordance table to place all scores on a common scale, sometimes
even if warned not to do so.

To summarize, the move of a number of existing large scale paper-based programs
to the computer has created and will continue to create some serious challenges for
the process of score reporting. Only when paper-and-pencil forms are directly put up
on computer can the subsequent linking possibly be considered an equating and the
resulting scores used interchangeably. In all other situations, scores from the computer-
based test should be reported on a different scale than scores on the paper-based test.
This is particularly true for CAT and paper-and-pencil scores that have been linked via
the calibration process. However, this is a situation that is typically not tolerated well by
score users, and if a point-by-point concordance table is produced, it is highly likely that
it will be used inappropriately. Clearly, working out the details of how best to present
and use the results of a linking of scores on paper-and-pencil and computer forms of
tests remains a challenge for the future.
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Linking Cognitively-Based Models and Psychometric
Methods

Mark J. Gierl and Jacqueline P. Leighton

Introduction

A cognitive diagnostic assessment (CDA) is designed to model examinees’ cognitive
performances and yield specific information about their strengths and weaknesses.
While most psychometric models are based on latent trait theories (see section on IRT
MODELS), CDA requires a cognitive information processing approach to model the
psychology of test performance because the score inference is specifically targeted to
the examinees’ cognitive skills. Latent trait theories posit that a small number of stable
underlying characteristics or traits can be used to explain test performance. Individual
differences on these traits account for variation in performance over a range of test-
taking situations. Because these traits are specified at a large grain size and are deemed
to be stable, trait performance is often used to classify or rank examinees. Cognitive in-
formation processing theories require a much deeper understanding of trait performance
where the psychological features of how a trait can produce a performance become the
focus of inquiry. With a cognitive approach, problem solving is assumed to require the
careful processing of complex information using a relevant sequence of operations.1

Examinees are expected to differ in the knowledge they possess and the processes they
apply thereby producing response variability in each test-taking situation. Because these
knowledge structures, cognitive components, and processing skills are specified at a
small grain size and are expected to vary among examinees within any testing situation,
cognitive theories can be used to understand and evaluate specific information process-
ing skills that affect test performance. To make inferences about these cognitive skills,
cognitive models are required.

A cognitive model in educational measurement refers to a simplified description of
human problem solving on standardized tasks at some convenient grain size or level
of detail, which helps characterize academic knowledge structures and skill processes,
so as to facilitate explanation and prediction of students’ performance, including their

1 Although we describe information processing as following a sequential trajectory in this chapter, we
acknowledge that some cognitive processes may be executed in parallel. The reader is referred to Logan
(2002) for a review of serial versus parallel processing in complex cognition.
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strengths and weaknesses (Leighton and Gierl, 2006). These models provide an inter-
pretative framework that can guide test construction so performance can be linked to
specific cognitive inferences about performance. These models also provide the means
for connecting cognitive principles with measurement practices, as Snow and Lohman
(1989) explain:

As a substantive focus for cognitive psychology then, ‘ability,’ the latent trait θ in EPM
(educational and psychometric measurement) models, is not considered univocal, except
as a convenient summary of amount correct regardless of how obtained. Rather, a score re-
flects a complex combination of processing skills, strategies, and knowledge components,
both procedural and declarative and both controlled and automatic, some of which are vari-
ant and some invariant across persons, or tasks, or stages of practice, in any given sample
of persons or tasks. In other samples of persons or situations, different combinations and
different variants and invariants might come into play. Cognitive psychology’s contribution
is to analyze these complexes. (pp. 267–268)

Developing cognitive models of task performance

A cognitive model of task performance provides a description of the processing skills,
strategies, and knowledge components use by examinees to solve test items. Cogni-
tive processes occur as a sequence of internal events where information in short- and
long-term memory interacts. Short-term memory is seen as a storage area associated
with limited capacity, fast access, and conscious awareness. Long-term memory is
seen as a storage area associated with unlimited capacity, slow access, and uncon-
scious awareness. Verbal reports are assumed to provide an accurate representation
of the examinees’ thought processes when the reported information enters short-term
memory.2 Given these assumptions, cognitive models of task performance can be gen-
erated by conducting empirical investigations of the processes, including the knowl-
edge and skills, students use in vivo to respond to items on tests. One approach for
generating a model is to have examinees think-aloud (Ericsson and Simon, 1993;
Leighton, 2004) as they respond to items and to record the information requirements
and cognitive processes required to solve the task. The model created using informa-
tion gleaned from this method can be used to generate a simplified description of the
thinking processes for a group of students on a particular task. The model is then eval-
uated by comparing its fit and predictive utility to competing models using examinee
response data from tests as a way of substantiating its components and structure. Af-
ter extensive evaluation, scrutiny, and revision, the model can be generalized to other
groups of examinees and different problem-solving tasks.

These models support cognitively-based test score interpretations because test per-
formance is directly connected to examinees’ cognitive skills. Strong inferences about
examinees’ cognitive skills can be made because the small grain size in these models
help illuminate the knowledge and skills required to perform competently on testing

2 Information in long-term memory can be consciously experienced if it is transferred into short-term or
“working” memory. However, until this information is accessed and attended to, it will not be consciously
experienced.
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tasks. Specific diagnostic inferences can also be generated when items are developed
to measure different components and processes in the model. Unfortunately, little is
known about the information processing steps and cognitive structures that character-
ize student performance in most testing situations. As a result, relatively few models
exist. Even when these models are available, they rarely guide psychometric analyses
because they are usually restricted to a narrow academic domain (or, even, tasks within
a domain); they are expensive to develop, initially, and to refine, over time, because they
require extensive studies of problem solving on specific tasks; and they require cogni-
tive measurement expertise, which is uncommon. Thus, future research efforts should
focus on the development of cognitive models of task performance, particularly for
CDAs where the target of inference is information on examinees’ cognitive strengths
and weaknesses.

Incorporating cognitive models into psychometric methods

Because cognitive models are rare, few assessments are designed or analyzed using
these models, although some notable exceptions exist. For example, tests generated
from Embretson’s cognitive design system (Embretson, 1998), Mislevy’s evidence
center design principles (Mislevy et al., 2003), and Tatsuoka’s rule-space model (cf.
Tatsuoka et al., 2004) are typically based on cognitive models of task performance. To
illustrate the explicit modeling of cognitive performance using an information process-
ing approach, we describe the attribute hierarchy method (AHM; Leighton et al., 2004).
The AHM is a psychometric method for classifying examinees’ test item responses into
a set of structured attribute patterns associated with different components specified in
a cognitive model of task performance. An attribute is a description of the procedural
or declarative knowledge needed to perform a task in a specific domain. The cognitive
model is presented as a hierarchy of structured attributes (which is operationalized us-
ing a binary adjacency matrix; see Leighton et al., 2004, p. 211). The hierarchy defines
the psychological ordering among the attributes required to solve a test problem and,
thus, serves as the cognitive model of task performance. By using the attribute hier-
archy to develop test items, maximum control is achieved over the specific attributes
measured by each item. By using the attribute hierarchy to interpret test performance,
scores and inferences about performance can be linked directly to the cognitive model,
thereby identifying processes and skills within the model where examinees’ have partic-
ular strengths and weaknesses. Consequently, the attribute hierarchy has a foundational
role in the AHM because it represents the construct and, by extension, the cognitive
competencies that underlie test performance. Few psychometric methods are guided
by a cognitive model of task performance. And the methods that do exist, such as the
AHM, are in their early stages of development. Thus, future research should also fo-
cus on the development of new psychometric methods that include cognitive models of
test performance thereby providing a psychologically-based assessment framework for
developing, scoring, and interpreting tests.
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Conclusion

If the challenges in linking cognitively-based models and psychometric methods are to
be realized, then a more productive relationship between cognitive psychologists and
psychometricians is also required. This serves as our most important challenge. This re-
lationship may take the form of a cognitive measurement specialist who understands the
fields of cognitive psychology and psychometrics and who promotes this new form of
theory-based assessment (e.g., Leighton, 2004; Snow and Lohman, 1989). Regardless
of the form, this inter-disciplinary relationship, which was initially viewed with great
promise and optimism, has not been as fruitful or productive as once anticipated. The
challenges of integrating cognitive principles into measurement practices has proven
to be much more complex than expected. Added to this fact are the professional pres-
sures of maintaining a disciplinary focus which, at times, makes it difficult to combine
knowledge across disciplines and promote broader research objectives. However, the
integration of cognitive psychology and psychometrics is important and these barriers
must be overcome, particularly as stakeholders are beginning to demand that tests yield
more useful information about examinees’ cognitive skills. If ranking examinees on a
trait of interest is primary to the test score inference, then existing latent trait theories
are adequate. But if understanding and evaluating examinees’ cognitive skills is primary
to the test score inference, then new procedures – which integrate cognitive models with
psychometric methods – are imperative.
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Technical Considerations in
Equating Complex Assessments

Ida Lawrence

In recent years, assessment designers, developers, and psychometricians have been
faced with demands for the inclusion of increasingly sophisticated and complex assess-
ment tasks within large scale tests designed for making high stakes decisions. These
complex assessments often contain mixtures of multiple choice and constructed re-
sponse questions or contain only the latter. In those situations where we wish to rely
on traditional equating procedures (Kolen and Brennan, 2004) to ensure production of
comparable scores across multiple test editions given to nonequivalent groups of test
takers, we need to recognize and address the challenges of equating these complex as-
sessments.

These challenges are manifested in several ways. When assessments contain a mix-
ture of constructed response and multiple choice questions, practitioners must decide
whether or not to include constructed response questions in the anchor set used for
equating. In making this decision, psychometric and operational factors must be con-
sidered. For example, due to security issues it may prove infeasible or inadvisable to
reuse constructed response questions to allow for traditional equating. Some kinds of
constructed response questions, for instance, one-sentence essay prompts, pose particu-
lar security challenges because they are easily memorized by test takers and thus may no
longer be considered secure once administered. The practical constraint of not repeating
constructed response questions across administrations means that such questions cannot
be used as anchor items for equating multiple test forms across administrations. This
in turn means that equating will be conducted based solely on multiple choice items,
which may not contain adequate representation of the construct being measured by the
full assessment. What data are needed to understand the impact on equating results of
using only multiple choice items in the anchor set? Is it possible to perform an adequate
equating under these conditions?

A different challenge arises when constructed response questions can be included in
the anchor set. An important assumption when using an anchor test to adjust for abil-
ity differences between nonequivalent groups of test takers is that items in the anchor
set perform similarly across administrations. While various statistical techniques can be
used to screen for and eliminate multiple choice items in the anchor set that behave dis-
similarly across old form and new form samples, the situation is more complicated when
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constructed response items are included in the anchor set. When answers to constructed
response questions are scored by judges, rather than by machines, data are needed to
ensure that the standards used to score the questions are the same across the pools of
judges who scored the constructed response question when it was part of the old form
and when it was part of the new form. Research focused on mechanisms to control
for differences in scoring at different administrations is relevant in this regard. These
mechanisms include working closely with subject matter experts to provide the clearest
possible scoring rubrics and adequate training of judges. When test questions are scored
by humans, instead of by machines, research is needed to evaluate whether the mecha-
nisms for ensuring that scoring is done using consistent standards have been successful.
A variety of methods for monitoring rater consistency across test administrations can be
used, and these methods each have strengths and weaknesses. (Bejar et al., 2006, review
relevant literature on human scoring and approaches to monitoring the quality of scoring
by humans; Williamson et al., 2004, discuss monitoring of automated scoring.) But the
greatest challenge lies in how best to use the information. If data indicate that scoring is
not stable over time, options for using the information include dropping the question(s)
as a linking item(s), rescoring the question with additional training of raters, or using
a statistical procedure for adjusting anchor test scores for rater leniency or stringency.
Obviously, these issues are even more salient in assessments that are wholly made up
of constructed response questions. These assessments typically contain relatively few
items, so a change in scoring rigor on one question can have major implications for
score comparability.

The aforementioned practical issues surrounding the use of constructed response
items in assessments used for making high stakes decisions raise the following research
questions:

1. What quality control and statistical procedures are needed to ensure form-to-form
comparability of tests containing constructed response items?

2. Can constructed response questions be used effectively in anchor tests for equating
across nonequivalent groups of test takers?

3. If so, how can constructed response items be most effectively used as part of an
anchor test?

4. What are best practices for scoring constructed response questions and carrying out
statistical monitoring of scoring to ensure high quality in terms of accuracy and
validity?

5. What quality control steps are needed to ensure stability of scores when tests con-
taining constructed response items are reused across administrations?

6. When assessments containing constructed response questions are reused across ad-
ministrations, what kind of evidence is needed to ensure that scores on the reused
assessments can be reported without a check on the stability of the scoring of the
constructed response portions?

Another set of challenges occurs in the situation in which form-to-form comparabil-
ity across nonequivalent groups of test takers needs to be established but it is simply
not possible to collect anchor test information. Research is needed on innovative ap-
proaches to ensuring score comparability in those situations where repeating items is
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not possible. For example, the licensing test for architects (Kenney, 1997) faced just
such a situation where neither pretesting nor anchor equating was feasible for secu-
rity reasons. Kenney developed an innovative assessment where forms are constructed
such that the difficulty of the items is held constant by design such that the forms are
“randomly equivalent.” Research is needed on best practices for establishing form-to-
form comparability in suboptimal equating situations where the use of an anchor test
and the use of other alternatives, like field testing, spiraling old and new forms, or pre-
equating, are not feasible. For example, when anchor test information is not available,
it may be possible to collect and use demographic information on test takers. Research
is needed on the practicality of using demographic information to match score distribu-
tions against a synthetic reference population and obtaining score conversions for new
forms of the tests in these demographically matched samples. Nonstatistical approaches
are also worthy of investigation. For example, research is needed on test development
approaches that might be used where traditional equating is impossible. Examples of
such test development approaches are evidence-centered design (Mislevy et al., 2003),
use of item models (Bejar et al., 2003), and use of item shells, where the aim is to control
variability of item difficulty through specification of item features and understanding of
factors that influence item difficulty. While none of these alternative approaches can re-
place traditional equating methods for ensuring comparability of scores across multiple
forms, operational constraints may require creative use of these alternatives, if nothing
else, to prevent the creation of forms that are too different to be equated successfully.
However, the strength of these approaches will depend on a research base to demon-
strate their effectiveness at achieving score equity.
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Future Challenges to Psychometrics: Validity, Validity,
Validity

Neal Kingston

Any realtor will tell you the three most important factors contributing to the value of a
property are location, location, and location. Similarly, the three most important factors
contributing to the value of a testing program are validity, validity, and validity. Unfor-
tunately, it is relatively easy to develop sophisticated models to help us reduce error of
estimation by a few percent, so the vast majority of recent psychometric research has
focused on more accurately modeling and assessing the same constructs we have always
measured rather than breaking new ground for better assessments.

What is needed is more attention to the confluence of psychometrics, cognitive psy-
chology, developmental psychology, learning theory, curriculum, and other theoretical
bases of our assessment blueprints. It is not enough to develop parsimonious models
– we need models that support appropriate actions. For example, currently most truly
diagnostic tests require individual administration – we need strong psychometrics to
support group administered tests that not only provide accurate diagnoses, but also pro-
vide valid prescription leading to demonstrable educational improvement.

Snow and Lohman (1989) presented the implications of cognitive psychology for
educational measurement, but there has been little groundswell in the last decade and
a half to address the issues they raise. A review of the table of contents of Volume 69
(2004) of Psychometrika showed one pertinent article (De La Torre and Douglas, 2004)
out of 34. A similar review of Volume 42 (2005) of the Journal of Educational Mea-
surement showed one pertinent article (Gorin, 2005) out of 17. Susan Embretson and
Kikumi Tatsuoka (to name but two) have done important bodies of research in this area,
but much more is needed.

Steven J. Gould (1989) posited that the Burgess Shale demonstrated much greater
diversity of life in the Cambrian Period than exists today and that many families and
species of this period were evolutionary dead ends that have no living progeny. Al-
though a controversial theory within the field of evolutionary biology, there is an easier
to demonstrate parallel with item types. In the early part of the 20th century there were
far more item types used in large scale assessment than are used currently. The need for
efficient scoring (originally by hand using stencils but eventually by high speed optical
scanning machines) led to an evolutionary dead end for many item types that might ef-
fectively measured many constructs of interest. Although there has been a resurgence
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of the use of constructed response items in large-scale assessment in the last decade (in-
cluding but not limited to direct measures of writing), most tests today look very much
like tests from a half century ago.

The use of computers allows for the efficient administration and scoring of a large
variety of item types – including those that previously were seen as evolutionary dead
ends and new item types that are much more dynamic in nature. One noteworthy ex-
ample is the work of Bejar and Braun (1999) on the simulation of architectural practice
and the knotty problems associated with scoring such novel item types. Much work in
this area has also taken place in the field of medical testing, for example, Clauser et al.
(1997).

One challenge we face in all of this stems from the depth and breadth of knowl-
edge required for a quantum advance in the field of educational testing. It is sufficiently
challenging for most of us to keep up with one narrow field let alone with many. Col-
laboration within interdisciplinary teams is another, perhaps more reasonable, approach.
Regardless of the challenges, the potential positive impact from advances in these areas
is immense.
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Testing with and without Computers

Piet Sanders

In the coming years, psychometrics will have to address four major challenges.
The first challenge is maximizing the increasing potential of the computer for several

aspects of test development: item construction, test assembly, models for data analysis,
and reporting of scores.

Item construction is the aspect of test development that has been, and will continue to
be, most affected by computer technology. The computer has already made it possible
to develop and administer items or tasks which could not be administered previously
owing to the costs or to the risks involved in carrying out tasks in real conditions. The
introduction of more advanced interactive multimedia capability will undoubtedly in-
crease the realism of the items or tasks presented to those taking the tests. The computer
has also started to change the way items are being constructed. While the construction
of items is still mainly done by content experts, automatic item generation techniques
will eventually take over a large part of the work of these content experts. The ultimate
challenge here is the further development of item generation programs that can con-
struct items or tasks according to the qualitative and quantitative specifications of test
constructors or that will automatically generate new items dependent upon the responses
given by students during a test administered by computer.

The analysis of item responses can be considered the essence of psychometrics. The
administration of tests via computer or Internet will influence this aspect of test devel-
opment in several ways. The computer and the Internet has made it possible to collect
responses from many more students to larger numbers of items than was the case in the
past. This increase in the number of observations will necessitate further investigation
of the different fit statistics that are used to determine the adequacy of the item response
models that are used to analyze students’ responses. However, the computer can collect
not only more but also different responses. The computer can record the time it takes
to answer an item, and this information can be used to obtain a more accurate or more
efficient estimate of a person’s ability. Response formats in which students can express
their belief in the likelihood that an answer may be correct, therefore giving credit for
partial knowledge, are easy to administer by computer. Until now, the application of
current item response models for time and confidence measurement has been limited.
More powerful computers, however, will make other response formats possible, and
new item response models for these new response formats will have to be developed.
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One aspect of test development which is an excellent example of how the computer
has changed test development is that of automatic test assembly. The introduction of
linear programming in psychometrics has resulted in algorithms and software that allow
test constructors to assemble tests automatically according to their specifications. Much
progress has also been made in computerized adaptive testing, which can be considered
a special version of automatic test assembly. Since the presence of item banks is an
essential prerequisite for automatic test assembly and computerized adaptive testing,
the design, management, and protection of item banks will continue to be an important
area of psychometric research.

Another aspect of test development where computers can make a major contribu-
tion is that of providing information to students, teachers, schools, and other interested
parties. A good example is the student-monitoring system for primary education that
has been developed by Cito, the Dutch National Institute for Educational Measurement.
It is a system for longitudinal assessment that enables teachers and schools to monitor
their students’ progress for most primary school subjects throughout primary education.
At the moment, this low-stakes assessment system consists of paper-based tests and
computer-based (adaptive) tests. The reports provided to the students and the teachers
allow not only norm-referenced but also criterion-referenced score interpretations. Re-
ports on the performance of a school in comparison to other schools are also available.
Results of the analyses done with item response models are the basis for these reports.
Integrating cognitive theory into these models in the near future, however, would sub-
stantially enhance the usefulness of these reports for the students and the teachers. The
computer is able to detect particular patterns of responses that can, for example, help to
identify content misconceptions, reasoning errors, or learning difficulties.

In the national examination systems of many countries, raters are used to score the
responses of the students to open-ended questions or tasks the students have to perform.
Despite the training and scoring rubrics provided to raters, they continue to give dif-
ferent scores, sometimes extremely different scores, to the constructed responses of the
same students. Although automated scoring systems such as those developed by Edu-
cational Testing Service in Princeton can help correct for rater differences with certain
response formats, these systems cannot be used for what are called performance tests.
The second challenge for psychometrics would be to improve the quality of perfor-
mance tests by developing the appropriate psychometric models and tools for analyzing
these tests. The same holds for portfolios, which consist of a number of tests with dif-
ferent response formats. Questions regarding the number of tests needed to make a valid
and reliable assessment of a student or the efficient administration of these tests require
more attention from measurement professionals.

The third challenge for psychometrics is offered by international comparison studies
like PISA. The quality of the solutions for a number of problems that have been the
object of study in psychometrics for many years, including differential item function-
ing, horizontal and vertical equating, and standard-setting procedures, can undoubtedly
benefit from applying them in international comparison studies. Psychometrics or ed-
ucational measurement could make a major contribution by developing international
proficiency scales and worldwide standards. In Europe, a start has been made by relating
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language examinations from different countries to the proficiency standards formulated
in the Common European Framework.

The fourth challenge for psychometrics is attracting more students to the measure-
ment profession. There is currently a worldwide lack of people who have expertise in
psychometrics, educational measurement, or assessment. It seems that there are at least
two ways to solve this problem. Firstly, testing organizations should cooperate with
university departments of education, psychology, econometrics, and statistics to attract
talented students. Testing organizations should offer students scholarships for disserta-
tions on measurement topics, traineeships, and possibly the guarantee of a job after
completion of graduate studies. Professional measurement organizations could also
offer certification programs for different levels of expertise in assessment. These cer-
tification programs should be directed to individuals, in particular teachers, who have
experience developing assessment procedures. Certification of the expertise of these
individuals should be based on their theoretical knowledge of measurement concepts
as well as their practical experience in developing and administering assessment pro-
cedures. For these certification programs to become successful, employers or school
boards should take measurement expertise into account in the hiring and promotion of
individuals.
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Practical Challenges to Psychometrics Driven by
Increased Visibility of Assessment

Cynthia Board Schmeiser

Educational assessment is in the midst of an unprecedented period of visibility at all
levels – international, national, state, and local. One of the most important contributors
to this visibility has been the passage of the No Child Left Behind (NCLB) Act in
2001, which gave assessment a greatly expanded role in holding states and schools
accountable for educating our children.

With increased visibility comes new challenges for psychometrics. These challenges
involve both finding solutions to problems arising out of the practical application of
assessment in education today and finding these solutions quickly. Although there are
virtually hundreds of issues needing resolution, I will focus on only three: growth mod-
els; diagnosis, prescription, and instruction; and dual-platform testing.

Growth models

Because of increased school accountability requirements under NCLB, states are con-
fronted with the need to identify viable models for measuring growth in student achieve-
ment over time. Since the passage of NCLB, there has been greater interest among states
in the use of growth models for school accountability. While growth models have been
used for decades in research and program evaluation, policymakers and educational
leaders are now seeking assistance in using growth models to provide useful informa-
tion in states’ accountability systems.

The psychometric issues associated with measuring growth are not new. What are
new are the practical realities of the context within which growth is to be measured,
including: (1) student attrition and mobility, (2) increased use of multiple measures
not only within grades but between grades, (3) different student cohorts who may be
assessed at different times, (4) wide variation in input variables among both students
and schools, and (5) subgroups that have small sample sizes and missing data. We need
psychometric models that are sufficiently flexible to accommodate these realities while
providing growth estimates that are technically defensible and informative.
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Diagnosis, prescription, and instruction

A second challenge to psychometrics arises out of a need to help children who are
falling behind in their achievement. Students who are failing to meet state standards
may be lacking one or more of the foundational skills that are necessary prerequisites
for meeting the standard. True to the purposes of NCLB, it is important to develop a
more efficient and effective diagnostic testing model that provides technically sound
information about student achievement on state standards and the foundational skills
that undergird these standards and that directly links that information to instructional
next steps. We need psychometric models that allow us to offer detailed diagnoses of
student achievement that: (1) are obtained efficiently, (2) report accurate scores directly
tied to the curriculum, (3) link directly with state standards and the prerequisite knowl-
edge and skills for each standard, (4) connect individual achievement to instructional
prescriptions that define what the student needs to do next to remediate differences
and strengthen achievement, and (5) facilitate differential instruction to individual stu-
dents or groups of students needing to strengthen varying subsets of knowledge and
skills.

While diagnostic testing is not new, the context within which diagnostic testing is
needed is now different. More apparent than ever before are the sizable number of stu-
dents who are falling behind and the fact that these students are being identified far too
late in their K-12 education. Diagnostic testing needs to occur earlier, must be part of
a student’s ongoing record of progress, must become more efficient (i.e., use a shorter
testing time across broad domains), must measure achievement at both the state standard
level and a more detailed level focused on the prerequisites underlying each standard,
and must be tied directly to instructional next steps.

Dual-platform testing

Increased visibility of assessment has also brought to the forefront the issue of artic-
ulating scores derived from an assessment program delivered through more than one
platform – for example, in paper-and-pencil form and on computer. As more states are
considering how computer-based testing can be delivered in their states, they inevitably
confront inequities in the availability of computers across schools. Schools having com-
puters want to use them to make the assessment process more efficient, while schools
that lack computers cannot do this. The challenges here are to enable scores arising from
the administration of the same test on different platforms to have comparable meaning
and to report these scores on a common scale that can be easily understood and used
by the public across schools and districts. At the same time, mode effects arising out of
differences in test scores attributable to different delivery platforms cannot be ignored.
Embedded in these challenges are issues associated with score comparability, equating
of test forms and pools, and scaling. Up to now, there has been very little published,
peer-reviewed research on this issue at the K-12 level.
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* * *

By raising these three challenges, I do not intend to minimize the significant progress
that has been made in the field, progress that this volume demonstrates in abundance.
My examples are intended only to illustrate some of the new demands placed on psy-
chometrics as a result of the increased visibility of assessment and a growing demand
by the public for transparency of assessment results to evaluate school effectiveness.

The context surrounding assessment is changing. Practical requirements are driving
changes in the way assessment results are being derived, reported, and used. The burden
of many of these changes falls on psychometrics. We certainly have much to do, but I
am confident we can find practical solutions to the new challenges we face.
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– of associativity 528
– of Cauchy 525
fundamental problem of causal inference 914
fusion model 986, 1011

gain patterns 885
gain scores 783
gamma index of ordinal association 561
Gauss–Hermite 494, 496
Gauss–Hermite quadrature 502, 806
Gauss–Hermite quadrature approximation 758
Gaussian distribution 4, 9
general diagnostic model (GDM) 652
general intelligence factor, g 5
general linear regression 877
general proficiency 874
General Social Survey 422
generalizability 11, 527
– of effects 573
– of treatment effects 576
– over agents 528
– over samples of persons 516
– over subtests 573
generalizability, multivariate 109–112
generalizability (G) coefficient 96
– group means 107
generalizability (G) study 94
– multifacet designs 99–105
– one-facet designs 94–99
– vs. decision (D) study 94
generalizability theory 93–120, 469, 1095–

1097
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– error, absolute 96
– error, relative 96
– error variance 96
– estimated variance components 95
– facet, hidden 116
– universe of admissible observations 93
– universe of generalization 94
– universe score 94
– variance components 95
generalized inverse 236, 270, 497
generalized least squares 1051
generalized linear models 31–36, 577
generalized partial credit model 144, 685, 692,

959
generalized RMs 556
George Bailey 770
Gibbs sampler 494, 593, 594, 794, 808, 809,

813
GLS, see covariance structures; GLS procedures
GLS procedures 311
GOF (goodness of fit) 370, 371, 373, 393
Goodman model 435
goodness-of-fit 497–499, 654
goodness-of-fit measures 879
GPA 39, 908
grade-equivalent scores 957–959
grade-to-grade growth 964, 972
graded response model 144
graded responses 663
gradient method 542
gradient vector 492
graphical approach 769
graphical control of RM 549
graphical depiction 913
graphical display 693, 696, 697, 706, 707
GRE 901
group differences 916
growth 868, 955, 956, 958, 960
growth curve model 299, 406, 409
growth curves 964
growth models 1117
growth patterns 972
growth trajectory 963
guessing 576
Guttman linear scales 435
Guttman scale 435, 436
Guttman scale orderings 435
Guttman scaling 434

halo effect 667
hat matrix 209
headache 770
health-care expenditures 772
Hellinger distance 251

Hessian matrix 492
heteroscedasticity 875
heteroskedasticity 405
Heywood case 277
hierarchical cluster analysis 632
hierarchical model 587, 589, 964, 972
hierarchical rater model 595, 596
hierarchical structure 401, 418
High School Grade Point Average (HS-GPA)

907
history 774
HLM 885
horizontal equating 961, 1114
Horvitz–Thompson estimation 784
human scoring 1108
HYBIL 653
HYBRID model 650
hyperparameter 593
hypothetical population 899

ICC curves
– nominal 474
ideal point discriminant analysis, see also IPDA

392
ideal (subject) point 387, 392
identifiability 424, 527, 531
identification 424
identified 444
ignorability condition 531
ignorable designs 793
ignorable treatment assignment 787
ignoring nonignorable treatment assignment

793
image theory 270
improper solutions 277
imputation model 1041
imputations 1045
impute 789
incidental parameter 675
incomplete data 532, 535, 545, 565, 574
incomplete designs 570
indeterminacy 633, 634
index of dependability 96
index of dissimilarity 427, 436, 438
indicators 869
indifference category 460
individual differences weights 382, 384, 385,

392
INDSCAL 380, 385
ineligibility constraints 828
ineligible 827
inferences 956, 961
information 623, 625, 627, 638
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information function 501, 815
– 2-PL 477
– 3-PL 478
– graded categories 480
– multiple category 500
– nominal categories 484, 486
– normal ogive 474
– partial credit 488
information functions 625, 1097
information matrix 370, 393, 492, 496, 536,

538, 567
information-processing theory 749
instruction 1118
Intelligent Essay Assessor™ 219
intentional parameter 828, 831
intentionally more difficult 956
interaction parameter 664
interactive multimedia capability 1113
internal anchor tests 181, 182
internal unfolding 391
international comparison studies 1114
international proficiency scales 1114
interpretation 959
interpreting group differences 893
interval scale 525, 526, 529
interventions 769
intraclass correlation 403, 405
intransitive cycle 448
intrinsically unscalable classes 435
invariance 46, 50, 58, 61–63, 68, 74, 696, 706
invariant item ordering 733
inverse-Wishart 809, 810
Iowa Testing Program 8
Iowa Tests of Basic Skills 956
IPDA 392, 393, 395
IQ 5
irrational quotient of item parameter differences

526
IRT, see also item response theory 12, 15, 29–

33, 35, 41, 42, 607, 962, 984, 989, 993,
994, 996, 997, 1002–1004, 1009, 1011,
1012, 1016, 1017, 1019, 1021, 1024, 1026

IRT equating 196, 197
isotonic ordinal probabilistic (ISOP) models

561
ITBS 957
item
– difficulty 1061
– discrimination 1061
– marginal sum 518
– parameters 518
item analysis 1066
item assessability 674, 677
item bank 747, 748, 751, 753, 1114

item bias, see DIF
– uniform 569
item characteristic surface 625, 626
item cloning 807, 821
item construction 1113
item content 748
item design 568
item development 748, 751
item difficulty 475, 674, 677, 1066
– prediction of 568
item discrimination 561, 1067
item factor analysis 505, 688
– EAP scores 507
– full information 506
– limited information 506
– MINRES 506
item generation programs 1113
item information 626
item intercept 474
item location 474
item parameter 747, 748, 752, 755–766, 960
– difficulty 754, 756
– discrimination 754, 756
– guessing 755, 756
item pool 556, 557
item response function (IRF) 516, 522
– increasing 523
item response model 417, 492, 643, 1113
item response models for confidence measure-

ment 1113
item response models for time 1113
item response surface 615, 617
item response theory, see also IRT 9, 12, 21,

29, 31, 45, 51, 53, 54, 60–62, 66, 67, 74,
75, 118, 128, 469, 587, 604, 607, 683, 684,
686, 691, 706, 801, 958, 984, 1035, 1095,
1096

item response theory (IRT) model 748, 752,
757, 760, 765

– 2PL-constrained model 754–758, 761–764,
766

– cognitive 753, 756, 757, 762, 763, 766
– generalized 747
– hierarchical 752, 755, 757, 758, 760, 763,

764, 766
– linear logistic test model (LLTM) 753–764,

766
– Rasch model 754, 757, 762, 763
– three parameter logistic (3PL) model 755,

756
– two parameter logistic (2PL) model 754, 755,

762, 763
item scores 473
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item specification 748, 762, 765
item step response function 720
item type 749, 753, 765, 1111, 1112
item vectors 623, 627
item-cloning techniques 803
item-exposure control 812, 826, 827
item-parameter drift 807
item-pool design 835
item-selection algorithm 823
item-selection rule 815, 816, 818, 822, 825
item-splitting method 736
iterated bootstrap 418
iterative generalized least squares 417
It’s a Wonderful Life 770

J-C-B Plot 900
jackknife 425
Jeffrey’s prior density 810
Jimmy Stewart 770
job-training programs 795
John Stuart Mill 774
joint maximum likelihood (JML) 533, 565

Kelley predictions 909
Kelley’s equation 905, 906, 908–910
Kelley’s estimate 33
Kelley’s Paradox 893, 894, 901, 908, 917
Kullback–Leibler information 816–818
KYST 369

Lr -norm 238
lack of randomization 871
Lagrange multiplier (LM)
– tests 549, 556, 807
– method of 541
LanguEdge 981
Laplace 494
Laplace approximation 1043, 1044
Laplace integral transformation 418
latent additivity 529
latent class analysis (LCA) 541, 645, 1035
latent class models 1031
latent class proportion 422, 424, 427, 430, 433,

436–440, 442, 443
latent classes 577
latent distribution 539, 541, 544
latent distribution of person parameters 539
latent gold 424, 428, 437, 444
latent growth models 18
latent Markov models 436
latent regression 1040, 1042
latent score distribution 649
latent semantic analysis 219, 221–225
latent space 684, 686, 688

latent trait 683, 965
latent trajectory models 406, 409
latent variables 297–299, 301, 302, 304, 319,

322, 339, 470, 959
law of comparative judgment 13
layered model 868, 878
LCA 646
learning difficulties 1114
least squares methods 278
least squares polynomial regression 630
least squares regression 877
least squares solution 236
Ledermann bound 265
legal damages 772
LEM 424, 428, 653
less privileged social backgrounds 901
Levine equating 191, 195, 196
likelihood 675
– conditional 523
– of item score matrix 518
– of response pattern 518
likelihood equation 758, 760, 762, 805, 816
– multiple category 500
likelihood function 691, 692, 758, 759
likelihood principle 529
likelihood ratio 688, 691, 692, 699–701
– monotone 530
likelihood ratio (LR) tests 549
– conditional 549
likelihood ratio statistic 498
– conditional 567
likelihood ratio test 140, 277, 405
likelihood ratio test G2 497
likelihood-weighted information criterion 816
limits of IRFs 523
linear Bradley–Terry–Luce (LBTL) model 567
linear computer test 1100
linear constraints
– on parameters 564
linear equating functions 184, 185, 188, 189,

191–193, 195, 196
linear factor analysis 686, 688
linear logistic 646
linear logistic model with relaxed assumptions

(LLRA) 575
linear logistic test model (LLTM) 560, 564,

571, 595
– testing of fit 567
linear programming 1114
linear regression 206
linear relationship 792
linear structural equations model 301
linear transformation
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– of parameters 529
linearly equated 956
linking 14, 873, 955, 956
linking of MIRT calibrations 632
linking of the calibrations 634
LISREL 300, 303
local independence 423, 471, 611, 645, 688–

690, 703, 705, 721, 801, 805, 807, 811,
816, 962, 1018

local stochastic independence 523, 555, 561,
573

located latent class model 443
log-likelihood
– conditional 521
– – of item score matrix 533
– marginal 521, 522, 539
– multinomial 522
– of item score matrix 532
log-linear model 229, 650, 1036
log-linear modeling 1035
log-linear pre-smoothing 649
log-linear Rasch model 649, 650
logical constraints 823, 824
LOGIMO 653
logistic distribution 226, 228
logistic function 476, 614, 803
logistic model 615
logistic regression 139, 140, 143, 150
logistic restriction 649
logit model 575
lognormal model 831
lognormal model for response times 828
longitudinal data 406, 413, 878, 886, 973
longitudinal outcomes 795
longitudinal student records 868, 878
Lord’s Paradox 775, 777, 893, 894, 910, 911,

913, 917
lower asymptote 613
lower bounds of communalities 267
lower order margins 498
LPCM Win 1.0 578
LR (likelihood ratio) 370
– statistic 370
– test 370
LSAT 901

M-step of EM algorithm 541
machine scoring, see automated scoring
Mahalanobis metric 785
Mahalanobis metric matching within propensity

score calipers 785
Mahalanobis norm 238
management of item banks 1114
manifest monotonicity 732, 733

Mantel–Haenszel 569, 1071
MAP equation 501
MAP estimator 501
MAP (maximum a posteriori) 500
MAR 872, 878, 885, 886
marginal AIC 460
marginal difficulty 475
marginal distribution 491
marginal likelihood 593, 805, 1041
marginal likelihood function 805
marginal likelihood inference 676
marginal maximum likelihood (MML) 565,

631, 653, 692, 701, 804, 963, 967
– nonparametric 541
marginal maximum likelihood (MML) method

539
– parametric 539
– semiparametric 539
marginal quasi-likelihood (MQL) 760, 764
Markov chain 810
Markov chain Monte Carlo (MCMC) 417,

491, 593–595, 597, 600, 604, 631, 654,
795, 804, 807, 810, 812, 858, 964, 966, 973

Martin-Löf test 550
mass 527, 529
mastery tests 428, 441
matched on the propensity scores 785
matched sampling 785
matching 792, 870
Maximum A Posteriori or MAP estimation 812
maximum likelihood 12, 15, 206, 227, 229, 230
– conditional 32, 33
– marginal 33, 527, 539
maximum likelihood estimation 638
– marginal
– – parametric 521
– – semiparametric 521
maximum likelihood method 271
maximum marginal likelihood 506
maximum slope 621
maximum-information rule 815, 824
maximum-information selection 816
MCAT 894, 895, 899–901, 910, 911, 915, 916
MCAT score 908, 911
MCAT-Biological Sciences 895
MCEM 494
MDIFF 622, 624
MDISC 623, 624
mdltm software 653
MDS, see also multidimensional scaling 9, 10,

20, 371, 375, 376, 378, 385, 387, 390, 395–
397

– ID (individual differences) 375, 378, 379,
383–385
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– ML (maximum likelihood) 361, 369, 371–
373, 376, 379, 385

– nonmetric 367–369
– simple 361, 362, 366, 369, 376, 378, 379, 385
mean and covariance structures 297, 302, 334
mean squared error 207, 208, 211–213, 221,

223
measure growth 956
measurement 748, 752, 765, 979, 1027
– construct 748
– educational 747, 766
– psychological 766
measurement error 871, 875, 1045
measurement invariance 472
measurement model 664
measurement profession 1115
mechanism for creating missing data 775
Medical College Admission Test (MCAT) 893,

894
mental age 5
mental tests 5
Meredith’s problem 249
meta-analysis 20, 919, 952
method of standardization 898
metric
– interval 522
metric scaling 253
Metropolis–Hastings algorithm 593, 594, 631
Metropolitan Achievement Tests 959
Mid-P Method 558, 563, 564
min(AIC) 432, 433, 438
min(AIC) model 427
min(AIC) strategy 427
min(BIC) 432, 433, 438
minimum expected posterior variance 818
Minkowski norm 238
MIRT 608, 609, 640
missing at random 872, 886
missing covariates 796
missing data 327, 328, 330–334, 337, 410,

794–796, 872, 875, 886
missing data problem 787
misspecified models 319, 320, 322
mixed effects 920, 942
mixed model 948, 951
mixed Rasch model (RM) 577, 646
mixture distribution 650
mixture distribution models 643
mixtures of normal distributions 644
ML, see normal theory ML
ML estimator of person parameter (MLE) 546
MLE 811, 815, 817
MML 812, 813
MML estimates 804, 807, 810

MML estimation 804
MML procedure 806
MNSVD 241
model 45, 53, 54
model fit 675
model fit analyses 803
model misfit 1097
model selection criteria 499
model-based extrapolation 792
models for data analysis 1113
modern simulation methods 795
Mokken’s item selection procedure 728
Mokken’s P(+,+)/P(−, −) matrices method

737
moment sequence 543
monotone homogeneity model 722, 724, 725,

738
monotone likelihood ratio 530
monotonic transformation 368, 385
monotonicity assumption 611, 722
monotonicity of IRFs 517
Monte Carlo 494
Monte Carlo approximation 559, 560
Monte Carlo method
– test of fit 544
Monte Carlo tests 556
Moore–Penrose g-inverse 237, 241
MPlus 428, 437
MSP, Mokken Scale analysis for Polytomous

items
– computer program 729
multi-component latent class models 443
multi-group 472, 491, 493
multi-group IRT model 972
multidimensional
– LLTM of change 574
multidimensional ability parameter 803
multidimensional difficulty 622
multidimensional discrimination 623
multidimensional IRT 964
multidimensional IRT models 578, 607, 608,

804, 1036
multidimensional items 555
multidimensional response model 803
multidimensional scaling 254, 359, 369
multidimensional space 608
multidimensionality
– of LLTM 572
multifactorial RM 577
multilevel factor analysis 410, 411
multilevel model 338, 339, 341, 401, 418
– categorical responses 416
– estimation 417, 418
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– fixed part 403
– random part 403
– software 417, 418
multilevel residuals 403, 409
– shrinkage 403
multilevel response model 803
multilevel time series model 409
multilevel/hierarchical IRT 1041, 1050
multinomial distribution 555
multinomial logit model 453, 481, 1034
multinomial model 553
multinomial response model 229
multiple correlation coefficient 207
multiple factor model 259
multiple group 334, 335, 337
multiple group model 471
multiple imputation 794
multiple matrix sampling 503
multiple membership models 402, 413, 414
multiple ratings 504
multiple treatments 794
multiple-indicators–multiple-causes (MIMIC)

model 66–68, 70, 71
multiplicative Poisson model 531
multiply-impute 787
multivariate analysis of variance 217
multivariate data 401
multivariate item response model 1032
multivariate response data 409, 411
multivariate response model 409, 410
multivariate X 785

National Assessment of Educational Progress
(NAEP) 8, 503, 589, 603, 604, 898, 901,
960, 1039

national examination systems 1114
national median 957
NCLB 867, 868, 962
nearest neighbor 225
Nebraska 898, 899
NetPASS 847, 848, 850, 853–855, 860
never smokers 786
New Jersey 898, 899
New Republic 903
Newton method 547
Newton scoring 495, 496
Newton–Gauss iterations 500
Newton–Raphson 275, 491, 492, 538, 542,

566, 576, 760
Newtonian axiom, second 528
Neyman–Pearson lemma 556, 559, 560
Neymanian evaluations 794
Neymanian randomization-based inference

782

Neymanian variance 784
Neyman’s approach 783
NIDA 1036
No Child Left Behind (NCLB) act 867, 1117,

1118
Nobel laureate 905
NOHARM 609, 630, 633, 687
nominal 472
nominal multiple-choice model 501
non-hierarchical data structures 412, 416
non-response
– ignorable 532
non-risky mode 459
noncompensatory model 615, 1037
noncompliance 794, 796
nonconvergent 277
nonequivalent groups anchor test design (NEAT)

1076
nonignorable assignment mechanism 777
nonignorable treatment assignment mechanisms

792
nonignorable treatment assignments 793
nonlinear classical test theory 39–42
nonlinear factor analysis 687
nonmonotone item response function 726
nonnormal 310, 314
nonnormal data 308, 309, 311, 312, 322, 331,

335, 338, 344, 348
nonparametric
– item response theory (IRT) 523, 561, 719
– tests of fit 561
nonparametric regression 223
nonparametric tests 549
nonstatistical approaches 1109
nonuniform DIF 128, 140
norm-referenced score interpretations 1114
normal cumulative distribution function 803
normal distribution function 473, 614
normal example 790
normal example with covariate 791
normal ogive function 803
normal ogive model 41, 525, 615, 630
normal theory ML 331, 333
normal-inverse-Wishart 809
normalization
– in LLTM 565
– standard error of estimators 538
normalization constant 564
normalization of item parameters 565
normalization of parameters 518, 539
normit 473
norms 958
Northwestern University 903
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nuisance 828
nuisance parameter 807, 828
null hypothesis 781, 783
number of dimensions 616, 637, 638
numerical quadrature 651

objectivity, specific 517
objects 517, 527
oblimin criterion 283
oblique Procrustes 636
oblique rotation 281
observational data 870
observational nonrandomized studies 780
observational study 786, 870, 884
observed information matrix 497
observed score 905, 906
observed-score equating methods 184–193,

195
observed-score reporting 831
odds ratio 919, 921
Office of Strategic Services 7
omitted covariates 884
omitted variables 879
one-factor model 257
one-parameter 959
one-parameter logistic (1PL) model 491, 577,

675
one-parameter model 684, 692
open-ended questions 1114
optimal design 801
optimal scaling 19, 20
optimally weighted composite 930
ordered latent class approaches to NIRT 737
ordering
– composite 524
– stochastically consistent 524
ordinal 472
ordinal scale 367, 529
ordinary least squares 876
origin of the space 620
orthogonal axes 610
orthogonal coordinate space 621
orthogonal projection 238
orthogonal rotation 281
orthomax criterion 282
Otis’s group intelligence scale 6
out-of-level testing 956
Owen’s approximate procedure 817

p-value 781, 1066
paired comparison 449, 451, 452, 454, 455, 457
paired comparison experiment 785
paradoxes 893
parallel forms 956

parallel IRFs 554, 555, 576
parallel tests or items 30, 35, 36
parameter 747, 748, 752, 760, 762, 766
– basic 754
– incidental 757
– structural 757
parametric
– IRT 523
parametric bootstrap 1038
parametric irrelevance 788
parametric MML 555
Pardux 966
partial credit model (PCM) 531, 556, 578, 648,

675, 685, 692
partially compensatory model 615–617
Pearson chi-square 498, 654, 699, 701
Pearson-type statistic 549, 811
Pearson-type tests 553
pedagogical strategies 871
penalized quasi-likelihood (PQL) 760, 763,

764
performance tests 1114
persistence 885
persistence model 878, 879
person
– marginal sum 518
– parameters 518
person fit 574
person fit test 556, 559
person response function 740
person-fit analysis 740
person-fit statistic 655
personal equation 4
personality assessment 734
physical randomization 775
PISA 1114
platonic 1096
plausible values 1041, 1044, 1046
play-the-winner designs 780
Poisson distribution 531
Poisson model, multiplicative 515
polychoric correlation 31, 41
polyserial correlation 31, 40
polytomous 493
polytomous generalizations of the RM 578
polytomous mixed Rasch models 648
pool of items 572
portfolios 232, 1114
posited assignment mechanism 777
posterior distribution 639, 759, 790, 963, 972
posterior information function 501
posterior mean 1043
posterior predictive causal inference 786
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posterior predictive checks 810
posterior predictive distribution 789
posterior predictive distribution of causal effects

787
posterior variance 1043
posttest 556
potential outcomes 770, 775
potential outcomes framework 774
power analysis 20
power series distribution 531
power test 828
powerful tests 783
precision 747
precision of VAM estimates 872
predicting 170–174
prediction of first choices 482
predictive differential analysis (PDA) 1084
preference 359, 361, 385, 387, 390, 391
PREFSCAL 391
preliminary item analysis 1073
preposterior analysis 817
preposterior argument 818
preposterior item selection 817
prescription 1118
presmoothing score distributions 186–188
pretest 556
pretest administration 1065
pretest item analysis 1073
pretest item location 1066
pretest sample 1065
pretesting 1064
pretesting data collection design 1064
primary factors 283
primary sampling unit 1046
primitives 770
Princeton 1114
principal component analysis 269
principal components 215
principal factor analysis 506
principal factor method 279
principal stratification 795
prior differences 870
prior distribution 638, 963, 967, 972
prior modeling 590
probability modeling 590
processing difficulty 751, 761, 762
Procrustean transformation 247
Procrustes problem 238, 239
Procrustes rotation 285
Proctor model 435
proficiency model 847, 848
proficiency standards 1115
projection operator 237
promax rotation 286

propagating errors 961
propensity scores 784, 796
proportional reduction in error 214
protection of item banks 1114
proximity 359–362, 369, 370, 375, 383, 385,

396
PROXSCAL 369, 385
PSAT/NMSQT 993
PSE linking procedures 191–193
pseudo-guessing parameter 613
pseudo-log-likelihood 425, 437
PSVD (product SVD) 242
Psychological Corporation 8
psychological scaling 8, 9, 18, 20, 21
psychometric model 747, 748, 753, 755
Psychometric Society 1, 8
psychometrics 769
– practical challenges to 1117, 1119
Psychometrika 19
psychophysics 3, 9
purpose of pretesting 1064

Q matrix, see skills diagnosis, Q matrix
QR (rank) factorization 242
QSVD (quotient SVD) 242
quadratic forms 553, 556
quadrature
– Gauss–Hermite 521
– points 521
quadrature formulas 502
quadrature weights 541
qualitative specifications 1113
quantitative specifications 1113
quasi-likelihood
– marginal (MQL) 418
– penalized or predicted (PQL) 418
quasi-Newton method 542, 762

random 875, 1095, 1096
random assignment 914, 917
random assignment of raters 679
random coefficient model 404
random coefficients 878
random effects 878, 943–947, 949, 952
random effects model 401, 418
random intercept model 405
random sample 911
random slope model 404
random utility 448, 449, 460
random/equivalent groups (EG) design 1076
randomization
– of discrete scores 556
– of scores 558
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– randomized tests 559
randomization distribution 782
randomization tests 549
randomization-based 794
randomization-based modes of causal inference

781
randomization-based perspective 786
randomized and nonrandomized data 769
randomized assignment mechanisms 775
randomized block design 783
randomized block experiment 785
randomized experiments 769, 775, 777, 781,

793, 870
range, restriction of 30, 36–39
ranking 454, 472
ranking data 449, 457, 459
Rao score tests 807
Rao–Yanai g-inverse 237
Rasch 54, 61, 63, 74
Rasch family of models 614
Rasch model (RM) 32, 33, 497, 516, 517, 616,

646, 675, 685, 690, 692, 697, 706, 725
– equivalence with 523
– extension of 564
– family of RMs 526
Rasch model to vertical scaling 959
raters 663, 1114
rating 663
– filtered 667
– inconsistent 669
– negative consistent 669
– positive consistent 669
rating scale model (RSM) 531, 578, 648
rating scales 656
ratio scale 367, 380
ratio statistics
– nonparametric MML 543
raw score 518, 1074
RCM 769, 775, 776, 786
reaction 527
reading ability 515
reading speed 515
realism 1113
reasoning errors 1114
reduced rank regression 247
reduction of dimensionality 245
reference composite 627, 628, 640
reference factors 283
reference group 1070, 1072
Reference Manual on Scientific Evidence 772
reference test 822, 831, 832
regression 46, 55, 65–72, 74, 876, 912
regression adjustment 778

regression analysis 205, 206, 208, 210, 211,
213, 214, 218, 221–223, 225, 227, 231

regression effect 905, 910
regression estimation 213
regression lines 912, 913
regression model 871
regression toward the mean 903
regular assignment mechanism 784
regular designs 784, 786, 792
regularity condition 448
related siblings model 594, 599, 600
relative decision 95
relative teacher effectiveness 869
reliability 11, 30, 33–36, 39, 50, 51, 55, 57,

59, 62, 65, 66, 70, 74, 75, 82, 83, 213, 217,
231, 905, 1077, 1095, 1096

– overestimate 1096
reliability analysis 215
reliability coefficient 83–93, 207
– coefficient alpha 87
– composite scores 91
– difference scores 90
– internal consistency 86
– interrater 90
– parallel or equivalent forms 85
– split-half 86
– stratified coefficient alpha 92
– test–retest 84
reliability, see skills diagnosis, reliability
remediation 1118
repeated measures 401, 406, 409, 960
replication 773, 1095
reporting of scores 1113
requirements for equated scores 172–174
resampling 497
rescaled statistic 310, 317, 327, 332, 333, 335,

336, 338, 343–345
research synthesis 20, 920
residual 207, 498, 499, 690, 698, 699, 876
residual analysis 696, 697
residual-based statistic 313, 314, 339, 343–346
residualized gain score 877
residualized gains 877
residualized post-test 876
residualized pre-test 876
respondent scores 499
response formats 1113
response function 500
response model 801, 802, 807
– 1-PL 478
– 2-PL 475
– 3-PL 477
– bifactor 507
– generalized partial credit 488
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– graded categories 479
– multidimensional 507
– nominal categories 480
– normal ogive model 473
– partial credit 487
– ranking 489
– rating scale 489
response modes
– nominal multiple-choice 486
response pattern 471
response time 819, 823, 835
response variable 517
responses at different levels 415
restrictions
– on parameters 556
restscore method 736
restscore-splitting method 737
revealed choice 466
revealed choice data 447
revealed preference data 447
ridge regression 214
risk factors 774
risky mode 459
robust procedure 305, 314, 315, 318–320, 322,

333, 346, 347
robustness
– of estimator 545
rotation 15–17, 633, 635, 636
rotational indeterminacy 263, 272
row exchangeable 774, 788
row regression 244
Rubin’s causal model 769, 775
Rubin’s model 911, 916
Rubin’s model for causal inference 894

sampling error 1046
sampling properties 496
sampling weights 425, 437
SAS GLIMMIX 763, 764
SAS NLMIXED 762
SAT 39, 40, 901, 925, 933, 934, 1057
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SAT score 898, 907, 908
SAT-Math 895, 898
satiation effect 561
scale
– of items 576
– transformation
– – linear 525
scale aligning 170–174
scale alignment 1100
scale properties
– of RM 522

scale scores 499, 955, 959
scale transformation
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– linear 529
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scale transformations
– linear 526
scaled scores 1074
scaling 955, 1074, 1095, 1097
scaling test 956
scatterplot 884
Scholastic Aptitude test 6, 925
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school choice 795
school intercepts 877
Schwarz BIC 427
science 787
Science Research Associates 8
score comparability 1108, 1109
score distributions 906
score linking 1099, 1102
Score Report Plus 993
score scale 1074
score trajectories 867
scoring 365
scoring rubrics 1114
scoring rules 849
scree test 280
second-order margins 499
security issues 1107
seemingly unrelated regressions 1049
selection bias 872
SEM, see also structural equation modeling 17,

18
SEM software 303
semiparametric 555
sensitive 793
sensitivity 879, 886
sensitivity analysis 793, 932, 933, 936, 937,

940, 941, 951
sensitivity of inference to prior assumptions

794
sensitivity review 162, 163
separability of classes of parameters 516
separate 961, 963
separation of parameters 516, 539
sequential Bayesian methods 817
sequential experiments 780
sequential importance sampling (SIS) algorithm

560
SES 877
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shadow test 823, 825, 830, 833
shadow-test approach 823, 827
shadow-test model 824, 833
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Shepard diagram 368
SIBTEST procedure 134, 143, 147
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significance level 781
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simple gain score 875
simple gain score model 872, 885
simple structure 281
simple two-stage VAM 887
Simpson’s index 210
Simpson’s Paradox 793, 893–895, 898–900,

917
simulation 886
simultaneous equation model 299
simultaneous SVD 242
single group (SG) design 175, 176, 179, 180
single-case approach 556
single-peaked IRFs 561
singular value decomposition 219, 222, 224
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– ability model 980, 982, 983, 989, 996–998,
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1014, 1017
– – latent trait 990, 997, 1003, 1005, 1007,

1009, 1012, 1016
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– estimation 979, 980, 985–991, 993, 995, 999,
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– – posterior 986, 987, 989, 990, 1023, 1024

– – prior 985, 986, 990

– model fit 987–990, 994, 1016, 1020, 1024

– – posterior predictive check 987, 989
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– – noncompensatory 997, 1000, 1004, 1005,
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– – RUM 989, 997, 1010–1013, 1015–1017,
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– person parameter 1000
– Q matrix 984, 987, 988, 990, 991, 994, 996,

998–1022, 1024, 1025
– reliability 983, 990, 991, 993–995, 1024,

1026
– scoring 980, 991, 993, 994, 1000, 1025, 1026
– – classification 980, 981, 985, 986, 989–991,

993
– – mastery 985, 989, 991, 995, 998, 1016–

1018, 1025
– – profile scores 1025
– – subscores 993
– skills space 988
– models 1000
slope parameter 475
small area 963
smoking 772
solution strategies 568
sorting
– method 364
sparseness 498
Spearman–Brown formula 34
specific objectivity 529
specific objectivity (SO) 519, 527–529, 531,

549, 576
spectral decomposition 239
spectral norm of a matrix 243
speed 819, 831
speed parameter 819, 828
speededness model 656
speededness parameter 831
spider-web phenomenon 547
squared multiple correlation 268
stable unit treatment value assumption (SUTVA)

773, 776, 794
standard error of measurement 31, 1095
– conditional 35
standard errors 496, 497
– ability estimates 1096
standard errors of measurement (SEM) 1078
standard frequency index 210
standard setting 959, 960
standard-setting procedures 1114
standardization 899, 900, 917

standardization approach 1071
standardization mix 899
standardized mean difference 919–921, 931
standardized mean difference index 146
standardized p-difference index 133
standardized rate 900
standardized residual 498, 499, 698, 699, 707
standardized tests 873
standards 956
Stanford Achievement Tests 6, 959
state standards
– student performance on 1118
stated choice data 447
stated preference 466
stated preference data 447
statistic 781
statistical description 869
statistical inference 769
statistical model 870
statistical randomization 870
statistical specifications 1061
Step 1 scores 911
stepwise regression 214
stimulus (item) feature 747, 750, 751, 753, 756
stochastic EM 1049
stochastic ordering
– latent variable by total score 724
stochastic proof by contradiction 781
strategy differences 651, 655
Strivers 903, 906, 910
strong components of digraph 566
strong connectedness 534
strongly ignorable assignment mechanisms

779, 780
strongly ignorable treatment assignment 784
structural equation model (modeling) 45, 46,

52, 64, 65, 67, 74
structural equation modeling 17, 18, 442, 614
structural equation models 401, 417
structural incompleteness 574
structural modeling 590
structure of test content 631
student covariates 884
student model 847, 848, 856
student-monitoring system 1114
students’ demographic characteristics 870
students’ test score histories 870
subclasses of propensity scores 785
subclassification 785, 786
subtests
– multidimensional 572
subtractivity 525, 526, 529
subtractivity of parameters 523
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sufficiency 524, 531
– of person and item marginal sums 518
sufficiency of the raw score 561
sufficiency principle 505
sufficient statistic 492, 500, 505, 523, 565, 613,

614, 647, 664, 674, 676, 677
– nontrivial 526
summation method 537
summer slumps 958
SVD: singular value decomposition 239, 240
switching algorithm 560
symmetry 106
Sympson–Hetter experiment 826
Sympson–Hetter item-exposure control 826
symptoms
– of depression 574
– patterns of 574
synthetic effect size 924, 927, 934, 944, 952

T-class mixture model 443
tables
– significance of change 558
target population 1060
task model 847, 849
tasks 1114
tau equivalent tests 83
tau-equivalent model 35
teacher characteristics 868
teacher effects 872, 873
teacher evaluation 868
teacher quality 868
teaching to the test 873
technique of fading 827
template for inference for causal effects from ob-

servational data 786
Terman group test of mental ability 6
TerraNova series of tests 959
test assembly 1113
test blueprints 956
test characteristic curves 967
test characteristic function 831
test characteristic surface 625, 626
test development 747, 1113
test information 626
test information function 815
test length
– virtual 572
test response function 723
test score distributions 873
test specifications 1060

test speededness 1072
test theory 10, 11, 13, 18, 21
TESTFACT 609, 630, 634–636, 688
TestGraf
– computer program 732
testlet 503, 597
tests of unconfoundedness 793
tetrachoric correlation 31, 39, 41
tfidf 223, 224
The Triumph of Mediocrity in Business 903
theory of errors 4
three-parameter logistic (3PL) model 501, 589,

598, 601, 616, 725, 802, 808, 815, 816,
818, 853, 859, 964

three-parameter model 684, 692
three-parameter normal ogive (3PNO) model

803, 808, 812, 817
Thurstone scales 959
Thurstone scaling 956
time intensity 819, 822, 828
Toulmin diagram 841, 842
training 868
transformation, see scale transformation 522,

634, 636
transition matrix 886
transitivity violations 448
translation 635
treatment 921–923, 934, 946
– effects 571
– groups 571
treatment condition 912
treatment effect 559, 573, 575
treatment group 914
treatments 571, 769, 770
trend effect 573
true ability 906
true rating 665
true score 29, 31, 33–35, 905, 1095, 1096
true score theory 10, 11
true-score equating 188–190, 195, 197, 831
truncation of outcomes due to death 795
Tucker’s problem 249
two parameter partial credit model 965
two-parameter 959
two-parameter logistic (2PL) model (or

Birnbaum model) 505, 524, 577, 673,
720, 725

two-parameter model 684, 692
two-stage covariance model 868
two-way analysis of variance 213
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UMPU test
– about person parameter 548
unbiased estimator 782
unconditional maximum likelihood 533
unconditional means 914
unconfounded assignment 779
unconfounded assignment mechanism 779
unconfounded probabilistic assignment mecha-

nisms 780
uncontrolled causal studies 914
underdispersed 877
unequal probability sampling algorithm 560
unfolding analysis 360, 385, 387, 388, 390–

392, 397
unfolding models 739
unidimensional IRT 609, 972
unidimensional model 628
unidimensional scale 627
unidimensionality 576, 686–689, 705
– LLTM 571
unidimensionality assumption 555, 607
unidimensionality of items 550, 551
unidirectional DIF 740
unified analyses 961
uniform DIF 128, 140
uniformly most powerful unbiased (UMPU) tests

556, 558–560
uninformative data 575
unintended missing data 794
unique factors 261
unique variances 261
uniqueness 262, 506
– of CML estimator 567
– of CML estimator (LLRA) 576
– of CML estimator (RM) 537, 566
– of JML estimator (RM) 534
– of ML estimator (LBTL) 567
– of scales 518
uniqueness of CML estimator 557
– of change parameter 557
unit level assignment probabilities 784
United States Medical Licensing Exam

(USMLE) 894
United States Medical Licensing Examination

893
units 770
universe of items 525
– dense 525
universe score 1096
unknown propensity scores 785
unobserved intermediate potential outcomes

795
unsigned area 130
unstandardized residuals 498, 499

untestable assumption 916
USMLE 893, 895, 910
USMLE Step 1 910, 911
utility maximizers 448
utility models 449

vaccination 795
valid inferences 956
valid interpretations 955
validity 30, 36, 39, 45–76, 213, 217, 231, 750,

764, 956, 961, 987–1026, 1083, 1111
– construct 48, 50, 52, 55, 59, 60, 765
– content 63, 72
– external 992, 993
– internal 991, 992
– test 747
value added assessment 773
value-added modeling (VAM) 868, 869, 871,

874, 876, 880, 886, 888, 889
variable persistence model 879, 885
variance 783
variance components 213
variance components model 403, 405
variance estimation 1045
variance partition coefficient 403, 405
varimax 16
varimax criterion 282
varimax rotation 634
vector plot 623, 624
vector preference model 391
vertical equating 1114
vertical scale 958, 973
vertical scaling 632, 873, 955, 956, 958, 960,

961, 972
vertically scaled 874, 956
vertices 534
virtual
– item parameters 574
– items 569, 572
– person parameters 574
– persons 575
– test length 572
virtual (V-) persons 575
volatility of estimated effects 887
Von Neumann theorem 245

Wald-type tests 549, 555, 556
Wall Street Journal 901
Ward’s method 632
Warm estimator (WLE) 547
weak local independence 721
weak monotonicity 723
weight matrix 574
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weighted likelihood estimator (WLE) 811
weighted MLE 817
well-conditioned data 534, 567
well-conditioned item score matrices 566
Wellesley 908
white 898
WINMIRA 2001 653
within school variance 591

WLE 811
WML estimates 814
WML estimation 813
WML estimator 814
worldwide standards 1114

X2 Pearson 497
XGvis 362, 396
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